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Abstract:  The Parallel Seismic Earth Imaging System (PSEIS1) is a software package that is 
envisioned as a successor to DDS2.  It will retain the high efficiency that made DDS suitable 
for production processing at a leading HPC facility.  Its flexibility will continue to facilitate 
advanced research in seismic processing and imaging.  It will also continue to inter-operate 
with other processing system in order to maximize total value. 

The new system provides an alternative to MPI for parallel processing on distributed-memory 
machines.  By tailoring it specifically for seismic processing, applications will be easier to 
develop, maintain and execute, while remaining efficient and scalable.  This scheme is 
described in a companion poster session “PSEIS, Blueprint for Parallel Processing.”  

The system supports parallel I/O by slicing data set dimensions across independent file 
systems.  I/O can split headers and samples into separate file for special processing.  Two user 
interfaces are provided that complement each other.  Power users can leverage existing skills 
with scripts and casual users can benefit from the GUI.  Object-Oriented technology is used to 
improve robustness, functionality and long term cost. 

Introduction:  Data handling is fundamental.  Get it right and other issues will fall into place.  
Get it wrong and the system is doomed to mediocrity. 

The PSEIS architecture is similar to that used by DDS.  It relies upon the OS to execute 
independent processes and transfer data among them.  Meta-data is kept in plain text 
dictionaries that can be isolated from the binary data.  The binary data is described by 
multiple dimensions that have extensible attributes.  I/O records have a generic format and 
conventional formats (SEGY, SU and USP) are a supported subset.  PSEIS will inter-operate 
with other processing system using emulation and format conversion on-the-fly.  The system 
will have efficiency, flexibility and portability that is similar to DDS.  It will also include 
basic processing modules that can be used with proprietary ones from third parties. 

PSEIS is currently vapor-ware, which has the advantage of being malleable.  Colleagues can 
critique the proposal while the foundation can still be changed.  They may also offer 
important enhancements that are not envisioned here.  Participation by others at the design 
stage may mitigate a not-invented-here syndrome and result in wider acceptance.  It may also 
attract resources for development and maintenance.  Vapor-ware also provides a blueprint to 
guide development by contributors, if the proposal is seriously pursued. 

This paper focuses on the extensions in PSEIS that go beyond DDS and why they are 
important.  It also solicits support and collaboration from colleagues and institutions. 

Dimension Slices:  Binary data is described by one or more logical dimensions.  These 
dimensions can have attributes, such as a name, size and indexing scheme.  Additional 
attributes can be used to describe the distribution of I/O records across multiple files.  For 
example, every Nth element along a particular dimension can be stored in one of N disk files 
(modulo distribution, Figure 1).  Alternatively, a dimension can be chopped into N blocks and 
stored in one of N files (tile distribution).  Either distribution can be applied to one or more 
dimensions in the same data set. 

DDS supports a simple form of modulo distribution and has proved the value of this concept. 
For example, migration jobs can drop independent frequency components into a unique data 
set.  These files can be merged into one logical data set for post processing, by simply 
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tinkering with a dictionary.  No binary I/O is required.   Similar tricks with the meta-data can 
be used to logically sort data without any physical I/O.  These techniques can be important 

when dealing with large 
data sets that tax system 
resources. 

PSEIS can take 
advantage of the slice 
concept in additional 
ways.  The individual 
files can be distributed 
across independent file 
systems and the I/O can 
be performed in parallel.  
I/O requests can be 
serviced by daemons 
that run on the machine 
that is hosting the file 
system.  The daemons 

can also mitigate issues associated with network file systems, file locking and deterministic 
behavior. 

Record Splits:  I/O records may contain a complex set of headers along with a sample vector.  
Some processing steps only need a small subset of headers, without any samples.  For 
example, a sort order could be determined by examining only the relevant headers.  During 
this phase, 99% of the data set is baggage that should not be transferred.  Later, after the sort 
order has been determined, the entire I/O record may need to be accessed. 

The split attribute can be defined for selected fields within an I/O record.  Binary data for split 
fields is kept in a separate file.  The application can choose to access the composite I/O record 
(default) or selected groups of split fields.  This mechanism is particularly effective when the 
processing step that creates a data set also anticipates the subsequent need for split access. 

Record splits have several other uses.  Fold maps can be derived from header information 
alone.  Some processing systems, such as SEPlib, may require a simple cube of samples.  The 
split mechanisms can park the headers temporarily and attach them again after the cube has 

been updated. 

Slice and split functionality 
can be applied to the same 
data set.  Data bricks can be 
created that have N 
dimensions.  Bricks provide 
efficient access to data that is 
localized in any combination 
of dimensions. 

Other processing systems may 
have specific applications that 
contain slice and split 
functionality.  PSEIS includes 
this functionality in the I/O 
system.  It is available to all 
applications, ensures their 

compatibility, maximizes code reuse and can increase operational efficiency. 

T 

X 

Y 

… 

File[2] 

File[1] 

File[0] 

Modulo 3 Slicing 
Tiling is another  var iation 

Figure 1: Binary data can be sliced along an axis. 
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Figure 2: I/O records can be split headers & samples. 
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User  Inter face:  DDS only provides a script interface for end users.  Such an interface is 
often preferred by power users.  If a GUI were also available, then the processing system 
would be accessible to a wider audience and might attract additional support.  If properly 
designed, the two interfaces could complement each other's functionality and allow both 
audiences to collaborate. 

PSEIS provides both a GUI and script interface (Figure 3).  Each job setup is kept in a simple 
script file.  It describes one or more processing steps, data set names and associated 
parameters.  The GUI loads and saves a job setup by scanning and printing the script.  Power 
users can create a script manually or tinker with one created by a GUI.  The script must 
conform to a few simple rules if it will be subsequently loaded by a GUI.  Keywords are used 
to identify critical components.  Users can switch between interfaces as needed for a given 
task.  

The script functionality could be provided by several existing languages, including Bash, Csh 
and Python.  We should not invent a new one!  
One, and only one, should be selected to 
minimize development costs and learning 
curves.  The choice is rather subjective and I 
prefer Bash.  It is simple, functional and stable. 

The required functionality for a GUI has 
similarities to graphical builders for software.  
These tools allow a developer to drag-n-drop 
widgets (buttons, scroll bars, file selectors) onto 
a visual canvas.  The widgets can be assigned 
properties (colors, ranges, options) and the 
interaction between widgets is depicted by 
connecting lines.  Creating a seismic processing 
flow is another form of high-level 
programming.  The widgets are processing steps 
(filter, NMO, AGC), properties are parameters 
(frequency, velocity, increments) and 
interaction is the data flow (data sets and 
derived parameters). 

PSEIS can leverage the concept of GUI 
programming and existing tools that implement 

it.  We should not invent something new!  Existing open source tools, such as Eclipse and 
NetBeans, can be extended with seismic module plug-ins.  A plug-in is software that bridges 
the gap between the generalized builder and specific applications.  It uses the builder's 
protocol to list modules, connect widgets, present parameters, change values and preserve 
states. 

Language:  The programming language used to implement PSEIS and the API it supports is 
very contentious.  DDS was implemented in C and provided a C and Fortran API.  Object-
Oriented technology could improve functionality, flexibility, reliability, maintenance and long 
term cost.  Two languages were seriously considered for the architecture itself, Java and 
Mono.  Mono is the open source implementation of Microsoft's C#.  Both are appealing 
because they provide portable, simple and modern support for OOP.  Java implementations 
are more mature and it is currently more popular in the open source community.  On the other 
hand, Mono already provides critical functionality (Table 1) that is still missing from Java, 
despite serious efforts to enhance it over the last seven years4. 
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Figure 3: User interfaces and scripts. 
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Mono is my choice, because of 
the critical functionality it 
provides and the lack of 
priority given to Java for 
scientific computing by Sun 
Microsystems.  The Mono 
project is sponsored by Novell 
and is rapidly growing in 

popularity.  It is a very capable OO language that is portable to Linux, Mac OS X, Sun 
Solaris, BSD and Windows. Projects and people can ride Microsoft's coat tail for installed 
systems, support packages and training.  Novell's Mono home page states “The project 
implements various technologies developed by Microsoft that have now been submitted to the 
ECMA for standardization.”  Microsoft cannot revoke the standards nor the documentation. 

The PSEIS API will support Fortran, C and Mono.  Application programmers can leverage 
their existing skills with C and Fortran, while taking advantage of functionality built on OO 
technology.  Programmers that are still trainable can further benefit from the Mono API. 

Infrastructure:  The infrastructure needs to support parallel processing on thousands of 
nodes.  Reporting results to the user in a meaningful way is an essential, but mundane, 
service.  PSEIS uses a log-filter scheme, instead of a traditional printout.  Individual print 
lines are grouped into logical entries that are tagged.  Tags specify the entry number, time, 
compute node, processing step, module name, message severity and verbosity level. 

The logs can be filtered, based upon tag values, to create a custom report.  The original log 
should include everything that might be needed and filters are used to select what is actually 
needed for a particular report.  These needs vary with the target audience and their current 
objective.  End users may initially want an error summary, but later want all the details for 
one particular processing step.  System administrators may want usage summaries and 
programmer may want details on an application fault.  All report variations are derived from 
the same log file.  Standard reports could be created automatically for a job and sent to print 
files or pop-up windows.  GUI log viewers could apply filters and change them interactively, 
in order to drill down to specific details as an investigation unfolds. 

The log-filter concept can help programmers resolve difficult problems.  Parallel programs 
may have asynchronous bugs that are difficult to reproduce.  Big jobs may be expensive to 
repeat, just to get more printout.  If everything is always captured in the log, post mortems can 
always be performed if needed.  The log messages and their tags provide a rich context that 
can be used to investigate tricky problems. 

Conclusion:  Data handling is fundamental.  Get it right and other issues will fall into place! 
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Mono (C#) Java Critical Functionality,  Table 1 

Yes Yes Jagged arrays (arrays of arrays), float a[i][j][k]; 

Yes No Rectangular arrays, float a[i,j,k]; 

Yes No Array index > 2 giga-elements. 

Yes No Disable array bound check for efficiency. 

Yes No Convenient and efficient complex arithmetic. 


