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Short Note

Interpolating missing data: convergence and accuracy,
t and f
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INTRODUCTION

Prediction error filters (PEFs) can be used to interpolate seismic data, in the time domain
(Claerbout, 1992) or in the frequency domain (Spitz, 1991). The theory for PEFs assumes
stationarity, so typically the data are considered a little bit at a time in patches, and assumed
to be locally stationary within a patch. An alternative is to use nonstationary filters, which
effectively sets the patch size to one sample (or slightly larger). With small patches, filter
calculation is an underdetermined problem, and some method for controlling the null space is
required to get a good result. In this paper, I compare some different strategies for controlling
the null space on a test data set. A more basic (and presumably prior) choice is which domain
to do the interpolation in. Interpolation in ( f , x) is well known. The frequency domain is fast,
and both domains give good results on fairly noise-free data. Abma (1995) argues that (t , x)
should resist noise better. Later in this paper, I test both domains with some sample noisy data,
and my results confirm Abma’s conclusions.

CONVERGENCE VERSUS ACCURACY

Estimating a bank of nonstationary prediction-error filters is likely to create an underdeter-
mined problem, at least in those regions of the data (if any) where the filters are placed close
together. The filter calculation then requires some damping equations or some method of
controlling the null space in order to get satisfactory results. In 1D, Claerbout (1997) just pre-
conditions the filter estimation with a smoother, and limits the number of iterations to control
the null space. Clapp (1999) preconditions and also damps the preconditioned model vari-
able. Shoepp and Margrave (1998) use an estimate of Q of the input trace to characterize the
time-varying behavior of the input data. Brown (1999) regularizes the filters with a Laplacian.
Filling in missing seismic traces with PEFs is actually a series of two linear optimizations.
The second step, the missing data calculation, has its own set of null space issues, depending

1email: sean@sep.stanford.edu

1



2 Crawley SEP–102

on the number of dips that are present in the data (Claerbout, 1992), which I do not go into
here. The second step also depends, naturally, on a good result from the first step, the filter
coefficient calculation. Adding the true data that we are trying to replace (which is unknown in
principle but is known in test cases where we want to make difference plots and such) gives us
three things to track as a function of iteration and algorithm: the residual of the PEF calcula-
tion problem, the residual of the missing data calculation problem, and the misfit between the
interpolated data and the true data. Solving the two linear optimization steps by any of several
methods will guarantee that the two residuals decrease and converge. No such guarantee exists
for the difference between the interpolated and real data, and in fact running either of the two
optimizations for too many iterations (where “too many" turns out to be far less than anything
as intuitive as the number of model variables) increases that difference. Here I compare the
behavior of those curves given different strategies for controlling the null space of the filter
estimation step.

Formulations

A standard formulation for calculating PEFs from known data is to solve a linear least-squares
problem like

0 YCa r0, (1)

where a is a vector containing the PEF coefficients, C is a filter coefficient selector matrix,
and Y denotes convolution with the input data. The coefficient selector C is like an identity
matrix, with a zero on the diagonal placed to prevent the fixed 1 in the zero lag of the PEF from
changing. The r0 is a vector that holds the initial value of the residual, Ya0. If the unknown
filter coefficients are given initial values of zero, then r0 contains a copy of the input data. r0

makes up for the fact that the 1 in the zero lag of the filter is not included in the convolution
(it is knocked out by C). When there are many coefficients, it makes sense to add damping
equations and/or to precondition the problem. Inserting the preconditioned variable Sp (where
S is a somewhat arbitrary smoother) for a and adding the also somewhat arbitrary roughener
R S 1 to regularize the model, gives a formulation like

0 YKSp r0 (2)

0 Ip (3)

This is like the formulation used in Clapp (1999). Claerbout (1997) and Crawley (1999) set
to zero and just limit the number of iterations. S is a smoother, but if it is a helical smoother,
it can still be quite small (2 or 3 points), so it does not add much to the cost of computation
(Claerbout, 1998). In this case, the smoother works radially (Crawley et al., 1998).

Testing

A cube of seismic data with an interesting set of dips was used as a test case. Half the traces
were replaced by zeroes and input to some different interpolation schemes based on the equa-
tions above. The important thing is the difference between the true data and the interpolated
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data we invent to take its place. Naturally, in a real problem the true data are unknown, but
it is interesting to see if we can infer anything useful about that difference from the residuals.
Convergence of the filter estimation step for the different implementations is shown in Figure
1. The curve labels are:

Smoothed means that the filters were calculated using the preconditioned optimization
of equation (2), but that was zero, and so the damping (equation (3)) was effectively
turned off.

Both is similar but with 0.

Damped used equations (1) and (3), except the damping equation really reads 0 Ia,
because there is no change of model variables. No preconditioning, but still damped
with an identity. It seems sensible to replace this with a curve damped with a reasonable
roughener, but that is just a slower way to get the results of the Both curve above.

Neither was estimated using equation (1) alone, which is fine so long as the problem is
overdetermined.

This test uses filters estimated in radial patches, with patch boundaries along various lines
of constant radius or angle. The density of filters was chosen to give a good interpolation
result, and to give patches that create an overdetermined problem at longer offsets and later
times where the patches are largest, and an underdetermined problem where the patches are
smaller. Not surprisingly, the residual of the filter estimation step goes down fastest when
there is no restriction on the filters (the Neither curve). While a large filter estimation residual
does imply something bad (that the filters do not make a good estimate of the data spectrum),
a small filter estimation residual is not necessarily good. In this case, it just means the filters
have too many degrees of freedom. The curves all start off about the same, with the two
damped algorithms flattening out earlier and higher, because the damping simply prohibits
them from putting enough energy in the filter coefficients to fit much of the data. The Damped
curve looks bad, and continues to look bad in the later figures as well. Simply limiting the
energy in the filter coefficients is not as sensible as limiting their roughness, which is what the
damping effectively does for the curve labeled Both. In the Both curve, damping is applied to
the preconditioned (roughened) variable p, while in the Damped curve, the damping is on the
actual filter coefficients a. Changing the I to a roughener just reprises the previous curve, but
without the change of variables. The residual for the missing data calculation step is shown
in Figure 2. A pleasing thing about all of these curves is that they converge after a handfull
of iterations. Figure 3 shows the real quantity of interest. Each curve is the norm of the
difference between the interpolated data and the true data as a function of iteration in the
second step of the interpolation. In every case (though just barely in a couple), the difference
increases at later iterations. In principle the true data are unknown, so there is no reason for the
difference not to increase. The PEFs are certain not to be perfect, and will eventually begin
to add in some undesirable components. The misfit starts to go up after the residual from
Figure 2 has bottomed out. Figure 4 shows the same curve, along with several others that all
use the same algorithm (preconditioning, no damping), but different numbers of iterations, to
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Figure 1: Filter calculation residual
as a function of iteration. Curves
represent different filter calculation
schemes. sean1-curves.nrp [CR]

Figure 2: Missing data residual as
a function of iteration. Curves
represent different filter calculation
schemes. sean1-curves.nrd [CR]
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calculate PEFs. With many iterations, the minimum value on a given curve increases. Too
many iterations, either in calculating the filter coefficients or in calculating the missing data,
degrades the result. In the case of the missing data iterations, the residual has bottomed out, as
shown in Figure 5, which plots the data residual and norm of the misfit between interpolated
and true data, as a function of iteration. In the case of the filter coefficient iterations, it is
not obvious when to stop. Damping with the appropriate value of helps. Figure 6 shows
the same sorts of curves as Figure 4, with a reasonable . Here the curves are fairly close
together, so that running too many filter calculation iterations does not degrade the final result
too much. The wrong value of causes the same problems as the wrong number of iterations
without damping, however. Figure 7 shows the misfit between the true and interpolated data
for different values of . With the damping, you need to find the correct value of , and without
it, you need to find the correct number of iterations for calculating the PEF coefficients. Results
tend to be somewhat less sensitive to , and choosing to make the two components of the
filter calculation residual roughly balance is usually a safe choice (Lomask, 1998).

Figure 3: Norm of the misfit between
the true data and the interpolated
data. Horizontal axis displays num-
ber of iterations in the missing data
calculation step. Curves represent
different filter calculation schemes.
sean1-curves.nm [CR]

Summary

What is the best thing to do? Preconditioning is cheap via the helix, and gives the best results,
if you twiddle the parameters enough. Damping helps reduce the sensitivity to number of
iterations, in favor of the somewhat less sensitive parameter. Generally I skip the damping,
but that choice is somewhat data dependent.
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Figure 4: Norm of the misfit be-
tween the true data and the interpo-
lated data. Horizontal axis displays
number of iterations in the miss-
ing data calculation step. Curves
represent different numbers of iter-
ations in the filter calculation step.
sean1-curves.nm.filtniter [CR]

Figure 5: Norm of the missing data
residual and the misfit between true
and interpolated data. Misfit rises af-
ter the missing data residual flattens
out. sean1-curves.nrd.30 [CR]
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Figure 6: Norm of the misfit be-
tween true data and interpolated data.
Curves represent different numbers of
iterations in the filter calculation step.
sean1-curves.nm.slightdamp.fn

[CR]

Figure 7: Norm of the misfit
between true data and interpo-
lated data. Curves represent
different amounts of damping.
sean1-curves.nm.muchdamp [CR]
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Figure 8: Sample interpolation output. This is one result using the test data from all the
previous graphs. sean1-102.smooth.out [CR]
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NOISE AND (F , X ) INTERPOLATION

Interpolating in the frequency domain is generally faster than in the time domain, because con-
volution matrices turn diagonal and become multiplications. Normally, rather than bother with
nonstationary convolution, the data are divided into patches and assumed to be locally station-
ary. As Margrave (1998) points out, Fourier transforms do not really imply stationarity, but
nonstationary convolution in the time domain does not Fourier transform into a multiplication,
but into a nonstationary combination, which is almost the same as a nonstationary convolu-
tion. It may turn out to be more or less expensive, depending on the number of nontrivial
diagonals in the matrix, but it is not as quick as multiplication. With just enough effort to take
out the obvious slack, I find that my own (t , x) interpolation takes several times longer than
a canned commercial ( f , x) interpolation (ProMAX), though that number varies significantly
with parameterization, and might also vary a great deal with implementation. Unfortunately,
I only had available an ( f , x) version, and not ( f , x , y). To be fair, the time-domain figures in
this section are calculated using just t and x . Interpolation in (t , x , y) produces nicer figures,
and presumably so does ( f , x , y). So why bother with the time domain? One answer is noise.
Abma (1995) shows that (t , x) PEFs are less likely to create spurious events in the presence
of noise, because calculating a filter at each frequency is the time domain equivalent of calcu-
lating a filter that is long on the time axis. The effective time length of the filter tends to give
it sufficient freedom that it can predict the ostensibly random noise. On relatively noise-free
data (such as the data in Figure 8), time- and frequency-domain implementations both produce
good results. Closeups of a (t , x) and ( f , x) interpolation result are shown in Figures 9 and
10. There are some examples of events that are better interpolated in the time domain, such as
the event dipping steeply to the right in the very middle of closeups. However, it may be that
someone with more experience at tuning the ( f , x) parameter knobs would make that differ-
ence disappear. At any rate, either result is fine. With increasing amounts of noise, the time
domain interpolation produces better results. Interpolated noisy gathers are shown in Figures
11 and 12. Noisy close ups are shown in Figures 13 and 14. Coherent noise, like multiples,
will look just like signal and be interpolated right along with it. In the case of multiples, this
is exactly the point of the interpolation. Interpolating the multiples dealiases them and makes
them easier to suppress.

Summary

Either domain works well on clean data. On uglier data, time domain interpolation seems to
do better. Time domain filters are effectively shorter in time. Fewer degrees of freedom means
they are less apt to predict noise.
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Figure 9: Closeup of time-domain in-
terpolation result using noise-free in-
put. sean1-102.smooth.out.closeup
[CR]

Figure 10: Closeup of frequency-
domain interpolation re-
sult using noise-free input.
sean1-102.smooth.fx.out.closeup

[CR]
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Figure 11: Time-domain interpolation result using noisy input. sean1-102.smooth.noise.out
[CR]
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Figure 12: Frequency-domain interpolation result using noisy input.
sean1-102.smooth.noise.fx.out [CR]
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Figure 13: Closeup of time-domain
interpolation result using noisy in-
put. sean1-102.smooth.noise.out.cp
[CR]

Figure 14: Closeup of
frequency-domain interpola-
tion result using noisy input.
sean1-102.smooth.noise.fx.out.cp

[CR]



14 Crawley SEP–102

Brown, M., Clapp, R. G., and Marfurt, K., 1999, Predictive signal/noise separation of
groundroll-contaminated data: SEP–102, 111–128.

Claerbout, J. F., 1992, Earth Soundings Analysis: Processing Versus Inversion: Blackwell
Scientific Publications.

Claerbout, J. F., 1997, Geophysical exploration by example: Environmental soundings image
enhancement: Stanford Exploration Project.

Claerbout, J. F., 1998, Multi-dimensional recursive filtering via the helix: Geophysics, 63, no.
5, 1532–1541.

Clapp, R. G., and Brown, M., 1999, Applying sep’s latest tricks to the multiple suppression
problem: SEP–102, 91–100.

Crawley, S., Clapp, R., and Claerbout, J., 1998, Decon and interpolation with nonstationary
filters: SEP–97, 183–192.

Crawley, S., 1999, Interpolation with smoothly nonstationary prediction-error filters: SEP–
100, 181–196.

Lomask, J., 1998, Madagascar revisited: A missing data problem: SEP–97, 207–216.

Margrave, G. F., 1998, Theory of nonstationary linear filtering in the fourier domain with
application to time-variant filtering: Geophysics, 63, no. 01, 244–259.

Schoepp, A. R., and Margrave, G. F., 1998, Improving seismic resolution with nonstation-
ary deconvolution: Improving seismic resolution with nonstationary deconvolution:, 68th
Annual Internat. Mtg., Soc. Expl. Geophys., Expanded Abstracts, 1096–1099.

Spitz, S., 1991, Seismic trace interpolation in the f-x domain: Geophysics, 56, no. 06, 785–
794.



252 SEP–102


