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Model-space multi-scale approach for waveform inversion
using spline interpolation

Guillaume Barnier, Ettore Biondi, and Robert Clapp

ABSTRACT

We propose a new model-space multi-scale approach using spline interpolation in or-
der to improve the convergence of waveform inversion techniques. We develop a 2D
spline interpolation algorithm using basic spline (B-spline) functions that allows us to
represent the unknown model parameters on a coarse and nonuniform grid. We simul-
taneously invert all available frequency components in the data while gradually refining
the spline grid with iterations. The inverted model for a given grid is then used as the
initial guess for the following inversion performed with a finer grid. The spline grid
refinement rate allows us to slowly increase and control the wavenumber content of the
model updates without having to adopt a data-domain multi-scale approach. We be-
lieve this proposed method is crucial to improve the efficiency of techniques such as full
waveform inversion by model extension (FWIME) or reflection full waveform inversion
(RFWI), since all data components (including reflections) need to be simultaneously
inverted in order to reconstruct the low-wavenumber components of the velocity model.
In this report, we evaluate our proposed approach on conventional FWI in order to gain
better insight on its advantages and limitations. We find that when FWI converges
to the optimal solution, our proposed method also manages to do so, which leads us
to think it may successfully be applied in the context of FWIME. Moreover, when the
acquired data lack low-frequency content, both data- and model-domain multi-scale
approaches converge to local minima.

INTRODUCTION

FWI has the ability to simultaneously recover all model wavelengths or scales without mak-
ing any limiting modeling or data assumptions, such as ray approximation or recording of
primary reflections only (Tarantola, 1984). However, one of the main drawbacks associated
to this approach is its inability to provide the correct or optimal model when an inaccurate
starting guess is provided, usually referred to as cycle skipping (Virieux and Operto, 2009).

Many data- and model-space techniques have been proposed over the last two decades
to mitigate this issue. Some of these methods attempt to solve the problem by extending
the number of model parameters used during the inversion to provide an additional degree
of freedom (Van Leeuwen and Herrmann, 2013; Yao et al., 2014; Biondi and Almomin, 2014;
Huang and Symes, 2015); whereas, others try to modify the data term to ameliorate the con-
vergence of FWI (Metivier et al., 2016; Warner and Guasch, 2016; Li and Demanet, 2016).
The mathematical concept behind all of these approaches is related to the convexification
of the FWI objective function (Barnier et al., 2018a). For example, it has been observed
that the extent of the basin of attraction towards the global minimum increases when the
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2 Barnier et al.

low-frequency content of the data is inverted (Bunks et al., 1995; Fichtner, 2010). As a
matter of fact, low-frequency sources specifically designed for FWI have been proposed and
tested for exploration purposes (Dellinger et al., 2016). Mora (1989) shows the connection
between the propagation direction of the source and receiver wavefields and the wavenum-
ber updates introduced by their cross-correlation (i.e., the model scale that is updated at
each iteration). Sirgue and Pratt (2004) extend this discussion and describe the connection
between the data frequency content and the model updates and propose a method to select
the frequency band to be inverted.

The success of these waveform inversion techniques at convexifying the FWI objective
function appears to rely on their ability to control the order (and the rate) in which the
wavenumber components of the model are being updated. It seems crucial to initially
capture the correct low-wavenumber features before gradually increasing the wavenumber
content of the updates.

We develop a model-space multi-scale approach of waveform inversion in which the
entire bandwidth of the data is simultaneously inverted and the wavenumber content of
the model updates is controlled by using a B-spline representation (De Boor, 1986; Shene,
2011). We start by inverting the low-wavenumber components of the model by placing the
spline nodes on a coarse grid, and we gradually increase the model scales by refining the
spline node positions to a denser grid. This approach is not computationally efficient for
conventional data-space multi-scale FWI since we need to propagate all frequencies at every
step of the workflow. However, it constitutes a necessary feature for our FWIME approach
(Barnier et al., 2018a), where all data components (including reflections) are needed to
update the low-wavenumber parts of the velocity model (Barnier et al., 2018b).

In this report, we apply our proposed method on conventional FWI in order to gain
better insight on how to calibrate its various parameters (e.g., the spline refinement rate
and its impact on global convergence) and assess its potential and limitations. In a sepa-
rate report (Barnier et al., 2019), we successfully integrate this method with our FWIME
workflow.

We compare the data- and model-space multi-scale approaches on the Marmousi model
(Martin et al., 2006) in which acoustic pressure data are generated, and a v(z) model is used
as initial guess. We invert two datasets with different frequency contents, one in which low
frequencies are present and one in which they are missing. For the first scenario, we show
that simultaneous data inversion (i.e., without adopting any multi-scale approach) cannot
retrieve an accurate model, while both multi-scale approaches converge to a similar correct
solution. When the low frequency energy is missing, neither method could retrieve the
true model. Finally, we analyze the wavenumber spectra of the model updates, stemming
from the tested inversions, and show that one potential key factor for the success of a FWI
method is the retrieval of the low-wavenumber components of the model at early stages of
the inversion.

METHODOLOGY

In this section we describe our interpolation implementation using B-spline functions, and
how we employ them in our proposed FWI scheme.
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Interpolation using B-spline functions

B-spline functions are commonly used in computer-aided design and graphic to draw smooth
curves and surfaces passing in the vicinity of a set of control points. These functions can
hence be used to interpolate coarsely sampled points to a finer grid when we do not require
to fit the control points exactly. Here, the control points mc are referred to as “spline
nodes”. The set of spline nodes constitute the spline grid (i.e., the coarse grid). Their
position in space is chosen by the user beforehand and fixed during the inversion process.
The unknown parameters we wish to recover are the weights assigned to each node. The
B-spline interpolation operator linearly maps the spline grid to the finite-difference (finer)
propagation grid mf . In 2D, the mapping is given by the following equation (Shene, 2011),

mf =

Nc
z∑

i=0

Nc
x∑

j=0

Bi,kBj,k mc, (1)

where Bi,k and Bj,k are the B-spline functions of order k for the z- and x-directions,
respectively. N c

z and N c
x are the number of unknown parameters (control points) on the

coarse grid for each direction. Though the coarse grid must be parametrized on a net, each
direction does not need to be arranged uniformly, which allow us to adapt the spline nodes
sampling density according to geological features. Moreover, B-spline functions have very
limited support which makes the interpolation cost quite attractive, even in 3D. We use
k = 3, implying continuity of the interpolated function up to the second-order derivative.

Model-space multi-scale approach

The conventional FWI objective function is given by the following equation:

φ(mf ) =
1

2
‖f(mf )− dobs‖22 , (2)

where mf is the velocity model represented on the finite-difference grid, dobs is the observed
data, and f is the modeling operator. In our proposed model-space multi-scale approach, we
represent the velocity model on a coarse grid that is then mapped into a finer finite-difference
one. Therefore, we modify equation 2 to the following:

φ(mc) =
1

2
‖f(Smc)− dobs‖22 , (3)

where mc are the coarse-grid model parameters, and S is the interpolation operator con-
structed using equation 1. The initial model minit

f is first constructed on the fine finite-
difference grid, and then converted to the spline grid by minimizing the following quadratic
function,

φ(mc) =
1

2

∥∥Smc −minit
f

∥∥2

2
. (4)
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NUMERICAL EXAMPLE

We compare our proposed methodology with the conventional data-space multi-scale ap-
proach on the Marmousi model (Martin et al., 2006) (Figure 2a). We generate noise-free
pressure data with a two-way acoustic modeling operator. We test two scenarios, one where
unrealistic low frequencies below 2 Hz are present (scenario 1), and one with no energy
below 4 Hz (scenario 2). Figure 1a and b show the wavelet spectra used for all our FWI
workflows. Our model multi-scale approach is conducted by simultaneously inverting the
last bandwidth of the conventional data-space approach (blue curves in Figures 1(a) and
(b)). For all the tested inversions, we start with the same initial v(z) velocity model shown
in Figure 2b.

Figure 1: Set of wavelet spectra used for the FWI workflows. (a) Set of wavelet spectra
used for the data-space multi-scale FWI of scenario 1. (b) Set of wavelet spectra used for
the data-space multi-scale FWI of scenario 2. In each figure, the blue curve corresponds
to both the last frequency band used in the data-space approach as well as the frequency
band used in the model-space approach.

Broadband data inversion

Figure 2c shows the inverted model after conducting a data-space multi-scale approach
using all frequency bands displayed in Figure 1a. As expected, the recovered model is
accurate. Figure 2d shows the inverted model obtained by simultaneously inverting the full
bandwidth (blue curve in Figure 1a) without adopting a multi-scale approach. Even with
the presence of low-frequency energy, the inversion converged to a local minimum, which is
much more inaccurate than the one obtained with the data-space multi-scale approach.

Figure 3 shows the spline grid disposition (magenta dots overlaid on top of the true
model) used for our first step of model-space multi-scale approach. We start with a hori-
zontal node spacing of 5 km, and vertical spacing of 1 km in the sediments. In the vicinity of
the water bottom, we use a finer vertical spacing (200 m) to account for the sharp interface
(the only prior geological information we assume). We conduct our model-space multi-scale
approach by inverting the full bandwidth for a sequence of six spline node dispositions. We
use the output of an inversion using one spline grid as the initial model for the next (finer)
one. The panels in Figure 4 show the inverted models for the last four spline dispositions.
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In the absorbing boundaries (and in the water column down to 200 m above the water bot-
tom interface), we use a constant uniform grid spacing of 1 km in both directions. In the
sediments, we also use a vertical and horizontal uniform grid spacing that is refined at each
inversion. In Figures 4a-d, we use a vertical grid spacing (for the sediments) of 0.2 km, 0.1
km, 0.08 km, and 0.02 km, respectively. In the horizontal direction, we use a spacing of 2
km, 1 km, 0.5 km, and 0.02 km. The final inverted model shown in Figure 4d was obtained
by using the same grid as for the finite-difference propagation grid (20 m in both directions
in the sediments). Both data- and model-space multi-scale methods converge to a similar
velocity model (Figures 2c and 4d), which are quite accurate. The model-space multi-scale
inverted model is slightly smoother since the spline interpolation enforces continuity of the
interpolated function and of its derivatives up to the order employed.

Figure 2: (a) True subsurface Marmousi model. (b) Initial v(z) velocity model used in all
tests. (c) Inverted model conducted with a data-space multi-scale FWI using the sequence of
frequency bands shown in Figure 1a. (d) FWI model obtained by simultaneously inverting
the entire data bandwidth (blue curve in Figure 1a).

Cycle-skipped Marmousi

We remove all the energy below 4 Hz in the recorded data (Figure 1b). By doing so,
we create a more realistic data bandwidth and we make any FWI method more likely to
converge to a local minimum given the inaccurate v(z) starting model. For the data-space
multi-scale approach, we use four width-increasing bands shown in Figure 1b. In the model-
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Figure 3: First spline mesh used. The magenta dots represent the B-spline nodes of the
first model-space multi-scale FWI. For reference, the true velocity including the padding
of the absorbing boundaries is displayed in the background. In the z-direction, the node
spacing is 1 km in the absorbing boundaries and in the sediments. In the vicinity of the
water bottom interface, the spacing is 200 m. In the x-direction, we use a spacing of 5 km.

Figure 4: Inverted models using model-space multi-scale FWI for the last four refinement
steps of our workflow. The output of each inversion is used as the initial guess for the
following one.
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space counterpart, we employ the same spline refinement schedule as in scenario 1. The
final inverted models for each scheme are shown in Figure 5. This example shows the
already noticed duality between the frequency content of the data and the updates that
will be generated during any inversion scheme (Sirgue and Pratt, 2004). In fact, in both
cases, the inversions converge to inaccurate similar solutions (i.e., the data- and model-space
multi-scale methods may have similar objective-function shapes).

Figure 5: Inverted models for scenario 2. (a) Final inverted model using the data-space
approach. (b) Final inverted model using the model-scale approach.

Wavenumber spectrum analysis

We analyze the wavenumber spectra of the model updates obtained in all the tested inver-
sions. To obtain these spectra, we subtract the initial velocity model from the inverted one
and apply a 2D Fourier transform.

Figure 5 displays the various spectra obtained from the previous examples. The top pan-
els respectively show the update spectra for the data-space (left) and model-space (right)
multi-scale approach for scenario 1. In the same order, the bottom panels show the anal-
ogous update spectra but for scenario 2. The central panel shows the ideal update spec-
trum (i.e., spectrum of the true model in which the starting model is subtracted). The
inversion-related panels are computed on inverted model at the second stage of both data-
and model-space multi-scale approaches (i.e., the low frequencies and wavenumbers are ex-
pected to be inverted). In the two cases, when the multi-scale methods converged to a
satisfactory result, we can observed that both schemes first retrieve the low-wavenumber
component of the model that are clearly missing from the starting model (Figure 6c). On
the other hand, when the low-frequency content of the data is missing, both approaches
fail to fill that part of the model spectrum. This observation has already been noticed by
different authors that proposed to enhance the low-wavenumber component of the gradient
at early stage of any FWI algorithm (Xu et al., 2012; Zhou et al., 2015). Here, we show
a numerical example in which this fact seems critical for the success of the FWI method.
However, it is still mathematically unclear why that portion of the spectrum plays such an
important role.
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CONCLUSIONS

We describe a model-space multi-scale FWI workflow that may be used as an alternative
approach to the conventional data-domain multi-scale scheme. The entire data bandwidth
is injected and simultaneously inverted; however, the wavenumber content of the model
updates is controlled by the arrangement of spline nodes distributed on a coarse grid. As
the inversion progresses, we gradually refine the density of our spline grid to allow for higher
wavenumber updates into the model.

We present two synthetic examples in which we invert acoustic data generated using
the Marmousi model. We show that when low-frequency content is recorded, both data-
and model-space multi-scale methods provide a similar correct inverted model, while a
simultaneous data inversion fails to provide the correct one. In the second example we
invert a dataset where no energy below 4 Hz is recorded. In this case, neither multi-
scale methods succeed to invert the correct model. We compare the wavenumber spectra
of the model updates of the two tests and show that, when FWI converges, the one of
the fundamental factor seems to be related to the inversion of the low-wavenumber model
component at early stages of the inversion.

We develop this model parametrization because its allows the crucial low-wavenumber
updates to be retrieved at early inversion stages from all components of the data without
manually selecting specific events (e.g., refractions or reflections), making it suitable for our
FWIME workflow.
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Full waveform inversion by model extension using a
model-space multi-scale approach

Guillaume Barnier and Ettore Biondi

ABSTRACT

We successfully show that full waveform inversion by model extension (FWIME)
can mitigate the cycle-skipping issue inherent to conventional full waveform inversion
(FWI). We develop and apply a model-space multi-scale workflow using spline interpo-
lation on a 2D synthetic dataset containing only reflected data with no energy below
4 Hz and where conventional FWI fails to recover the optimal solution when starting
from an inaccurate initial velocity model. We simultaneously invert all available fre-
quency content in the data without adopting a data-space multi-scale approach. By
gradually refining the node spacing of our model representation on the spline grid, we
control the wavenumber content of the updates during the inversion process. We first
apply FWIME to recover an accurate velocity model, and we use it as an initial guess
for a conventional FWI workflow. The final inverted model has not cycle-skipped and
is very close to the optimal solution.

INTRODUCTION

FWI has the potential of inverting all model scales and providing high resolution subsurface
images but it is greatly hampered by its sensitivity to the accuracy of the initial model,
commonly known as cycle-skipping (Virieux and Operto, 2009). Biondi and Almomin (2014)
use an extended model approach to mitigate this issue, but the method, based on a nested-
scheme algorithm, heavily relies on the user to tune the many inversion parameters employed
in the optimization process.

Following their work, we recently proposed a modified approach, also relying on an
extended Born modeling operator, and showed its potential by successfully inverting cycle-
skipped transmission data (Barnier et al., 2018). The main differences in our method is
that we do not separate the model parameter into a background (low-wavenumber) and
a strictly high-wavenumber perturbation. Moreover, during our inversion process, we aim
at completely removing all the energy present in the extended model perturbation and we
attach no physical meaning to it. Finally, the use of the variable projection method to
compute the adequate extended model perturbation allows us to better control the phase
alignment of the data residuals (Golub and Pereyra, 1973; Rickett, 2013; Huang and Symes,
2015).

As discussed in Barnier et al. (2019), we think the success of waveform inversion at
converging towards a useful solution (in an efficient manner) requires an accurate updating
of the low-wavenumber components at early stages of the workflow. Biondi and Almomin
(2012, 2013) successfully used scale-separation and wavelength-continuation to improve con-
vergence, but their approach remains quite user intensive.

11
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In this report, we aim at making this process more user independent by incorporating
the model-space multi-scale method developed in Barnier et al. (2019) to our FWIME work-
flow. The entire data bandwidth is simultaneously inverted and the wavenumber content
of the updates is controlled by the refinement rate of the spline grid on which the model
is parametrized. The benefit of this technique is that all events in the data (including
reflections) are used to update the low-wavenumber updates at early stages.

We begin by reviewing the FWIME theorical framework and explain how the spline
parametrization is incorporated into our workflow. We then illustrate the advantages of
this feature for FWIME on a simple numerical example. Next, we successfully apply our
method on a subset of the Marmousi model (Martin et al., 2006), where acoustic pressure
(reflection) data with no energy outside of the 4-15 Hz frequency bandwidth are generated,
and a v(z) model is used as initial guess. We show that conventional FWI fails to converge
to the optimal solution while FWIME manages to recover an accurate model. We then
use the FWIME inverted model as an initial guess for conventional FWI, resutling in a
high-resolution, accurate solution. Finally, we discuss the current challenges and future
opportunities of FWIME, and discuss our strategy moving forward on how to apply it to
3D field data.

FWIME THEORY

In our new FWIME formulation, we propose to minimize the following objective function
defined as

Φε(m) =
1

2

∥∥∥Td

(
f(Sm) + B̃(Sm)p̃εopt(Sm)− dobs

)∥∥∥2

2
+
ε2

2

∥∥Dp̃εopt(Sm)
∥∥2

2
, (1)

where m is the velocity model defined on a (coarse) spline grid, S is the spline interpo-
lation operator defined in Barnier et al. (2019), f is the wave-equation operator (acoustic,
isotropic), and B̃ denotes the extended Born modeling operator. Possible extensions in-
clude time-lags, subsurface offsets, or shot records (Biondi and Almomin, 2014; Huang and
Symes, 2015). In this report all extended operations are performed with the time-lag ex-
tension and are denoted by the ∼ symbol. dobs represents the observed data, and Td is a
self-adjoint data tapering operator (typically employed to mute all refracted energy) whose
coefficients are fixed during the entire inversion workflow. The (linear) operator D is an
invertible version of the differential semblance optimization (DSO) operator that enhances
the non-physical extended energy of extended images (Symes and Kern, 1994). ε is the
trade-off parameter between the data-fitting and the regularization terms. The subscript ε
in Φε indicates that ε is a fixed parameter throughout the inversion. p̃εopt is an extended
perturbation, defined as the minimizer of the following quadratic objective function: Φε,m,

Φε,m(p̃) =
1

2

∥∥∥Td

(
B̃(Sm)p̃−

(
dobs − f(Sm)

))∥∥∥2

2
+
ε2

2
‖Dp̃‖22 . (2)

Assuming the Hessian matrix of Φε,m (equation 2) is positive definite, p̃εopt is given by

p̃εopt(Sm) =
[
B̃∗(Sm) T2

d B̃(Sm) + ε2D∗D
]−1

B̃∗(Sm)T2
d

(
dobs − f(Sm)

)
, (3)
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where ∗ denotes adjoint operators. The minimization of equation 2 is performed using
a linear conjugate-gradient algorithm, and is referred to as the variable projection step in
FWIME. The data residual component (first term) on the right side of equation 2 is a mod-
ified FWI objective function where an additional term B̃(Sm)p̃εopt(Sm) is used to ensure
the phase alignment between modeled and observed data. During the optimization process
we gradually reduce the contribution of this additional term by adding a regularization
term on the right side of equation 1 (which gradually forces the L2-norm of p̃εopt to vanish).
It is important to notice that unlike the method proposed in Biondi and Almomin (2014),
p̃εopt may contain all wavenumber components at any stage of the inversion process, and no
explicit scale mixing is applied at any step. Hence, p̃εopt is not defined on the spline grid,
but rather on the (finer) finite-difference grid.

Equation 1 is minimized using a gradient-based descent method and its gradient is given
by

∇Φε(m) = S∗M
[
B∗(Sm) + T∗(Sm)

]
T2
d

(
f(Sm) + B̃(Sm)p̃εopt(Sm)− dobs

)
, (4)

where B∗ is the adjoint of the non-extended Born modeling operator and T∗ is the
adjoint of the tomographic operator (Sava and Biondi, 2004; Biondi and Almomin, 2014).
The first component of the FWIME gradient in equation 4 (the output of the application
of B∗ to the FWIME data residual) will be referred to as the “Born gradient” of FWIME.
It is computed with the same operator as the one used for conventional FWI gradient but
the input (i.e., the data residual) is different. In addition, the second component (stemming
from the application of T∗) updates regions of the model wavenumber spectrum missed by
the first one. We refer to it as the “tomographic gradient” of FWIME. M is a masking
operator that may be used to restrict the gradient from updating certain regions of the
model (e.g., the water layer).

The effect of the spline parametrization on the gradient can be understood from equa-
tion 4. S∗ (the adjoint of the spline interpolation operator) projects the conventional
FWIME gradient onto a (usually coarser) spline grid, thereby enforcing smoothness on
the model updates (Barnier et al., 2019). Indeed, the level of smoothness can be adjusted
by refining the spline grid over iterations in order to gradually include higher wavenumber
updates into our inverted model. In the next two sections, we illustrate these properties
with numerical examples that provide more insight on their benefit and impact on the
FWIME workflow.

INCORPORATING THE MODEL-SPACE MULTI-SCALE
APPROACH IN FWIME

In order to illustrate the benefits of the spline parametrization as a way to control the
wavenumber content of the FWIME updates, we guide the reader through the first step of
our workflow for a simple numerical example where solely reflection data are inverted. We
show the potential of our model-space multi-scale approach to recover the low-wavenumber
components of the velocity model, even in the absence of refracted events.

We design a 10 km-wide and 2.5 km-deep velocity model with a shallow water layer and
a v(z) velocity gradient (Figures 1 and 2). We embed a strong horizontal reflector at a depth
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of 1.7 km. We place 100 sources every 100 m, and 500 receivers every 20 m. All acquisition
devices are are placed at a depth of 20 m. Our initial velocity model is also laterally
invariant, and its depth profile is shown in Figure 2b (red curve). We generate noise-free
pressure data with a two-way acoustic modeling operator with a source containing energy
only in the 9-20 Hz frequency range. For this numerical example, we target our inversion
on reflected energy only. To that effect, we apply a data taper on all shot records to mute
all events occurring at offsets greater than 2.5 km. Figures 3a and b show the recorded
data and the tapered data difference (computed from the initial model) for a shot located
at x = 5 km.

For the FWIME spline parametrization, we place 24 spline nodes in the vertical direction
with a spacing of 500 m in the absorbing boundary, and 200 m spacing from 100 m above
the water-bottom interface down to a depth of 3 km. In the horizontal direction, we place
20 nodes with a spacing of 500 m in the absorbing boundaries, and 1 km in the area of
interest.

Figure 1: 2D panel of the true velocity model. [ER]

Figure 2: 1D profiles of the true model (blue curve), and the initial model (red curve). [ER]

We first conducted two conventional (i.e., without spline) data-space multi-scale FWI,
(1) using all available data (including refracted energy with both diving and head waves
shown in Figure 3a), and (2) using only reflected energy with the same data tapering as
the one applied in Figure 3b. Though not shown in this report, both converged to very
inaccurate local minima.

We perform the first variable projection step of our FWIME workflow (minimization of
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Figure 3: Shot gather for a source located at x = 5 km. (a) Observed data with no tapering
applied. (b) Tapered data difference between observed and predicted data using the initial
velocity model. We use a data taper to mute all energy present beyond 2.5 km offset. For
clarity purposes, (a) and (b) are displayed on different scales. [ER]

equation 2). We use a total 101 points for the extended axis at 8 ms sampling, allowing
time-lags to range from -0.4 s to 0.4 s. Figure 4 shows a time-lag common image gather
(CIG) at x = 5 km of the inverted optimal extended perturbation p̃εopt after 100 iterations of
linear conjugate gradient (Biondi et al., 2019), and with ε = 1.0× 10−6. The strong visible
event in Figure 4 corresponds to the reflection from the sharp horizontal interface present in
the true model (also visible in the data space in Figure 3b). As expected, the position of its
maximum energy is shifted away from the zero time-lag axis and is located at a time-lag of
approximately τ = −0.2 s, which indicates that the velocity used to “migrate” this event was
lower than the true velocity. This also illustrates how the optimal extended perturbation
p̃εopt provides crucial kinematic information used when computing the tomographic gradient
of FWIME, which is key to mitigate the cycle-skipping issue. Moreover, for this numerical
example, we tested various values of ε and observed that they had very limited impact on
the results. However, this behavior is not generally true.

The FWIME search direction is then computed using equation 4. Figures 5a-c show the
Born, tomographic, and the total (their sum) search directions on the finite-difference grid,
before projection onto the (coarse) spline grid (before the application of S∗). As expected,
the Born search direction (kinematically equivalent to the conventional FWI first search
direction) contains a strong high-wavenumber update (the sharp reflector located at an
approximate depth of 1.5 km in Figure 5a), but incorrectly positioned due to the large kine-
matic error present in the initial velocity model. On the other hand, the (lower-wavenumber)
tomographic search direction in Figure 5b seems very promising but its amplitude is dom-
inated by the Born search direction. However, the projection onto the coarse spline grid
enables us to automatically recover its features. Figure 5d shows the FWIME total search
direction on the spline grid, and Figure 5e shows the re-projection of the FWIME search
direction onto the finite-difference grid (Figure 5e is computed by applying operator S to
the panel in Figure 5d).

By comparing Figure 5c with Figure 5e, we can clearly see the potential of using such
a spline parametrization. The projection onto the coarse grid allowed us to automatically
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Figure 4: Time-lag CIG of the optimal extended perturbation p̃εopt extracted at x = 5
km. p̃εopt was computed by minimizing equation 2 with 100 iterations of linear conjugate
gradient, and ε = 1.0× 10−6. [ER]

recover and extract the coherent (and crucial) low-wavenumber components of the gradient
(contained solely in the tomographic search direction shown in Figure 5b). This was done
without having to explicitly and manually apply any filter nor scale mixing to the FWIME
gradient. Indeed, for a more complex subsurface (as shown in the next section), this spline
disposition may not be adequate, and may require some refinement at some stage of the
inversion process. Therefore, as described in Barnier et al. (2019), we propose to adopt a
model-space multi-scale approach. The inversion begins with a very coarse spline grid, and
is automatically refined when convergence is reached (for that parametrization), thereby
reducing the need for user input.

APPLICATION OF FWIME ON REFLECTION DATA FROM THE
MARMOUSI MODEL

We test our FWIME workflow described in the previous sections to invert reflection data
generated from a subset of the Marmousi model (Martin et al., 2006), as shown in Figure 8a.
We model noise-free pressure data with a two-way acoustic isotropic wave-equation operator,
and a finite-difference grid spacing of 20 m in both directions. For this numerical experiment,
we use seismic sources containing energy limited to the 4-15 Hz band (Figure 10). We place
100 sources every 100 m, and 500 receivers every 20 m. Sources and receivers are located
at a depth of 20 m.

For all our tests, we use a laterally invariant initial model shown in Figure 8b and
Figure 9 (red curve), which is far from the true solution. We first apply conventional data-
space multi-scale FWI using all available data (including refracted energy) and show that
it fails to retrieve the optimal solution. We then apply FWIME to invert a subset of the
data (only reflected events), and we are able to retrieve an accurate model. We then use
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Figure 5: FWIME first search directions. (a) Normalized Born search direction. (b) Nor-
malized tomographic search direction. (a) and (b) are normalized by the same value. (c)
Normalized total FWIME search direction before projection on the spline grid (sum of (a)
and (b)). [ER]
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Figure 6: FWIME first search direction displayed on the spline grid. [ER]

Figure 7: Projection of the first search direction (Figure 6) on the finite-difference propa-
gation grid. [ER]



FWIME 19

Figure 8: (a) True velocity model (subset of the Marmousi model). (b) Initial velocity
model. [ER]

Figure 9: Depth velocity profiles extracted at x = 5 km of the true model (blue curve), and
the initial model (red curve). [ER]
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Figure 10: Spectra of the various seismic sources used in the Marmousi numerical experi-
ment. [ER]

the output of FWIME as a starting guess for conventional FWI. The final inverted model
is close to the optimal solution.

Conventional FWI

We apply a conventional data-space multi-scale FWI using five frequency bands (Figure 10)
and the full dataset (including some refracted energy). Figures 8a and b show two shot
gathers generated with sources located at x = 0 km and x = 5 km, respectively (using
the full 4-15 Hz frequency band). For each bandwidth, we conduct 100 iterations of BFGS
using the library implemented by Biondi et al. (2019). Figure 12 shows the inverted model
after the last bandwidth. Conventional multi-scale FWI is not able to retrieve the correct
solution, especially for depths greater than 1 km. Even with the presence of some refracted
energy, the inaccuracy of the initial model as well as the lack of low-frequency energy in the
data pushes the inversion to converge to a local minimum.

Figure 11: Shot gathers generated with seismic sources containing energy between 4-15 Hz
(red curve in Figure 10), positioned at x = 0 km and x = 5 km, respectively. [ER]
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Figure 12: Final inverted velocity model using a conventional data-space multi-scale ap-
proach with five frequency bands shown in Figure 10. For each frequency band, the full
dataset was inverted and no muting was applied. [ER]

FWIME

We apply the model-space multi-scale FWIME workflow described in the previous section.
We use a subset of the data generated with the 4-15 Hz frequency band (red curve in
Figure 10) by applying a taper to mute all events occurring at offsets greater than 6 km.
After tapering, the data mostly consists of reflected events. Figures 13a and b show two
representative shot gathers of the data used for the inversion. We assume no prior knowledge
of the subsurface geometry, and we follow our prescribed workflow by choosing a very
coarse spline representation (200 m node spacing in the vertical direction, 1 km spacing
in the horizontal direction, and 500 m in the absorbing boundaries). For the extended
perturbation p̃εopt, we use 101 points on the extended axis, with time-lags ranging from
τ = −0.4 s to τ = 0.4 s. Each variable projection step is performed with 100 iterations of
linear conjugate gradient.

Figure 13: data used for the FWIME inversion workflow, generated with seismic sources
containing energy between 4-15 Hz (red curve in Figure 10), and located at (a) x = 0 km
and (b) x = 5 km. A taper was applied to the modeled data to mute the majority of the
refracted energy. [ER]
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Initial search direction with spline parametrization

Figures 14a shows the first FWIME search direction sf0 on the (fine) finite-difference prop-
agation grid, before projection onto the spline grid. It is given by the following expression:

sf0 = −Mw

[
B∗(Sm0) + T∗(Sm0)

]
T2
d

(
f(Sm0) + B̃(Sm0)p̃εopt(Sm0)− dobs

)
, (5)

where m0 is the initial model expressed on the spline grid, and Mw is a masking op-
erator that mutes the updates in the water layer. We can clearly see the presence of
high-wavenumber features in the vicinity of the water-bottom interface. As shown in Fig-
ure 14b, these features disappear when applying operator SS∗ to sf0 (i.e., projecting the
search direction onto the spline grid, and back). Similarly, Figure 14c shows the “ideal”
search direction (i.e., the difference between the true and the initial models on the fine grid),
and Figure 14d is obtained by applying operator SS∗ to the panel in Figure 14c. The first
FWIME search direction (Figure 14b) possesses promising features that seem to capture
the long wavelength components of the ideal update, at least in the shallow part of the
model, down to a depth of 2 km.

Figure 14: FWIME normalized search directions. (a) FWIME first search direction before
spline interpolation. (b) FWIME first search direction after spline interpolation. (c) Ideal
search direction on the fine grid. (d) Ideal search direction after spline interpolation. [CR]

Inversion results

We conduct our FWIME workflow for the first spline grid parametrization. Figure 15 dis-
plays the normalized convergence curves for the data fitting term, the model regularization
term, and the total FWIME objective function. For this first spline parametrization, the
FWIME scheme converged after four iterations of nonlinear conjugate gradient. At this
point, the spline grid needs to be refined to continue the inversion process.

To better understand the behavior of FWIME sequence applied with the first spline
parametrization, we show the inverted model at the fourth iteration, projected on the finite-
difference grid (Figure 16). We can observe some significant updates in the left part of the
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Figure 15: Normalized convergence curves for the FWIME scheme using the first spline
parametrization. [CR]

Figure 16: Inverted model after five iterations of the FWIME scheme using the first spline
parametrization. [CR]
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model (located between x = 0 km and x = 5 km), which seem to be guiding the inversion
towards a promising solution. Figures 17a and b show two time-lag CIGs extracted (at
x = 3.0 km) from the initial optimal perturbation p̃εopt(Sm0), and from the one computed
after four iterations, p̃εopt(Sm4), respectively. We can clearly see that the strong event
initially located at an approximate depth of z = 1.8 km, and at a time-lag value of τ = 0.2
s (Figure 17a) has been shifted closer to the zero time-lag axis (Figure 17b). This indicates
an improvement of the accuracy of the overburden velocity in that region of the model.

Figure 17: Time-lags CIGs extracted at x = 3.0 km from (a) the initial optimal extended
perturbation, and (b) the optimal perturbation computed after five iterations. [CR]

We continue our FWIME workflow and conduct a total of four inversions (for four
different spline parametrizations, each time using the output of the inversion as the initial
model for the following one), and display the final inverted model in Figure 18a. For each
refinement step, we iterate the FWIME scheme until convergence.

The accuracy of the recovered model is quite good, even though some regions still
require improvement, especially in the shallow part of the left side of the model, as well as
in the deepest region (for depths grater than 2.5 km). Due to time constraints, we decided to
terminate the inversion process after a total 30 iterations of the FWIME workflow (including
for the four grid parametrization steps), even though the inversion had not converged yet.
Finally, we use the last inverted model as an initial guess for a conventional FWI. The final
model is shown in Figure 18b, and is close to the true solution.

Role of the optimal extended perturbation in FWIME

One of the main conceptual features in the design of FWIME (and also an important
difference with the approach proposed by Biondi and Almomin (2014)) can be understood
by analyzing the role of the optimal extended perturbation p̃εopt as a function of nonlinear
iterations. As mentioned in the theory section, the purpose of p̃εopt is to generate all the
events existing in the observed data that were missed by our current model estimate, f(Sm).



FWIME 25

Figure 18: Inverted velocity models from the FWIME scheme. (a) FWIME inverted model.
(b) FWI inverted model using (a) as a starting model. [CR]

As the FWIME scheme correctly updates our model estimate, more events in the data will
be captured directly by the term f(Sm). Hence, less energy will be contained in the term
dobs−f(Sm), which acts as the “observed” data for the variable projection step (equation 2).
Therefore, if the inversion converges to the optimal solution, the L2-norm of p̃εopt should
vanish completely. This clearly highlights the fact that the final p̃εopt of our FWIME scheme
should not just be a non-extended perturbation (as required at the end of each set of inner
loops in Biondi and Almomin (2014)), but a zero vector.

In order to guide our inversion to such a solution, we use a modified DSO regularization
operator, referred to as D in our main objective function (equation 1). D is very similar to
the one proposed by Symes and Kern (1994). One common application of this operator falls
in the context of wave-equation migration velocity analysis (WEMVA) (Sava and Biondi,
2004), where it is used to penalize the energy located in the non-physical regions of extended
images (e.g., non-zero time-lags or non-zero subsurface offsets). In addition, Sava and Biondi
(2004) show the advantages of using such an operator in order to mitigate the cycle-skipping
issue in image-space waveform inversions. However, it does not penalize energy present in
the physical axis of the extended images because its aim is to recover a strong and well-
focused migrated image. In FWIME, we take advantage of the beneficial properties of this
operator, but we modify it by adding a penalty (with a lesser weight) to also force the
energy present at zero time-lags in p̃εopt to vanish.

Consequently, a successful FWIME scheme should start reducing the energy along the
extended axis of p̃εopt (over nonlinear iterations) by adjusting the long-wavelength com-
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ponents of the velocity model. This step is crucial in mitigating the cycle-skipping issue
present in conventional FWI. Once the energy of p̃εopt is focused in the vicinity of the zero
time-lag axis (for each CIG), it should gradually decrease until all the observed data are
predicted by the inverted velocity model.

Even though our FWIME scheme has not finished converging (due to time constraints),
we are still able to observe the behavior of p̃εopt described in the previous paragraph (on
certain regions of the model). Figure 19a shows the zero time-lag cross-section of p̃εopt
computed at the initial step of our last inversion (last spline grid), while Figure 19b shows
the same cross-section of p̃εopt computed with the last FWIME inverted model (Figure 18a).
Both cross-sections are plotted on the same scale, and we can clearly see that in the left
region of the model, the energy has almost disappeared from Figure 19b, indicating that all
events have been matched directly without the help of p̃εopt.

This can also be observed by analyzing the energy of p̃εopt along the extended axis
throughout the inversion process. Figure 20a and b show two time-lag CIGs extracted at
x = 3.0 km from Figures 19a and b, respectively. By comparing them to the same CIGs
but at early stages of our FWIME workflow (Figures 17a and b), we can see that the energy
is now much more focused (notice that the horizontal axis in Figure 20 only ranges from
-0.2 s to 0.2 s), which highlights the improvement in the accuracy of the velocity model.
Moreover, we observe that the majority of the energy originally present in Figure 20a has
almost disappeared in Figure 20b, confirming our observations from the zero time-lag cross-
sections.

However, it is clear from Figure 19a that there are still improvements to be made
(probably due to the fact that we did not wait until convergence). We can still see some
remaining energy in the region located between x = 5 km and x = 7.5 km, and from the
water-bottom interface down to a depth of 2.5 km. The last two columns in Figure 20 show
two CIGs extracted at x = 5.5 km and x = 7.5 km from both cross-sections in Figure 19.
Even though we see some noticeable dimming of the deeper events (Figure 20e and f), there
is still energy mapped in the shallower region. This is corroborated by our final inverted
velocity model that still lacks resolution in the same region (Figure 18a). We believe that
by conducting the inversion until full convergence, and possibly performing more spline grid
refinement steps, we should be able to improve these features in the velocity model.

Another major difference between the two cross-sections is the presence (also located in
the left part of the model) of stronger low-wavenumber energy in Figure 19b. This energy
stems from the back-scattering of the source/receiver wavefields due to the high-wavenumber
content of inverted velocity model. In fact, it can be seen from Figure 18a that a strong
reflector has been added to the velocity model (at an approximate depth of 2.25 km).

CONCLUSIONS, CHALLENGES AND OPPORTUNITIES

We develop a model-space multi-scale algorithm using spline interpolation and incorporate
it into our FWIME workflow. We show on two numerical examples how it can be applied to
gradually build the wavenumber components of the velocity model in order to mitigate the
risk of converging to a local minimum. We then showed an application of FWIME on the
Marmousi model, where we successfully invert pure reflection data with no available signal
below 4 Hz while starting with an inaccurate velocity model. The output of FWIME was
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Figure 19: Zero time-lag cross-sections of p̃εopt. (a) First step of the last FWIME inversion
(last spline grid parametrization). (b) Last step of the last FWIME inversion (computed
using the velocity model shown in Figure 18a). [CR]

then used as an initial guess for conventional FWI and the final recovered model is very
accurate.

There are clearly opportunities to improve our FWIME result, and more experiments
need to be conducted. For instance, we are currently testing our workflow on the simulta-
neous inversion of refracted and reflected energy. Moreover, these tests should provide us
a better insight on how to efficiently refine the spline grid and adjust the trade-off param-
eter between the FWIME data-fitting and the model-fitting components of the objective
function. We believe there exists a consistent way to automatically choose these parameters.

Finally, the feasibility and application of FWIME on 3D field data highly depends
on our ability to reduce the number of linear iterations during the variable projection step.
Therefore, we are currently exploring methods to precondition the linear problem stemming
from the variable projection step.
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Waveform inversion of blended data: How does data
blending influence different scales of the velocity model?

Joseph Jennings

ABSTRACT

I explore direct imaging of blended data via linearized and non-linear waveform inver-
sion and how cross-talk artifacts from data blending influence different scales of the
velocity model. I first examine the back-scattered component of the velocity model by
analyzing the Gauss-Newton Hessian matrix of conventional and blended linearized-
waveform inversion. I then look at the tomographic component of the velocity model
by computing the gradients of both conventional and blended full-waveform inversion.
In both back-scattered and tomographic cases, wavenumber spectra show that high-
wavenumber components are more adversely affected due to data blending. Regardless
of this loss information, I show on a synthetic dataset that with iteration, accurate and
interpretable models can recovered.

INTRODUCTION

Simultaneous source (blended) acquisition is becoming increasingly more mainstream for
acquiring large, exploration-scale reflection seismic data sets. This is especially true for
ocean-bottom node acquisition. In fact, in some energy companies, it is becoming the case
in which one must make the case to management as to why the acquisition should not
involve simultaneous sources (Hoelting, 2018). Therefore, it is crucial we understand how
to obtain reliable and high-quality seismic images from these data for interpretation and
further analysis.

Two approaches exist for imaging data obtained from a simultaneous source survey. The
most common approach is to separate the blended data to create data that would have been
recorded had the sources not been blended. Once these data are on hand, traditional seismic
data processing workflows can be followed in order to make a subsurface image. The other,
less-common approach is to bypass the source separation and directly image the blended
data. Within recent years, this approach is gaining popularity and in fact in many cases
the blended data become part of what is known as a “fast-track” velocity model building
workflow in which full-waveform inversion (FWI) is performed directly on the blended data
(Hoelting, 2018). The biggest challenge with this approach of direct imaging blended data
are the artifacts that appear due to the cross talk between blended sources. (Jiang et al.,
2010)

To mitigate the artifacts obtained from directly imaging blended data, Tang et al. (2009)
showed that with inversion, rather than just a single pass migration, many of the artifacts
will be removed. The reason for this is because when solving an inversion problem, we
attempt to recover a subsurface model which does not contain the non-physical events
created from the blended imaging. Therefore, as the model is updated with iteration,
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these non-physical events do not explain the data and are suppressed. However, there
still remain many unanswered questions with regards to directly inverting these data. For
example, given current blending schemes, how many sources can we blend together before
we need to resort to advanced regularization schemes or significantly alter the standard
waveform inversion scheme? Additionally, most, if not all published studies have focused
on the linearized waveform inversion (LWI) problem, what is commonly referred to as least-
squares reverse time migration (LSRTM). The wavenumber components of the subsurface
that can be resolved from this inversion form an annulus with a width that is determined
by the temporal bandwidth of the data. Full-waveform inversion, however, when applied
to data with diving waves is able to begin to fill-in this annulus with what has been called
the tomographic component of the subsurface model (Biondi et al., 2017). In this report, I
investigate which wavenumber components are most adversely affected due to the cross-talk
artifacts.

The remainder of this report is organized as follows: I first revisit the cross-talk artifacts
that occur from blended imaging by mathematically deriving the gradient of FWI of blended
data. Then, I explore the back-scattered component of the velocity model that is recovered
from imaging the primary reflections. I do this by examining the waveform-inversion Gauss-
Newton hessian matrices for both blended and conventional data. By looking at the point-
spread functions in both spatial and wavenumber domains and by plotting the diagonal of
each of these Hessians, I illustrate the differences in the back-scattered components that
can be resolved using the different datasets as well as the illumination. Then, I look at
the tomographic component of the velocity model by calculating the FWI gradient for
a transmission experiment. For both the back-scattered and tomographic components, I
show the cross-talk artifacts more adversely affect the higher wavenumber components of
the velocity model. Finally, I show both LWI and FWI examples on the Marmousi model
in which I blend eight simultaneous sources. For both cases, while some high wavenumber
noise is introduced into the model, accurate and interpretable models are reconstructed in
spite of the large extent of blending.

THEORY

Blended modeling

For all of my derivations, I consider only the constant density scalar acoustic wave equation
with its boundary condition and two initial conditions

m(x)
∂2p(x, t)

∂t2
−∇2p(x, t) = δ(x− xs)f(t), (1)

p(x, 0) = 0,
∂p(x, 0)

∂t
= 0, p(x =∞, t) = 0.

where p(x, t) is the pressure wavefield, m = 1/c2(x) is the slowness squared and f(t) is a
source time function. A simple modification to equation 1 can be made to express blended
modeling

1

c(x)2

∂2p̃(x, t)

∂t2
−∇2p̃(x, t) = δ(x− xs1)f1(t) + δ(x− xs2)f2(t), (2)
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where p̃ = p1 + p2 and is known as the blended source wavefield. Note that in general f1(t)
and f2(t) will be shifted in time and that a blended source wavefield will consist of more
than just two sources. In this report, for simplicity, I consider the special case in which
only two sources fire at the same time.

Inversion of blended data

In order to estimate the acoustic wavespeed from blended data, I can setup the following
PDE-constrained optimization problem

minimize
m(x)

F (p̃(x, t),m(x)), where

F (p̃,m(x)) =
1

2

T∫
0

∫
Ω

(p̃(x, t)− p̃data(xr, t))
2 δ(x− xr)dt

subject to m
∂2p̃

∂t2
−∇2p̃ = δ(x− xs1)f1(t) + δ(x− xs2)f2(t), (3)

where p̃data = p̃data1 + p̃data2 and is the recorded blended data and p̃ is the modeled (pre-
dicted) blended data. Note that I am assuming stationary receivers as is typical in ocean-
bottom seismic acquisition. Using the adjoint method, we can then derive the adjoint PDE
and the gradient of this misfit functional. I leave out the details of this derivation, but we
find that the adjoint PDE can be written as

m
∂2λ̃(x, τ)

∂τ2
−∇2λ̃(x, τ) = −(r1(x, T − τ) + r2(x, T − τ))δ(x− xr), (4)

λ̃(x, 0) = 0,
∂λ̃(x, 0)

∂τ
= 0, λ̃(x =∞, τ) = 0.

where λ̃(x, τ) is the adjoint wavefield, τ = T − t (the reversed-time coordinate), and r1 =
p1 − pdata1 and r2 = p2 − pdata2 (the data residuals). Note that from equation 4, it is clear
that as we have a blended forward wavefield, we also will have a blended adjoint wavefield,
i.e., λ̃ = λ1 + λ2 where λ1 is the adjoint wavefield due to adjoint source r1 and λ2 is the
adjoint wavefield due to the adjoint source r2. With this definition of the adjoint wavefield,
I can now express the gradient of equation 3 as follows

δF

δm(x)
=

T∫
0

λ̃(x, T − t)∂
2p̃(x, t)

∂t2
dt. (5)

Letting p̃ = p1 + p2 and λ̃ = λ1 + λ2 we can expand the gradient as

δF

δm(x)
=

T∫
0

λ1
∂2p1

∂t2
+ λ2

∂2p2

∂t2
+ λ1

∂2p2

∂t2
+ λ2

∂2p1

∂t2
dt. (6)

Equation 6 describes the gradient of equation 3 with respect to slowness-squared. Note that
this gradient is nearly the same as the traditional FWI gradient in which we have the sum of
the gradients from each shot (the first two terms in equation 6) but we have some additional
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cross terms due to data blending. These pesky cross terms cause non-physical artifacts to
appear in the FWI gradient. In the following section, I will illustrate with some numerical
examples how these artifacts influence the different scales of the gradient calculation. This
in turn will describe how these artifacts affect the performance of both FWI and LWI.

NUMERICAL EXAMPLES

To understand better the influence of the cross-terms that appear in the waveform inversion
gradient on different scales of the velocity model, I first look at the back-scattered compo-
nent of the model that is created from imaging primary reflections. As the Gauss-Newton
Hessian of the FWI objective function provides all necessary information about the imaging
system (for a given acquisition geometry and velocity model) (Valenciano, 2008) it will be
a necessary tool for observing the effects of data blending. Therefore, an analysis of the
Gauss-Newton Hessian can provide useful insights with regards to linearized imaging of
blended data and will illustrate how the back-scattered component of the velocity model is
influenced by data blending.

To explore the tomographic component of the velocity model, or rather, the component of
the velocity model that can be reconstructed via transmission or after the first iteration
of FWI (i.e., multiple scattering within surface reflection data), I will look at the FWI
gradient for a transmission experiment conducted on a simple model based on a model
originally presented by Mora (1989). With this simple model, I show the effects of data
blending on the tomographic component of the model in the wavenumber domain.

Lastly, I perform LWI and FWI on the Marmousi model. In both cases, I used eight sources
to create each blended source. I show that with 100 iterations of linear conjugate gradient
and with 120 iterations of LBFGS, I can reconstruct accurate and interpretable models.

Backscattered component: Gauss-Newton Hessian from blended data

To understand how the artifacts from the cross-terms map into our migrated image, I first
look at a simple example of a homogeneous model with two sources and one receiver. The
sources were placed at 400 and 600m and the receiver was placed at 1500m. Figure 1 shows
the acquisition geometry. I calculated the full Gauss-Newton Hessian for this imaging
scenario. Figure 2 shows the comparison of one column of the Hessian in which the two
sources are not blended and in which they are blended.

Note in panel (a), we observe two migration ellipses and that they intersect at the position
of the point scatterer that was used to compute this column of the Hessian. As explained by
equation 6, we observe this event in the column of the blended Hessian but we also observe
two additional events that are due to the cross-terms. Note that these terms are of nearly
the same magnitude as the true event. Figure 3 shows the comparison of the diagonals of
the Hessian matrices for the same imaging scenarios. Note that the diagonals of both
Hessians are nearly identical which indicates for this imaging scenario the diagonal of the
blended Gauss-Newton Hessian is largely unaffected by the cross talk. This means that for
both scenarios there is virtually no difference in illumination.

I then performed the same calculations but for the case of 101 receivers positioned at the
surface with 20 m spacing and 50 sources placed at every 40 m. The acquisition geometry
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Figure 1: Acquisition geometry plot-
ted on velocity model for first Hes-
sian calculation. Red stars indicate
source positions and green triangles
indicate receiver positions. [ER]
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Figure 2: One column of (a) the Gauss-Newton Hessian matrix for two unblended sources
and one receiver and (b) one column of the Gauss-Newton matrix for one blended source
(two sources) and one receiver. Note the clear presence of the cross-talk between sources in
panel (b). [CR]
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Figure 3: Diagonal of (a) the Gauss-Newton Hessian matrix for two unblended sources and
one receiver and (b) the diagonal of the Gauss-Newton Hessian matrix for one blended
source (two sources) and one receiver. In spite of the cross talk seen previously, for this
imaging scenario, the diagonal of the blended Hessian appears largely unaffected. [CR]

for this experiment is shown in Figure 4. The blended Hessian was created from blending
two sources at the same time and each source was spaced 400 m apart. Additionally,
uniformly distributed random time delays between 0 and 0.6 s were applied to each source
time function. Figure 5 shows the comparison of one column the unblended and blended
Gauss-Newton Hessians for these imaging scenarios.

Figure 4: Acquisition geometry for
second experiment plotted on the ve-
locity model. 50 sources and 101 re-
ceivers were positioned at the sur-
face of the model. Red stars indicate
source positions and green triangles
indicate receiver positions. [ER]
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Note that while both columns have energy localized at the diagonal, it is clear from Figure
5b that blending does introduce larger off-diagonal terms in the Hessian matrix.

Additionally, for this imaging scenario, the diagonal is also affected by the introduction of
simultaneous sources as is shown in Figure 6. Figure 6a shows the illumination that we
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Figure 5: One column of (a) the Gauss-Newton Hessian matrix for 101 receivers and 50
unblended sources and (b) one column of the Gauss-Newton Hessian matrix for 25 blended
sources (50 total sources) and 101 receivers. [CR]

Figure 6: Diagonal of (a) the Gauss-Newton Hessian matrix for 101 receivers and 50 un-
blended sources and (b) one column of the Gauss-Newton Hessian matrix for 101 receivers
and 25 blended sources (50 total sources) [CR]
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expect for a homogeneous velocity model and a symmetric, dense surface acquisition. In
contrast, when blending is introduced, we can observe irregularity in the illumination of the
subsurface. The reason for this is that the cross-terms are strong enough to influence the
diagonal. In the first case, the blending was performed such that cross-terms never affected
the diagonal.

For a final and perhaps most meaningful experiment with the blended Gauss-Newton Hes-
sian, I extended the offset from two to ten kilometers and extended the depth to three
kilometers. This resulted in a total of 501 receivers with 20 m spacing and 51 sources with
200 m spacing. I also significantly increased the blending so that of the 51 sources, I had
three blended sources, one with 17 sources, another with 19 and the last with 15 unblended
sources. The acquisition geometry for this experiment is shown in Figure 7. One column
from each of the Hessian matrices from these experiments is shown in Figure 8. Note that
with the increase in offset, the local Hessian operator has different characteristics than
what was shown in Figure 5. Perhaps the most noticeable difference is the long-wavelength
component that spans laterally across the model through the point-spread function. Also,
due to the dramatic increase in blending, the off-diagonal elements are of much greater
magnitude than in previous examples.

Figure 7: Acquisition geometry for
final surface experiment. 51 sources
with 200 m spacing along with 501
receivers with 20 m spacing were
used. Red stars indicate source po-
sitions and green triangles indicate
receiver positions. [ER]
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In addition to viewing the column of the Hessian in the spatial domain as I have shown
previously, it is also useful to see what wavenumber components of the model that can be
imaged by looking at the k-space (wavenumber domain) representation of the column of
the Hessian as is shown in Figure 9. Firstly we observe the k-space response in this figure
matches closely with what has been shown theoretically using Fourier acoustics (Wu and
Toksöz, 1987; Mora, 1989). The classical “eye-glasses” are readily apparent and illustrate
what components of the subsurface model we can recover from reflection seismic data.
Additionally, we observe in the blended k-space response (Figure 9b) that there are notches
scattered throughout the spectrum. This indicates that by introducing blended sources, not
all components can be correctly recovered. Another insight that we can take from Figure 9
is that different components of the model will be affected differently due to the introduction
of data blending. Notice also in Figure 9 that the portion of the k-space response that is
controlled mostly by long-offset data (low kx and kz ≈ 0−0.01 1/km) is more uniform than
other components of the model that are due to back-scattered energy (see Biondi et al.
(2017); Wu and Toksöz (1987); Mora (1989) for more information on the k-space response
of a seismic imaging operator).

While the notches in the k-space response of blended Hessian suggest that even with inver-
sion, those components of the model cannot be recovered, Figures 10 and 11 show otherwise.
Figure 10 shows one column of the unblended and blended inverse Gauss-Newton Hessians.
I inverted the Hessian using 50 iterations of conjugate-gradient least-squares inversion. Note
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Figure 8: Column of (a) the Gauss-Newton Hessian matrix for 501 receivers and 51 un-
blended sources and (b) one column of the Gauss-Newton Hessian matrix for 501 receivers
and 3 blended sources (17, 19 and 15 unblended sources made up each blended source
respectively). [CR]

Figure 9: Wavenumber domain representation of panels (a) and (b) of Figure 8. [CR]
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that both inverse Hessians are largely diagonally dominant and while there does exist some
noise in the blended inverse Hessian, the off-diagonal elements are very minimal. Figure
11 show the k-space responses for both inverse Hessians. Note that by inverting the Hes-
sian, we are able to fill-in those notches shown in Figure 9. This indicates that while with
blended imaging, not all components of the model can be illuminated, much of the loss of
illumination can be compensated for by inverting the Hessian.

Figure 10: Column of inverse (a) Gauss-Newton and (b) Blended Gauss-Newton Hessian
matrices after 50 iterations of conjugate-gradient inversion. The acqusition and blending
parameters are the same as described for Figure 8. [CR]

Tomographic component: FWI gradient from blended data

To explore the tomographic component of the velocity model, I create a transmission exper-
iment. The acquisition of this experiment is shown in Figure 12 and is the same as Figure
7 but with the receivers at a depth of 3 km. Figure 12 also shows the subsurface velocity
model used to model the data. Note that the model is homogeneous apart from a small
low-velocity anomaly positioned at the center of the model.

To examine the influence of data blending on the tomographic component of the model, I
modeled data using a homogeneous velocity for both blended and unblended cases. The
blended case was created with the exact same blending scheme as was used to calculate
Figure 8. The FWI gradients for both the unblended and blended data are shown in Figure
13. As expected, the gradient calculated from blended data appears as the unblended
gradient but with some noise.

As in the previous section, to observe the influence the blending on the tomographic com-
ponent, I look at the k-space response of the gradients shown in Figure 13. First I observe
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Figure 11: Wavenumber domain representation of panels (a) and (b) of Figure 10. [CR]

Figure 12: Acquisition setup of
transmission experiment. Red stars
indicate source positions and green
triangles indicate receiver positions.
[ER]
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Figure 13: FWI gradients for the transmission problem shown in Figure 12. (a) The FWI
gradient for unblended data and (b) the FWI gradient for blended data. In both cases, the
initial model was a homogeneous model of 2.5 km/s. [CR]

that as with the surface reflection experiment, the plots agree well with what is theoretically
predicted by Fourier acoustics (Wu and Toksöz, 1987). In fact, they essentially form the
complement of what is shown in Figure 9. Also, it is clear in Figure 14b that severe notches
have formed in the spectrum and that again the notches appear at the higher wavenumbers
rather than the low wavenumbers.

Figure 15 shows the result of six iterations of FWI starting from a homogeneous model of
2.5 km/s. Note that for both blended and unblended data, the anomaly was recovered with
minimal artifacts. Figure 16 shows the k-space response of both inverted results. Like in
the back-scattered component case, the inversion is able to fill-in many notches that were
present in the original gradient. Also, while the lower wavenumber components are largely
intact, there is some obvious noise present in the higher wavenumbers.

Marmousi model

I now present some results of both LWI and FWI of blended data created using the synthetic
Marmousi model. Figure 17 shows the background acoustic wavespeed (migration velocity)
model used for all LWI results. Figure 18a shows the result of 100 iterations of LWI with
48 sources with 200 m spacing and 471 receivers with 20 m spacing. The linearized portion
of the model has been generally well recovered. Figure 18b shows the LWI result but now
for blended data in which eight sources were blended each being made up of six unblended
sources. Random time delays were applied to each source time function in order to simulate
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Figure 14: k-space representation of FWI gradients shown in Figure 13. [CR]

Figure 15: Results of FWI inversion of small point anomaly starting from an initial model
of 2.5 km/s. Panel (a) shows the inverted result after 6 iterations of FWI of unblended data
using LBFGS. Panel (b) shows the same but for blended data. In both figures, the original
model has essentially been recovered. [CR]
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Figure 16: k-space representation of inverted models shown in Figure 15. [CR]

a shot time dither. Note that apart from weak high wavenumber noise at the bottom of the
model, the two results appear nearly identical.

Figure 17: Background model used
for linearized inversions. [ER]

Figure 19 shows the result of performing 120 iterations of FWI on synthetic data modeled
from the Marmousi model. Figure 19a shows the initial model which is just a smoothed
version of the true model. Figure 19b shows conventional FWI performed on unblended
data. The data had the same acquisition as was performed for the LWI example. The
wavelet used was a zero-phase wavelet with frequencies from 0-15 Hz. Note that after 120
iterations, most components of the model have been well-recovered. Figure 19c shows the
result of the same number of iterations of FWI but for a simultaneous source acquisition.
The blending scheme as the same that was used for the LWI example. Note that apart
from some short-wavelength noise, the model has been well-recovered in spite of the large
amount of blending present in the shot gathers.

These results of LWI and FWI on the Marmousi model indicate that in the presence of
simultaneous source interference, accurate/interpretable models can be recovered. They
also agree with the k-space responses shown in Figures 11 and 16 which indicate that
regardless of large notches that appear in the waveform inversion gradient and Hessian,
iterative inversion seems to fill these notches in. These Marmousi examples show that this
is true even in the presence of large amounts of blending and for highly complex subsurface
models.
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Figure 18: Results of 100 iterations of LWI of unblended and blended data from the Mar-
mousi model. (a) LWI on unblended data and (b) blended LWI using where each blended
source consisted of 6 unblended sources. [CR]
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Figure 19: Results of 120 iterations of FWI of unblended and blended data from the Mar-
mousi model. (a) The initial model used for both FWI calculations, (b) FWI on unblended
data, (c) blended FWI using where each blended source consisted of six unblended sources.
[CR]
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CONCLUSION

I investigated the question of how does data blending influence different scales of the velocity
model? I looked at both back-scattered and tomographic components of the model. I
did this with two experiments. One involved calculating the Gauss-Newton Hessian and
its inverse for a surface experiment. The other involved calculating the FWI gradient
for a point anomaly and then recovering the anomaly from unblended and blended data.
Both experiments showed that the cross-talk artifacts appear to equally influence both the
back-scattered and tomographic components: they introduce notches in the wavenumber
spectrum at high wavenumbers. From the results shown in this report, I cannot yet say
whether the backscattered component or the tomographic component is more adversely
affected by data blending but it appears as if it is the same for both scales. Perhaps
surprisingly, I also showed that inversion is able to fill in these notches over iteration and
that in spite of a large number of blended sources, accurate models can be reconstructed.
Numerical experiments performed on the Marmousi confirm this and show that even eight
simultaneous sources, accurate, interpretable models can be recovered. Given the amount of
noise seen on these synthetic results, it is conceivable that noise might not even be observed
when inverting blended field data. This noise, however, will likely not be negligible when
4D analysis is desired and weak signals must be preserved. (Krupovnickas et al., 2012).
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Illumination compensation of shadow zones in extended least
squares migrated images by solving the linear inverse

problem in tomographic full waveform inversion

Rahul Sarkar, and Biondo Biondi

ABSTRACT

a Many different factors such as sub-optimal acquisition design or rapidly changing
velocity profiles can contribute to the formation of shadow zones in migrated images,
or more generally in least squares migrated images. The solution of tomographic full
waveform inversion (TFWI) using the variable projection technique leads to a linear
least squares inverse problem. For a fixed background model, solving this problem is
equivalent to performing regularized extended least squares migration. We show in
this article that the frequency domain formulation of the linear inverse problem makes
this connection even more apparent and straightforward. We then demonstrate that
in the Born scattering regime, the solution to this problem can be used as a tool to
compensate for the lack of illumination in shadow zones, and hence remove illumination
artifacts from least squares migrated images, including the extended case. Our claims
are backed up using 2D numerical examples, where in the first example we correct
for illumination artifacts caused only by a low velocity anomaly, while in the second
example we additionally remove the effect of acquisition holes. We thus discover an
interesting application of TFWI in the regime of linearized waveform inversion, where
the goal is the estimation of the reflectivity component only, and not the full velocity
model.

aThis article is a revised version of the article submitted to SEG 2019

INTRODUCTION

The presence of shadow zones and illumination variability is an extremely common occur-
rence in seismic images, irrespective of whether they are obtained by Kirchhoff migration,
reverse time migration (RTM) (Baysal et al., 1983), or more generally least squares migra-
tion (LSM) (Nemeth et al., 1999; Ronen and Liner, 2000; Dai et al., 2012). Of course the
choice of the migration algorithm impacts the severity of the phenomenon — in general the
effects are the greatest for ray based methods, and gets progressively better as one moves
to wave equation based methods, and wave equation based least squares migration meth-
ods. However none of these algorithms can completely eliminate the phenomenon. The
most common cause of shadow zones and illumination variability is poor acquisition design
that lead to an uneven fold of coverage, and the formation of acquisition holes in azimuths,
offsets and angles. Additionally, intrinsic factors such as rapidly changing velocity profiles
could also lead to this phenomenon, for example such effects are extremely common in areas
with very complex salt body geometries.
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Other than the choice of the migration algorithm, mitigation strategies for acquisition
related illumination artifacts involve techniques like pre-processing the data to interpolate
missing traces, and normalizing the trace amplitudes based on fold. However uneven (or no)
illumination caused by complex velocity models is much harder to compensate using these
simple methods, and one must use regularization schemes instead. These regularization
strategies are most easily implemented in the context of LSM, and our focus in this paper
will be on their wave equation variants. The use of regularizers for LSM is not new —
it has been applied to remove the effect of acquisition footprints from the image due to
missing data (Nemeth et al., 1999), and it can be additionally used to further suppress
cross-talk and missing data artifacts in LSM imaging of blended data (Tang and Biondi,
2009; Xue et al., 2015). In the context of subsalt imaging, where illumination compensation
is particularly challenging, a typical idea is to perform LSM along an extended axis and
regularize the image along it, as has been done for example using geophysical regularizers
along the offset ray parameter axis (or equivalently angles), and using steering filters (Kuehl
and Sacchi, 2001; Prucha and Biondi, 2002; Clapp, 2005; Clapp et al., 2005). It should be
noted that even with perfect acquisition, in areas with rapidly changing velocities, shadow
zones tend to be the most prominent in the high frequency regime where wave propagation
is well approximated by high frequency asymptotics, i.e. ray theory.

Tomographic full waveform inversion (TFWI) (Biondi and Almomin, 2012, 2013, 2014)
was originally developed as a heuristic method to mitigate some of the effects of cycle
skipping that adversely affect the convergence of full waveform inversion (FWI). It belongs
to a general class of methods, all of which are based on the idea of model extension — the
most notable examples being extension in subsurface offset or angle (Sava and Fomel, 2003;
Rickett and Sava, 2002), source extension (Huang and Symes, 2015; Huang et al., 2016),
and extension in time lag as in the case of TFWI. While several different strategies have
been suggested to speed up the convergence of TFWI, such as wavelength continuation and
scale separation (Almomin and Biondi, 2012, 2013), it was recently noted that the method
of variable projection could be applied to solve the TFWI problem (Barnier et al., 2018),
within a broader scheme of methods called full waveform inversion by model extension
(FWIME). In this approach, at every iteration one fixes the physical velocity model, and
solves a linear least squares optimization problem to obtain a solution for the extended
model that minimizes the TFWI objective function. We will refer to this problem as the
“TFWI linear inverse problem”.

In this article, we show that the frequency domain formulation of the TFWI linear inverse
problem is equivalent to regularized extended LSM (with a specific choice of regularizer)
along the extended frequency axis, which is simply the Fourier dual of the extended time
lag axis. Because of the form of the objective function, we will additionally demonstrate
a certain form of equivalence (to be made precise in the next section) with non-extended
LSM. Using simple numerical examples, we will demonstrate how this formalism can be
used to remove the effect of illumination artifacts in migrated images or extended migrated
images, that arise either due to the complexity of the velocity model or from acquisition
holes.



SEP–176 Illumination compensation 51

THEORY

Setup of the TFWI linear inverse problem

The frequency domain formulation of the TFWI linear inverse problem and an efficient so-
lution strategy to solve it has been developed in Sarkar and Biondi (2018). The formulation
leads to the problem of minimization of the linear least squares objective function Ĵ(δĉ)
given by the expression

Nω∑
k=1

Ns∑
i=1

||Riδûki − r̂ki||22 + ε2
∥∥∥∥ ∂

∂ω
δĉ

∥∥∥∥2

2

+ γ2||δĉ||22 , (1)

that needs to be solved at every iteration inside a variable projection scheme for a fixed
value of the physical velocity model c, with the goal of obtaining δĉ∗ that minimizes (1).
The expression above is readily obtained from the original time domain TFWI objective
function (Biondi and Almomin, 2014), with the only exception of the ||δĉ||2 term which
has been added to make the linear inverse problem well-posed, by Fourier transforming
all quantities in time and by using the fact that the Fourier transform preserves the L2

norm. In expression (1), ε, γ ∈ [0,∞), Nω and Ns are the number of discrete frequencies
and sources in the inversion respectively, and δĉ is the frequency domain extended model.
For the ith source and kth frequency, Ri denotes the restriction operator that samples the
wavefield at the receiver locations, r̂ki = d̂ki−Riûki where d̂ki represents the recorded data,
and ûki, δûki represents the physical wavefield and the extended Born modeled wavefield
respectively, obtained by solving the following system of Helmholtz equations for angular
frequency ωk and source function f̂ki:

(
∇2 + ω2

k/c
2
)
ûki = −f̂ki ,(

∇2 + ω2
k/c

2
)
δûki =

(
2ω2

k/c
3
)
ûkiδĉk .

(2)

In the second equation in (2), δĉk represents the component of δĉ corresponding to the kth

frequency. Discretizing (1) on a spatial grid leads to the linear least squares problem of
minimizing the objective function (still denoted as Ĵ(δĉ))

Nω∑
k=1

Ns∑
i=1

||Riδûki − r̂ki||22 + ε2 ‖ Dδĉ‖22 + γ2||δĉ||22 , (3)

where all quantities now represent their discrete equivalents, and we take D to be the
forward difference derivative operator acting along the frequency axis.

In the next subsections, we will show the connection of (3) with regularized LSM and
extended LSM, but for this we will assume that we are in the Born scattering regime,
i.e. the physical velocity c is a reasonably good approximation of the smooth background
velocity model, so that r̂ki is well approximated by first order Born scattering. Notice that
in this regime, if δm represents the perturbation in the physical velocity (independent of
frequency), then the Born scattered wavefield δŵki, for the ith source and kth frequency, is
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given by (note the resemblance with the second equation in (2))

(
∇2 + ω2

k/c
2
)
δŵki =

(
2ω2

k/c
3
)
ûkiδm . (4)

Relation to regularized extended LSM

The general form of regularized extended LSM in the frequency extended space (the same
form is valid in any extended domain) is given by the minimization of any objective function
of the form

Φ(δĉ) =

Nω∑
k=1

Ns∑
i=1

||Riδûki − r̂ki||22 + ε2 ‖ Aδĉ‖22 , (5)

where A is a linear operator over the extended space. We will not consider non-linear
regularization as they are not common in seismic imaging applications. Notice that δûki
depends linearly on δĉk by (2), and thus (5) is indeed a linear least squares problem. The
interpretation is simple — the first term is the data fitting term that seeks to find δĉk that
minimizes the data misfit for the kth frequency, while the second term is the regularization
term that constrains the relationship between the different δĉk’s. Thus (3) can be put in
the form of (5) by simply noting that

ε2 ‖ Dδĉ‖22 + γ2||δĉ||22 =

∣∣∣∣∣∣∣∣ [εDγI

]
δĉ

∣∣∣∣∣∣∣∣2
2

. (6)

Relation to regularized LSM

The relationship with regularized LSM is only slightly more difficult to establish. Similar
to (5), the general form of regularized LSM is given by the minimization of any objective
function of the form

Ψ(δm) =

Nω∑
k=1

Ns∑
i=1

||Riδŵki − r̂ki||22 + η2 ‖ Aδm‖22 , (7)

and the key difference compared to (5) is that the minimization is now over the velocity
perturbation δm, which is purely in the physical space, and A is now a linear operator over
the physical space only. Again by (4) it is clear that (7) represents a linear least squares
problem. To establish the relationship with (3), let us first rewrite minimization of (7) in
the equivalent form

minimize

Nω∑
k=1

Ns∑
i=1

||Riδûki − r̂ki||22 +
η2

Nω
‖ (INω ⊗A)δĉ‖22

subject to Dδĉ = 0.

(8)
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In the above expression ⊗ denotes the Kronecker product, INω is the identity matrix of size
Nω ×Nω, and the constraint simply expresses the condition δĉ1 = · · · = δĉNω , as D is the
forward difference derivative operator. One should also note that (8) is equivalent to (7)
only because the second equation in (2), and (4) are functionally similar to one another, only
differing in the right hand side (δĉk vs δm). It then follows from well known properties of the
quadratic penalty method, that if one considers the family of unconstrained minimization
problems (parameterized by ε) with objective functions

Nω∑
k=1

Ns∑
i=1

||Riδûki − r̂ki||22 + ε2||Dδĉ||22 +
η2

Nω
‖ (INω ⊗A)δĉ‖22 , (9)

such that ε→∞, and xε is a global minimizer of (9) at parameter value ε, then if x∗ is any
limit point of the sequence {xε}, x∗ is also a global minimizer of the constrained problem
(8) (see Theorem 17.1 in Nocedal and Wright (2006)), and hence of (7). It is clear that (3)
is a special case of (9) when A = I, and γ = η/

√
Nω. To make this work, in principle one

should gradually increase ε and solve (9) repeatedly, till the resulting minimizers converge.
However this is not possible in practice as solving (9) is expensive. An alternative strategy
is to simply choose a large value of ε (which can be done with a few finite number of trials),
and solve (3) for this ε to get δĉ∗, and then get an estimate of the optimal δm∗ by averaging

δm∗ =
1

Nω

Nω∑
k=1

δĉ∗k , (10)

where we have assumed that the inversion is performed over the same positive and nega-
tive frequencies, and so δm∗ is real valued, because if δĉ∗k is the solution for any positive
frequency, then δĉ∗k is the solution for the corresponding negative frequency. In practice
to reduce the computational cost by a factor of two, one can simply perform the inversion
over the positive frequencies, and set the δĉ∗k’s corresponding to the negative frequencies
according to this relation. In what follows, we will refer to δm∗ obtained this way to be the
stacked inverted image.

NUMERICAL EXAMPLES

All the numerical experiments in this section are run for models of size 3 km × 2 km in
the X and Z directions respectively, with a 5 m × 5 m grid spacing. Sources are placed
every 50 m on the surface. The inversion is performed over the frequency band 6.67 Hz ≤
ω/2π ≤ 30 Hz, which is uniformly divided into Nω = 50 discrete frequencies. We use a
Gaussian spectrum for the source wavelet (in the frequency domain), centered at 18 Hz
with a standard deviation of 7 Hz. In addition we apply a linear taper (decaying to zero) on
either side of the spectrum between 6.67 - 9 Hz, and 27.67 - 30 Hz. The TFWI linear inverse
problem is solved in each case using the method outlined in Sarkar and Biondi (2018), and
for simplicity we set γ = 0 in all the tests.
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Illumination compensation for a low velocity anomaly

In the first example, we consider two cases corresponding to the models shown in Figure 1,
one of which contains a low velocity Gaussian anomaly, and the other one has a constant
velocity of 3 km/s. The reflector is placed in both cases at a depth of 1.71 km (which
is overlain on the figure), and used to generate the Born data r̂ki with a split spread
acquisition geometry, and maximum offset of 2 km. The displayed models (without the
displayed reflector) form the background velocities for the linear inversion.

We first solve the linear inverse problem in both cases without any regularization (ε = 0).
The stacked inverted images for the two cases are shown in Figure 2, and the inverted
images δĉ∗k for k = 20 and k = 40, corresponding to the frequencies of 15.54 Hz and 24.87
Hz respectively, are shown in Figure 3. In Figure 3, we have only displayed the real parts of
δĉ∗k due to space constraints, but the imaginary parts also have similar behavior. It is clear
from these illustrations that the inverted images for the Gaussian anomaly have shadow
zones at some offset from the center of the model on either side, and this effect gets more
prominent at larger frequencies. In fact at the reflector level, the amplitudes decrease and
then increase again as one moves either to the right or to the left from the center, an effect
that is most easily seen in the stacked inverted image (Figure 2). The images corresponding
to the constant velocity case do not exhibit these effects, and hence we can conclude that the
complexity of the background model alone causes the uneven illumination at the reflector
level for the low velocity Gaussian anomaly model.

We now show what happens when we turn on the regularization in the linear inversion,
where after some tests the regularization strength was set at ε = 0.2. In Figure 5 we have
displayed the stacked inverted image with the Gaussian anomaly model, while in Figure 4
the inverted images are shown at the same two frequencies as in Figure 3 to enable a direct
comparison. We see that the effect of regularization is to “equalize” the inverted images,
which is clearly seen in Figure 4 as the images tend to become similar to each other across
frequencies. This is to be contrasted with the bottom-row images in Figure 3 where there is
great variation between the images at the two frequencies with the same Gaussian anomaly
model. The net effect of this phenomenon on the stacked inverted image in Figure 5 is
that in comparison to the bottom image in Figure 2, the reflector has been imaged more
uniformly and continuously.

Illumination compensation for a low velocity anomaly and acquisition hole

In the second example we take exactly the same low velocity Gaussian anomaly model, the
same reflector configuration, and the same acquisition configuration, except that all sources
and receivers have been removed in a 0.5 km region, centered over the location of the
Gaussian anomaly. In physical coordinates, this corresponds to the region X = 1.25− 1.75
km. We again perform the same experiments — solve the TFWI linear inverse problem with
and without regularization. The value ε = 0.2 was chosen for the regularized inversion. The
stacked inverted images for the two cases are displayed in Figure 6, while the inverted
images are shown for the same two frequencies (as in the first example) for these cases in
Figure 7. Just like the first example, it is observed that the effect of the regularization
term is to equalize the inverted images over frequencies, that leads to better continuity and
illumination compensation of the reflector in the stacked inverted image.
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COMMENTS AND DISCUSSIONS

The examples that we have shown are in 2D, but the conclusions are equally valid in the 3D
setting; however solving the problem in 3D is not feasible at the moment for high frequencies
using the direct factorization method of the Helmholtz equation that we are using. The
parameter ε, which controls the regularization strength, requires some tuning. We also
know based on comprehensive numerical testing that the regularization scheme works well
when the illumination holes are not very large; beyond which one begins to see artificial
structures in the migrated image.

ACKNOWLEDGMENTS

We would like to thank the affiliates of the Stanford Exploration Project for providing
financial support for the duration of this study.

REFERENCES

Almomin, A., and B. Biondi, 2012, Tomographic full waveform inversion: Practical and
computationally feasible approach, in SEG Technical Program Expanded Abstracts 2012:
Society of Exploration Geophysicists, 1–5.

——–, 2013, Tomographic full waveform inversion (TFWI) by successive linearizations and
scale separations, in SEG Technical Program Expanded Abstracts 2013: Society of Ex-
ploration Geophysicists, 1048–1052.

Barnier, G., E. Biondi, and B. Biondi, 2018, Full waveform inversion by model extension, in
SEG Technical Program Expanded Abstracts 2018: Society of Exploration Geophysicists,
1183–1187.

Baysal, E., D. D. Kosloff, and J. W. Sherwood, 1983, Reverse time migration: Geophysics,
48, 1514–1524.

Biondi, B., and A. Almomin, 2012, Tomographic full waveform inversion (TFWI) by com-
bining full waveform inversion with wave-equation migration velocity anaylisis, in SEG
Technical Program Expanded Abstracts 2012: Society of Exploration Geophysicists, 1–5.

——–, 2013, Tomographic full waveform inversion (TFWI) by extending the velocity model
along the time-lag axis, in SEG Technical Program Expanded Abstracts 2013: Society of
Exploration Geophysicists, 1031–1036.

——–, 2014, Simultaneous inversion of full data bandwidth by tomographic full waveform
inversion: Geophysics, 79, no. 3, WA129–WA140.

Clapp, M. L., 2005, Imaging under salt: Illumination compensation by regularized inversion:
PhD thesis, Citeseer.

Clapp, M. L., R. G. Clapp, and B. L. Biondi, 2005, Regularized least-squares inversion for
3-D subsalt imaging, in SEG Technical Program Expanded Abstracts 2005: Society of
Exploration Geophysicists, 1814–1817.

Dai, W., P. Fowler, and G. T. Schuster, 2012, Multi-source least-squares reverse time mi-
gration: Geophysical Prospecting, 60, 681–695.

Huang, G., W. Symes, R. Nammour, et al., 2016, Matched source waveform inversion:
Volume extension: Presented at the 2016 SEG International Exposition and Annual
Meeting, Society of Exploration Geophysicists.



56 Sarkar and Biondi SEP–176

Huang, G., and W. W. Symes, 2015, Full waveform inversion via matched source extension,
in SEG Technical Program Expanded Abstracts 2015: Society of Exploration Geophysi-
cists, 1320–1325.

Kuehl, H., and M. D. Sacchi, 2001, Generalized least-squares DSR migration using a com-
mon angle imaging condition, in SEG Technical Program Expanded Abstracts 2001:
Society of Exploration Geophysicists, 1025–1028.

Nemeth, T., C. Wu, and G. T. Schuster, 1999, Least-squares migration of incomplete re-
flection data: Geophysics, 64, 208–221.

Nocedal, J., and S. Wright, 2006, Numerical optimization: Springer Science & Business
Media.

Prucha, M. L., and B. L. Biondi, 2002, Subsalt event regularization with steering filters, in
SEG Technical Program Expanded Abstracts 2002: Society of Exploration Geophysicists,
1176–1179.

Rickett, J. E., and P. C. Sava, 2002, Offset and angle-domain common image-point gathers
for shot-profile migration: Geophysics, 67, 883–889.

Ronen, S., and C. L. Liner, 2000, Least-squares DMO and migration: Geophysics, 65,
1364–1371.

Sarkar, R., and B. Biondi, 2018, Frequency domain tomographic full waveform inversion:
SEP-Report, 172, 173–191.

Sava, P. C., and S. Fomel, 2003, Angle-domain common-image gathers by wavefield contin-
uation methods: Geophysics, 68, 1065–1074.

Tang, Y., and B. Biondi, 2009, Least-squares migration/inversion of blended data, in
SEG Technical Program Expanded Abstracts 2009: Society of Exploration Geophysi-
cists, 2859–2863.

Xue, Z., Y. Chen, S. Fomel, and J. Sun, 2015, Seismic imaging of incomplete data and
simultaneous-source data using least-squares reverse time migration with shaping regu-
larization: Geophysics, 81, S11–S20.



SEP–176 Illumination compensation 57

0.00 0.50 1.00 1.50 2.00 2.50 3.00
X [km]

0.00

0.25

0.50

0.75

1.00

1.25

1.50

1.75

2.00

Z 
[k

m
]

1.6

1.8

2.0

2.2

2.4

2.6

2.8

3.0km/s

0.00 0.50 1.00 1.50 2.00 2.50 3.00
X [km]

0.00

0.25

0.50

0.75

1.00

1.25

1.50

1.75

2.00

Z 
[k

m
]

1.6

1.8

2.0

2.2

2.4

2.6

2.8

3.0km/s

Figure 1: Background models without (top) and with low velocity Gaussian anomaly (bot-
tom). The reflector is overlain at a depth of 1.71 km. [ER]
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Figure 2: Stacked inverted images δm∗ without regularization (ε = 0) for the constant
velocity model (top), and the low velocity Gaussian anomaly model (bottom). [CR]
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Figure 3: Real parts of the inverted images δĉ∗k without regularization (ε = 0) for the
constant velocity model (top row), and the low velocity Gaussian anomaly model (bottom
row). The columns correspond to k = 20, ω/2π = 15.54 Hz (left), and k = 40, ω/2π =
24.86 Hz (right). [CR]
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Figure 4: Real parts of the inverted images δĉ∗k with regularization (ε = 0.2) for the low
velocity Gaussian anomaly model. The images correspond to k = 20, ω/2π = 15.54 Hz
(left), and k = 40, ω/2π = 24.86 Hz (right). [CR]
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Figure 5: Stacked inverted image δm∗ with regularization for the low velocity Gaussian
anomaly model (ε = 0.2). [CR]
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Figure 6: Stacked inverted images δm∗ with regularization (right), and without regulariza-
tion (left) for the low velocity Gaussian anomaly model, in the presence of acquisition hole.
[CR]
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Figure 7: Real parts of the inverted images δĉ∗k in the presence of acquisition hole for the low
velocity Gaussian anomaly model. The rows correspond to the cases without regularization
(top), and with regularization (bottom). The columns correspond to k = 20, ω/2π = 15.54
Hz (left), and k = 40, ω/2π = 24.86 Hz (right). [CR]
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Waveform inversion using one-way wave extrapolation
operators

Rustam Akhmadiev, Biondo Biondi and Robert G. Clapp

ABSTRACT

We continue investigating the problem of waveform inversion using one-way wave ex-
trapolation operators. The nonlinear modeling operator is generalized to account for
lateral velocity variations. Born scattering operator is formulated via a linearization
of the one-way wave extrapolation and its forward and adjoint operators are derived.
Finally, the validity this approach for velocity model reconstruction is demonstrated
on a synthetic example.

INTRODUCTION

The full-waveform inversion problem (FWI) has gained considerable attention within the
seismic community over the past years as a way of recovering low- and high-wavenumber
components of the velocity model (Tarantola, 1984; Mora, 1989). Each method that cur-
rently addresses the FWI problem is based on solving the full wave equation. Solutions in
the time domain primarily rely on the finite-difference approximations of the derivatives and
therefore, have intrinsic limitations on the frequency content of the data and computational
cost due to the numerical dispersion caused by the scheme (Courant et al., 1967). Methods
based on solving full wave equation in the space-frequency domain (Helmholtz equation)
are not affected by this limitation but are expensive to compute because of the required
matrix inversion involved in the calculation (Pratt, 1999).

On the other hand, even though seismic imaging methods based on the one-way wave
equation have been extensively studied for decades, the problem of waveform inversion us-
ing this technique has not been broadly considered. However, some of the attempts have
been performed before. For example, the one-way wave equation is used in a deformed co-
ordinate system that allows modeling transmitted waves, therefore, being the main target
for waveform inversion (Shragge, 2007). Moreover, Guerra and Cunha (2013) demonstrate
some successful examples of using one-way wave extrapolation for full-waveform inversion.
The problem is studied as well by Davydenko and Verschuur (2018), where explicit decom-
position of the propagator matrix into square root operators, which propagate energy in
one direction, is used.

Being just an approximation to the full wave equation, one-way wave equation still
gained its popularity in seismic migration due to the accurate imaging in complex models
and relatively low computational cost (compared to reverse-time migration). Moreover, even
though the wave propagation is inherently angle-limited, this constraint can be circumvented
using, for example, one-way wave propagation in the tilted coordinate system oriented along
different plane waves (Shan et al., 2007).

63
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Akhmadiev et al. (2018) introduce the methodology of inversion using one-way wave
extrapolation and necessary main operators. Here we continue investigating the problem in
further detail, constructing more general nonlinear modeling and linearized operators using
phase-shift plus interpolation (Gazdag and Sguazzero, 1984), verifying the accuracy of their
adjoints. Finally, we validate the methodology with waveform inversion results.

THEORY

In this section we briefly summarize the main equations of one-way wave extrapolation
operators and demonstrate forward and adjoint operators, required for a waveform inversion
in laterally varying velocity models.

Nonlinear modeling operator

The modeling operator f(s) nonlinear with respect to slowness using one-way wave extrap-
olation can be shown to take the following form (Berkhout, 1982):

f(s) = P = Up(s)R(s)Down(s) w, (1)

where P is the observed wavefield in the space-frequency domain, s is the slowness model
generaly varying laterally and in depth, Up(s) is the upward extrapolation, R(s) is the
reflectivity and Down(s) is the downward extrapolation operator and w is the spectrum
of the source wavelet.

Note, that the reflectivity operator R(s) is nonlinear with respect to the slowness model
and can be approximated as a weighting operator with diagonal entries equal to normal
incidence reflectivity:

R(s) = diag

[
si − si+1

si + si+1

]
. (2)

Its role is to scale the downward propagated wavefield that is later propagated upwards.
Clearly, the amplitudes of the reflected waves obtained using this approach are accurate
just at the normal incidence angle. However, this method is sufficient for modeling the
kinematics of reflected events, that are of main interest at this point of the study.

The downward and upward extrapolation operators are propagating waves in one di-
rection stepping down and up in depth, respectively. The engine of both extrapolation
processes is the phase-shift operator PS (Claerbout, 2010):

Pj+1(ω,k, z = ∆z) = exp

[
−i∆z

√
ω2s2

j − k2

]
Pj(ω,k, z = 0)

= PSj(sj)Pj(ω,k, z = 0),

where ω is the angular frequency, k is the horizontal wavenumber, Pj is the wavefield and sj
is the slowness at the j−th depth level. The adjoint of this operator is constructed simply by
switching the sign in the complex exponent (equivalent to propagating the energy backward
in time).
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It is easy to notice, that the square root in the complex exponent becomes imaginary
when the expression under the square root becomes negative. This corresponds to evanes-
cent, or inhomogeneous, waves (Aki and Richards, 2002), which mathematically demon-
strate exponential growth that should be avoided. Therefore, the evanescent region must
be truncated in (w − k) domain. To avoid truncation artifacts (Gibbs phenomenon) and
speedup the computation, the values of the square root can be precomputed with proper
tapering in the evanescent region and stored in the lookup table.

The downward extrapolation process can be described in the operator form as follows
(Biondi, 2006): 

P1

P2
...

Pnz

 =


0 0 . . . 0

PS1 0 . . . 0
...

...
. . .

...
. . . . . . PSnz−1 0




P1

P2
...

Pnz

+


w1

w2
...

wnz

 , (3)

where Pi is the wavefield at the i−th depth level in the (ω − k)−domain and wi is the
general source term, assuming that sources can in theory exist at all depth levels. This
expression can be rewritten in the short form:

P = PS(s)P + w,

or equivalently
P = [1-PS(s)]−1 w = Down(s) w. (4)

Therefore, the downward extrapolation computed using an operator Down that is the in-
verse of the lower triangular matrix, can be performed via forward substitution, or stepping
down in depth. That is why the adjoint of this operator is easily seen to be the inverse of
the upper triangular matrix. Hence, in this case the computation is done as a backward
substitution, or stepping up in depth and using the adjoint of a phase-shift operator.

The upward extrapolation operator has a similar form as Equation 3, except that the
wavefield vector is stored in the reverse order. Therefore, the forward of upward extrap-
olation is done stepping up in depth and using the forward phase-shift operator. This
difference distinguishes forward of upward extrapolation from the adjoint of the downward
extrapolation. Similarly, the adjoint of the upward extrapolation is done stepping down in
depth using adjoint of the phase-shift operator.

One of the main difficulties in the one-way wave extrapolation using phase-shift operator
is handling lateral velocity variations. In fact, if the velocity is varying laterally, the domain
of the phase-shift operator turns into mixed space-wavenumber domain, which is challenging
to deal with directly. In this case the computation of the phase-shift has to be performed in
the dual (space-wavenumber) domain, which is not trivial. Some of the methods are based
on utilizing the phase-shift operator in a nonstationary manner (Margrave and Ferguson,
1999), whereas others on expanding the complex exponent in Taylor series around some
reference velocity and differ depending on the amount of terms used in the expansion (Stoffa
et al., 1990, Ristow and Rühl, 1994).

One of the methods that attempts to account for lateral velocity variation is phase-
shift plus interpolation (PSPI) (Gazdag and Sguazzero, 1984). The idea behind it is that
the velocity model is approximated by a given number of reference velocities at every depth
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level. The wavefield is then extrapolated using each reference velocity. Finally, the resulting
wavefield is obtained by interpolating all the reference wavefields depending on the difference
between the true and corresponding reference velocity. This process can be written in the
operator form as follows:

Pi+1 =
[
M1

i M2
i . . . Mnref

i

]


F∗PS1
i

F∗PS2
i

...

F∗PSnref
i

FPi = PSPIiPi. (5)

Here to compute wavefield Pi+1 from the previous depth level Pi first, it transformed to
wavenumber domain using forward Fourier transform F, then for every reference velocity
it is extrapolated using phase-shift operators PS1

i , . . . ,PSnref
i and mapped back to space

domain using inverse Fourier transform F∗. Finally, the resulting wavefield is calculated
using interpolation operators M1

i , . . . ,M
nref
i , where operator Mj

i is constructed based on
the difference between j−th reference velocity and the true velocity at the i−th depth level.

The adjoint of PSPIi operator is therefore:

P∗i = F∗
[
PS∗1i F PS∗2i F . . . PS∗nref

i F
]


M1
i

M2
i

...

Mnref
i

Pi+1 = PSPI∗iPi+1. (6)

Consequently, in order to account for lateral velocity variation in downward and upward
extrapolation operators, we need to replace the phase-shift operators PSi in Equation 3 by
PSPIi.

Born scattering operator

Another crucial component of the inversion process is the Jacobian matrix, or, in the case
of waveform inversion problem, the Born scattering operator. First, because there are three
terms nonlinear with respect to slowness in the wave propagation (Equation 1), each will
contribute to the full Born operator. Taking the derivative with respect to the slowness we
can write the following expression:

df

ds
=

dUp

ds
R(s)Down(s) w + Up(s)

dR

ds
Down(s) w + Up(s)R(s)

dDown

ds
w. (7)

Akhmadiev et al. (2018) show that the expressions for each separate linearized operator
can be computed using the perturbation theory (see Appendix). For example, the forward
linearized operator of the downward extrapolation (the third term in the Equation 7) takes
the following form:{

P0
+ = Down(s) w

δP = Up(s)R(s)Down(s)PSPI(s)G(s)P0
+Cδs.

(8)

Here to calculate the scattered wavefield δP, the downward propagated background wave-
field P0

+ is scaled by the slowness perturbation δs (C is an operator that spreads the
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perturbation over the entire frequency range), after that it is scattered using operator G(s)
(see Appendix), phase-shifted using PSPI(s), propagated downward, reflected off the re-
flectors present in the background model and propagated upward to the surface. Therefore,
this part of the Born operator considers forward down-scattering.

Similarly, the expression for the forward up-scattering (the first term in Equation 7)
takes the following form: {

P0
− = Up(s) R(s) P0

+

δP = Up(s)PSPI(s)G(s)P0
−Cδs.

(9)

First, we reflect the background wavefield P0
+ off the reflectors present in the background

velocity model, then propagate the wavefield upwards to get P0
−, which is then scaled by

the perturbation of the slowness δs, scattered, propagated upwards and recorded at the
surface.

Finally, the third part of the Born scattering operator (the second term in Equation 7)
is based on the linearization of the reflectivity operator:

δP = Up(s)P0
+LRCδs, (10)

where LR is the linearization of the reflectivity operator that maps the slowness perturba-
tion into reflectivity perturbation. This part of the full Born operator controls the backward
scattering of the background wavefield and it is therefore sensitive to high-wavenumber com-
ponent of the slowness model (Mora, 1989). Note, that the down-propagating background
wavefield P0

+ generates upward-propagating scattered wavefield.

It is now straightforward to derive the adjoint Born operator that will be the sum of
the following three operators:

δs∗ = C∗P0
+G(s)∗PSPI(s)∗Down(s)∗R(s)∗Up(s)∗δP (11)

δs∗ = C∗P0
−G(s)∗PSPI(s)∗Up(s)∗δP (12)

δs∗ = C∗L∗RP0
+Up(s)∗δP (13)

Remembering that the adjoint of downward extrapolation propagates the energy up and
the adjoint of upward extrapolation – down the surface, to compute the adjoint of down-
scattering (Equation 11), first, we propagate scattered wavefield down, reflect it off the
reflectors present in the background slowness model, propagate it upwards, cross-correlate
with the background wavefield and sum all the frequencies. The adjoint of up-scattering
(Equation 12), in turn, uses the upward propagating background wavefield and downward
propagated scattered wavefield and applies imaging condition. Finally, the adjoint of back-
scattering (Equation 13) cross-correlates the scattered wavefield extrapolated downward
back in time (because of the complex conjugation) and background wavefield propagated
downwards. Then all the frequencies are summed and the adjoint of the linearized reflec-
tivity operator maps the result to slowness perturbation.

NUMERICAL EXAMPLE

In order to test the aforementioned waveform inversion method, the synthetic seismic data
was generated using a minimum-phase analogue of Ricker wavelet with central frequency of
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5 Hz (Figure 1). The receivers are located at the surface with 10 m spacing interval along
with 51 shots with 50 m spacing.

Figure 1: Minimum-phase Ricker wavelet used for modeling and inversion: a - time-domain,
b - frequency domain. [ER]

Forward modeling is performed in the slowness model shown in the Figure 2. It consists
of two layers with constant velocities of 2500 and 2300 m/s respectively and a sharp velocity
anomaly with a maximum amplitude of 2250 m/s. Ten reference slowness values were

Figure 2: True velocity model used for modeling. [ER]

used. Obviously, the choice of reference velocities is crucial for modeling and inversion.
Here we use uniform sampling, however there are other methods that allow more accurate
representation of the actual velocity model (Clapp, 2004) and as a result lessen the distortion
of propagating wavefields. Examples of common shot gathers are shown in Figure 3.

In the waveform inversion process the constant velocity background of 2500 m/s was
used as a starting model and all the shots were used with the correct wavelet. The final
model after 325 iterations of nonlinear conjugate gradient and the model after 50 iterations
of LBFGS is shown in the Figure 4 (Biondi et al., 2019). The objective function values over
the iterations are shown in the Figure 5.
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Figure 3: Common shot gathers modeled using PSPI: a - at the surface location 800 m, b
- at the surface location 2000 m. [CR]

Figure 4: Reconstructed velocity model: a – after 325 iterations of noninear conjugate
gradient, b – after 50 iterations of LBFGS. [CR]
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Figure 5: Logarithm of the objective function values over the iterations. [CR]

CONCLUSION

We demonstrate how the one-way wave extrapolation operators can be used for the wave-
form inversion problem. However, it is well known, that the reflection-based full-waveform
inversion is a challenging problem in general. That is why even though the example above
has not converged to the true solution, this issue, probably comes from the limitations
of the full-waveform inversion problem itself, rather than the method presented here (i.e.
frequency content of the source wavelet and surface coverage of the receivers).

One of the attractive features of one-way wave extrapolation is that the propagation is
performed in the frequency domain. Because this does not cause any issues (compared to
the time-domain finite-difference propagation), in theory, the full frequency bandwidth of
the data can be used in the inversion process. Moreover, the technique of tomographic full-
waveform inversion (Almomin and Biondi, 2013) with time-lag model extension, can also be
reformulated in terms of one-way extrapolation operators. In this case, the time convolution
of the source wavefield with extended model perturbations, involved in the extended Born
operator, turns into a multiplication in the frequency domain. Therefore, it will, potentially,
have the same computational cost as a non-extended modeling or inversion. Nevertheless,
this methodology has to be investigated in more details in the future.

ACKNOWLEDGEMENT

We would like to thank sponsors of Stanford Exploration Project for the financial support.
Also, we thank Ettore Biondi and Guillaume Barnier for the inversion library that was used



SEP–176 One-way waveform inversion 71

for this work.

REFERENCES

Akhmadiev, R., B. Biondi, and R. G. Clapp, 2018, Full-waveform inversion problem using
one-way wave extrapolation operators.

Aki, K., and P. Richards, 2002, Quantitative seismology: University Science Books.
Almomin, A., and B. Biondi, 2013, Tomographic full waveform inversion (TFWI) by ex-

tending the velocity model along the time-lag axis: SEG Technical Program Expanded
Abstracts 2013.

Berkhout, A. J., 1982, Seismic migration: Imaging of acoustic energy by wave field extrap-
olation: Elsevier scientific publishing company.

Biondi, B., 2006, 3D seismic imaging: Society of Exploration Geophysicists.
Biondi, E., R. G. Clapp, and G. Barnier, 2019, A flexible library for geophysical inverse

problems – structure and usage.
Claerbout, J. F., 2010, Basic earth imaging.
Clapp, R. G., 2004, Reference velocity selection by a generalized lloyd method: SEG Tech-

nical Program Expanded Abstracts 2004.
Courant, R., K. Friedrichs, and H. Lewy, 1967, On the partial difference equations of

mathematical physics: IBM Journal of Research and Development, 11, 215–234.
Davydenko, M., and D. Verschuur, 2018, Frequency domain finite-difference one-way full

wavefield modelling: SEG International Exposition and 88th Annual Meeting.
Gazdag, J., and P. Sguazzero, 1984, Migration of seismic data by phase shift plus interpo-

lation: Geophysics, 49, 124–131.
Guerra, C., and C. Cunha, 2013, Full-waveform inversion using the one-way wave equation:

13th International Congress of the Brazilian Geophysical Society EXPOGEF, Rio de
Janeiro, Brazil.

Margrave, G. F., and R. J. Ferguson, 1999, Wavefield extrapolation by nonstationary phase
shift: Geophysics, 64, 1942–2156.

Mora, P., 1989, Inversion = migration + tomography: Geophysics, 54, 1521–1663.
Pratt, R. G., 1999, Seismic waveform inversion in the frequency domain, part 1: Theory

and verification in a physical scale model: Geophysics, 64, 888–301.
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APPENDIX

To derive the Born scattering operator, first, start with linearizing the complex exponent
in the phase-shift operator. Perturbing the expression under the square root and keeping
just the first-order terms:

exp

[
−i∆z

√
ω2(s0 + δs)2 − k2

]
= exp

[
−i∆z

√
ω2s2

0 − k2

√
1 +

2ω2s0

ω2s2
0 − k2 δs

]
Using Taylor expansion of the second square root and the exponent, we get:

exp

[
−i∆z

√
ω2s2

0 − k2

]1 +
iω2s0∆z√
ω2s2

0 − k2
δs

 =

exp

[
−i∆z

√
ω2s2

0 − k2

]1 +
iω∆z√
1− k2

ω2s20

δs


Note, that the equation above represents the linearization of the phase-shift operator

that can be written in the following form:

PS(s0 + δs) = PS + PS(s0)G(s0)δs.

where G(s0) is a scattering operator. In practice it is computed using a Taylor expansion
of the square root in the denominator (Biondi, 2006).

Now we can use the perturbation theory in order to find the linearization of the nonlinear
modeling operator f(s). First, note, that the Equation 1 can be written as follows:{

[1 - PS(s)] P0
+ = w

[1 - PS(s)] P0
− = R(s)P0

+

In the presence of slowness perturbation δs the downward propagating background wave-
field P0

+ generates downward scattered wavefield δP+:{
[1 - PS(s0 + δs)] (P0

+ + δP+) = w

[1 - PS(s0)] (P0
− + δP+) = R(s0)(P0

+ + δP+)

Using the aforementioned scattering operator G, we can compute the downward scat-
tered wavefield: 

[1 - PS(s0)] P0
+ = w

[1 - PS(s0)] δP+ = PS(s0)G(s0)P0
+δs

[1 - PS(s0)] δP+ = R(s0)δP+

This is equivalent to Equation 8.

In a similar way, the upward propagating background wavefield P0
− generates upward

scattering wavefield δP−. Follwing the same logic, it can be computed as:{
[1 - PS(s0)] P0

− = R(s0)P0
+

[1 - PS(s0)] δP− = PS(s0)G(s0)P0
−δs
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Finally, the perturbation in the background slowness causes backward scattering. To
compute it, we first linearize reflectivity operator. Since it is a diagonal operator with
diagonal entries equal to normal incidence reflectivity:

si + δsi − si+1 − δsi+1

si + δsi + si+1 + δsi+1
≈ si − si+1

si + si+1
+

[
2si

(si + si+1)2
δsi −

2si+1

(si + si+1)2
δsi+1

]
The term in the brackets is a sought-for term LR linear with respect to slowness perturba-
tion. Using this operator, we again write:{

[1 - PS(s0)] P0
+ = w

[1 - PS(s0)] (P0
− + δPR) = R(s0 + δs)P0

+

Therefore, the backward scattered wavefield δPR can be calculated using the following
expression: {

[1 - PS(s0)] P0
+ = w

[1 - PS(s0)] δPR = P0
+LRδs
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Low Frequency De-noising using High Frequency Prediction
Error Filters

Milad Bader, Robert Clapp, and Biondo Biondi

ABSTRACT

a We propose a method to de-noise the low-frequency data below 4 Hz using prediction
error filter estimated from the high-frequency data which has a higher signal-to-noise
ratio. Such filter optimally captures the multi-dimensional spectrum of the data. Via
axis dilation, the prediction error filter is applied to the low-frequency component
in order to remove all what is not consistent with the high-frequency data, whilst
preserving the phase and amplitude of the primary energy. The resultant noise-free
low frequencies can be used in full waveform inversion for a more robust update of the
model low wavenumbers.

aThis article is a revised version of the article submitted to SEG 2019

INTRODUCTION

In recent years, full waveform inversion (FWI) has established itself as a powerful technique
for shallow model building (Ratcliffe et al., 2011). In fact, it can be used with raw data
without any need for complex processing, which makes high-fidelity models available early
in the processing sequence, thus reducing projects turnaround. However, this development
required FWI to start with a crude initial model and update its low wavenumbers, a task
traditionally performed by other techniques such as ray based tomography or wave equa-
tion migration velocity analysis (WEMVA). These low wavenumbers can be recovered by
FWI provided that large offsets or low frequencies are recorded (Sirgue and Pratt, 2004),
which prompted large expenditures in the industry in order to acquire them. Large offsets
are the most affected by FWI non-linearities (Sirgue, 2006), hence increasing the risk of
cycle skipping and local minima. Several approaches were explored in order to overcome
this challenge, such as the use of extended spaces (Symes, 2008) accounting for large time
shifts caused by velocity errors (Biondi and Almomin, 2014), and the convexification of the
objective function based on the optimal transport theory (Engquist et al., 2016). Another
approach consists of using a multi-scale inversion strategy where the lowest available fre-
quencies are inverted first, and the higher frequencies are added subsequently (Bunks et al.,
1995). However, low frequencies (less than 4 Hz) on field data sets often exhibits a low
signal-to-noise ratio (SNR) and can lead to erroneous models when used in FWI.

We propose a method to de-noise the low frequency data by using prediction error filters
(PEF) derived from the higher SNR high-frequency data. We follow a method analogous
to the one proposed by Crawley (1998) where the PEF was estimated from the data on a
coarse grid, then shrunk in all dimensions and employed to interpolate traces on a denser
grid. Crawley (1998) showed that compressing the axes of the PEF allows unwrapping the
aliased energy in the interpolated data. Our method consists of expanding the axes of the

75
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PEF in all dimensions in order to compress its multi-dimensional spectrum toward the lower
temporal and spatial frequencies, without changing the predicted dips.

We convolve the expanded PEF with the noisy low frequency data while minimizing the
L2 norm of the output. This process removes random and burst noise, as well as coherent
noise with dips inconsistent with the high frequency data. We prove the effectiveness of
this method on synthetic stationary 2-D data where the primary energy is linear.

First, we review the PEF estimation in the stationary case. Then we describe how it is
expanded and applied on low-frequency data. Finally, we apply the method on a synthetic
example.

METHOD

Stationary PEF Estimation

A PEF is the optimal causal filter able to linearly predict a data point from previous samples.
The attribute ”optimal” relates to the minimization of the L2 norm of the prediction error
(Claerbout, 1992). In 1-D, given a data vector of Nd + 1 elements d = (d0, d1, ..., dNd)

t,
the corresponding PEF of Np + 1 coefficients has the form p = (1, p1, ..., pNp)

t. The Np

unknown coefficients can be estimated in time domain by minimizing the L2 norm of the
convolution d ∗ p = r. This minimization problem can be generalized to multi-dimensional
data and filter, and written in matrix form as follows:

p̃ = min
p
‖Dp‖2 (1)

where D is the data convolution matrix. A detailed description of PEF estimation is given
in Curry (2003).

The PEF depends solely on the auto-correlation of the data, and is minimum phase in
1-D which ensures a stable inverse (Claerbout, 1985). More importantly, its output (the
residual vector r) tends asymptotically to have a white spectrum when data and filter
lengths tend to infinity (Claerbout, 1992). As a direct consequence, the filter spectrum
tends to the inverse of data spectrum in every dimension.

When data is non-stationary, a linear prediction can still be performed by splitting the
data into small patches of constant dips (Abma and Claerbout, 1995). Alternatively, a
non-stationary PEF with smoothly varying coefficients can be estimated (Claerbout, 1997).

Low Frequency De-noising

Assuming a non-dispersive medium, the low-frequency data on a shot or a receiver gather
has the same apparent velocity as the high-frequency part. And since the PEF is invariant
by dilation, it can be estimated from high frequency data, expanded, and then applied on
the low frequency data by solving the minimization problem:

m̃ = min
m
‖Pexp m‖2 (2)
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where Pexp is the expanded PEF convolution matrix, and m̃ is the de-noised low frequency
data to be recovered.

The PEF expansion can be performed by interleaving a zero between every pair of samples
in all dimensions. This dilation of axes in the time-space domain has the effect of com-
pressing the axes in the Fourier domain, thus moving the PEF spectrum towards the low
temporal and spatial frequencies whilst preserving the apparent velocity. A proof of Fourier
axes compression is given in Appendix ?? for the 1D case.
For illustration, Figure 1 shows a 2x3 filter expanded to a 3x5 filter:

0 p2

1 p3

p1 p4

→

0 0 p2

0 0 0

1 0 p3

0 0 0

p1 0 p4

Figure 1: PEF structure before and after expansion

Note that the leading 1 is not placed on the top left corner of the filter in order to capture
both positive and negative dips in the data. The zeros preceding the leading 1 are included
to make the filter structure regular and simplify the implementation. No active filter coef-
ficients should precede the leading 1 in order to comply with the causality requirement in
multi-dimensions (Claerbout, 2014).

The low-frequency de-noising process can be summarized in the following four steps:

• Split the data into the low temporal frequency to be de-noised (dl), the high temporal
frequency used to estimate the PEF (dh), and the rest of the data which is not needed
(dres).
The temporal frequency range of dl must fall inside that of dh halved.

• Estimate the PEF from the high frequency data (dh) using (1).

• Expand the PEF in all dimensions p → pexp.

• Iteratively de-noise the low frequency data using (2) starting with m0 = dl.

We used conjugate gradient least squares algorithm (Aster et al., 2012) to solve both mini-
mization problems (1) and (2).

NUMERICAL EXAMPLES

We applied the method described above on a synthetic 2-D data containing one single linear
event of apparent velocity 2.5 km/s. The offsets range from 0 to 4 km with 12.5 m incre-
ment, and the record length is 3 seconds with a sampling interval of 5 ms. The wavelet used
is an infinite impulse response (IIR) Butterworth band-pass filter with cutoff frequencies
of 2.5 and 20 Hz. Given what can be expected from field recordings, we assume that low
frequency data in the range [2.5 - 4 Hz] has a low SNR. Thus, three types of noise are added
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to that frequency range: burst, random and coherent noise. The maximum amplitude of
the burst noise is twice that of the signal, the maximum amplitude of the random noise is
50% higher, and the coherent noise contains two linear events similar to the primary signal
with apparent velocities -3 km/s and -4 km/s. Figures 2a and 2b show the full bandwidth
signal and the full bandwidth data including low frequency noise. The corresponding F-K
spectra are shown on Figures 3a and 3b respectively.

The 2-D PEF p1 was constructed with 9 traces and 13 time samples and with the leading
1 (Figure 1) placed in the top left corner without any preceding zeros. The data used to
estimate p1 is in the frequency range [4 - 10 Hz]. On field data, this frequency range may
also have a poor SNR leading to a noisy PEF. Therefore, we estimated another 2-D PEF
p2 of the same structure as p1, using the frequency range [8 - 20 Hz]. Figure 3c shows the
inverse of the F-K spectrum of p1 and Figure 3d that of p2 (d). Both filters were able to
predict the main dip of the data; their F-K spectra contain a ”sink” along that dip. This
ensures that the primary signal will not contribute to the minimization problem (2) and
only noise will be attenuated.

We expanded the filter p1 along the temporal and spatial axes to the size of 17x25 (Figure 1),
then used it to remove the noise from the low frequency data [2.5 - 4 Hz]. Alternatively,
p2 was expanded twice to the size of 33x49, then used in a similar way. Figures 3e and 3f
show the inverse of the F-K spectra of the expanded PEFs. Notice how these spectra are
compressed in comparison with the spectra of the original PEFs. The conjugate gradient
algorithm used to solve (2) was run for 32 iterations with expanded p1 and for 15 iterations
with expanded p2. The number of iterations corresponds to a 1% convergence rate of (2).

Figures 2c and 2d show the low frequency signal and the noisy low frequency data. The
de-noised data with expanded p1 and expanded p2 are shown on Figures 2e and 2f respec-
tively. Both filters were able to accurately recover the low frequency signal whilst removing
all the three types of noise. Moreover, the same filter p2, when expanded only once, can be
used to de-noise data within the frequency range [4 - 10 Hz].

Some edge effects can be observed and are due to the filters not being fully active near
the zero offset boundary. These effects can be reduced by appropriate padding or by rolling
the PEF in the opposite direction. This amounts to solving the modified minimization
problem:

m̃ = min
m
‖P∗expPexp m‖2 (3)

where P∗exp is the correlation operator, adjoint of the convolution operator Pexp.
Figure 4 shows the de-noised data by solving (3) with expanded p1 and after 16 iterations
of conjugate gradient solver. The noise is efficiently removed near the zero offset boundary.

Some vertical striping can be observed on all the de-noised data sets. It corresponds to
high wavenumber noise not being removed by the expanded PEF, and visible on the F-K
spectrum on Figure 5a near the Nyquist wavenumber KNyq ≈ 0.25m−1. This is due to the
axes compression of the expanded PEF Fourier spectrum, which will replicate the protective
”sink” near the Nyquist wavenumber as can be seen on Figure 5b. This can be mitigated by
either applying a F-K filter to the de-noised data, or by spatially interpolating the starting
data before PEF estimation, and then apply a F-K filter followed by a trace drop after the
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de-noising is completed.

CONCLUSION

Low-frequency data with a high signal-to-noise ratio is essential for FWI. PEFs capture the
multi-dimensional spectrum of the high frequency data, and through axes dilation, remove
from the low frequency data what is inconsistent with that spectrum. The axis dilation can
be performed more than once in order to de-noise different frequency ranges. The method
was successful on a synthetic 2-D stationary data and can be easily extended to 3D. It can
also be extended to the non-stationary case.
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Figure 2: Full bandwidth signal [2.5 - 20 Hz] with a constant apparent velocity of 2.5 km/s
(a) [NR] - full bandwidth data including noise (b) [NR] - low frequency signal [2.5 - 4 Hz]
(c) [ER] - noisy low frequency data (d) [ER] - de-noised low frequency data using expanded
p1 (e) [ER], and expanded p2 (f) [ER].
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Figure 3: F-K spectrum of the signal (a) [ER] - F-K spectrum of the data (b) [ER] -
inverse of the F-K spectra of the PEFs p1 (c) [ER], p2 (d) [ER], expanded p1 (e) [ER],
and expanded p2 (f) [ER].
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Figure 4: De-noised low frequency data using expanded p1 with the modified minimization
problem [ER].
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Figure 5: F-K spectrum of the de-noised low frequency data in Figure 4 (a) [ER] - inverse
of the F-K spectrum of the expanded PEF p1 (b) [ER].
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APPENDIX A

[

appendix:A]Fourier transform of expanded signal Let f [j] be a 1D finite data sequence with
N samples and F [k] its discrete Fourier transform (DFT) given by:

F [k] =
N−1∑
j=0

f [j]ei
2π
N
jk

with j, k = 0, 1, . . . , N − 1.
Both f and F can be regarded as implicitly periodic sequences, such that F [k+N ] = F [k].
Let g[m] be the expanded f by interleaving zeros between the original samples; g has 2×N
samples such that g[2j] = f [j] and g[2j + 1] = 0.
The DFT of g is given by:

G[n] =

2N−1∑
m=0

g[m]ei
2π
2N

mn

=

N−1∑
j=0

g[2j]ei
2π
2N

2jn +

N−1∑
j=0

g[2j + 1]ei
2π
2N

(2j+1)n

=
N−1∑
j=0

g[2j]ei
2π
2N

2jn + 0

=

N−1∑
j=0

f [j]ei
2π
N
jn

= F [n] n = 0, 1, . . . , 2N − 1

= F [k] n = k or n = N + k

This concludes that the DFT of g is equal to that of f after including an additional cycle
from the periodic DFT F . Therefore, if the sampling interval is kept the same after the
expansion, the DFT of g will appear as a compressed version of the DFT of f .
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A nonlinear scheme to perform linearized waveform
inversion with velocity updating

Alejandro Cabrales-Vargas, and Rahul Sarkar

ABSTRACT

In this paper we change the original proposal for linearized waveform inversion with ve-
locity updating into an iterative nonlinear scheme. The previous linear scheme resulted
in an objective function, in which the term responsible for maximization of the image
power was unbounded along all directions of perturbations of the background velocity
model. In the new scheme that we experiment with in this paper, this problem is not
present. One important difference of the new method as compared to the original is
that in the original method, the goal was to solve a single linear inverse problem to
estimate both the perturbations in the background and reflectivity models, but in the
new method we solve a sequence of linear inverse problems. We first present an analysis
of the previous method identifying the problem, and then present the details of the new
iterative scheme that we are experimenting with to overcome it. It should be noted
that we are in the beginning stages of development of the method, and it will likely
change in the future as we develop a better understanding of how it is performing. We
present some numerical experiments to support our claims that provide insight into the
properties of the objective function.

INTRODUCTION

Accurate estimation of the reflectivity of the subsurface has been a continuous endeavor in
oil and gas exploration. Kirchhoff migration estimates the reflectivity using ray theory, but
it breaks down in the presence of multipathing. In comparison two-way wave equation based
methods, like reverse-time migration (RTM) (Kosloff and Baysal, 1983; Baysal et al., 1983;
Gazdag and Carrizo, 1986) and linearized waveform inversion (LWI), a.k.a. least-squares
migration (Nemeth and Schuster, 1999; Duquet et al., 2000; Dai et al., 2013; Wong et al.,
2015; Schuster, 2017), are more robust in the presence of multipathing caused by complex
geology, and produce better images of the subsurface.

During the LWI process the assumption is that the background model has been estimated
accurately, and the goal is to recover the high wavenumber reflectivity model. The back-
ground model is never changed during this process. An important fact about LWI is that
incorrect background models will generally produce incorrect reflectivity models, because
Born linearization is not accurate. In addition, it has also been reported that the con-
vergence rate of LWI slows down in the presence of an incorrect background model (Luo
and Hale, 2014). In some cases and depending on the application, one may or may not
need a very accurate estimate of the background model. For instance if one is interested in
exploration at the regional or prospect scale, one only requires the background model to be
precise to the extent that it honors the kinematics correctly, and is able to correctly position
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the seismic reflectors. However once a reservoir has been discovered, an important goal is to
perform careful interpretation and AVO studies for volumetric assessment. In such cases,
small inaccuracies in the background model can mislead the interpretation, especially if
subtle features indicate important lithologic and/or petrophysical variations, and thus one
needs an accurate estimate of the background model in these scenarios.

Recent research has thus focused on improving LWI in the presence of velocity errors (Yang
et al., 2018). These challenges also motivated the original conception of the technique Lin-
earized Waveform Inversion with Velocity Updating (LWIVU) (Cabrales-Vargas, 2018b). In
this report we continue our work on LWIVU, which attempts to simultaneously invert for
both the reflectivity and the background components of the subsurface model. However we
discovered a problem with the original objective function, specifically in the term intended
to promote solutions that maximize the power of the migration image. In principle, the
problem can be avoided by using differential semblance optimization (DSO) in the subsur-
face offset domain (Cabrales-Vargas, 2018a), but the additional cost due to the extension is
considerable, especially in 3D. Moreover the DSO operator can be difficult to stabilize. In
this paper we explore an idea to fix the issue with the previous LWIVU objective function,
without going into the extended domain.

This paper is structured as follows. We start by reviewing the original ideas and moti-
vation behind LWIVU, and briefly discuss the formulation of the problem as a nonlinear
optimization problem. We then discuss the linearization of the problem that was originally
performed to derive the LWIVU objective function as discussed in Cabrales-Vargas (2018b).
Additionally we present some mathematical analysis that shows why this objective function
does not have the desired properties. Next, we introduce the iterative LWIVU algorithm
that we are currently experimenting with to overcome this problem. Finally, we present
some results from numerical experiments that provide evidence to support our claims.

THEORY

We first introduce some notation that we will use in this paper. Let us assume that the true
velocity model vtrue admits scale separation as a sum of a low wavenumber component (the
true background model), which we will denote as btrue, and a high wavenumber component
(the true reflectivity model), which we will denote as rtrue, and so the following equation
holds

vtrue = btrue + rtrue. (1)

The above assumption is widespread in seismic imaging, and is one of the key assumptions
of seismic migration algorithms, including LWI. In everything that follows, we will assume
that the data that we migrate is the Born linearized data, which we will denote as dtrue.
Using the notation L(b) to denote the Born linearization operator at background model b,
we thus have

dtrue = L(btrue)rtrue. (2)

The migration image with some background model b will be denoted as I(b), and concretely



SEP–176 Iterative LWIVU 87

it is obtained as the adjoint of the Born linearization operator applied to the true Born data
dtrue, i.e. the following equation holds

I(b) = LT(b)dtrue. (3)

The full-waveform inversion Gauss-Newton Hessian is similarly defined for a background
model b as H(b) = LT(b)L(b), while the wave equation migration velocity analysis
(WEMVA) operator, denoted as W(b), is defined as the derivative of the migration image
with respect to the background, that is

W(b) =
∂I

∂b
(b). (4)

The tomographic operator, denoted as T(b), constitutes the derivative of the Born data
with respect to the background model (Almomin, 2013; Barnier and Almomin, 2014),

T(b) =
∂d

∂b
(b) =

∂L

∂b
(b, r). (5)

Note that the derivative of the Born modeling operator with respect to the background
model is not a matrix operator by itself. It is its action upon the reflectivity what becomes
a matrix operator.

Motivation behind LWIVU

The original formulation of LWIVU was founded on two (approximate) principles which are
described below.

1. Maximization of migration image power : It is believed in the seismic imaging com-
munity that the maximum focusing of the migration image takes place when it is
evaluated at the true background model btrue, although no mathematical proof of
this fact is currently known to exist to the authors. This condition is expressed by
saying that btrue maximizes the migration image power, i.e. ‖I(b)‖22 attains the max-
imum at btrue. In fact we can positively say in this paper that this assertion is false
in general, as shown by numerical experiments later, where random one dimensional
scans of ‖I(b)‖22 show that btrue is not a stationary point (see Figures 4a, 4b). The
figures also show that ‖I(b)‖22 restricted to random lines (at least in all the cases tried)
through btrue have a maxima “close” to btrue. Because of this reason we conclude that
the principle of maximization of migration image power is a good heuristic to use to
recover the background model, even though the actual statement is manifestly false
in the absence of extra conditions. It should be noted that an analogous principle is
believed to be true for extended migrated images in the extended subsurface offset
domain (but it is not equivalent), which states that if the background model is correct
then the energy is focused at zero subsurface offset, and if it is incorrect, then some
energy is smeared at non-zero subsurface offsets.

We will also assume that an estimate of the true background model is known, which
we will denote as b0, and refer to it as the starting background model. The quantity
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∆btrue = btrue − b0 is what we will try to recover, and we will refer to it as the true
background model perturbation. Thus equivalently we can express our goal as

maximize Φ1(∆b) = ‖I(b0 + ∆b)‖22 , (6)

where the maximization is over the background model perturbation ∆b.

2. Fitting data with Born linearization: As (6) does not depend on the reflectivity, it
is not possible to update r based on the objective function Φ1(∆b) alone. For this
purpose we will use a different criterion, namely that the data can be modeled using
Born linearization. Therefore, we can invert for the reflectivity using LWI (for a fixed
background model b) in the data domain by minimizing the objective function

∥∥L(b)r− dtrue
∥∥2

2
, (7)

or equivalently solve the corresponding normal equations (which in principle can be
solved exactly),

L(b)TL(b)r = L(b)Tdtrue. (8)

Using notations already introduced this can be simply rewritten as

H(b)r = I(b). (9)

Equation (9) can be cast into the optimization of the following objective function

‖H(b)r− I(b)‖22 , (10)

which is known in the seismic imaging community as “LWI in the model domain”. To
solve this problem, one can precompute the approximate Hessian by means of point-
spread functions (PSF) (Fletcher et al., 2016). The objective functions (7) and (10)
assume that the background model remains fixed during the inversion. However we
can choose to consider b as an additional parameter in this inversion. Hence with b0

as an estimate of the background model we have the second LWIVU goal

minimize Φ2(∆b, r) = ‖H(b0 + ∆b)r− I(b0 + ∆b)‖22 . (11)

Original formulation of LWIVU

In this section we briefly discuss how the LWIVU goals were originally combined into a
single objective function, and what we have discovered recently to be a key error in the
procedure followed.
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Derivation of the original method

The two LWIVU goals can be combined into a minimization problem of a single objective
function

Φ(r,∆b) = ‖H(b0 + ∆b)r− I(b0 + ∆b)‖22 − λ ‖I(b0 + ∆b)‖22 , (12)

where λ is a trade-off parameter, and the minus sign expresses the fact that the second
term is being maximized. The second term, which corresponds to the objective function
(6), represents a nonlinear relationship between the migration image and the perturbation
in the background. In the previous implementation of LWIVU (Cabrales-Vargas, 2018b),
the image was first linearized as

I(b0 + ∆b) = I(b0) + W(b0)∆b +O(||∆b||2), (13)

which constitutes a first order approximation when ∆b is small. Hence, with this approxi-
mation, i.e. neglecting the second order terms in the image, the objective function in (12)
becomes

Φ(r,∆b) = ‖H(b0 + ∆b)r−W(b0)∆b− I(b0)‖22 − λ ‖I(b0) + W(b0)∆b‖22 . (14)

Since recalculating the Hessian is extremely costly, another approximation was used in the
regime ||∆b||2 << ||b0||2, namely H(b0 + ∆b) ≈ H(b0), which yields the original LWIVU
objective function

Φ(r,∆b) = ‖H(b0)r−W(b0)∆b− I(b0)‖22 − λ ‖I(b0) + W(b0)∆b‖22 . (15)

The key feature that was attractive about the above formulation (15) is that it is a linear
least squares minimization problem, and one can solve it using existing algorithms like the
conjugate gradient method (Cabrales-Vargas, 2018a).

Problem with the original formulation

Even though the original LWIVU problem is easy to solve (for a particular choice of λ), the
objective function (15) has a serious drawback, which we will now describe. The key point
is that first performing the linearization of I(b) and plugging the expression into || · ||22, is
not the same as the linearization of ||I(b)||22. In fact doing the former completely changes
the properties of ||I(b)||22. Let us include another term in the expansion of the migration
image

I(b0 + ∆b) = I(b0) + W(b0)∆b + Z(b0,∆b) +O(||∆b||3), (16)
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where Z(b0,∆b) incorporates all the second order terms in the expansion. Plugging (16)
into the function ||I(b0 + ∆b)||22 gives

||I(b0 + ∆b)||22 = I(b0)TI(b0) + 2∆bTW(b0)TI(b0)

+ 2Z(b0,∆b)TI(b0) + ∆bTW(b0)TW(b0)∆b +O(||∆b||3)

= ‖I(b0) + W(b0)∆b‖22 + 2Z(b0,∆b)TI(b0) +O(||∆b||3).

(17)

Notice the additional term 2Z(b0,∆b)TI(b0), which is second order and is not accounted
for by the second term in the LWIVU objective function (15). Thus in particular the approx-
imation of Φ1(∆b) is not order accurate, which is problematic in this case as the curvature of
the function is changed near ∆btrue (in fact it becomes opposite). This is because while we
expect Φ1(∆b) to be upper bounded, the approximation ‖I(b0) + W(b0)∆b‖22 is not, and
is actually a convex function with a constant Hessian that is at least positive semidefinite.
As consequence, there is no upper bound or maximum close to the correct background model
perturbation. We provide some numerical results to demonstrate this effect in the next sec-
tion (see Figures 3a, 3b). This implies that one can move along any arbitrary direction
with strictly positive curvature, and increase the objective function ‖I(b0) + W(b0)∆b‖22
indefinitely, which is clearly not what is desired.

Iterative nonlinear scheme for LWIVU

Given the shortcoming of the objective function (15) we now propose to instead minimize
the full nonlinear objective function (14). However as a first try, we will continue to work
under the assumption ||∆b||2 << ||b0||2, so that the approximation H(b0 + ∆b) ≈ H(b0)
is accurate. An easy technical result formalizing the regime where such an approximation
is valid is provided in Appendix B. So the objective function that we will minimize is

Φ(r,∆b) = ‖H(b0)r−W(b0)∆b− I(b0)‖22 − λ ‖I(b0 + ∆b)‖22 . (18)

This makes the first term a linear least squares problem over both ∆b and r, while the
second term is nonlinear and non-quadratic. Such problems can be solved (for local minima)
using gradient-based methods such as the non-linear conjugate gradient algorithm (Nocedal
and Wright, 2006). However as a first try we are going to try something simpler — the
idea will be to linearize the second term at each step, so that the resulting problem is still
convex, solve this problem, and then relinearize at the new point and continue this process
until convergence. The pseudocode of the algorithm is outlined in Algorithm 1, and the
details are provided in Appendix A. An attractive feature of this approach is that each
subproblem is still a convex problem (in fact it is a quadratic problem with a Hessian that
is semidefinite).

NUMERICAL RESULTS

In this section we present some numerical experiments to first illustrate the incorrect be-
havior of the image power maximization term, followed by one dimensional scans of the
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Algorithm 1 Iterative linearized waveform inversion with velocity updating

1: procedure Iterative LWIVU (b0, n)
2: Initialization: r0 ← 0; ∆b0 ← 0
3: for i = 0 to n do
4: fi ← I(b0)−H(b0)ri + W(b0)∆bi
5: gi ←W(b0 + ∆bi)

TI(b0 + ∆bi)
6: (r∗,∆b∗)← minimize ‖H(b0)r−W(b0)∆b− fi‖22 − λgT

i ∆b
7: ri+1 ← ri + r∗; ∆bi+1 ←∆bi + ∆b∗

8: end for
9: end procedure

fully nonlinear image power maximization objective function. We also show the gradient of
this function on a simple example that illustrates that it has good properties. Even though
we show all the subsurface models in velocity, the actual computations were performed in
the slowness squared domain.

Experiment setup

For the tests we used a flat-layer model and a portion of the Sigsbee model, shown in Figure
1. The flat-layer background model (Figure 1a) includes a positive Gaussian anomaly in
the velocity, which corresponds to a negative anomaly in slowness squared. This model con-
stitutes the true background model, btrue = b0 + ∆btrue. The incorrect background model
b0 does not contain the anomaly. Hence, this anomaly represents the true perturbation in
the background ∆btrue. On the other hand, the true Sigsbee background model (Figure
1b) does not contain a Gaussian anomaly. However, to construct an incorrect background
model we added a negative Gaussian anomaly in velocity to the true background model. In
this case this negative anomaly in velocity corresponds to a positive anomaly in slowness
squared.

We synthesized the true data dtrue in both cases by applying Born modeling to the corre-
sponding reflectivity models (Figure 2) using the true background models. For the flat-layer
model the acquisition geometry consists of 101 shots regularly spaced every 140 m, and re-
ceivers every 20 m. For the Sigsbee model the acquisition geometry consists of 54 shots
spaced every 500 ft, and receivers every 75 ft.

Testing the migration image power term in the original LWIVU objective
function

The first test constitutes the demonstration that the image power maximization term in
the original LWIVU objective function (15) does not have the desired properties, namely
it is in fact convex. To do this, we create trial perturbations in the background model,
given as ∆btrue + α∆brand, where ∆btrue is the true anomaly, ∆brand represents ran-
domly distributed perturbations whose amplitudes are confined within the interval

[
−

max(∆btrue),max(∆btrue)
]
, and α is a scalar parameter with values −1,−0.9, ..., 0.9, 1.

Then the functional
∥∥I(b0) + W(b0)

[
∆btrue + α∆brand

]∥∥2

2
was evaluated using different
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Figure 1: Background velocity models in velocity. a) Flat model; b) Sigsbee model. [ER]

Figure 2: Reflectivity models in slowness squared. a) Flat model; b) Sigsbee model. [ER]
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random realizations of ∆brand, and exploring along each direction with the α values, so
α = 0 corresponds to the evaluation of the objective function using the true background
anomaly.

Figure 3: Experiment results of 50 random directions of the ‖I(b0) + W(b0)∆btrue +
α∆brand‖22 functional in the a) Flat model, b) Sigsbee model. Each random direction was
explored by means of the α scalar. [NR]

Figure 3 shows the result of 50 tests of the evaluation of the objective function using random
directions, ∆brand, each one for the 21 values of α. Notice that there is no upper bound,
and the minima of the curves are clustered at the vicinity of the true anomaly. These results
prove that the this objective function is convex, as it was already mentioned before.

Test on the fully nonlinear migration image power term

We next perform similar tests for the fully nonlinear image power maximization objective
function in equation (6). Again we evaluate this function along random directions. The
results for both the models are shown in Figure 4. These results confirm that this objective
function is concave along the directions explored. Of course these experiments do not tell
us for sure if it is in fact concave, and instead we can merely conclude that this may be
an approximate heuristic. However, even though the maximum values of the curves cluster
around α = 0, they are not exactly there.

We finally show in Figure 5a the result of evaluating the gradient of the nonlinear term
in equation (A-4) at the incorrect background, b0. For comparison, the true anomaly in
slowness squared is shown in Figure 5b. This result indicates that the gradient points in
the correct direction of the background model perturbation. However, the gradient also
incorporates high wavenumber reflectivity components. We will address this problem in
future implementations of the method using smoothing constraints.

DISCUSSION

The numerical tests demonstrate the mathematical fact that the original formulation of
LWIVU did not have the expected behavior with respect to the image power maximization
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Figure 4: Experiment results of 50 random directions of the ‖I(btrue+α∆brand)‖22 functional
in the a) Flat model, b) Sigsbee model. Each random direction was explored by means of
the α scalar. [NR]

Figure 5: Flat model: a) First gradient of the nonlinear image power maximization term;
b) True perturbation of the background in slowness squared. [CR]
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criteria. This encourages to look instead to try to solve the optimization problem treating
the image power maximization term as a nonlinear term. The preliminary result of the
gradient of this term for the flat model indicates that the inversion may proceed in the
correct direction, although we know that we will need to enforce extra constraints (such
as smoothing) for more complex models. For example, the result exhibits the presence of
high wavenumber reflectivity amplitudes in the gradient. This issue will be addressed in
the future.

We also mentioned before that the perturbation in the background model will not signif-
icantly change the result of the inversion with respect to the data fitting term. In other
words, it is reasonable to work under the approximation that H(b0 + ∆b)r ≈ H(b0)r. In
Appendix B we offer a precise mathematical condition that quantifies this statement. How-
ever, there is also a heuristic justification to perform this approximation based on practical
considerations. Firstly, the Hessian is seldom calculated exactly because of computational
and storage limitations, and instead approximations such as the PSFs are used. This pro-
cedure is attractive because it only requires one pass of Born forward modeling followed by
Born adjoint modeling to compute the impulse response of the Hessian. The reflectivity
model consists of unit spikes appropriately scattered in the model space, placed to minimize
the interaction of the computed PSFs. This procedure is cheaper in comparison to the more
accurate procedure of applying the Born forward and adjoint operators independently to
each grid point in the model space and storing the resulting PSFs.

We can construct elements of the Hessian by picking amplitude values of gridpoints from
the PSF at lags measured from the center, where the original spike was seeded. Zero-lag
points correspond to the diagonal of the Hessian. Off-diagonal elements correspond to
different lags. Points corresponding to each lag are interpolated and smoothed in the model
space. Therefore, this procedure yields a low-wavenumber estimation of the Hessian. On
the contrary, we expect that the tomographic term in equation (A-15) supplies the action
of the Hessian with comparatively high-wavenumber amplitude corrections, which would be
filtered away after interpolation and smoothing. As a consequence, we can safely drop the
tomographic term and approximate the Hessian as H(b0).
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APPENDIX A

In this appendix, we provide some of the missing details behind the derivation of Algorithm
1. We first explain how the expressions in the algorithm come up, and then show that the
inner subproblem is indeed a quadratic function with a positive semidefinte Hessian.



96 Cabrales-Vargas and Sarkar SEP–176

Iterative linearization of the migration image power term

In the original expression in equation (18), suppose that before iteration i we are at a given
point (∆bi, ri), i.e. the estimate of the background model is b0 + ∆bi, and the estimate of
the reflectivity is ri. For the ith iteration, our plan is to linearize the migration image power
term around (b0 + ∆bi, ri), and then express the optimization problem in new coordinates
obtained by translating the origin to (∆bi, ri). With abuse of notation, and still using
(∆b, r) to denote the new shifted coordinates, our objective function (18) becomes

Φ(r,∆b) = ‖H(b0)(ri + r)−W(b0)(∆bi + ∆b)− I(b0)‖22
− λ ‖I(b0 + ∆bi + ∆b)‖22 .

(A-1)

We first collect all the terms that are fixed for the ith iteration. Let us denote fi = I(b0)−
H(b0)ri + W(b0)∆bi, and bi = b0 + ∆bi. Then we can rewrite (A-1) as

Φ(r,∆b) = ‖H(b0)r−W(b0)∆b− fi‖22 − λ ‖I(bi + ∆b)‖22 . (A-2)

The first term in the right-hand side of equation (A-2) is a linear least squares problem.
We linearize the second term around (b0 + ∆bi, ri) and obtain

‖I(bi + ∆b)‖22 = ‖I(bi)‖22 + (∆b)TW(bi)
TI(bi). (A-3)

It should be noted that (∆b)TW(bi)
TI(bi) is the gradient of the function ‖I(b)‖22 at bi.

Let us define
gi = W(bi)

TI(bi), (A-4)

and so we neglecting the constant term ‖I(bi)‖22, we can express the approximation of (A-2)
as

Φ(r,∆b) = ‖H(b0)r−W(b0)∆b− fi‖22 − λ(∆b)Tgi. (A-5)

If r∗ and ∆b∗ are solutions to the minimization of (A-5), then the updated values of the
background and the reflectivity models are obtained by undoing the translations, and so we
have

ri+1 = ri + r∗, ∆bi+1 = ∆bi + ∆b∗, bi+1 = bi + ∆b∗. (A-6)

Solving the subproblem

The objective function in equation (A-5) can be written after a variable change as

Φ(r,∆b) = ‖H(b0)r−W(b0)∆b− fi‖22 − λ(∆b)Tgi

=

∥∥∥∥[H(b0) −W(b0)
] [ r

∆b

]
− fi

∥∥∥∥2

2

− λgT
i ∆b

= ‖Zm− fi‖22 − λUTm,

(A-7)

where

Z =
[
H(b0) −W(b0)

]
,U =

[
0
gi

]
, and m =

[
r

∆b

]
. (A-8)
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Denoting the result as Φ(m) and expanding the terms give

Φ(m) =
(
mTZTZm− 2mTZTfi + ||fi||22

)
− λmTU

= mT
(
ZTZm− 2ZTfi − λU

)
+ ||fi||22.

(A-9)

Neglect the constant term ||fi||22, our goal is to solve the quadratic optimization problem

Φ(m) = mTZTZm− 2mTZTfi − λmTU, (A-10)

whose Hessian is given by ZTZ and is thus positive semidefinite. A solution to this problem
is given by any solution of the linear system

ZTZm = ZTfi +
λ

2
U. (A-11)

APPENDIX B

We finally present a formal justification of the approximation H(b0 + ∆b)r ≈ H(b0)r,
when we assume that ||∆b||2 << ||b0||2, which was used to obtain the objective function
(18). In fact, to be precise, we will also assume that ||r||2 << ||b0||2, but this is a standard
assumption in linearized waveform inversion whose validity we will not try to address here.

We can express the Hessian in terms of the Born modeling and the adjoint Born modeling
operators as

H(b0 + ∆b) = L(b0 + ∆b)TL(b0 + ∆b). (A-12)

Next, we can expand the Born modeling operator around b0 and apply it to the reflectivity
r to obtain

L(b0 + ∆b)r = L(b0)r +
∂L

∂b
(b0; ∆b, r) +O(||∆b||2, r)

= L(b0)r + T(b0, r)∆b +O(||∆b||2, r),
(A-13)

where T represents the tomographic operator introduced before, which is the derivative of
the Born modeling operator with respect to the background model. One should note that
T is a bilinear operator with respect to both ∆b and r.

We can obtain the corresponding approximation for the Hessian by pre-multiplying by the
adjoint Born operator:

H(b0 + ∆b)r = LT(b0)L(b0)r + 2LT(b0)T(b0, r)∆b +O(||∆b||2, r). (A-14)

which first justifies the approximation

H(b0 + ∆b)r ≈ H(b0)r + 2LT(b0)T(b0, r)∆b (A-15)

Next, since the second term in the right-hand side of equation (A-15) is bilinear with respect
to both ∆b and r, and because everything is finite dimensional in the discretized setting,
we know that there exists a linear operator T̃(b0) such that

LT(b0)T(b0, r)∆b = (T̃(b0)∆b)r, (A-16)
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where T̃(b0)∆b is a matrix, i.e. T̃(b0) should be thought of as a rank 3 tensor (or an
abstract linear operator that maps vectors ∆b to matrices). In particular this implies a
bound of the form

||LT(b0)T(b0, r)∆b||2 ≤ C||∆b||2||r||2, (A-17)

where C is some constant that depends only on b0. This immediately gives rise to the easy
lemma:

Lemma 1. Let ||H(b0)r||2 = δ. Then for every r and γ > 0, there exists an ε > 0, such
that if ||∆b||2 < ε, ||LT(b0)T(b0, r)∆b||2 < γδ.

In fact if r is bounded we also get the slightly stronger result:

Lemma 2. Let ||H(b0)r||2 = δ, and suppose r is bounded. Then for every γ > 0, there
exists an ε > 0, such that if ||∆b||2 < ε, ||LT(b0)T(b0, r)∆b||2 < γδ, ∀ r that satisfies the
boundedness assumption.

The proofs of the above lemmas are obvious and hence skipped. The main point is that one
indeed has a regime given by ||∆b||2 < ε, where the desired approximation will hold, the
accuracy being controlled by the parameter ε.
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DAS recordings of guided waves generated by perforation
shots and propagating in a shale reservoir

Ariel Lellouch, Biondo Biondi, Steve Horne, Mark A. Meadows, and Tamas Nemeth

ABSTRACT

We observe distributed acoustic sensing records of guided waves excited by perforation
shots in a low-velocity shale layer. Thanks to the high spatial and temporal resolu-
tion of distributed acoustic sensing acquisition, unaliased high frequencies of up to 700
Hz can be observed. We analyze and validate the existence of such waves by com-
paring the recorded data with synthetic data computed using acoustic modeling as
recorded in both the horizontal and the vertical segment of the well. These guided
waves are trapped within the low velocity organic shale reservoir. Using a simple
acoustic-modeling experiment, we show that these waves are sensitive to small velocity
changes induced by hydraulic stimulation.

INTRODUCTION

Distributed Acoustic Sensing (DAS) is an emerging technology that allows for high-resolution,
continuous recording of the seismic field along an optical fiber (Mateeva et al., 2014; Biondi
et al., 2017; Lindsey et al., 2017). DAS is being used in active and passive surveys, both
on- and off- shore, in near-surface horizontal trenches as well as in vertical or deviating
boreholes (Daley et al., 2016; Dou et al., 2017; Karrenbach et al., 2018). In this study,
we analyze perforation shots in a horizontal well recorded on DAS fiber deployed behind
casing.

The studied well is located within an unconventional shale layer, which has low velocities
and density relative to the surrounding formations. It also exhibits strong anisotropic
properties, approximated as VTI. Perforation shots excite waves that propagate through
the subsurface and can be measured at distances of up to 500 m on both sides of the
source. Through recorded data analysis and synthetic modeling, we demonstrate that the
low-impedance shale layer acts as a waveguide. It allows for dispersive propagation of high-
frequency (up to 700 Hz) events which are recorded by a DAS array. In applied seismology,
guided waves have been previously observed in coal seams and for cross-well tomography
(Buchanan, 1976; Krohn, 1992). However, DAS allows for an unprecedented resolution in
their analysis. In addition, the high-frequency recording allows for a high sensitivity to
small velocity changes, possibly induced by the hydraulic stimulation.

ACQUISITION SETUP AND SUBSURFACE PROPERTIES

In Figure 1a, we show a projection of the trajectory of the well drilled into an unconventional
shale layer. The horizontal part of the well spans over 1.5 km in length. In Figure 1b
and Figure 1c, we also show velocity and density logs from a vertical well located several
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hundreds of meters away. The depths of the horizontal and vertical wells have been adjusted.
For modeling goals, we modify the log to more realistically match wave propagation. The
change is required due to the strongly anisotropic nature of the shale layer. As a result,
vertical logging yields much lower velocities than the expected horizontal propagation. The
areas of low velocity in the vertical log are related to high shale content, confirmed by
a gamma-ray log not shown here. In those areas, we use the velocities estimated from a
different sonic log, conducted in the horizontal part of the well depicted in Figure 1a, to
partially account for anisotropic effects. Even when taking the horizontal log velocities into
account, the velocity of the shale layer is on average less than 4 km/s, whereas the layers
above and below it reach velocities of more than 5.3 km/s. We apply some blocking and
simplify the modified logs. Resulting velocity and density models, zoomed on the shale
layers, are displayed in Figure 1d and Figure 1e. The fiber is installed on the outside of the
well casing.

SYNTHETIC EXAMPLE

We first conduct a modeling test using a finite-difference 2D acoustic wave-equation scheme
with varying density. Our modeling does not take into account anisotropy, source/receiver
directivity, anelastic dissipation, and doesnt represent true (elastic) reflectivity. However, it
is fast to compute and can be conducted on a fine grid to model accurately high propagating
frequencies. There is no lateral variation in the model. It is based on an extension of
the subsurface properties we show in Figure 1d and Figure 1e. The injected source is
a zero-phase wavelet with a central frequency of 500 Hz, to emulate high-frequency field
records. Two snapshots of the propagating wavefield along with their interpretation are
shown in Figure 2. The full modeling extends to depths of roughly 1500 to 2000 m but
is not displayed here. The source generates body waves (yellow) which propagate through
the subsurface. Because of the velocity structure, head waves also arise after a certain
horizontal propagation distance. There are two different modes fast (blue) for the bottom
of the shale layer and slow (green) for its top. However, their effect at the location of the
horizontal receiver array, positioned within the shale layer, is limited, especially for the fast
head wave.In other words, they propagate on the top and bottom of the shale layer but only
weakly penetrate it. The guided wave train (shaded in brown) appears clearly at longer
propagation distances (right panel). Note its dispersive nature (low frequencies propagate
faster) and complex interference patterns. It is clear that the velocity structure enables the
propagation of dispersive guided waves that propagate through the shale layer.

FIELD DATA COMPARISON

In this section, we compare recorded field data with the synthetic modeling results. For
the field data, a perforation source is recorded along the DAS array. Both source and
displayed receivers are in the horizontal part of the well and can be treated as being at
the same depth level. Field DAS measurements have a 1 m spacing and 2000 Hz sampling
frequency. Due to strong tube waves, we apply an automatic velocity muting to the field
data record, computed with a fixed 1500 m/s linear velocity. Our field DAS records display
strain rate and are influenced by gauge length effects (Dean et al., 2017). In order to
conduct a proper comparison, we first scale synthetic data by a factor of k2/ω with k being
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Figure 1: (a) Well trajectory projection. The DAS fiber is deployed all along the well. (b)
P-wave sonic log along vertical well located several hundred meters away. (c) Density log
along same vertical well. (d) Velocity and (e) density used for modeling, zoomed in on the
shale area. Constant velocity and density are used above and below the displayed section.
Both source and receivers are located at the black dotted line depth, indicated by arrows.
[NR]
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Figure 2: Two snapshots of simulated acoustic wave propagation at 40 ms and 80 ms after
source activation, and zoomed on the shale layer. We display two recording arrays (red
lines) from which data are extracted for analysis. One is a horizontal array and the other
represents the well trajectory near its heel. We denote body waves (yellow), head waves
(fast blue, slow green) and guided waves (brown). [NR]

the spatial wavenumber and ω the temporal frequency to convert from pressure to strain-
rate. Then, we apply a spatial average of 10 m, which is the field data gauge length, to the
synthetic dataset. Finally, we apply a frequency bandpass to the synthetic data to match
the frequency range of the field data.

In Figure 3, we show the comparison in both the time (Figure 3a and Figure 3b) and
F-K (Figure 3c and Figure 3d) domains. Both datasets contain mostly dispersive guided-
wave energy. The synthetic data appear to contain several modes, with different dispersion
relations, whereas the field data display only a single mode. When comparing the first mode,
we observe that the dispersive behavior is very similar. By F-K analysis not shown here,
we find that the phase velocities are, on average, about 10% higher than group velocities.
Another difference is the relative strength of a head wave clearly seen in the field data. Such
waves are barely visible in the modeled data, as head waves do not radiate deep enough
into the shale layer. However, such effects are very sensitive to local geology as well as the
exact location of the fiber within the layer. As a supporting argument, the field data do not
contain the bottom head wave from the very fast (> 5.5 km/s) bedrock, despite a stronger
impedance contrast than the one at the top of the formation.

RECORDING IN HORIZONTAL AND VERTICAL PARTS OF THE
WELL

Figure 4 shows recordings of a perforation shot in both the horizontal and deviated parts
of the well. For the field data (Figure 4b), we display a perforation shot that is close to
the wells heel. For the synthetic example (Figure 4a), we extract the wavefield at receiver
locations that match the true well trajectory (as shown in Figure 2). The kinematics of
the first arrival of the two datasets seem to be in good agreement. This has previously
been shown for the horizontal part (right side of the plots), albeit for a different field
record. Despite a very approximate velocity model used for synthetic data generation, the
kinematics of the first arrival in the modeled data are consistent with the ones in the field
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Figure 3: Comparison between field and modeled data. Time-domain field (a) and modeled
(b) data. Their F-K spectrum is also shown for field (c) and synthetic (d) data. We observe
a strong correlation between the two datasets. The dispersive guided waves are visible in
both (c) and (d). In the modeled data, several dispersion modes are present, whereas only
a single mode exists for the field data. However, when comparing the same mode, field
and modeled data appear to have a similar dispersion curve. The main difference between
modeled and field data is the relative strength of the head wave, denoted by a black arrow,
in (a). For the field data, a stronger slow head-wave event (black arrow), originating from
the top of the shale is present. [NR]

data also in the curving part of the well. Both records show a clear moveout change when
the well bends upward (denoted by red arrows). In addition, the guided waves disappear
after that location. This critical point occurs at the spatial location where the well exits
the shale formation. The propagation velocity is now that of the surrounding medium and
not the shale layer. Thus, the apparent velocity is higher. In addition, since receivers are
not in the shale layer, guided waves are not present in the record. This is another strong
indication that the waves we are analyzing are indeed guided waves propagating in the shale
layer. Another interesting feature in the field data recorded in the deviated well section is
the presence of significant S-wave energy (denoted by a blue arrow). It follows a different
moveout pattern than the P-waves, indicating varying VP /VS . The relative strength of
the S-waves is due to the fiber directivity, which is more sensitive to S-wave polarizations
than to P-waves in this geometrical setup (Martin et al., 2018). Of course, S-waves are not
present in the acoustic modeling results.
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Figure 4: Comparison of synthetic (a) and field (b) records as recorded in both the horizontal
and the vertical part of the well. The well depth at each receivers location is displayed as
a function of the Euclidean source-receiver offset on top of seismograms. For both cases,
propagation towards left (negative distance) indicates receivers in a deviated well while
propagation to the right (positive distance) indicates a horizontal acquisition. The traces
are displayed with uniform sampling in Euclidean distance between source and receiver
points. There is a good kinematic agreement of the recorded phases for the first arrivals.
Propagation velocity outside the shale layer is faster, as expected. When the well starts
bending (location denoted by red arrows), the guided waves disappear. For the field data
record, S-waves (blue arrow) are visible in the vertical part of the well. [NR]

SENSITIVITY TO VELOCITY CHANGES

To illustrate the sensitivity of guided waves to velocity variations we show a simple modeling
example. It has been shown that hydraulic stimulation causes measurable slowdown in
seismic propagation (Binder et al., 2018). In Figure 5, we show a synthetic example of small
velocity changes and their effect on recorded guided waves. The velocity model is shown
in Figure 5a. The left side of the model is unchanged while the right side is affected by
six low-velocity inclusions representative of hydraulic fractures. Each of these is 5 m wide,
about 15 m high, and has a 3% velocity and density drop compared to the undisturbed
model; such values are significantly smaller than effects reported in Binder et al. (2018).

In Figure 5b, we show two traces recorded at the same distance from the source. After
propagation through the disturbed area (red trace), we can observe a 0.25 ms slowdown
compared to the background model (blue trace). By taking into account a background
propagation velocity of 3700 m/s, a 3% drop over a cumulative 30 m of fractures amounts
to a slowdown of 0.25 ms, computed using a simple 1-D horizontal propagation. The
recorded wavelet is also slightly distorted. For now, we think that most information lies in
propagation velocity changes. Thanks to the high resolution of DAS acquisition, we can
measure high-frequency events. Accordingly, smaller travel-time differences, and smaller
velocity variations giving rise to them, can be reliably analyzed. In Binder et al. (2018),
slowdowns of several milliseconds are observed by VSP data with surface sources. As we
measure an approximately tenfold higher frequency, we can expect to measure slowdowns
of tenths of milliseconds.
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Figure 5: (a) Synthetic test. The layered velocity model from Figure 1 is used as background.
While the left side of the model remains unchanged, we add 6 low-velocity zones to the right
side. Each of these, denoted by black arrows, is 5m wide, as high as the shale layer (15m)
and has a 3% drop in velocity and density. The source (cyan diamond) is excited in the
middle of the model and recorded by two receivers positioned at a 400m distance from it (red
circles). In (b), we show recorded seimograms at those receiver locations. The seismogram
recorded after propagation through the disturbed zones is lagging by about 0.25 ms and
the wavelets are slightly distorted. [NR]
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CONCLUSIONS

DAS systems enable the recordings of wavefields in producing wells with dense spatial
sampling and high-frequency. Thanks to such high-resolution data we can observe guided
waves generated by perforation shots in a low-velocity zone, representative of unconventional
plays. Our hypothesis is supported by simple 2-D acoustic modeling, which reproduces most
features of the recorded data. In addition, by observing records in the bending and vertical
parts of the well, we show that the geological structure is the cause of such guided waves.
Finally, we show the guided-waves are highly sensitive to velocity changes, mostly thanks
to their high frequency content. Overall, we conclude that guided waves are sampling the
low-velocity shale reservoir at a very high frequency, and as such may be used beneficially
for its imaging.
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ABSTRACT

a Structural imaging and event localization require an accurate estimation of the seismic
velocity. However, active seismic surveys are expensive and time-consuming. During
the last decade, fiber-optic-based distributed acoustic sensing (DAS) has emerged as
a reliable, enduring, and high-resolution seismic sensing technology. In this study,
we show how downhole DAS passive records from the San Andreas Fault Observa-
tory at Depth can be used for seismic velocity estimation. Using data recorded from
earthquakes propagating near-vertically, we compute seismic velocities using first-break
picking as well as slant-stack decomposition. This methodology allows for the estima-
tion of both P- and S- wave velocity models. We also use records of the ambient seismic
field for interferometry and P-wave velocity model extraction. Results are compared to
a regional model obtained from surface seismic as well as a conventional downhole geo-
phone survey. We find that using recorded earthquakes we obtain the highest P-wave
model resolution. In addition, it is the only method that allows for S-wave velocity
estimation. Obtained P and S models unravel three distinct layers at the depth range
of 50-750 m which were not present in the regional model. In addition, we find high
VP /VS values near the surface and a possible VP /VS anomaly about 500 m deep. We
confirm its existence by observing a strong S-P mode conversion at that depth.

aThe following is a minor variation of a JGR: Solid Earth submission

INTRODUCTION

An accurate estimation of the seismic velocity profile is crucial for structural imaging and
its ensuing interpretation. It is also important for earthquake location, even though reliable
relative locations between clusters of events may be obtained without an accurate model
(Waldhauser and Ellsworth, 2000). In conventional processing, retrieving the velocity field
above the bedrock is usually a major obstacle (Bakulin and Calvert, 2006). This challenge
is due, among others, to a lack of reflection events above the bedrock, velocity variation
with depth due to compaction, inhomogeneity in all spatial directions, and the presence
of scatterers. Errors in estimating the shallow subsurface velocity deteriorates the image
quality of deeper targets (Armstrong et al., 2001; Blias, 2009; Nosjean et al., 2017).

Using downhole measurements can help alleviate some of the difficulties in shallow subsur-
face velocity estimation (Bakulin et al., 2017). The most widespread method is the vertical
seismic profiling (VSP), in which a source is excited at the surface and recorded at differ-
ent depth levels along the well (Hardage, 2000). Nonetheless, conducting VSP surveys is
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challenging as it requires the lowering and clamping of receivers, usually geophones, into a
borehole before exciting the source. Such receivers have to withstand harsh temperature
and pressure conditions, depending on their depth of installation. In addition, other oper-
ations in the borehole are limited during the VSP survey, and such measurements cannot
be conducted in a hydrocarbon-producing well. An enticing alternative is the emerging
technology of distributed acoustic sensing (DAS). DAS utilizes a fiber-optic cable instead of
geophones for seismic sensing along the well (Mateeva et al., 2013). The fiber is probed by
a laser interrogator that measures deformation along the fiber due to its interaction with
seismic waves. A more detailed description of its operating principles is discussed in the
DAS recording system section. Fibers can be installed in several different ways that do
not interfere with the well (Daley et al., 2013). As the fiber is a passive component, no
electronic equipment needs to be lowered down into the borehole and fibers may be left in
the ground for a virtually unlimited amount of time.

In this study, we show how downhole passive DAS records can be used for velocity model
estimation. We use earthquakes propagating near-vertically and recorded by a DAS down-
hole array to build P and S velocity models at the borehole location. Relatively weak
recorded earthquakes have a high frequency content, which allows for high-resolution model
estimation. In contrary to conventional VSP surveys, this approach does not require a
dedicated survey, can be used to directly extract S-velocity profiles, is within the far-field
limit, and can be repeated at different times at almost no additional cost. In addition, we
show an ambient seismic field interferometry approach, yielding a P-wave velocity model.
To our knowledge, this is the first application of interferometry to downhole DAS records.
It can be especially helpful in seismically quiet areas. We illustrate the application of both
methods using the San Andreas Fault Observatory at Depth (SAFOD) main hole, in which
a fiber is installed. We compare our suggested approach to a conventional VSP experiment
conducted with downhole geophones and a regional model of the area.

EXPERIMENTAL SETUP

The DAS recording system

During the recent years, DAS has been proven apt at recording seismic data at a high
spatial resolution. It has been used for both active surveys and passive monitoring, onshore
and offshore, and as a downhole as well as a horizontally installed sensor (Ajo-Franklin
et al., 2017; Biondi et al., 2017; Daley et al., 2013, 2016; Dou et al., 2017; Hornman, 2017;
Jousset et al., 2018; Karrenbach et al., 2017; Lindsey et al., 2017; Martin et al., 2017a,b;
Martin and Biondi, 2018; Mateeva et al., 2014, 2013; Wang et al., 2018). DAS systems
are commonly based on Rayleigh backscattering of a laser pulse propagating through an
optical fiber. Due to imperfections in the fiber, some of the propagating energy is reflected
back during propagation. When the fiber is idle, such backscattering is constant. On the
contrary, when the fiber is distorted due to an interaction with a seismic wave, some photons
are reflected in a different way. An interrogator unit, connected to one end of the fiber,
continuously sends short laser pulses through the fiber. Recorded reflected photons undergo
interferometry with the reference transmitted pulse and the resulting phase shift is quasi-
linearly proportional to total strain along the direction of the fiber (Grattan and Meggitt,
2000).
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In its simplest form, DAS acts as a strain meter. However, as there is no single DAS
architecture, systems operating in time or frequency domain may measure either strain or
strain-rate, accordingly. The acquisition setup used for this study measures strain with
respect to a certain baseline reference, which is the natural backscattering of the fiber. As
the speed of light in the fiber is known, the time of arrival of the backscattered energy can
be mapped to the distance along the fiber (Parker et al., 2014). By repeating the phase-shift
measurement during the pulse propagation time, one can actually compute strain variations
in different sections of the fiber. By differentiating these cumulative strain measurements,
acquired at different times during pulse propagation, a spatially-dependent strain profile
may then be obtained. This is the distributed nature of the measurement. If subsequent
pulses are generated quickly enough, a strain profile along the fiber can be determined at
acoustic frequencies. DAS systems are single-component and measure strain or strain-rate
along the fiber. Therefore, directivity effects depending on source radiation pattern, mode
of propagating wavefronts, and fiber orientation, are visible in recorded signals (Martin,
2018). In our analysis, we convert strain records to strain-rate by taking their derivative
in time. This removes the dependency on the natural backscattering of the fiber, which is
constant in time.

There are many more technical details about DAS systems and their comparison to standard
instruments (e.g. Grattan and Meggitt (2000)). For our purposes, we describe only the
gauge length, which is the length over which the phase shifts are measured. It effectively
acts as a moving window spatially averaging strain. A detailed explanation of gauge length
effects is given by Dean et al. (2017). In short, longer gauge lengths promote higher SNR
while filtering out high-frequency components of the data. In this study, a standard 10m
gauge length was used for data acquisition. It is adequate for typical 0-100 Hz recorded
events, such as the ones we examine.

The SAFOD DAS array

A detailed description of the SAFOD experiment can be found in Zoback et al. (2011). In
June 2017, an OptaSense DAS interrogator, model ODH3.1, was attached to the longer
fiber in the SAFOD main hole, reaching a depth of 864m. Due to a failure of the loop at
the end of the fiber, we limit our analysis to a depth of 800m. The reason for that choice
is that starting approximately at the failure depth, the records contain no signal at all.
However, in the depth range of 800m to the failure depth, the records seem to contain
many more noise channels. While some of the channels can be used, we suspect that they
might be corrected in some way and thus choose not to use them. The fibers are under
tension of approximately 1N and housed in a 0.9 mm steel tube cemented between casing
strings. We illustrate the area of the well that is covered by our analysis in Figure 1. In
the depth range of interest, the well is deviating north. For comparison, we later show the
analysis of a geophone survey conducted during 2005 in the same well. Geophones were
located roughly every 15m, starting at a depth of 45m, and the two explosive sources were
more than 40m away from the wellhead. The goal of that survey was to assess the SAFOD
main hole. Since the DAS was deployed in the same well, we can compare the two results.

It is important to note that the DAS interrogator can map strain as a function of distance
along the fiber. However, distance along the fiber is not necessarily equal to distance along
the well. Mapping fiber distance to spatial coordinates is not trivial (Mateeva et al., 2014)
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and might require advanced calibration procedures if a simple stretch mapping using two
reference points cannot be computed. For the SAFOD array, the fiber, a single mode type
(model SMF28, see Blum et al. (2008) for details), was put in a steel tube and under
tension, and therefore its length is expected to match the location along the well. However,
minor discrepancies may arise due to fiber slack, rotation, and by-design excess fiber length
(Madsen et al., 2016). As the initial installation of the fiber was conducted over a decade
ago, it is also possible that the fiber underwent environment-based changes affecting its
installation or internal properties. As a side note, it is worth mentioning that the same
fiber can also be used as a permanent strain meter, measuring fault-induced displacements.
Since a long baseline strain recording of SAFOD was acquired, structural changes could be
detected. However, this is not the focus of this study. The recording system was operative
for about a month during June-July 2017. Due to technical issues, about 22 days of recorded
data are useful. Data were recorded at a 2500 Hz frequency with a 10 m gauge length and
a 1 m channel spacing. The interrogator used in this study measures strain along the fiber.

Figure 1: The SAFOD borehole in map (a) and side (b) view. The side view is along the NE
azimuth, which is perpendicular to the San Andreas Fault. The well trajectory is plotted
as a black line. Source locations for the geophone survey are plotted as red stars. A 2-D
section crossing the fault zone and taken along the NE azimuth from a regional P-wave
velocity model (Hole et al., 2006) is displayed in the background. [NR]

VELOCITY MODEL ESTIMATION USING EARTHQUAKES
RECORDED BY DOWNHOLE DAS

Theory

In this section, we schematically describe a uniaxial downhole recording of an incident plane
wave (Figure 2). The vertical axis denotes depth.

We approximate the propagating wavefield as plane wave recorded by receivers, idealized
as a set of discrete points Ri at equal sampling distances, with n being the points index
along the fiber. Assuming the distance between two adjacent measurement points is dz, the
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Figure 2: Schematic representation of a planar wave-front reaching a discrete downhole
array. The distance between receivers, denoted as black circles, is dz. The angle θ marks
the angle between the direction of propagation (Poynting vector) and the array, represented
by discrete receivers Ri. The wavelength λ is schematically indicated. [NR]

arrival time difference between them is, geometrically,

tn − tn+1 =
dz · cos θ

V
(1)

with V being the wave propagation velocity in the medium, assumed to be constant. tn is
the time of arrival at receiver n. This relation can also be generalized for depth-dependent
velocity V and varying incidence angle θ. It becomes a locally correct approximation within
a region in which the propagating wave can be regarded as a planar one. Nonetheless, the
angle of incidence is unknown to us in the general case, and it is impossible to separate sub-
surface velocity from the incidence angle even if arrival travel times are correctly estimated.

However, using events located directly above or below the DAS array, propagation is guar-
anteed to be along the direction of the vertical well assuming no lateral velocity variation.
In this case, the angle of incidence is always θ = 0o or 180o , and we can compute the
average velocity Vn in the interval between the two receivers [Rn, Rn+1] by

Vi =
dz

|tn − tn+1|
(2)

This relation holds at every location along the fiber and may thus be used for continuous
estimation of the velocity profile V (z) along it.

In DAS records, strain (or strain-rate) is measured along the fiber, which in this study
is near-vertical and assumed as vertical. Transforming a point strain measurement to an
equivalent conventional geophone, measuring ground velocity along the vertical direction,
is based on the following relation:
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∂uz
∂z

=
∂uz
∂t
· ∂t
∂z

=
∂uz
∂t
· 1

v
(3)

where uz is the particle displacement in the z-direction and 1/v is the local apparent slow-
ness. This slowness depends on both subsurface velocity model v and the wavefronts angle
of incidence. While the 1/v scaling may influence the amplitude of recorded data, it does
not change its phase. Therefore, any travel-times based analysis, using earthquakes or the
ambient seismic field, should yield the same result for both DAS and geophone-equivalent
data. In addition, DAS is not a point measurement and gauge length effects may affect phase
by distorting wavelets (Dean et al., 2017). However, as previously stated, the gauge length
is adequate for recorded events of interest and we do not observe any noticeable wavelet
distortion. In this study, we compute strain-rate by applying a time derivative to recorded
strain data. Since the subsurface velocity v (Equation 3) is constant with respect to time,
this amounts to using accelerometer-equivalent data, and the scaling relations remain the
same.

DAS systems have two major benefits in terms of velocity model estimation. Their spatial
density allows for high-resolution models and the fiber installation is permanent. In this
study, we suggest using earthquakes recorded by DAS arrays for velocity model estimation.
Such earthquakes have to fulfill two major criteria. First, they have to induce strain that is
measurable by the vertical DAS array with high signal-to-noise ratio. This is a function of
source moment, focal mechanism, and distance from the array. Second, they have to reach
the array in a near-vertical incidence angle. Since the velocity model between the source
and the array also influences the direction of propagation, it is not enough to know the
source location to compute the angle of incidence. However, as a rule of thumb, a 15- to
20-degree angle, computed using straight lines, is acceptable. This is thanks to the overall
trend of velocity increase with depth, which bends propagating wave-fronts towards the
vertical incidence. Assuming such earthquakes are present, this approach does not require
the deployment of a source, can be repeated for different adequate earthquakes, and does
not suffer from the near-field limitations often present in VSP surveys due to proximity of
the source to the recording array (Landrø, 1999). In addition, since only differential travel
times are used, the source origin time is irrelevant and does not need to be known.

An ideal earthquake for velocity estimation would be located directly below the array. As
such, primary phase wave-propagation is 1-D and Equation (2) can be directly applied.
However, many other earthquakes may still be used. First, the correction term depending
on the angle of incidence θ is proportional to 1/cos θ. A local incidence angle of 10 degrees
induces about 1.5% increase in the estimated velocity. This effect may also be corrected
by computing the local incidence angle (θest) at each receiver using some initial structural
model of the area and correcting the estimated interval velocity by a cos θest factor. Having
said that, such corrections may often be omitted due to real-world velocity structures. In
this study, for example, earthquakes originate at far larger depths than the recording array.
As velocity is generally increasing with depth, the shortest trajectory from source to receiver
will bend towards a vertical path, following Snells law. Therefore, the true incidence angle
will be closer to zero (vertical incidence) than its angle computed by a straight line from
receiver to source.
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Recorded earthquakes

For this study, we observe two earthquakes recorded by the array. Both were chosen using
the USGS catalog in that area. Using event timing, relevant DAS data was extracted. The
first event is a magnitude M=1.33, located at a depth of Z=11.16 km and at a horizontal
distance of H=1.87 km from the wellhead. The second is M = 2.46 km located at Z = 11.43
km and H = 2.49 km. For a uniform half-space, their angles of incidence at the bottom
of the array would be about 10.2o and 13.2o, respectively. Since they are located at great
depths, at which velocity is higher, we expect significant ray bending. A regional model of
the area (Hole et al., 2006; Bleibinhaus et al., 2007) estimates P-wave velocity along the
array at about 2500 m/s (close to the surface) to 4000 m/s (bottom of the array). Velocities
of 6000 m/s are observed at depths of 5 − 6 km, and it can be expected up to the depth
of the earthquakes. Therefore, even using a conservative correction, the angles of incidence
would be 6.8o and 8.7o. This amount to an average < 1% correction of the velocity at the
bottom of the array, which is where the incidence angle has the highest impact. Due to
velocity increase with depth along the array, the effect would be smaller as we get closer to
the surface. Overall, having shown that the error can be safely bounded by an average 1%
over-estimation of the velocity, we will treat recorded events as vertical.

In Figure 3, we show recorded earthquakes. Noisy traces are automatically detected
and set to zero amplitude. We also apply a trace-by-trace normalization to enhance events.
The M = 1.33 is in (a) and the M = 2.46 in (b). The same ordering will follow for
the rest of the paper. Notable events are marked in the figure. Notice also the signal-to-
noise and frequency range differences between the two earthquakes. The larger M = 2.46
earthquake (b) has lower frequency content, visible especially in the first arrival P-waves.
It also has a higher signal-to-noise ratio, as can be seen by the level of noise preceding the
first arrivals. Due to technical issues with file headers for the earthquake in (b), absolute
time is only approximated. However, the two events seem to have similar behavior and
arrival moveouts. For all subsequent velocity estimation purposes, only the M = 1.33 event
is used. The reason is that for the M = 2.46 event, we could not coherently follow the first
S-wave arrivals. Since we want a fair comparison between different methods, we chose to
base our analysis on a single event for all of them. In addition, the central frequency of
the M = 1.33 event is around 70 Hz. The M = 2.46 has, as expected, a lower frequency
content, thus we prefer to use the weaker earthquake for the benefit of increased temporal
resolution at the price of lower signal-to-noise.

Estimating velocity by travel-time picking

We begin by estimating the P-wave velocity along the array. The first arrival phase is
picked for both earthquakes. It is conducted using a linear programming approach, aiming
at maximizing total energy along a picking path. However, many other choices of pick-
ing approaches are possible. We follow (Molyneux and Schmitt, 1999) but use the total
signal amplitude as the objective function in order to be able to follow a specific polar-
ity. Specifically, we follow the negative amplitudes (black in Figure 3). After the picks
have been established, we detect the nearest earlier zero-crossing (change from positive to
negative value) and adjust the picks to that sample, as we found it more stable. Picks at
noisy trace locations are linearly interpolated with their nearest neighbors and all picks are
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Figure 3: Earthquakes recorded in SAFOD DAS array, filtered in the 0 − 120 Hz range.
M = 1.33 (a) and M = 2.46 (b) events are plotted. Many different phases are present,
some of which are indicated by text alongside the seismograms. Unless an arrow is present,
the text matches the time of arrival of the event. In addition to direct P and S arrivals, we
clearly observe P and S coda events, possible SP conversions, and free surface reflections of
all phases. [NR]
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subsequently smoothed using a 50 m moving average window. In Figure 4, we show the
first break picking results for the P-wave arrivals. They are shown in blue in (a) and (b),
overlaying recorded data. Then, data are shifted according to picked times. We will refer
to this type of correction as a moveout correction because after it is applied recorded events
should have no moveout. It can be applied in either time or temporal frequency domain. If
the time domain is chosen, proper interpolation is required. However, it is better to apply
it in the frequency domain. We then use zero-padded traces to avoid cyclic wraparounds.
Here, we apply this moveout correction for P-waves. In (c), the moveout-corrected first ar-
rivals appear as flat, and picking seems to be reliable. For (d), the last 20 m are misaligned
with the rest of the record. However, we do not analyze velocities in those areas as they
are too close to the fibers edges and cannot be properly smoothed. It is also interesting to
observe that after moveout correction, P-coda events in both (c) and (d) seem well aligned.
However, they maintain a slight misalignment when compared to the first arrivals. This
indicates that they have propagation velocities similar to first P-wave arrivals but reach the
array in a slightly different angle of incidence. This may be explained by small differences
in propagation path from source to receiver array, but this statement cannot be validated.

Figure 4: P-wave arrivals and their picking for both earthquakes. (a) and (b) are zoomed-
in versions of Figure 3. First-break picking is overlaid in blue, indicating the zero crossing
between positive (white) and negative (black) phases. In (c) and (d) we show the same
records after a moveout correction based on picked times. The zero relative time is shown
in blue. For the event at (d), the 780 - 800 m range seems problematic. However, this area
is not used for analysis as it is too close to the edge of the array. [NR]

S-wave picking is more challenging than P-waves due to several factors. First, for vertical
or near-vertical earthquakes, the fiber sensitivity to S-waves is greatly diminished. As DAS
measures strain along the fiber, an S-wave propagating parallel to the array should not,
in theory, be recorded, as all particle motion is in perpendicular directions. Due to the
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complex well structure, including the casing, cement, steel tube, fiber coupling, etc., S-
waves are still visible, albeit possibly in lower quality. Secondly, the direct S-waves that
we aim to pick undergo severe interference with other phases in play: P coda, SP mode
conversions, free surface reflections of earlier phases, etc. Finally, the fact that there is
no clear silence period preceding them can pose a difficulty for many picking algorithms.
In order to cope with these challenges, pre-processing is applied to S-waves records. The
different stages are summarized in Figure 5. The S-phase of the M = 1.33 earthquake is
shown in (a). We apply a moveout correction based on P-wave picking, the result of which
is shown in (b). This record can now be easily filtered in the f-k domain. We design a filter
that allows only for upgoing events, with a velocity lower than 11 km/s. After moveout
correction, P-events have an infinite (or near-infinite) velocity and are thus filtered out.
Free surface reflections are down-going and thus filtered out as well. We also limit our
processing to a 10-80 Hz frequency range. Data after applying f-k filtering are shown in (c).
Despite some residual interferences, the S-phase is easier to follow. In order to facilitate
automatic picking, we apply another moveout correction, this time with an approximated
S-velocity. We assume Vp/Vs = 1.9 and compute the expected moveout for S-waves. Since
a P-moveout was previously applied, we use the residual moveout, computed by S-P, for the
second moveout correction. After doing so (d), the record is significantly flatter, especially
in the deeper part of the array. It is then picked automatically, following the negative (black)
phase. Picks after necessary manual editing are overlaid in red. Finally, the same picks are
overlaid on the filtered but with unshifted moveout data (e). Picks seem to consistently
follow the same arrival phase. However, there seems to be clear interference with other
seismic phases, causing picking errors. Such errors are expected to yield noisy velocity
models. Despite these limitations, it would have been more challenging to pick directly on
the recorded data, probably inducing much larger errors. Estimated velocity models for
both P and S phases are shown in Figure 9.

Figure 5: S wave processing.(a) Recorded S-phases for the magnitude M=1.33 earthquakes.
(b) Record after moveout correction for P-waves. (c) Moveout-corrected record after f-k
filtering. (d) Approximate correction for S-velocity and results of picking (in red). (e) Same
picks overlaid on the filtered, unshifted data. Moveout-based filtering greatly simplifies the
picking task. [NR]
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Estimating velocity by local slant-stacks

Travel-time picking suffers from inherent limitations (Lellouch and Reshef, 2019). First,
it is conducted channel-by-channel, which dictates a low signal-to-noise ratio. This is es-
pecially problematic in DAS records, in which individual channels are often noisier than
conventional clamped receivers (Daley et al., 2016). In addition, picking often has to be
manually guided and adjusted, which is time-consuming, error-prone, and can be hard to
reproduce. Therefore, we suggest an alternative approach, which is based on local slant-
stack decomposition (Biondi, 1992). It is an array-based processing technique, which aims
at measuring data coherency along various possible linear velocities, represented by different
slowness values p. The computed slownesss range and discretization are chosen according
to prior velocity model knowledge and resolution needs. In our examples, we scan a velocity
range of 300 to 6000 m/s, computed by 30 m/s intervals. Coherency is computed within a
certain channel window, which is chosen according to the recorded arrivals curvature. In
other words, the window has to be small enough so that the recorded arrivals can be ap-
proximated by a linear slope. On the other hand, the resolution of the velocity estimation
increases with window size. We choose this window as a truncated Gaussian G(z) of 150
m width, with a maximum of 1 at the center channel and a value of 1/e2 at the edges of
the window. We denote each window by its center channel depth w and one-sided width
W . We use a windowed semblance measure (Neidell and Taner, 1971) to estimate data
coherency. Semblance is measured in a time window of size [−T, T ]. The choice of T is
dictated by recorded data frequency. Mathematically, the local slant-stack S of recorded
data d, ordered as channel, sample, is the following mapping:

S(w, p, t) =
1

[2W + 1]
·

s=t+p·dz·z+T∑
s=t+p·dz·z−T

[
w+W∑
z=w−W

G(z)d(z, s)

]2

s=t+p·dz·z+T∑
s=t+p·dz·z−T

w+W∑
z=w−W

G(z)2d(z, s)2

(4)

in which p is the slowness, and t is the event origin time. In Figure 6, we show slant-
stack panels computed for three different channel windows. P-velocity events are easy
to detect since they have a clear first arrival (around t=2 s). Many subsequent events
have approximately the same velocity. About 1.25 seconds later, S-velocity phases appear.
There are several events with a similar S velocity occurring at different times. However,
P events are still simultaneously visible, and interference between the P and S velocities
occurs. We emphasize that the slant-stack method we apply is a basic approach and more
advanced methods have been successfully applied to diminish the interference between waves
of different velocities (Kostov and Biondi, 1989). This might cause over-estimation of the S-
wave velocities. We apply a simple procedure to automatically estimate P and S velocities.
We start by estimating the P velocity. We choose the first arrivals since, from our tests, the
velocity profiles estimated using them are the most stable. Therefore, we limit our analysis
to a 200 ms window encapsulating all first arrivals along the array. In this window, the
point of maximal coherency is chosen, indicating the local velocity at the central channel.
For S-velocity estimation, a longer 600 ms window is used. In addition, within that window
only velocities of up to 60% of the estimated P velocity are allowed. Without this step,
the maximum semblance could represent a P-velocity event, as in Figure 6(a). We then
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repeat the maximal semblance choice procedure. Estimated velocity models for both P and
S phases are shown in Figure 9.

Figure 6: Slant stack panels computed for the M = 1.33 event at different depth locations:
0-150 m (a), 275-425 m (b) and 650-800 m (c). P-wave velocity events are approximately
denoted in red boxes while S-wave velocity events are in black boxes. The automatically
estimated velocities are marked by dashed lines of matching colors. For all displayed events,
there is some interference between P and S events. [NR]

OTHER DOWNHOLE VELOCITY ESTIMATION METHODS

Ambient field interferometry

Retrieving surface wave response between pairs of horizontal DAS sensors using cross-
correlation method (Shapiro and Campillo, 2004) has been recently shown by Zeng et al.
(2017); Martin et al. (2018). Here, we show that body P-wave velocities can also be re-
trieved using ambient field borehole interferometry between pairs of adjacent overlying
sensors (Miyazawa et al., 2008).

The ambient recorded field consists of strain (or strain rate) measurements at different depth
locations. As previously discussed, the difference between strain and velocity measurements
is a scaling by the velocity (Equation 3). Therefore, conventional interferometry methods,
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which do not take amplitude information into account, can be used directly for DAS data.
The cross-correlation C(A,B) between two strain (ε) measurements at depths Zr and Zs is
given, in the frequency domain, by:

CA,B(ω) = 〈εZS (ω) · εZR(ω)〉 (5)

where 〈 〉 denotes an averaging operator. The imaginary part of the Green’s function G
between two sensors, Im[G](Zs, Zr), is inferred from the average correlation using

Im[G] ∝ 〈εZS (ω) · εZR(ω)〉
|S(ω)|2 (6)

as in Spica et al. (2018) and where |S(ω)|2 is the power spectrum of the ambient field
(Wapenaar and Fokkema, 2006). In Figure 7(a, b), we show two different possible geometries
for borehole interferometry. In (a), zs is fixed at the top channel and zr varies along the
array in 50 m increments. In (b), the distance between zs and zr is constant and set to 50
m. Only the ambient seismic field is used for computing cross-correlations and the influence
of small earthquakes is reduced via a running-absolute-mean normalization (Bensen et al.,
2007). Correlations are computed using one day of continuous data. Records are separated
into 30 s windows with a 50% (15 sec) overlap. To enhance their signal-to-noise ratio, we
compute correlations for nearby source-receiver pairs and stack them. These correlations
are calculated using the same source channel but different receiver ones. As said before,
the source channel zs may be either fixed at the top of the array or vary along it by 50 m

intervals. Stacked correlation values are, in this study, computed by CS,R =
R+10∑

Z=R−10

CS,Z .

This induces a smoothing of the velocity model but is required to extract a clear signal.
Since events within the depth range used for averaging are expected to have different time-
lags, we apply travel-time shifts to the computed cross-correlation functions before stacking
them. The shifts are computed using an average 3200 m/s velocity (Figure 7).

Figure 7(c, d) shows the resulting stacked correlations in the time domain after a 5-20
Hz bandpass filter. An impulsive arrival is observed on the causal side of the correlation
functions. The strong signals of these down-going waves compared to the up-going ones
suggest that the dominant ambient field sources originate at the surface (Zhou and Paulssen,
2017). In Figure 7(c), we observe a clear wave packet with an apparent velocity of about
3200 m/s, which corresponds to an average P-waves velocity in the vicinity of the array.
Thus, we deduce we are observing a P-wave, and take the correlation functions shown in
Figure 7(d) to estimate its velocity every 50 m. We estimate the arrival time by seeking the
three adjacent samples with the largest values and applying quadratic interpolation to find
the time at which the cross-correlation function is maximal (Nakata and Snieder, 2012). It
represents the travel time for a P wave that propagates between source and average receiver
location. In addition, we compute the average P-wave velocity by performing the same
analysis using seven different days of recorded data. The standard deviation at different
depth intervals, estimated in 50 m blocks, is between 70-90 m/s, depending on the depth
of interest. The estimated P-wave velocity model is shown in Figure 9.
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Figure 7: Two different geometries used for borehole interferometry. In (a), the source is
fixed at the top channel and cross-correlations are computed with different receivers. In
(b), cross-correlations are computed between source-receiver pairs of constant distance, and
the same spatial locations are used as both virtual sources and receivers. In (c) and (d), we
show cross-correlation results obtained with one day of data for the geometries showed in
(a) and (b), respectively. In (c), the gray line depicts the average 3200 m/s P-wave velocity.
In (d), the black circle depicts the picked travel times of the P-waves. [NR]
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Conventional geophone survey

A VSP survey was conducted in April 2005 by the U.S. Geological Survey (USGS) using a
downhole 3-C geophone array contributed by Paulsson Geophysical Services, Inc. Explosive
sources were detonated more than 40 m away from the wellhead at a depth of about 3 m
(Figure 1). We only use the vertical component of the 3-C geophones. Explosive sources
in this configuration do not generate visible S-waves that can be used for velocity analy-
sis. Therefore, we focus on P-wave model building, conducted with the vertical recording
component. Data recorded for the two different explosive sources are shown in Figure 8,
with overlaying picked arrivals (red). The average central frequency is about 55 Hz. It
is important to remember that the shallow subsurface induces noticeable dissipation on
recorded signals, leading to the relatively stronger loss of high-frequencies. Thus, even ex-
plosive sources can reach downhole receivers with a relatively low frequency content. The
picking procedure that was described in the subsection Estimating velocity by travel-time
picking is applied here, following the positive (white) phase instead. The choice of phase to
pick depends on recorded signal wavelet. Picking here is unambiguous set aside one noisy
trace for which the pick was interpolated. However, since sources are excited from offset,
processing must be adapted. For a 1-D experiment, the interval velocity is computed by
dz/dt, with dz being the depth difference between receivers and dt the difference between
picked arrivals. Here, we take the 3-D Euclidean source-receiver distance D, and compute
interval velocity by dD/dt instead. For near-vertical propagation, this first order correction
is acceptable. A full solution would take into account true propagation paths and their
differences, but it requires an initial velocity model. The estimated P-wave velocity model
is shown in Figure 9.

MODELS COMPARISON AND INTERPRETATION

In this section, we summarize all extracted velocity profiles. It is important to note that
picks, their difference, and the estimated velocity all require smoothing. We follow the same
smoothing parameters for all datasets, and the largest operator is 100 m long. Slant-stack
results were also smoothed with the same 100 m window. Results are summarized in Figure
9. There are 7 different velocity models, 5 of which are for P-wave velocity. The first
two models we display are estimated using the M = 1.33 earthquake. They are computed
using slant-stacks (solid blue) and travel-time picking (solid red), accordingly (subsections
Estimating velocity by travel-time picking and Estimating velocity by local slant-stacks).
We display the P model (dashed black) computed from the conventional geophone survey
(subsection Conventional geophone survey) and the model extracted using ambient field
interferometry (solid green, subsection Ambient field interferometry). In dotted cyan, we
plot a regional P model, obtained from surface seismic surveys (Bleibinhaus et al., 2007;
Hole et al., 2006). We could only obtain S-wave velocities using recorded earthquakes, and
thus display the velocities estimated using slant-stack (dotted blue) and picking (dotted
red), respectively. We also display the computed VP /VS for both slant-stack and travel-
time picking analysis.

Velocity models obtained using slant-slack and travel-time picking of a recorded earthquake
are very similar to the results of a conventional downhole survey processing. Quantitatively,
the average difference between them is 2% for the slant-stack result and 2.7% for the picks-
based result. The average difference between slant-stack and picking results is 2.1%. We
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Figure 8: VSP explosive sources recorded by downhole geophones. Two different explosive
sources were used 5 lb (a) and 7 lb (b). Source and receiver locations are described in
Figure 1. For both sources, picking the first break arrival is easy. It is overlaid in red,
following the zero crossing between negative (black) and positive (white) phases. The noisy
channel at 650m is not picked and we interpolate the arrival time using nearby channels.
[NR]
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Figure 9: Estimated velocity models and VP /VS . We plot five P velocity models: slant-
stack (blue) and travel-time picking (red) results using the M = 1.33 earthquake record,
conventional VSP processing (black), ambient field interferometry (green), and regional
model (cyan). We compute S wave velocities using the same earthquake record and display
slant-stack (dotted blue) and picking-based (dotted red) results. The VP /VS computed
using slant-stack (blue) and picking (red) results, are shown on the right. Velocity models
extracted from DAS records and the VSP survey are close (2.6% average difference) and
follow the regional model trend. However, they seem to reveal more geological features.
The interferometry model seems to be of intermediate quality. VP /VS increases close to
the surface using both methods. In addition, it shows a high-value anomaly at a depth of
500-520 m. This anomaly is evident from the picking-based model and noticeable in the
slant-stack estimation. [NR]
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thus treat those results as practically equivalent. More importantly, they all seem to have
the same overall structure - velocity increase up to about 300 m, fixed or slowly increasing
velocity between 300 m and 500 m, and velocity increase from 500 m and deeper. These three
models follow the general trend set by the regional model but have much higher resolution.
Recovering high-resolution variation in the shallow subsurface, especially in non-reflective
geology, is a major challenge for surface seismic. Therefore, it is not surprising that the
regional model cannot obtain the same resolution. The model estimated from ambient field
interferometry is of intermediate quality between the regional model and the high-resolution
models. It is closer to the latter but appears to follow a somewhat linear trend, in contrast to
the high-resolution models. This result is expected as we compute the velocity model using
low frequency (5-20 Hz) data. We emphasize that the interferometry analysis is relatively
simple and uses one-day long data records.

The estimated S-model follows the high-resolution velocity structure of the P-model. The
velocity model estimated using travel-time picking is noisier. This is due to interference
with other seismic phases, as previously discussed. The VP /VS seems to be significantly
increasing when approaching the surface. Our analysis can be safely conducted at depths
of 75 m and deeper, but from following the trend it appears that at surface level values
of VP /VS = 3 and above can be expected. As we previously show, strong interference
with different phases turns the picking of the S-phase unstable. As a result, the estimated
velocity model is somewhat noisy. Nonetheless, there seems to be a significant high-value
anomaly of VP /VS around a depth of 500-520 m for both analysis methods, albeit it is more
evident from the picking-based method. This could be connected to the 3-blocks model
we suggest, as the 500 m depth mark seems to be a transition point between the second
and third blocks. We believe we have an experimental observation confirming that VP /VS
anomaly. In Figure 10, we show the M = 2.46 earthquake, with true relative amplitude
values (no trace normalization). This earthquake is an independent measurement, as the
VP /VS profile was computed without it. In a red rectangle, we highlight a specific event. It
has a P-wave moveout, much like the coda P events before and possibly after it. However,
the events amplitude is much stronger than the preceding coda P waves. In addition, its
phase behavior (negative-positive-negative), as well as its lower frequency, distinguish it
from coda P waves. Therefore, we suggest that this event is a converted SP mode, as S
arrivals are much stronger. It originates roughly at the 500m depth marker, indicative of a
strong P/S contrast and possible transition between structural blocks.

DISCUSSION

In this study, we show how earthquakes recorded by downhole DAS systems can be used
for P- and S- wave velocity estimation along the well. A recorded M = 1.33 earthquake
at a distance of more than 10km from the array has a central frequency of 70 Hz. It is
higher than a conventional geophone survey, having about 55 Hz. In addition, geophones
are positioned roughly every 15 m whereas the DAS array offers continuous (1m spacing)
recording. In seismically active areas, recorded earthquakes of relatively low magnitudes
can be a source of high-frequency data. In addition, such earthquakes propagate through
the highly dissipative shallow subsurface last, allowing for high-frequency records along
most of their propagation path. Surface sources, on the contrary, immediately suffer from
dissipation, thus reducing recorded frequency content. For P-waves, models estimated us-
ing two different analysis methods are within less than 3% absolute mean difference of a
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Figure 10: Highlighting of an SP converted event. We display the record with constant gain,
so relative amplitudes are preserved. The converted event is highlighted by a red rectangle.
It has a clear P-moveout and strong amplitudes. Therefore, it seems to originate from the
strong S-phase energy. In addition, it has a lower frequency and different temporal behavior
when compared to surrounding P coda waves. [NR]
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much more expensive VSP geophone survey. The methodology depends on earthquakes
that propagate near-vertically, but incidence angles of up to 15-20 degrees are judged ac-
ceptable. Moreover, earthquakes with higher incidence angles may be used with appropriate
scaling. Slant-stack estimation of local velocity is automatic once several parameters have
been chosen. These parameters are the size and shape of the spatial window, temporal
window, and a minimum VP /VS . Travel-time picking, on the contrary, requires manual
choices, quality control, and possible intervention. While for our examples, it is relatively
straightforward for P-phases, this may not be the case for low signal-to-noise records. In
addition, S-wave processing is challenging even with high signal-to-noise data. It is due to
P-wave interference (coda waves, converted modes, free surface reflections) as well as the
directivity of the fiber, which lacks sensitivity to S-phases propagating along it. Therefore,
some pre-processing prior to picking is necessary. An alternative approach is to apply am-
bient field interferometry, which can be performed with as little as one day of continuous
data. However, it does not recover S-wave velocities. Using one day of recorded data,
input correlograms for P-wave velocity estimation are of significantly lower frequency con-
tent (5-20 Hz). Therefore, the retrieved P-wave model is of lower resolution. Regardless of
the velocity estimation method, the advantages of array-based processing are evident. The
benefits of such processing stand out when handling S-phases. Records are very complex
and consist of many different phases: direct P, P coda, direct S, converted modes (SP, PS),
S coda, free surface reflections of all phases, etc. Trying to analyze S arrivals using surface
receivers only would be extremely challenging. Here, on the contrary, array-based filtering,
based on event moveout with depth, can be applied and greatly simplify processing. It also
allows for a better understanding of subsurface phenomena, like the SP converted event we
show. Thanks to its continuous sampling in depth, we can be much more certain of its
interpretation, and even link it to extracted velocity models. Downhole DAS analysis is es-
pecially beneficial in recovering shallow velocity structures, which often remain unresolved
by conventional seismic surveys. However, it may also be a basis for different applications.
For example, it can be conducted periodically to detect changes in velocity along the array.
Ambient field interferometry is a natural candidate for such an application. Nonetheless,
since monitoring is often conducted in seismically active areas, enough near-vertical earth-
quake could be present for an event-based analysis. In addition, coda waves and converted
modes may be looked into more systematically to refine velocity structures, especially in
defining areas of contrast.

CONCLUSIONS

The array nature of the downhole DAS allows for advanced processing techniques, clear
phase separation and understanding, and higher combined signal-to-noise ratio. Down-
hole DAS records can be used for velocity model estimation along the array. Relatively
weak recorded earthquakes have a high frequency content. Using near-vertical recorded
earthquakes, P- and S- velocities are estimated using slant-stacks and travel-time picking.
Obtained results match a P-wave model extracted from a conventional geophone-based VSP
survey, which cannot yield an S-wave velocity model. The P-wave velocity profiles we ob-
tain are much more detailed than a regional model estimated from surface seismic surveys.
Interferometry is a useful alternative when no adequate earthquakes are recorded. How-
ever, a P-wave model computed using ambient field is superior to the regional model but
not as detailed as the models extracted using recorded earthquakes. In addition, it does
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not yield S-wave velocities. Application of earthquake-based analysis in the top 800m of
the SAFOD borehole reveals three distinct geological blocks, concealed in the regional and
interferometry-based models. VP /VS analysis shows high values close to the surface and a
high-ratio anomaly at a depth of 500 to 520 m. An SP converted mode event originating
at this depth zone confirms a geological contrast.
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ABSTRACT

Distributed Acoustic Sensing (DAS) is an emerging technology that is promising in
monitoring earthquakes with a low cost per sensor, high spatial and temporal resolu-
tion, and the ability to cover a long distance with a single interrogator. We implement
neural networks to denoise earthquakes recorded in a vertical array. We implement a
U-Net based model with an encoder-decoder structure, which is trained to learn simul-
taneously a sparse representation of the data and a non-linear function mapping the
representation to masks of signal and noise. The masks are used for signal separation.
To train our networks, we synthesize clean DAS data using 1-D geophone data with
high signal-to-noise ratio recorded by North California Seismic Network. The models
are trained on 180,000 synthetic clean-noisy pairs. Using the signal-to-noise ratio as a
denoising metric, we show that our network significantly removes noise while minimally
altering the signal waveforms for all five randomly chosen synthetic and field datasets.

INTRODUCTION

Earthquake signal denoising is of great interest in seismology as it offers the possibility to
improve recorded data quality. All subsequent analysis, such as earthquake detection and
location, will benefit from this improvement. Traditionally, 3 components (3-C) geophones
are used to record earthquakes. Zhu et al. (2018) showed that single-component geophone
signals can be denoised using deep learning models. Over the last decade, the new tech-
nology of distributed acoustic sensing (DAS) has been emerging as a possible alternative.
DAS uses a fiber-optic cable with an interrogator to measure the strain or strain rate, along
the fiber. This allows for surface or subsurface monitoring with dense spatial sampling. It
has been shown to be useful for both active surveys and passive monitoring, onshore and
offshore, and with the fiber installed either downhole or horizontally (Ajo-Franklin et al.,
2017; Biondi et al., 2017; Daley et al., 2013, 2016; Dou et al., 2017; Hornman, 2017; Jousset
et al., 2018; Karrenbach et al., 2017; Lindsey et al., 2017; Martin et al., 2017a,b; Martin
and Biondi, 2018; Mateeva et al., 2014, 2013; Wang et al., 2018; Lellouch et al., 2019).
Moreover, the cost per sensor for DAS is much lower than that of traditional geophone
arrays. DAS is also able to cover long distances (tens of kilometers) measurement with a
single interrogator, thanks to low cost. However, DAS records might be contaminated with
strong ambient noise and instrument noise. Herein, we apply deep learning to denoise such
records.

A DAS record has two dimensions, one corresponding to the time and the other to
the trace number (spatial location). The input to our neural network is the Short Time
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Fourier Transform (STFT) along the time axis. The STFT results are in three dimensions
(time, frequency and trace number) and have two channels (real and imaginary part). The
outputs are two masks in the STFT domain corresponding to the recovered signal and
noise, respectively. Each pixel of the masks has a value between zero and one, with zero
representing pure noise and one representing pure signal.

NETWORK ARCHITECTURES

The U-Net architecture has been shown to be fast and precise in bio-medical image seg-
mentation (Ronneberger et al., 2015). Zhu et al. (2018) used the U-Net architecture with
an encoder-decoder structure to develop a deep learning denoiser for 1-D time series of tra-
ditional geophone data. The authors trained their neural network on various types of noise
and earthquake signals. They demonstrated that with their deep U-Net neural network,
a better signal-to-noise (SNR) ratio has been achieved compared to traditional denoising
approaches (normal spectral filtering). In this study, we also aim at denoising earthquake
recordings. However, in our study, we only have one hundred earthquakes, all contaminated
with noise. This is a unique difficulty, not shared by Zhu et al. (2018) and similar stud-
ies. In addition, unlike 1-D geophone signals, we have many more (800) traces along the
fiber to record earthquakes at the same time. Our network should be able to learn spatial
patterns, arising from the subsurface velocity structure and earthquake location (Lellouch
et al., 2019), which is not required for 1-D geophone denoising networks.

DATASET AND FEATURES

The DAS fiber we use in this study is located in the vicinity of the San Andreas Fault. A
detailed description of the SAFOD experiment can be found in Zoback et al. (2011). The
fibers are under tension of approximately 1N and housed in a 0.9mm steel tube cemented
between casing strings. Lellouch et al. (2019) use Figure 1 to illustrate the area of the well.
In the depth range of interest, the well is deviating north. Data are collected with a fiber
down to a depth of 864 m in the subsurface, organized by William Ellsworth. Due to a
failure of the loop at the end of the fiber, we limit our analysis to a depth of 800 m. Along
this depth, we have 800 traces with 1 m spacing continuously monitoring seismic waves
during three weeks from June 21, 2017 to July 10, 2017. During this period, about 100
earthquakes occurred within a radius of 140 km away from the fiber. Figure 2 shows an
example of a SAFOD earthquake recording. The vertical axis is depth along the fiber from
ground down to 800 m. The horizontal axis depicts time. The temporal sampling rate of
the data is 100 Hz after downsampling with an anti-alias filter.

Since we do not have a clean DAS signal and DAS signals are assumed to share similari-
ties in waveforms with geophone data, we synthesize clean DAS signals by shifting geophone
signals along the depth according to the P and S wave velocity models along the fiber given
by Lellouch et al. (2019). As coherent moveouts along the depth distinguishes earthquakes
from noise, learning moveout patterns can be helpful for our network to separate signal from
noise. The geophone datasets we used were recorded from 2014 to 2018 by high broadband
channels (HNZ) of the North California Seismic Network. In total, we use 18,000 geophone
recordings, and for each of them, we simulated ten random cases where waves hit the fiber
at random incidence angles in order to let our network learn various moveout patterns. To
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Figure 1: The SAFOD borehole in map (a) and side (b) views from Lellouch et al. (2019).
The side view is along the NE azimuth, which is perpendicular to the San Andreas Fault.
The well trajectory is plotted as a black line.A 2-D line crossing the fault zone and taken
along the NE azimuth from a regional P-wave velocity model (Hole et al., 2006) is displayed
in the background. Source locations plotted as red stars are for a geophone survey, which
is irrelevant to this study. [NR]
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Figure 2: An example of SAFOD earthquake recordings. The vertical axis is depth along
the fiber from ground down to 800 m. There are 800 traces with 1 m spacing. [ER]

mimic a real DAS signal, for each random case, We add small perturbations to the velocity-
model based computed arrival times. In addition, we randomly removed signal from some
randomly chosen traces, and added random amplitude factors for each trace. Figure ??
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shows an example of the synthetic DAS data using one of the geophone datasets. We added
randomly chosen noise data from our field dataset to the synthetic clean signal to synthesize
noisy data. We preprocessed the recordings by performing the STFT and we normalized
our data for each of the 800 traces by their corresponding L-2 norms. In order to let neural
networks learn different shifted versions of the signal and different noise levels, for each of
the 100 iterations, we randomly windowed 20 seconds of those 50 second recordings and
randomly select 20 seconds noise from our three-week recordings to produce synthetic data.
We selected the hyperparameters based on the performance on the 180 validation synthetic
datasets. We used 5 randomly chosen test data and field data to evaluate the performance
of our model.

Figure 3 An example of the synthetic DAS data using one of the geophone data shifted along the depth
according to the estimated velocity model by Lellouch et al. (2019). (a) Synthetic clean data; (b) Synthetic
data contaminated by a randomly chosen DAS recording of noise. [ER]

METHOD

Convolution Neural Networks (CNN) encoder-decoder architecture is able to learn efficient
representations in computer vision tasks. Our encoder network maps the preprocessed 3-D
STFT spectrum, which contains two channels (real and imaginary parts), to low-dimension
features. The decoder network maps these features to generate an output with the original
dimension. Since the outputs are signal and noise masks with elements between zero and
one, our task is equivalent to predicting the probability of being a signal for each pixel of
the inputs. Thus, we adopt an image segmentation approach. We use the cross-entropy loss
function to optimize our model:

L(p, y) = −[ylog(p) + (1− y)log(1− p)]

where y is the ground truth signal mask. We denote the STFT transforms of the ground
truth signal and noise recorded by trace x and at time t as S(x, t, f) and N(x, t, f), respec-
tively. y can be computed as

y(x, t, f) =
1

1 + |N(x,t,f)|
|S(x,t,f)|

and p in the loss function is the predicted signal mask. The closer p matches y, the lower
the loss function is.

U-Net based architecture

The U-Net based architecture consists of a series of fully convolutional layers with 10 de-
scending encoding and 10 ascending decoding layers. Skip connections were implemented
to improve the convergence of training and prediction performance by passing low-level
features into the decoder. Figure 4 shows the U-Net architecture.
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Figure 4: U-Net Based Network Architecture [NR]

EXPERIMENTS/RESULTS/DISCUSSION

Hyperparameter tuning

For the U-Net based model, we test three different learning rates, 10−2, 10−3 and 10−4,
with the same decay rate of 0.95. Our GPU V100 memory can only fit a maximum batch
size of two. As a result, we tried both batch sizes of two and stochastic gradient descent.
In total, six models, named from Unet1 to Unet6, with different sets of hyperparameters
are tested. To avoid overfitting, we added dropout for Unet1 and Unet5. When training
them, we added pure noise in the training set to let the networks learn noise patterns.
Table 1 shows both training and validation loss for all the five models. Among the six,
Unet1 performs the best with the lowest training and validation loss. We find that a higher
learning rate tends to fasten convergence and results in a lower training error. A batch
size of two helps convergence because of the batch norm technique we implemented in our
U-Net. Comparisons of Unet1 and Unet4 show that dropout decreases variance. Similarly,
dropout brings down the variance of Unet5 compared to Unet6. The validation and training
loss for Unet1 is the close, which indicates that Unet1 does not overfit the training data. We
chose Unet1 as our best model, which has a test loss of 0.347. Figure 5 shows an example
of denoising results for a synthetic data in the validation set. As can be seen, signal and
noise are well separated.
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Table 1: U-Net Based Model Performance

Model Hyper-Parameters Loss
Learning RateBatch SizeDropoutInclude Zero SignalTraining Valid

Unet1 10−2 2 0.2 Yes 0.318 0.336

Unet2 10−4 2 0 No 0.342 0.441

Unet3 10−3 2 0 No 0.320 0.661

Unet4 10−2 2 0 No 0.321 0.723

Unet5 10−2 1 0.2 Yes 0.337 3.077

Unet6 10−2 1 0 No 0.340 174.427

Model evaluation

We choose the signal-to-noise ratio (SNR) to evaluate the performance of our model. The
SNR is calculated as

SNR = 10log10(σsignal/σnoise)

where σsignal and σnoise are, respectively the standard deviations of waveforms before and
after the first arrival. We choose a total variation denoising algorithm as our baseline
method. The total variation method aims at minimizing the total variation of the image,
which is defined as the integral of the norm of the image. This code we used is an imple-
mentation of the algorithm of Rudin, Fatemi and Osher that was proposed by Chambolle
(2004). Two field earthquake recordings, named event1 and event2, are used to test the
performance of our model in the real world. Table 2 shows their metadata from the USGS
catalog. Figure 6 shows the denoising results for event1. In Figure 7, we show the time and
STFT representations of a single data trace. Signal is well recovered with Unet1. In Figure
6 panel (iii), we can see slight signal moveout left in the residual, which could indicate that
our network is not well trained enough to be generalized to event1. Figure 8 shows the
results of the total variation method. Comparing with Figure 6, we can see that U-Net has
weaker signal leakage than the total variation approach. U-Net performs better in removing
the noise before the earthquake arrival (around 1 s). Figure 9 and 10 show the denoising
results for event2 with Unet1. Figure 11 shows the results of the total variation method.
Unet also performs better than the total variation method with a less signal leakage problem
and more noise energy are removed from recovered signal. Figure 12 shows one trace of the
data in Figure 11 in time and STFT domain. Compared to Figure 10, we show that our
network not only performs better at recoving moveout along the depth, but also is better at
preserving waveforms than the total variation method. In Table 3, we show and compare
the SNRs before and after denoising with the two models on two field datasets and three
randomly selected validation datasets. The recovered signals by the U-Net model have
higher SNRs of the three validation datasets than those recovered by the baseline method
by a factor of 5.4, on average. For the two field datasets, the average factor is 1.8. In all
five cases, U-Net achieves better SNRs of the recovered signal.
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Figure 5: Denoising performance on a synthetic seismogram. The noisy signal is plotted in
panel (i). Panel (ii) shows the denoised signal. The recovered noise is shown in panel (iii).
[CR]

Table 2: Meta data of the two events recorded by the DAS array

Event Date Magnitude Depth (km) DistanceToDAS (km)

event1 July 10, 2017 1.12 3.8 5.2

event2 July 03, 2017 1.66 0.68 12.4

CONCLUSIONS

We implement a U-Net architecture to denoise DAS recordings. A total variation denoising
algorithm is chosen as the baseline model. We compared the performances of the two models
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Figure 6: Denoising performance of the U-Net model on event1. The noisy signal is plotted
in panel (i). Panel (ii) shows the denoised signal. The recovered noise is shown in panel
(iii). We see slight signal moveout patterns in panel (iii), which could indicate that our
network is not well trained enough to be generalized to event1. [CR]

on five randomly selected synthetic and field datasets. The recovered signals by the U-Net
model have higher SNRs of the three validation datasets than those by the baseline model,
on average, by a factor of 5.4. The factor for the two field datasets is 1.8. In all five cases,
U-Net achieves better SNRs of the recovered signal. For future work, we could use more
synthetic data to train our models, so that new models learn more general cases to achieve
weaker signal leakage on field data.
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(a) (b)

Figure 7: Denoising performance of Unet1 on event1, trace #100 at a depth of 100 m
of seismograph shown in Figure 6. Ground truth clean signal, noise, and noisy signal in
time-frequency (a) and time (b) domain are plotted in panels (i) (ii) (iii). [CR]

Table 3: SNR (dB) Performance With Baseline and Best Model

Data set Noisy Signal SNR Denoised Signal SNR Baseline Model SNR
Validation Data1 3. 78 18.18 3.72
Validation Data2 1.87 18.46 3.31
Validation Data3 0.84 14.46 2.50

event1 6.52 15.96 11.95
event2 2.57 10.17 4.35
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Figure 8: Denoising performance of the total variation method on a event1. The noisy
signal is plotted in panel (i). Panel (ii) shows the denoised signal. The recovered noise is
shown in panel (iii). We show less noise energy is filtered out in panel (ii), and stronger
signal energy is left in panel (iii) compared to Figure 6. [ER]

REFERENCES

Ajo-Franklin, J., S. Dou, N. Lindsey, T. M. Daley, B. Freifeld, E. R. Martin, M. Robert-
son, and C. Ulrich, 2017, Timelapse surface wave monitoring of permafrost thaw using
distributed acoustic sensing and a permanent automated seismic source: SEG Technical
Program Expanded Abstracts 2017, 5223–5227.

Biondi, B., E. Martin, S. Cole, M. Karrenbach, and N. Lindsey, 2017, Earthquakes analysis
using data recorded by the Stanford DAS Array: SEG Technical Program Expanded
Abstracts, 2752–2756.



SEP–176 DAS Denoising 145

Figure 9: Denoising performance of the U-Net model on event2. The noisy signal is plotted
in panel (i). Panel (ii) shows the denoised signal. The recovered noise is shown in panel
(iii). We see signal moveout patterns in panel (iii). The leaked signal is weaker compared
to that shown in panel (iii) of Figure 11. [CR]

Chambolle, A., 2004, An algorithm for total variation minimization and applications: Jour-
nal of Mathematical Imaging and Vision, 20, 89–97.

Daley, T. M., B. M. Freifeld, B. Ajo-Franklin, S. Dou, R. Pevzner, S. Shulakova , Valeriya
Kashikar, D. E. Miller, J. Goetz, J. Henninges, and S. Lueth, 2013, Field testing of fiber-
optic distributed acoustic sensing (DAS) for subsurface seismic monitoring: The Leading
Edge, 32, 699–706.

Daley, T. M., D. E. Miller, K. Dodds, P. Cook, and B. M. Freifeld, 2016, Field test-
ing of modular borehole monitoring with simultaneous distributed acoustic sensing and



146 Yuan SEP–176

(a) (b)
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depth of 100 m of seismograph shown in Figure 11. Ground truth clean signal, noise, and
noisy signal in time-frequency (a) and time (b) domain are plotted in panels (i) (ii) (iii).
Compared to Figure 10, we can see that our network does better at preserving earthquake
waveforms and removing noise from a single trace. [CR]
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Amplitude preserving migration through regularized
linearized waveform inversion

Ettore Biondi, Mark A. Meadows, and Biondo Biondi

ABSTRACT

Preserving the elastic amplitude behavior of the recorded primary reflections is neces-
sary to perform any amplitude-versus-offset (AVO) analysis within a prestack image
space. We show how the extended subsurface-offset image space is able to preserve
the elastic behavior of the primary reflections even when these events are acoustically
migrated using a reverse-time-migration (RTM) approach performed in a least-squares
fashion. On a single interface model, we show that the amplitude of the angle-domain-
transformed subsurface-offset image closely follows the theoretical Zoeppritz response
even at critical angle. In addition, on a multi-layer model we demonstrate how a regu-
larization term can improve the coherency of the amplitude across different reflection
angles when coarse shot sampling causes uneven illumination.

INTRODUCTION

The extended-image space domain has been employed by many authors to invert for the
subsurface migration velocity based on optimal focusing of the image when the correct ve-
locity is used during migration (Symes and Kern, 1994; Biondi and Sava, 1999; Shen, 2005;
Symes, 2008; Yang and Sava, 2009; Biondi and Almomin, 2014). In other applications a
form of extended-image space based on ray parameter is used to generate angle gathers that
preserve the amplitude information of the migrated events (Prucha and Biondi, 2002; Kuehl
and Sacchi, 2002; Wang et al., 2005). The ability to preserve the amplitude behavior of
primary reflected events allows for the analysis of the amplitude-versus-angle (AVA) infor-
mation and its subsequent inversion to retrieve the elastic subsurface parameters (Schleicher
et al., 1993; Albertin et al., 2004; Zhang et al., 2004; Gray and Bleistein, 2009).

In this work we employ acoustic wave-equation migration operators to migrate elastic
pressure waves. We make use of the extended subsurface-offset space in order to preserve
all the recorded energy present in the shot records (Symes, 2008). Migration is performed
by solving a least-squares inverse problem in which we add a regularization term to im-
prove the focusing of the offset-domain common-image gathers (ODCIGs), which in turn
results in higher coherency of the angle-domain common-image gathers (ADCIGs). In fact,
Prucha and Biondi (2002) demonstrate the ability of a regularized approach to increase the
coherency of the image in subsalt sections. To transform the ODCIGs into ADCIGs we fol-
low the approach proposed by Sava and Fomel (2003), in which we make the transformation
unitary, as shown by Biondi (2003).

In two synthetic examples we quantitatively demonstrate how the energy of elastic
primary reflected events is mapped into the angle domain. In the first (single-layer) example,
we show how the amplitudes of the ADCIGs closely follow, up to a constant factor, the
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angle-dependent plane-wave reflection coefficients predicted by the Zoeppritz equation even
up to and beyond critical incidence angle (Aki and Richards, 2002). In the second test,
we employ a layered earth model in which different AVO classes are considered. In this
case, we show how a regularization term increases the coherence of the ADCIGs along the
angle axis, in addition to producing images in which the amplitude is proportional to the
Zoeppritz reflection coefficients.

THEORY

The imaging of primary reflected energy can be posed as an inverse problem by minimizing
the following objective function:

φ(m̃) =
1

2

∥∥∥B̃m̃− d
∥∥∥2

2
, (1)

where B represents the extended acoustic wave-equation Born operator, m̃ is the extended
subsurface-offset image, and d is the recorded data. The goal is to find an optimal extended
image m̃ that matches the amplitudes of the recorded data in a least-squares sense. In order
to map the extended image into the data space the following scattering condition is applied:

r(x, t) =

∫
s(x− 2h, t)m̃(x− h,h)dh, (2)

where m̃ is the continuous representation of m̃, x and h are the subsurface position and
offset, respectively, r is the scattered wavefield, and s the source wavefield, which is the
solution of the following partial-differential equation:[

∂2

∂t2
− v2(x)∇2

]
s(x, t) = f(x, t), (3)

where v(x) is the migration velocity used during the minimization of equation 1 and f(x, t)
represents the forcing term. Once the scattered wavefield r is found, it is then used in
equation 3 as a forcing term and is propagated through the subsurface. Finally, we extract
data at the receiver locations. During the adjoint process (i.e., B∗), the adjoint wavefield
r∗ is combined with the source wavefield s to produce an extended image m̃ through the
following imaging condition:

m̃(x,h) =

∫
s(x− h, t)r∗(x + h, t)dt. (4)

The adjoint wavefield r∗ is obtained by solving the adjoint wave equation in which the
residuals arising during the inversion are injected as a forcing term. In order to improve the
inversion results, a regularization term can be added to equation 1, so that the objective
function to minimize becomes the following:

φREGγ (m̃) =
1

2

∥∥∥B̃m̃− d
∥∥∥2

2
+
ε2

2
‖DγRγm̃‖22 , (5)

where Dγ represents the regularization operator that enhances the undesired features (which
will be diminished during the inversion) in the image m̃, Rγ is the subsurface offset-to-angle
transform, and ε is a scalar weight associated with the regularization term. The operator
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Dγ is a derivative along the angle axis. As shown in the appendix and by Shen (2005), the
inverse problem of equation 5 is equivalent to minimizing the following objective function:

φREGh(m̃) =
1

2

∥∥∥B̃m̃− d
∥∥∥2

2
+
ε2

2
‖Dm̃‖22 , (6)

where D represents the differential semblance optimization (DSO) operator (Symes and
Carazzone, 1991). By adding this regularization operator we seek to increase the focusing
of the image at zero subsurface offset, which, in turn, enhances coherency across angles once
the ODCIGs are transformed into ADCIGs (equation 5). Once the solution of either of the
optimization problems expressed in equation 1 or 6 is found, we transform the extended
image from subsurface offset to reflection angle, as shown by Biondi (2003):

m̃(x,h)
unitary

======⇒
slant stack

m̃(x, γ). (7)

NUMERICAL EXAMPLES

In this section we show where the energy of the recorded data is mapped into the extended-
image space after the inverse problems introduced in the previous section are solved itera-
tively using a linear conjugate-gradient (CG) approach (Aster et al., 2005). The iteration
process is necessary to fully map the amplitude of the reflected events into the extended-
image space. In both examples we employ an explosive source with energy between 2 and
30 Hz and a flat spectrum between 5 and 24 Hz, which is propagated through an elastic
isotropic medium and recorded at the surface as the pressure-wave component of the elastic
wavefield. In addition, before migrating the data we remove the direct arrival by modeling
it using the properties of the first layer. Furthermore, we extend the image only in the
horizontal subsurface-offset domain.

The elastic parameter profiles of the first example are shown in Figure 1. In this case,
all three elastic parameters increase across the single interface. We propagate 141 sources

Figure 1: Elastic parameter profiles of the first example. [ER]

and record the pressure component of the elastic wavefield with 351 receivers placed at
the surface with spacing of 25 and 10 meters, respectively. A representative shot gather
is shown in Figure 2, in which a clear polarity inversion can be observed. In addition, a
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weak refracted event is recorded at offsets greater than 2 km. We then minimize equation 1
by applying 200 iterations of a CG method which results in a close match of the recorded
elastic amplitudes (Figure 3), meaning that the energy of the elastic pressure is almost
entirely mapped into the extended domain. We use the compressional-wave velocity of
the first layer for the migration velocity (i.e., the correct migration velocity). The optimal
ODCIG for x = 1.7 km is shown in Figure 4a, whereas Figure 4b displays the ADCIG at the
same x location. Since we used the correct migration velocity, the reflected event focuses at
zero subsurface offset. In addition, given the acquisition geometry, the maximum recorded
reflection angle is approximately 63◦; this offset limitation is clearly visible in the ADCIG
where little energy at high angles is present. Finally, the energy of the head wave, recorded
at the farthest offsets, is mapped as a linear event in the ODCIG. On the other hand, in
the ADCIG, this event is mapped along trajectories following a tangent function behavior.

Figure 2: Representative shot gather
for the single-interface model in
which the explosive source is placed
at the origin. In this gather, the di-
rect arrival has been removed. [ER]

Figure 3: Convergence curve of the
iterative least-squares migration pro-
cess for the single-interface model.
[CR]

To quantitatively demonstrate the ability of the extended-image space to preserve the
AVA elastic behavior of the recorded waves, we compare the amplitude of the ADCIG
extracted at the interface depth (i.e., z = 0.8 km) with the computed reflection coefficient
using the Zoeppritz equation (Figure 5). We scaled the amplitude of the image so that the
zero-angle responses of the two curves are equal. From this figure we clearly see that the
amplitude-vs-angle response of the image closely follows the one predicted by the Zoeppritz
equation, even at and beyond the critical angle of 40◦. The mismatch after the critical angle
is due to the truncation of the iterative inversion process. To highlight the importance of
using an extended-domain image, we compare the elastic plane-wave Zoeppritz reflection
coefficient against the acoustic one (blue curves in Figure 6). From this Figure we can
clearly see that the acoustic response is completely different than the elastic one, meaning
that a non-extended acoustic migration certainly could not capture the elastic amplitude
behavior. In addition, in the same Figure we display the point-source responses for the
two cases (red curves). These responses are obtained by extracting the amplitudes of the
reflected event along the correct traveltime curve within a common-shot gather such as the
one of Figure 2. In both cases, the plane-wave and point-source responses start diverging as
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Limited aperture

Headwave Limited aperture

Headwave

Figure 4: Extended-space common image gather for x = 1.7 km. Left: ODCIG. Right:
ADCIG. In both panels the arrows indicate how the energy of recorded events is mapped
into the extended-image space. [CR]

the angle of incidence increases. This observation underscores the importance of performing
any AVA analysis for high angles within ADCIGs, which are able to correctly match the
elastic plane-wave Zoeppritz response.

Figure 5: AVA response comparison between the computed PP reflection coefficient (blue
curve) and the amplitude variation of the ADCIG extracted at z = 0.8 km and x = 1.7 km
(red curve). [CR]

In the second synthetic test, we propagate the elastic wavefield in a subsurface model
in which four interfaces are present (Figure 7). In this case, we place 50 sources and 500
receivers at the surface sampled by 50 and 10 meters, respectively. A representative shot
gather is shown in Figure 8 in which different events are recorded. Four primary reflections
with different AVO behavior can be observed, as well as internal multiples, converted waves,
and refracted energy at the farthest offsets.
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Figure 6: Elastic (solid lines) and acoustic (dashed lines) response comparison for the plane-
wave (blue lines) and point-source (red lines) cases. [CR]

Figure 7: Elastic parameter profiles of the second synthetic example. [ER]
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Figure 8: Representative shot gather for the layered model in which the explosive source is
placed at the origin. The direct arrival has been removed. [ER]

We perform the extended least-squares migration using the acoustic velocity model
shown in Figure 9, which corresponds to the true compressional velocity model but slightly
smoothed along the z direction. In this case we apply 500 iterations of linear CG, which
corresponds to almost reaching numerical convergence for the regularized problem (i.e.,
equation 6). The convergence curves of the data-fitting part are shown in Figure 10. The
introduction of the regularization term does not allow to entirely match the energy of the
recorded data, although the regularized problem almost attains convergence after 500 itera-
tions despite the fact that the non-regularized problem achieves a higher data fit. However,
when comparing the ADCIGs extracted at x = 3.0 km for the two migration processes
(Figure 11), we clearly see better coherence across the angle axis and some suppression of
the imaging artifacts when a regularization term is added to the inversion.

Figure 12 displays the amplitude response comparison between the theoretical Zoeppritz
response and the extracted amplitudes on the ADCIGs of Figure 11 for each interface.
Following the previous example, we scaled the responses to obtain an exact match at zero
incidence angle. We can clearly see that the amplitude variation of the ADCIGs closely
follows the theoretical Zoeppritz response for all the layers. As expected, when a DSO
regularization term is used during the inversion, the response becomes smoother and we
obtain a better fit with the theoretical one (cf. dashed and solid curves in Figure 12).
Despite the fact that we acoustically migrated elastic data that contained energy not present
in acoustic primary reflections, the regularized ADCIGs preserve the expected theoretical
amplitude behavior as a function of reflection angle.
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Figure 9: Acoustic migration velocity used within the least- squares RTM process applied
to the elastic pressure data recorded over the layered model. [ER]

Figure 10: Convergence curves for the non-regularized problem of equation 1 (blue curve)
and for the data-fitting term of equation 6 (red curve). [CR]

Figure 11: Comparison between iteratively inverted ADCIGs at x = 3.0 km without any
regularization (a) and with a DSO regularization term (b). [CR]



SEP–176 SEP template 159

Layer 1

Layer 2

Layer 3

Layer 4

Figure 12: AVA response comparison for the four-layer model, for the first two layers (a)
and for the two deeper ones (b). The blue curves represent the Zoeppritz PP reflection
coefficient, while the red ones are the extracted amplitudes from each layer in the ADCIG
at x = 3.0 km when no regularization is applied (dashed line) and when the DSO operator
is employed in the model regularization term (solid line). [CR]

CONCLUSIONS

We describe how the extended-image space can be used to construct amplitude-preserving
images from elastic pressure data. We make use of the subsurface-offset extension and pose
the data migration as a regularized least-squares inverse problem. We then transform the
optimal image into the angle domain in which the amplitude behavior can be interpreted
via AVA analysis.

In two synthetic tests, we quantitatively demonstrate the ability of the extended space
to preserve the correct amplitude response of elastic reflected events. In the first example,
we show that the ADCIG fully retains the amplitude response even at and beyond the
critical reflection angle. In the second example, we show that the elastic-wave behavior is
preserved at each interface, and we demonstrate how the DSO-regularized approach is able
to increase the coherency across angles of the ADCIGs.
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APPENDIX

Equivalence of DSO regularization to smoothing along angles

In this appendix we show the equivalence between minimizing a DSO-regularized ODCIG
and a derivative-regularized ADCIG, which mathematically is expressed as follows:

‖hIh(z, h)‖22 =

∥∥∥∥∂Iγ(z, γ)

∂γ

∥∥∥∥2

2

, (8)

where Ih and Iγ are the ODCIG and ADCIG, respectively. This equivalence has also been
proven by Shen (2005).
As shown by Sava and Fomel (2003), the angle-domain transformation is equivalent to a
slant-stack operation applied to an ODCIG. If we define p = − tan γ, we can write:

Iγ(z, p) = Rp[Ih(z, h)] =

∫
Ih(z + ph, h)dh

=
1

2π

∫ ∫
Ih(kz, h)eikz(z+ph)dkzdh

=
1

2π

∫
eikzz

∫
Ih(kz, h)eikzphdhdkz

=
1

2π

∫
eikzzIh(kz, kzp)dkz, (9)

where the underlined quantities represent Fourier transforms in which we have used known
Fourier-domain properties. By using equation 9, we can write the following relation:

A{D[Ih(z, h)]} = Rp[h Ih(z, h)]

= 1
2π

∫
eikzz

∫
h Ih(kz, h)eikzphdhdkz

= − i
2π

∫
eikzz ∂

∂(kzp)
Ih(kz, kzp)dkz

= −i∂I(z,γ)
∂γ , (10)

which shows the equivalence in equation 8 when we compute the norm of the last right-
hand-side term and assume a unitary angle transform.
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Elastic Wavefield Reconstruction Operators

Stuart Farris, Ettore Biondi, and Guillaume Barnier

ABSTRACT

We describe an Elastic Wavefield Reconstruction Inversion (EWRI) formulation and
derive the necessary staggered grid wave equation operator. We then demonstrate that
the elastic wave equation operator is the inverse of elastic wave propagation operator
through a numerical example.

INTRODUCTION

There is a need for an earth parameter inversion technique that exceeds the ability of
ray tracing, tomography, and dispersion analysis to estimate elastic earth properties by
using all of the information contained in the recored data while simultaneously avoiding
the computational complexity and nonlinearity of Full Waveform Inversion (FWI). A novel
inversion scheme that alternately minimizes a data misfit term and a wave-equation misfit
term was introduced by Van Leeuwen and Herrmann (2013), De Ridder and Maddison
(2017), and De Ridder et al. (2017). The scheme first reconstructs an estimate of the
wavefield that fits (in a least-squares sense) both a wave equation (given an estimate of the
medium parameters) as well as recorded data. This wavefield is then used to update the
earth model parameters with a wave equation inversion employing gradiometry to measure
wavefield gradients (Curtis and Robertsson, 2002; Langston, 2007a,b; De Ridder and Biondi,
2015; De Ridder and Curtis, 2017). When the estimate of earth parameters is held constant,
the reconstruction of the wavefield becomes a linear problem with respect to the wavefield.
Likewise, when the wavefield is kept constant the problem becomes linear with respect to
the earth model parameters. In this manner, the inversion scheme iteratively solves two
linear inverse problems ultimately finding an optimal earth model and wavefield that match
recorded data and some wave equation.

This technique is attractive because it does not require forward or adjoint wave prop-
agation, is bilinear with respect to the wavefield and the earth parameters, and is linear
with respect to seismic experiments, or shots. This frees the entire method from the sta-
bility issues associated with wave propagation, allowing much coarser discretization in time
compared to other wave equation based velocity estimation techniques such as FWI. Fur-
thermore, adding the minimization over the wavefield turns this into an extended wavefield
inversion problem. In extended formulations, we expand the model space, beyond the phys-
ical earth parameters, to include some nonphysical space, in our case the wavefield. When
our guess of the earth model is far from the truth, this nonphysical extension allows us to
fit the data without projecting unfeasible updates to the physical model space. Then, as
we iterate, we slowly eliminate the nonphysical part of the model and update the physical
earth model, hopefully avoiding local minima.

Past Wavefield Reconstruction Inversion (WRI) work has assumed an acoustic earth
and solved for p-wave velocity with frequency domain wave equation formulations where the
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discretized Helmholtz equation is factorized to obtain a direct inverse solution for wavefields.
This factorization will become unfeasible due to computational cost when applied to three
dimensional problems or problems with high levels of noise. Futhermore, complex wave
modes, such as surface waves and converted waves, can not be modeled properly when
assuming an acoustic earth.

Here we describe a time domain implementation of EWRI that accounts for an elas-
tic, isotropic, attentuation-free earth. We also construct the operators necessary for the
wavefield inversion step of EWRI.

ELASTIC WAVEFIELD RECONSTRUCTION INVERSION

The goal of EWRI is to estimate some material properties of the earth, m, in some domain
of the subsurface. Here we assume the subsurface is linear elastic and isotropic. We param-
eterize it with the Lame’s first parameter, λ, shear modulus, µ, and density, ρ. Each point
in the subsurface, x, is associated with these three elastic parameters:

m(x) =

λµ
ρ

 . (1)

Following Virieux (1986) we can model how elastic energy interacts with the described sub-
surface with five wavefield components and five partial differential equations. The necessary
wavefield components are particle velocity in the x direction, vx, particle velocity in the z
direction, vz, and three components of the stress tensor, σxx, σzz, and σxz. We denote p as
the vector describing the wavefield components for a given location in the subsurface x, at
a given time t, and for a given earth parameter function m:

p(x, t; m) =


vx
vz
σxx
σzz
σxz

 . (2)

We use a wave equation operator, A, which is a function of earth parameters, m, to map
from a wavefield, p(x, t; m), to external forcing terms, f(x, t):

A(m)p = f. (3)

Note how p and f are both functions of space x and time t. In our 2D space implementation,
this means p and f live in the 3D space of x, z, and t. The full derivation of the wave equation
operator, A(m), can be found in the Appendix. We know that the central difference first-
order spatial derivatives in the elastic wave equation will produce significant numerical errors
and therefore we must implement this operator on a staggered grid, seen in Figure 1 (Biondi
and O’Reilly, 2015). We spatially stagger the elastic parameters, wavefield components, and
derivative operators to construct our elastic wave equation operator.
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Figure 1: A representation of the different grids used to store the various wavefields needed
for our elastic wave equation implementation. [NR]

With the elastic wave equation operator defined, we can introduce the EWRI objective
function:

Φ(m,p) =
1

2
||Kp− d||22 +

ε2

2
||A(m)p− f||22, (4)

where m, p, A(m), and f have all been described previously. d is the observed data,
recorded by physical receivers, and the sampling operator, K, extracts the wavefield, p,
at those receiver locations. This objective function forces the reconstructed wavefield to
match both the recorded data and to obey the wave equation in a least squares sense. As
mentioned previously, this relaxes the physics of the problem by allowing the reconstructed
wavefield to not fully obey the wave equation when the correct earth model parameters are
not known.

Note that this objective function is bilinear. When either m or p are fixed, the objective
function becomes linear with respect to the other variable. We minimize Equation 4 with
respect to m or p with an alternating linear conjugate gradient scheme which is summarized
in Algorithm 2. We first fix our earth model to an initial guess, m0, and minimize Equation
4 with respect to p:

Φp(m) =
1

2
||Kp− d||22 +

ε2

2
||A(m)p− f ||22 (5)

Once some convergence criteria is met, we arrive at our first guess of the elastic wavefield,
p. Now we hold the wavefield constant and minimize Equation 4 with respect to m:

Φm(p) =
1

2
||Kp− d||22 +

ε2

2
||A(m)p− f ||22, (6)

Since we reconstructed p, in Equation 5, with an incorrect earth model, it will not be
able to match both the recorded data and the elastic wave equation. This wave equation
mismatch is used to update the earth model parameters when we minimize Equation 6.
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Algorithm 2 Alternating Wavefield Reconstruction Inversion

1: given some observed wavefield, d
2: given a starting earth model, m0

3: i = 0
4: while i < n do . for n iterations
5: pi ← arg minp Φmi(p)← d,mi . invert for optimal wavefield
6: mi+1 ← arg minm Φpi(m)← d,pi . invert for new earth model
7: i = i+ 1
8: end while
9: return mn . final earth model

WAVE EQUATION VS WAVE PROPAGATION

While elastic wave propagation is not necessary for the EWRI implementation, it is helpful
to compare the elastic wave equation operator to the elastic wave propagator operator to
put the two in context. As shown in Equation 3, the wave equation operator maps from a
wavefield, p, to a forcing term, f. Conversely, elastic wave propagation maps from a forcing
function, f, to a wavefield, p. In the Appendix we derive the staggered grid elastic wave
propagation operator as B(m):

B(m)f = p. (7)

If we begin at some forcing term f and apply the wave propagation operator, B(m), we
arrive at some wavefield, p. If we substitute the resulting p into the wave equation operator,
Equation 3, we will retrieve some other forcing term, f′:

B(m)f = p, (8)

A(m)B(m)f = f′. (9)

We can see that if f = f′ that A(m)B(m) = I and therefore A(m) = B−1(m). So if we
propagate some wavefield from a seismic source, apply the wave equation operator to this
wavefield, and the result is the original seismic source, we know that the wave equaton
operator is the inverse of the wave propagation operator. This is important to rectify the
physics of the wave equation operator. We can easily code some operator, it’s correct
adjoint, and verify this with the dot product test. Unfortunately, passing the dot product
test gives no indication to whether or not the operator is applying the correct wave equation
physics. If we cannot force the correct wave equation physics with our operator, there will
be no hope of EWRI converging to correct solutions.

INVERSE PROPERTY NUMERICAL EXAMPLE

Here we show a simple example to verify that A(m) = B−1(m). We assume the elastic
earth model, m, is known and is a half space, seen in Figure 2. A symmetric explosive
source, f , with frequencies ranging from 4-16 Hz is injected in the top left corner of the
model also illustrated in Figure 2. We show the five components of f at f(x = xs, t),
where xs is the location in space where the source was injected, in Figure 3. Since f is a
volumetric source, the only nonzero components are σxx and σzz. Applying the recursive
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wave propagation operator to results in p = B(m)f. A snapshot at t = 1.75 sec of each
component of the wavefield, p, is illustrated in Figure 4. We see that a volumetric source
results in all wavefield components being excited during propagation. We can now apply
the wave equation operator, A(m), to the propagated wavefield, p, which results in another
forcing term, f′, plotted at x = xs in Figure 5. Visually, it appears we have recovered the
original forcing term, as f ′ seems identical to f . However, when we take the difference
between the two, we notice that there is about a 2 percent discrepancy in the σxx and σzz
components, which is illustrated in Figure 6.

Figure 2: Known elastic earth model, m, used to verify that A(m) = B−1(m). Displayed
is the elastic parameter density, ρ. The other two parameters, λ and µ, are also half spaces
but are not displayed for sake of redundancy. Source injection point is labeled with the
yellow marker in the top left corner. [ER]

Figure 3: The five components of the forcing term f [ER]

CONCLUSION

We have introduced the elastic formulation of WRI. In order to match converted wave
modes and surface wave scattering we must use an elastic wave equation operator which we
derive in the Appendix. We show that the elastic wave equation operator is applying the
same physics as the elastic wave propagation operator through a numerical example.
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Figure 4: A snapshot at t = 1.75 sec of the wavefield components of p, the result of applying
the wave propagation operator to the forcing term. p = B(m)f [ER]

Figure 5: The five components of the recovered forcing term f′ = A(m)B(m)f [ER]
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Figure 6: The difference between the original forcing term and the recovered forcing term,
f−f ′. Notice the 2 percent error in the σxx and σzz components. We believe this error arises
from the limited bandwidth of the spatial derivative stencil in the wave equation operator.
[ER]
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APPENDIX

Deriving the staggered grid elastic wave equation operator

The wave equations to describe relationship of the five elastic wavefield components are:

ρ
∂vx
∂t
− ∂σxx

∂x
− ∂σxz

∂z
=fx,

ρ
∂vz
∂t
− ∂σxz

∂x
− ∂σzz

∂z
=fz,

∂σxx
∂t
− (λ+ 2µ)

∂vx
∂x
− λ∂vz

∂z
=Sxx,

∂σzz
∂t
− λ∂vx

∂x
− (λ+ 2µ)

∂vz
∂z

=Szz,

∂σxz
∂t
− µ

(
∂vx
∂z

+
∂vz
∂x

)
=Sxz,

(10)

where fx, fz, Sxx, Sxz, and Sxz are the external forcing terms (aka seismic sources for each
component). We assume that p(x, t = 0; m) = 0 and an absorbing boundary condition
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Engquist (1976). It is convenient to write this as a matrix, vector multiplication:
ρ ∂∂t 0 − ∂

∂x 0 − ∂
∂z

0 ρ ∂∂t 0 − ∂
∂z − ∂

∂x

−(λ+ 2µ) ∂
∂x −λ ∂

∂z
∂
∂t 0 0

−λ ∂
∂x −(λ+ 2µ) ∂∂z 0 ∂

∂t 0

−µ ∂
∂z −µ ∂

∂x 0 0 ∂
∂t



vx
vz
σxx
σzz
σxz

 =


fx
fz
Sxx
Szz
Sxz

 . (11)

We rewrite the derivatives with operator notation for further convenience:
ρDt 0 −Dx 0 −Dz

0 ρDt 0 −Dz −Dx

−(λ+ 2µ)Dx −λDz Dt 0 0
−λDx −(λ+ 2µ)Dz 0 Dt 0
−µDz −µDx 0 0 Dt



vx
vz
σxx
σzz
σxz

 =


fx
fz
Sxx
Szz
Sxz

 . (12)

We know that the central difference first-order spatial derivatives, Dx and Dz, will produce
significant numerical errors (Biondi and O’Reilly, 2015). Therefore we must implement these
operators on a staggered grid, seen in Figure 1. We center the derivatives appropriately
and rewrite the wave equation matrix as:

ρxDt 0 −D−x 0 −D+
z

0 ρzDt 0 −D−z −D+
x

−(λ+ 2µ)D+
x −λD+

z Dt 0 0
−λD+

x −(λ+ 2µ)D+
z 0 Dt 0

−µxzD−z −µxzD−x 0 0 Dt



vx
vz
σxx
σzz
σxz

 =


fx
fz
Sxx
Szz
Sxz

 , (13)

where D+ and D− are the forward and backward derivative operators, respectively. Now
the staggered elastic parameters, wavefield components, and derivative operators, force each
line of the wave equation matrix operation to fall on the same spatial grid location, thus
eliminating the unwanted numerical errors. Equation 13 describes our elastic wave equation
and we denote A(m) as the matrix acting on the wavefield components of p:

A(m)p = f (14)

Deriving the staggered grid elastic wave propagation operator

We can derive a recursive time-stepping scheme to map from our forcing term f resulting in
a wavefield p. We begin from the wave equation operator in Equation 13 and isolate each
equation from the matrix, vector multiplication:

ρxDtvx −D−x σxx −D+
z σxz = fx

ρzDtvx −D−z σzz −D−x σxz = fz

Dtσxx − (λ+ 2µ)D+
x vx − λD+

z vz = Sxx

Dtσzz − λD+
x vx − (λ+ 2µ)D+

z vz = Szz

Dtσxz − µxzD−z vx − µxzD−x vz = Sxz

(15)
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For each equation, isolate the time derivative operation.

ρxDtvx = D−x σxx + D+
z σxz + fx

ρzDtvx = D−z σzz + D−x σxz + fz

Dtσxx = (λ+ 2µ)D+
x vx + λD+

z vz + Sxx

Dtσzz = λD+
x vx + (λ+ 2µ)D+

z vz + Szz

Dtσxz = µxzD
−
z vx + µxzD

−
x vz + Sxz

(16)

By using a centered finite difference stencil for the time derivatives, we can rewrite the
equation with the proper time steps on each component:

ρx
vx(ti+ 1

2
)− vx(ti− 1

2
)

∆t
= D−x σxx(ti) + D+

z σxz(ti) + fx(ti)

ρz
vz(ti+ 1

2
)− vz(ti− 1

2
)

∆t
= D−z σzz(ti) + D−x σxz(ti) + fz(ti)

σxx(ti+ 1
2
)− σxx(ti− 1

2
)

∆t
= (λ+ 2µ)D+

x vx(ti) + λD+
z vz(ti) + Sxx(ti)

σzz(ti+ 1
2
)− σzz(ti− 1

2
)

∆t
= λD+

x vx(ti) + (λ+ 2µ)D+
z vz(ti) + Szz(ti)

σxz(ti+ 1
2
)− σxz(ti− 1

2
)

∆t
= µxzD

−
z vx(ti) + µxzD

−
x vz(ti) + Sxz(ti)

Notice the time derivatives are centered at t = ti and are computed using wavefields at
t = ti+ 1

2
and t = ti− 1

2
. Using half-time step discretization is an implementation decision

made to increase the accuracy of the time derivatives (as compared to using t = ti+1 and
t = ti−1). To arrive at a recursive time-stepping scheme, we solve each equation for the
wavefield at t = ti+ 1

2
.

vx(ti+ 1
2
) = vx(ti− 1

2
) +

∆t

ρx

[
D−x σxx(ti) + D+

z σxz(ti) + fx(ti)
]

(17)

vz(ti+ 1
2
) = vz(ti− 1

2
) +

∆t

ρx

[
D−z σzz(ti) + D−x σxz(ti) + fz(ti)

]
(18)

σxx(ti+ 1
2
) = σxx(ti− 1

2
) + ∆t

[
(λ+ 2µ)D+

x vx(ti) + λD+
z vz(ti) + Sxx(ti)

]
(19)

σzz(ti+ 1
2
) = σzz(ti− 1

2
) + ∆t

[
λD+

x vx(ti) + (λ+ 2µ)D+
z vz(ti) + Szz(ti)

]
(20)

σxz(ti+ 1
2
) = σxz(ti− 1

2
) + ∆t

[
µxzD

−
z vx(ti) + µxzD

−
x vz(ti) + Sxz(ti)

]
(21)

We can shift the time sample by one half to simplify the the operator into a lower traingular
matrix:

vx(ti) = vx(ti−1) +
∆t

ρx

[
D−x σxx(ti− 1

2
) + D+

z σxz(ti− 1
2
) + fx(ti− 1

2
)
]
, (22)

vz(ti) = vz(ti−1) +
∆t

ρx

[
D−z σzz(ti− 1

2
) + D−x σxz(ti− 1

2
) + fz(ti− 1

2
)
]
, (23)

σxx(ti) = σxx(ti−1) + ∆t
[
(λ+ 2µ)D+

x vx(ti− 1
2
) + λD+

z vz(ti− 1
2
) + Sxx(ti− 1

2
)
]
, (24)

σzz(ti) = σzz(ti−1) + ∆t
[
λD+

x vx(ti− 1
2
) + (λ+ 2µ)D+

z vz(ti− 1
2
) + Szz(ti− 1

2
)
]
, (25)

σxz(ti) = σxz(ti−1) + ∆t
[
µxzD

−
z vx(ti− 1

2
) + µxzD

−
x vz(ti− 1

2
) + Sxz(ti− 1

2
)
]
. (26)
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We denote B(m) as the recursive operator acting on the forcing term f resulting in a
wavefield p:

B(m)f = p. (27)
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Stratigraphy estimation from seismic data using deep
learning

Fantine Huot, Robert Clapp, Bruce Power, and Joseph Stefani

ABSTRACT

Seismic interpretation of deep stratigraphy is a challenging and time-consuming task.
We present a modular and scalable data preparation pipeline and deep learning frame-
work to assist with this task. Deep neural networks require large amounts of labeled
data to train reliable models. Since the earth is intrinsically unlabeled, herein we gen-
erate synthetic data to create hundreds of thousands of labeled examples. We derive
field data stratigraphy statistics from well logs from the Wilcox formation in the Gulf
of Mexico and use Markov chains for data augmentation. We leverage these statistics
to generate synthetic 3-D earth models and their corresponding seismic image volumes.
We generate multiple seismic images using source wavelets of decreasing frequency. We
train a deep neural network for image segmentation to estimate the stratigraphy from
these seismic sections. We demonstrate that while the accuracy of the stratigraphy
estimation decreases with the seismic data bandwidth, we can increase the accuracy at
lower frequencies using transfer learning.

INTRODUCTION

Sand and shale have similar elastic properties, hence a similar seismic response, making
them hard to distinguish from seismic data alone. Moreover, seismic images are limited
in resolution by the wavelength of the seismic wave. The higher seismic frequencies are
attenuated as the wave propagates through the Earth, and seismic images are usually much
lower resolution than the fine stratigraphy. As a consequence, seismic interpretation of deep
stratigraphy is a challenging and time-consuming task.

Herein we investigate whether we can leverage deep neural networks to help us interpret
stratigraphy content from seismic data. We examine the constraints and limits on the
seismic data quality and the granularity of the interpretation.

Within the last five years, deep learning has had a dramatic impact on computer vision
(Krizhevsky et al., 2012; He et al., 2015), speech recognition (Deng et al., 2010; Seide et al.,
2011; Dahl et al., 2012; Hinton et al., 2012), and image segmentation (Cireşan et al., 2012;
Sermanet et al., 2013; Farabet et al., 2013; Couprie et al., 2013). However, deep neural
networks rely on large amounts of labeled data to achieve their performance. A rough rule
of thumb is that a supervised deep learning algorithm will generally achieve acceptable
performance with around 5,000 labeled examples per category and will match or exceed
human performance when trained with a dataset containing at least 10 million labeled
examples (Goodfellow et al., 2016).

The challenge in applying deep learning algorithms to seismic data is that the earth
is intrinsically unlabelled. Seismic interpretation is often uncertain and the identified geo-
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bodies have fuzzy boundaries. As a consequence, there are very few ground truth labels in
reflection seismology. To address this issue, we generate synthetic data to create labeled
ground truth examples (Huot et al., 2018). We first derive field data statistics from wells
logs from the Wilcox formation in the Gulf of Mexico. We use these statistics to popu-
late Markov chains and create realistic synthetic 3-D earth models with similar geology. We
generate the corresponding seismic image volumes with different source wavelet frequencies.
We obtain seismic image and labeled stratigraphy pairings. We then train an image seg-
mentation deep neural network to estimate stratigraphy from seismic sections with different
seismic bandwidth. We demonstrate that we can increase the accuracy at lower frequencies
using transfer learning.

1-D APPROACH: A WILCOX FIELD CASE STUDY

Well logs provide 1-D lithology and stratigraphy information. In this study, we use data
from more than 60 wells from the Wilcox formation in the Gulf of Mexico, as shown in
Figure 1. We label the logs by chunks into five stratigraphy categories, ranging from low
net-to-gross to high net-to-gross:

1. Unimodal thick shale,

2. Low net-to-gross thin-bedded shale and sandstone,

3. Bimodal blocky shales and sandstones,

4. High net-to-gross thin-bedded sandstone and shale,

5. Very high net-to-gross blocky sandstone.

These five classes of stratigraphy are defined such as to cover the different types of
stratigraphy encountered in the Wilcox formation. Note that classes 1 and 2 are mostly
shale, while 3 and 4 are mostly sand. Classes 1 and 5 correspond to thick layers, while 2
and 4 are thin-bedded. Class 3 corresponds to channelized systems.

We augment the dataset using Markov chains. We create a macro-level Markov chain to
define the transitions between the different categories of stratigraphy. Five fine-level Markov
chains then define the transitions within each class of stratigraphy. This methodology allows
us to create random vertical earth profiles with field data statistics.

However, the response of lithology in a sand-shale system is non-unique and highly
unpredictable. Without the volume context in seismic data, accurate estimation is difficult,
so we proceed to extending this study to 3 dimensions.

EXTENSION TO 3-D: SYNTHETIC DATA GENERATION

We use the aforementioned 1-D field data statistics to generate realistic synthetic multi-
property 3-D earth models. We use a simplified basin modeling approach to create the earth
volumes computationally efficiently. Our code is written in C++ using Threading Building
Blocks and wrapped into a Python API using PyBind11. We use a Docker container for
platform-independent deployment.
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Figure 1: Some of the well locations from the Gulf of Mexico used in this study (courtesy
of www.offshore-energy.biz). [NR]

We use the macro-level Markov chain to define the transitions between the different
classes of stratigraphy, and then use the five fine-level Markov chains to populate the var-
ious earth properties within each class. We use simplified deposition dynamics to create
the stratigraphy and incorporate random channelized systems according to the Markov
chain classes. We introduce random small-amplitude compression, deformation and fault-
ing events. Figure 2 presents an example of a randomly generated 3-D earth model. We
then generate multiple seismic images, using a 100 Hz, 80 Hz, 60 Hz and 40 Hz source Ricker
wavelet. We extract random 2-D slices from the stratigraphy models and seismic images to
generate hundreds of thousands of seismic sections with labeled stratigraphy classes.

NEURAL NETWORK IMAGE SEGMENTATION

We train a convolution-deconvolution deep neural network (Noh et al., 2015) to estimate
the different classes of stratigraphy from the seismic images. Figure 3 illustrates the overall
configuration of the network. Our network is composed of two parts, a convolution and
a deconvolution network. The convolution network acts as a feature extractor that trans-
forms the input seismic image into a multidimensional feature representation, while the
deconvolution network performs dense image segmentation from the feature representation
extracted from the convolution network. The final output of the network is a probability
map of the estimations of the different classes of stratigraphy.

All the convolution and transposed convolution layers have 3 × 3 kernels, while the
pooling and unpooling layers have 2 × 2 kernels. We define our convolutional residual
blocks as follows:
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Figure 2: An example of randomly-generated synthetic 3-D earth model using the described
methodology. The 3-D volume is collapsed into three 2-D views, where each 2-D panel
corresponds to the location of the black lines shown on the other 2-D panels. (a) The 3-D
extension of the five classes of stratigraphy defined by the Markov-chain-generated vertical
profile. (b) Same model populated with P-wave velocity values according to the field data
statistics. [CR]



SEP–176 Deep learning for stratigraphy 177

Figure 3: We use a convolution-deconvolution deep neural network to perform image seg-
mentation to estimate the different classes of stratigraphy. It generates a feature represen-
tation through a series of convolution, pooling and rectification operations. Given a feature
representation obtained from the convolution network, a dense stratigraphy type segmen-
tation map is constructed through multiple series of unpooling, transposed convolution and
rectification operations. [NR]

• 2-D convolution

• Batch normalization (Ioffe and Szegedy, 2015)

• Rectified linear unit (ReLU)

• 2-D convolution

• Batch normalization

• Addition of the input of the residual block to the output of the residual block

Our convolution network has an initial 2-D convolution and ReLU layer, followed by
four convolutional residual blocks, each followed by a max-pooling layer.

Our deconvolution network is a mirrored version of the convolution network, with trans-
posed convolutions instead of convolutions and unpooling layers instead of pooling layers.
While the convolution network reduces the size of activations through feed-forwarding, the
deconvolution network enlarges the activations through the combination of unpooling and
transposed convolution operations.

We use a softmax with cross-entropy loss function, and eventually select the class with
highest probability as label for each location of the input seismic image.

While we obtain reasonable accuracy on high frequency seismic data, the neural network
seems to get stuck in poor local minima when trained and tested on lower frequency data as
shown in Figure 4. We address this issue by transfer learning. We pre-train the network with
high frequency examples and then fine-tune the pre-trained network with lower frequency
examples.

From the preliminary segmentation results presented in Figure 5, we see that deep
learning can provide some assistance in stratigraphy estimation from 2-D seismic data.
The network performs well at distinguishing coarse bedding from fine bedding. The most
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Figure 4: Segmentation accuracy on seismic data of varying bandwidth. While we ob-
tain reasonable accuracy on high frequency seismic data, the neural network gets stuck in
poor local minima when trained and tested on lower frequency data. We employ a two-
stage training method to address this issue and pre-train the network with high frequency
examples and then fine-tune the pre-trained network with lower frequency examples. [NR]
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common error comes from confusing sand and shale sections which are essentially just mirror
images of each other from an impedance perspective. We obtain high accuracy on channel
detection, which is promising for geobody segmentation. Pushing the accuracy further on
synthetic data might lead to overfitting, and we aim to transfer this problem to field data
from the Wilcox formation.

CONCLUSIONS

We develop a modular and scalable data preparation pipeline and machine learning frame-
work, leveraging synthetic data generation to create hundreds of thousands of labeled exam-
ples with field data statistics. We demonstrate that while the accuracy of the stratigraphy
estimation decreases with the seismic data bandwidth, we can increase the accuracy at
lower frequencies using transfer learning. Future steps of this project consist of transition-
ing to 3-D segmentation and applying the proposed methodology to field data in the Gulf
of Mexico. Since the described workflow is entirely modular, it can be extended to lithology
estimation or geobody detection for different geological contexts.
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Figure 5: Preliminary segmentation results. From left to right, we show the seismic section
given as input to the neural network, the ground truth stratigraphy classes, the estimated
stratigraphy classes obtained as output of the network, and a confidence map that indicates
which portions of the section where associated with high probabilities. White indicates high
confidence, while black indicates low confidence. (a) and (b) correspond to seismic sections
that were modeled using a 100Hz Ricker wavelet. (c) and (d) correspond to seismic sections
that were modeled using a 60Hz Ricker wavelet. [NR]
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Seismic image focusing analysis using deep learning and
residual migration

Joseph Jennings, Robert Clapp and Biondo Biondi

ABSTRACT

We present a workflow for training a deep convolutional neural network (CNN) that
aids in the interpretation of geological features that are sub-optimally focused due to a
complex overburden. We show that by training a CNN with prestack Stolt residual mi-
gration images, the network is able to segment poorly-focused channel features. While
we trained the network on synthetic examples, we demonstrate the effectiveness of the
network on a 3D test field dataset.

INTRODUCTION

Convolutional neural networks (CNNs) are the current state-of-the art for computer vision
and image segmentation. These tools, along with other recent developments stemming from
the current theory of statistical and deep learning, have completely transformed certain
industries and are also having a large impact on the seismic exploration industry (?Pham
et al., 2018). While CNNs have shown great success in segmenting geobodies such as faults,
channel-like features and even salt bodies, much of this success has been on relatively well-
focused seismic images. In practice, CNNs will of course need to be able to perform well on
poorly focused seismic images.

In this report, we present a new way to train CNNs using 3D prestack Stolt residual mi-
gration images (Stolt, 1996). Prestack Stolt residual migration images contain all of the
focusing information necessary for migration velocity analysis and provide the CNN with fo-
cusing information in order for it to segment the poorly focused seismic image. As prestack
Stolt residual migration is inexpensive to compute, many features can be created quickly
providing the images necessary for training. We show that with a network trained on 3D
synthetic examples, we are able to segment channel-like features on a 3D Gulf of Mexico
dataset.

This report is organized as follows: we first review the basic theory of deep learning and
CNNs as well as the theory of prestack Stolt residual migration. Then we discuss the process
of creating the synthetic training data and the training and design of our CNN. Finally we
show segmentation results on both synthetic and a 3D field dataset.

THEORY

Deep learning

Deep learning falls under the suite of supervised statistical learning algorithms (Friedman
et al., 2001). The basic idea of statistical learning is that given a number of data points

183



184 Jennings, et. al SEP 176

X and their corresponding labels Y , can we find the mapping f between X and Y ? To
find this mapping requires three key components. The first of these is the specification of
a loss function L that we desire to optimize. The optimization of this loss will hopefully
result in a general and accurate mapping f̂ where f̂ is the estimate of the actual mapping f .
The second step is an underlying model that we use in order to parameterize the mapping
f . In the case of deep learning, this model takes the form of a deep neural network and is
therefore non-linear and can be quite complicated. The last key to estimating f̂ is to specify
an algorithm for numerically optimizing the loss L. Typically a form of gradient descent is
chosen that instead of calculating the total gradient, uses an instantaneous estimate of the
gradient (known as stochastic gradient descent). In this work we have chosen to minimize
the weighted binary cross-entropy loss and use a deep convolutional network that follows
U-net architecture (Ronneberger et al., 2015). For the numerical optimization, we use a
form of stochastic gradient descent known as ADAM (Kingma and Ba, 2014).

Prestack Stolt residual migration

To create the features that will be used for training the CNN, we use a prestack depth
Stolt residual migration operator. Unlike conventional migration which maps seismic data
(function of space and time) to a seismic image (function of space and depth), residual
migration maps a seismic image to another seismic image without demigration. Due to this
mapping from migrated image to migrated image, residual migration can be cast in terms
of a ratio ρ = v0/v between the true velocity v and the migration velocity v0 (Sava, 2003).
In fact the mapping between the original image and the residually migrated image can be
expressed with the following pre-stack dispersion relation
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where kz is the residual migration image wavenumber, kz0 is the wavenumber of the original
image, khx is the subsurface offset wavenumber and kmx is the midpoint wavenumber. We
apply this migration operator (mapping) for many different values of ρ in order to obtain
images that are locally focused for specific values of ρ.

Creation of training data

As deep learning is a supervised learning algorithm, it requires a labeled dataset that is
used for training the CNN. As at SEP we do not have any seismic volumes that have labeled
geobodies such as channels, we created a training dataset from synthetic data. We used
the model builder described in (Clapp, 2018) for building many 3D velocity models that
contain river channels. Figure 1 shows one example of such a velocity model with channels.
I then calculate the reflectivity from the synthetic velocity model and convolve with a non-
stationary wavelet. This simulates a 3D poststack seismic image that has been imaged with
the correct velocity. To create a prestack poorly focused seismic volume, two subsequent
operations are required. First, we replicate the zero-offset cube over both angle (γ) and
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Figure 1: An example of a 3D synthetic velocity model created using the geologic model
building software. Notice the channel system at approximately 300m depth shown in the
top panel of the cube. [ER]

azimuth (φ) axes. This creates now a full 5D prestack image which with dimensions of
depth (z), midpoint in the x direction (mx), midpoint in the y direction (my), aperture
angle (γ) and azimuth (φ). Figure 2 shows a slice of this 5D hypercube of data for a fixed
my and φ.

The last step in order to create our synthetic training data is to apply a defocusing operator
that can simulate velocity errors that cause defocusing when imaging seismic data. To
achieve this defocusing, we first residually migrate the 5D prestack cube for a range of
values of ρ. This results in diffractions that appear in the physical space (z, mx, and my)
and curvature in the angle and azimuth spaces. An example of this is shown in Figure 3
where we have applied prestack residual migration for a value of ρ = 0.95 and taken the
same slice as shown in Figure 2. Note that the residually migrated images are a function of
τ or zero-offset travel time. The reason for this is because when performing residual depth
migration, a vertical shift will be applied to the positions of the reflectors. Converting back
to time will keep all reflectors in their original positions. We believe that this simplifies
the training data as the network will not need to keep track of the shift in addition to the
defocusing of the images.

Now, after residual migration, we have a 6-dimensional prestack image with the additional
dimension of ρ. All of the focusing information is contained within this hypercube. To apply
a defocusing operator to this cube, we apply a filter that shifts the data along the newly
formed ρ axis. For example, this will shift image points that were located at ρ = 1.02 now
to ρ = 1. While this could be done deterministically, when training the network, we desire
to have as many different defocusing scenarios as possible. We therefore do this randomly
by creating a smooth cube of random numbers that describes this shift along the ρ axis.
Figure 4 shows a slice of this cube for a fixed my.
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Figure 2: A slice of the 5D prestack image for a fixed my and φ. The blue line indicates
the position at which the angle gather has been extracted along mx. [ER]

Figure 3: Prestack residual migration applied to the prestack image shown in Figure 2.
This residual migration was calculated with ρ = 0.95 [ER]
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Figure 4: An example of a randomly
generated map that describes where
in space and for which value ρ the
image will be focused. [ER]

Using this random field, we then construct a filter that will apply the shifts along the ρ axis.
The result of applying this shift to our prestack image is shown in Figure 5. This figure
shows the image for ρ = 1. Note that the focusing of the image now changes as a function
of space. This is evident by the small diffractions seen at the locations of the channels and
also by the fact that many of the reflectors exhibit curvature along the aperture angle axis
indicating an incorrect migration velocity (improper focusing of seismic waves). Figure 6
shows another slice of the same cube but now for a fixed z, γ and φ.

Applying this same operation of residual migration and defocusing for many different ve-
locity models, we are able to create a training dataset that consists of residual migration
images as features and the position of the channels as label. Figure 7 shows one training
example.

Training the CNN

While ideally we would like to pass in the entire 6D hypercube to the CNN for training,
this would be very computationally challenging in terms of training. Instead, we pass only
slices of the cube for a fixed z, γ and φ (what is shown in Figure 6). We further slice each of
these slices along both mx and my to create four images from each depth slice. This results
in 7296 training images for training the CNN. Further more, we split the training images
into 80% for training and 20% for validation.

For the design of the network, we decided to go with a U-net-like (Ronneberger et al.,
2015) architecture but without the skip layers. Figure ?? shows a schematic of the network.
Each input image was 128×128 samples with ten input channels for ten different residual
migration images.

Using a binary-cross entropy loss function, we trained the network for 40 epochs using the
ADAM (Kingma and Ba, 2014) optimizer. We discuss the results of the training on both
synthetic and field data results in the next section.
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Figure 5: The results of a defocusing operation applied to the image shown in Figure 3.
This residual prestack image is for ρ = 1. Note that as expected for a real seismic image,
the image in they physical space is not completely focused and the angle gathers are not
all flat. This represents velocity error in the migration velocity model. [ER]

Figure 6: Another slice of the de-
focused prestack residual migration
cube for ρ = 1. Notice regions of
improper focusing (e.g., at approxi-
mately mx=1200 m and my=1000 m
the image is not well focused.) [ER]
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Figure 7: One training data example used to train the CNN. The stack of images on the
left show residual migration images of a poorly focused seismic image (the focusing axis is
ρ). On the right is the label which takes on a value of one at the position of the channel
and zero everywhere else. [ER]

Figure 8: Convolutional neural network architecture used for segmenting the poorly focused
seismic images. A filter kernel size of 5×5 was used throughout the network. Relu activ-
itation functions and strided convolutions were used to move from one layer to the next.
[ER]
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RESULTS

To validate the results, we first tested the network on synthetic data on which it had not
been trained. We then applied the network to a residually-migrated cube provided to SEP
by Chevron (Lomask, 2007).

Synthetic data results

Figure 9 shows the segmentation results from the CNN for channels coming from three
different velocity models. The images in the left column are one image from the residual
migration images that all serve as input to the CNN. The images in the right column show
the true locations of the channel feature (red pixels) and the locations classified by the
network (blue pixels). Visually, the classification from the network is in good agreement
with the true locations of the channels. The small discrepancies that occur when different
channels come close is due to how we chose to threshold the predictions. If we had chosen
a higher threshold, we would not observe this discrepancy. What we are observing here
is essentially an inverse crime of our network. The validation data is very similar to the
training data and therefore, it is very easy for the network to segment these geobodies.

Field data results

To better test the performance of our network, we first residually migrated a 3D poststack
seismic volume and extracted one time slice from that volume. Figure 10 shows the time
slice for ρ = 0.85 and for ρ = 1.

We then split the residually migrated time slices into 128×128 images which are then
input to the CNN. The results of the CNN segmentation are shown in Figures 11 and
12. The leftmost of column of these figures shows the residual migration images for ρ =
0.85, the middle column shows ρ = 1 and the rightmost column shows the results of the
segmentation of the network. Compared to the segmentation results on the validation
data, the segmentation is much noisier and visually, does not agree as well with the channel
features. However, it does successfully classify many pixels that appear to belong to channel
features.

DISCUSSION AND CONCLUSION

While the field data results are quite noisy and not ideal, they are encouraging for a first
go and given that the training data are not very representative of the noise we observe in
the field data. There are many areas to explore for improvement. The first is how to create
more realistic training data. While the channel shapes do appear realistic, the background
seismic amplitudes in the synthetic cubes are far from what we observe in the field data.
Also, more needs to be done with the channel shapes. For example, in Figure 12a, note
that an obvious channel has been completely ignored by the CNN. This is because none of
the channels present in the training data were as wide as that channel feature in terms of
pixels. A broader range of channels sizes must be created to make more realistic data.
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Figure 9: Results of neural network segmentation on the validation data. The images in
the left column are poorly focused seismic images from different synthetically generated
velocity models. The images in the right column are the same image but with overalid
the true position of the channel (red pixels) and the predicted positions by the CNN (blue
pixels). Note that the true and predicted channel positions are in good agreement. [CR]
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Figure 10: Slices of a residually migrated cube . Panel 10a shows the time slice extracted
from the ρ = 1 cube. Panel 10b shows the time slice extracted from the ρ = 0.85 cube.
Notice that the channel features are much broader in Figure 10b than appear in Figure 10a
(mx=2000 m, my=4000 m). [ER]

Additionally, we plan to explore much beyond the simple segmentation problem. While
implicitly, the CNN is learning image focusing in order to segment the channel features, we
would like to attempt to create a CNN that can either tell us how well an image is focused,
or perhaps even improve the focusing of an image.
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Figure 11: Segmentation results from the neural network applied to the residually migrated
slices shown in Figure 10. Left column shows a poorly focused image ρ = 0.85, right
column shows a better focused image ρ = 1.0 and right column shows the neural network
segementation overlain on the image. [CR]



194 Jennings, et. al SEP 176

Figure 12: Same as Figure 11 but for different portions of the images shown in Figure 10.
[CR]
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Automatic denoising by 2-D continuous wavelet transform

Fantine Huot, Anthony Lichnewsky, and Carlos Boneti

ABSTRACT

We present a seismic processing workflow for identification, separation, and removal
of specific wave modes, combining feature extraction by two-dimensional continuous
wavelet transforms (2-D CWT) with machine learning algorithms. It addresses the
challenges arising from temporally and spatially transient phases, which cannot be
effectively addressed using conventional stationary filtering. We first transform the
seismic data into a domain in which the signal of interest and the noise are well-
separated. We establish a representation of the 2-D CWT output that is intuitive to
understand, visualize and label. We characterize the noise in this domain and use a
machine learning classifier to automate the noise identification process. We then design
a filter to remove the unwanted noise modes and transform the data back to its original
time domain. We demonstrate the effectiveness of the method by applying it to noisy
marine acquisition shot gathers. The described method is computationally robust and
its theory can be extended to higher dimensions. As a consequence, the methodology is
applicable to any temporally and spatially continuous seismic dataset, both pre-stack
and after imaging.

INTRODUCTION

Noise estimation, separation, and removal are core aspects of the seismic processing work-
flow. However, traditional signal processing techniques, commonly based on stationary fil-
ters (Claerbout, 1985; Yilmaz, 2001), do not perform well when confronted to noise modes
that have temporal and spatial non-stationarity. In fact, they may even deteriorate some of
the input signals frequency content in such cases. They often also involve human decision
and dataset-dependent manual fine-tuning of the filter parameters. As a result, they are
time-consuming, prone to errors, and the designed filters can be difficult to define analyti-
cally.

In this study, we present a signal processing workflow that separates and removes noise
modes that are temporally and spatially non-stationary. Using two-dimensional continuous
wavelet transforms, we first transform the data into a domain in which the signal of interest
and the noise are well-separated. We establish a data representation that allows us to
quickly identify and characterize the noise modes, and train a machine learning classifier to
automate the noise identification process. We then filter the unwanted noise modes and use
the inverse 2-D CWT to reconstruct the data in its original time domain. We demonstrate
the effectiveness of the method by applying it to noisy marine acquisition shot gathers.

197
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THE TWO-DIMENSIONAL CONTINUOUS WAVELET TRANSFORM

The suggested approach is applied on shot records, acquired in a marine survey. In the
top row of Figure 1 we show two severely corrupted single shot gathers with different levels
of noise. The signals of interest are heavily polluted by cable vibration noise. The signal
and noise overlap, and the noise displays spatial and temporal coherence. It is clearly
non-stationary and thus poses challenges to conventional noise removal techniques.

We use continuous wavelet transforms to account for the temporal and spatial non-
stationarity of the different wave modes. The CWT is a multi-scale analysis method that
compares the input signal to a stretched and compressed analysing wavelet usually called
the mother wavelet (Daubechies, 1992; Farge, 1992; Mallat, 2008). While CWT is commonly
used with a one-dimensional (1-D) wavelet (Torrence and Compo, 1998), herein we project
the input data upon a basis of rotating 2-D wavelets.

A 2-D wavelet is a function ψ with a zero average:∫
R2

ψ(x)dx = 0.

To ensure the existence of the inverse 2-D CWT, the mother wavelet is chosen such that it
satisfies the following admissibility condition:

Cψ = (2π)2

∫
R2

|ψ̂(ω)|2
|ω| dω < +∞,

where ψ̂ denotes the Fourier transform of ψ.

Given a 2-D mother wavelet ψ, we then compute the analysing wavelets ψs,u,θ by scaling
by s, rotating by θ, and translating by u:

ψs,u,θ(x) =
1

s
ψ

(
R−1
θ

(
x− u
s

))
,

where Rθ is a rotation matrix.

Given an input signal f , we then define the CWT coefficients Wf as:

Wf (s, u, θ) = 〈f, ψs,u,θ〉 =

∫
R2

f(x)ψ∗s,u,θ(x)dx,

where ∗ denotes the complex conjugate.

For this example, we use the two-dimensional Morlet kernel as 2-D mother wavelet
(Daubechies, 1992; Mallat, 2008).

Since s and u are both 2-D variables, the output of this operation is a highly redundant
5-D tensor of time-frequency scales. 5-D data can be challenging to analyse, visualize, and
interpret. Therefore, we first reduce the data dimensionality to 4-D by adopting the same
wavelet scales over the time and space axes. This is achieved by converting the scales to their
respective pseudo-frequency and pseudo-wavenumber equivalents, effectively transforming
s from a 2-D variable into a 1-D variable. The values on this 1-D axis have to be computed
with care as to match the different discretizations of the original axes to avoid introducing
computing artifacts.
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Figure 1: (Top) Two marine acquisition seismic shot gathers, with different levels of noise.
The signals of interest are severely corrupted and heavily polluted by cable vibration noise,
which is non-stationary. (Middle) Noise removal results using the described methodology.
We observe good signal protection. Note the direct arrivals, head waves and additional
reflection phases that are invisible in the original data, especially in the low signal-to-noise
ratio example on the right. The remaining regular vertical patterns are artifacts of the
acquisition hardware and can be filtered with traditional methods. (Bottom) Corresponding
noise models. Note the absence of signal leakage. [NR]
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Figure 2: CWT coefficients computed on the shot gather from the top-right panel in Figure
1. Each small panel represents the amplitude of the complex CWT coefficients over travel
time and offset. The panels are displayed by increasing scale (from left to right) and
different rotation angles (from top to bottom) of the analysing wavelet. The wavelet scales
are converted into equivalent pseudo-frequencies and pseudo-wavenumbers. For this dataset,
the CWT seems to separate signal and noise efficiently. We can visually identify and separate
different wave modes. The red squares denote the 2-D panels that the machine learning
classifier flagged as noise. [NR]
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CWT coefficients are usually plotted with the wavelet scales as one of the axes, but
this representation can be difficult to relate to physical properties. Instead, we project the
CWT coefficients onto 2-D panels over axes that are equivalent to those of the input data.
We then arrange these 2-D panels over a grid by increasing scales (left to right) and varying
rotation angles (top to bottom) of the analysing wavelet, as illustrated in Figure 2. Under
this representation, the various panels are interpretable, comparable, and most importantly,
observed signal and noise modes are separated. This result is important since under this
specific representation, the various wave modes can easily be identified and labelled. Since
all the panels have matching dimensions, this feature representation is suitable for machine
learning purposes.

WAVE MODE IDENTIFICATION

A clustering algorithm can be used to automatically identify similar CWT panels, letting the
user then choose which wave mode cluster to filter or to keep (Hastie et al., 2005; Martin
et al., 2018; Huot et al., 2017). Herein we manually label a subset of CWT panels for
one of the shot gathers, and use a support vector machine (Hastie et al., 2005; Pedregosa
et al., 2011), to separate the CWT panels for the remaining shot gathers (Huot et al.,
2018). While classifying at the panel level shows decent separation, more sophisticated
classification schemes can also be considered.

FILTERING AND INVERSE CWT

We use a simplistic filtering scheme, classifying the CWT coefficients at the panel level. We
then mute the panels corresponding to the noise modes and proceed to reconstructing the
signal. The CWT has an exact analytical inverse which allows us to transform the data
back to its original domain:

f(x) =
1

Cψ

∫ +∞

0

ds

s3

∫
R2

du

∫ 2π

o
Wf (s, u, θ)ψs,u,θ(x)dθ.

The CWT can be computed efficiently using FFTs and its inverse is a computationally
robust operation since it is based on weighted summations. The redundant coefficients
make the transformation robust even when many coefficients are muted. As a typical
seismic survey can represent terabytes of data, such computational properties are highly
desirable. The reconstructed data after the filtering process is presented in the middle
row of Figure 1. We observe good signal protection, despite using a simplistic automated
filtering scheme without explicit signal preservation. Several recorded phases can be seen
and analysed, e.g. direct waves, head waves, and later reflection events. The remaining
regular vertical patterns are artifacts of the acquisition hardware and can be filtered with
traditional methods.

DISCUSSION AND CONCLUSIONS

The described seismic processing workflow allows for identification, separation, and removal
of specific noise modes. It addresses the challenges arising from temporally and spatially
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transient phases, which cannot be effectively addressed using conventional stationary filter-
ing. It is computationally robust and its theory can be extended to higher dimensions. As
a consequence, the methodology is applicable to any temporally and spatially continuous
seismic dataset, both pre-stack and after imaging. We establish a representation of the
2-D CWT output that is intuitive to understand, visualize and label. It is thus suited for
machine learning algorithms. We apply the inverse transform using automatically chosen
CWT panels and retrieve time-domain data. Noise is suppressed and many new seismic
phases are visible.
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Supervised and unsupervised learning for velocity model
building

Stuart Farris and Mauricio Araya

ABSTRACT

We present a deep learning (DL) workflow that takes analog velocity models and realis-
tic raw seismic waveforms as inputs and produces subsurface velocity models as output.
When insufficient data is used for training, DL algorithms tend to either over-fit or fail
completely. Gathering large amounts of labeled and standardized seismic data sets is
not straight forward. We address this shortage of quality data by building a Generative
Adversarial Network (GAN) (Goodfellow et al., 2014) to augment our original train-
ing data set, which then is used by the DL-driven seismic tomography as input. The
DL tomographic operator predicts velocity models with high statistical and structural
accuracy, after being trained with the GAN generated velocity models.

INTRODUCTION

There has been a recent increase in the number of upstream exploration problems that are
being addressed with machine learning (ML) applications, including fault prediction (Araya-
Polo et al., 2017), facies classification, (Roy et al., 2013), salt bodies detection (Waldeland
and Solberg, 2017), digital rock (Waldeland and Solberg, 2017), lithology classification (Xie
et al., 2018), and well log analysis (Bestagini et al., 2017). Unfortunately, the earth sciences
as a whole suffer from a lack of labeled data, since we seldom know what truly exists beneath
the surface. Therefore, supervised ML applications for earth sciences are not reaching their
full potential. Also, concerns about generalization and statistical soundness arise when
small heavily curated data are used to demonstrate or claim generic solutions. Industries
experiencing the most drastic ML revolutions use labeled data sets with millions of samples
(Lin et al., 2014). If exploration geophysics expects to replicate similar levels of success,
the size and diversity of our labeled datasets must be comparable.

In this work, we leverage Generative Adversarial Networks (GANs) to learn a geologic
representation from a finite number of model examples. We then sample from the learned
distribution to obtain a large number of unique, geologically feasible models. In this way we
mimic the velocity profiles of original models while simultaneously obtaining an abundance
of models necessary to fulfill the statistical thoroughness needed for supervised learning
problems. We introduce a workflow that uses earth models generated from a GAN to train
a DL tomographic operator which reconstructs velocity models from raw seismic data. We
aim to create earth models of high enough quality to be used as the precursor to structural
imaging algorithms and for geological interpretation.
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DEEP LEARNING TOMOGRAPHY

At the forefront of earth model building in exploration seismology is full waveform inversion
(FWI). This technique iteratively simulates the seismic experiment and updates the earth
model until the simulated seismic data matches the recorded seismic data in a least squares
sense (Tarantola, 1984). By fully modeling how energy propagates through the subsurface,
FWI is more likely than other methods to find accurate representations of the material
properties. Despite this advantage, FWI suffers from many pitfalls. In order to remain
stable, FWI must discretize wave propagation very finely in time and space which leads to
high computational cost. Furthermore, the iterative computation of earth model updates
from data residuals is highly nonlinear and frequently suffers from what is commonly re-
ferred to as cycle skipping when optimized with gradient-based inversion methods. FWI
is notorious for failing when the initial inversion model is far from the truth. There is a
need for an approach that exceeds the accuracy of FWI while simultaneously avoiding its
computational complexity and inversion constraints.

Figure 1: Illustration of the training process for the DL Tomography operator. [NR]

DL approaches are showing promising results in the ability to alleviate these restrictions.
DL leverages all the signal content in the data for model predictions, frees the problem from
incorrect assumptions about the physics of wave propagation, provides key computational
advantages over FWI, and is nearly void of human bias. For example, Wang et al. (2018) and
Araya-Polo et al. (2018) have each illustrated that convolutional neural networks are fully
capable of accurately predicting velocity models with complex overburden profiles directly
from seismic data at a fraction of the computational cost of FWI (Farris et al., 2018). While
training DL models is notoriously expensive, this expense is incurred once. Then, assuming
that the DL model is general enough, the cost of making subsequent model predictions is
negligible. Alternatively, the full cost of FWI is incurred every time a new model is required.
Here we expand on the CNN used in (Farris et al., 2018) used for mapping from seismic
shots to velocity model. The training of our CNN is illustrated in Figure 1.

Despite the advantages over FWI, and subsequently other velocity model building tech-
niques, DL-based applications have not replaced other earth model building techniques
within the industry. Farris et al. (2018) notes a few, albeit difficult, remaining restrictions
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overshadow DL methods. Primarily, the results can still be outperformed by other earth
model building approaches if one is willing to pay the computational price. This issue of
performance highlights a key problem with supervised learning approaches such as DL,
which is a lack of labeled data. The accuracy of DL is directly tied to the quality and
quantity of data/label pairings used to train the weights within the network. One may,
correctly, assume that the exploration industry has a plethora of seismic data and, there-
fore, training DL models to map from seismic data to earth models should be achievable.
Unfortunately, though, the excess of seismic data that has been acquired by the industry
over the last century is all unlabeled since we never actually know the true earth model
that produced the data. Even when accurate interpretations are available as labels, they
are not standardized between exploration regions, companies, or domain experts. This su-
pervised learning problem is severely limited as we lack the volume of labeled data to build
a network that can make accurate, general earth model predictions. Previous works have
relied on pseudo-randomly generating on the order of thousands synthetic earth models,
simulating seismic surveys in each model, and training DL models with this limited number
of data-label pairings Araya-Polo et al. (2018); Farris et al. (2018). The problem remains
that the ability to deterministically create a vast number of earth models that are diverse
enough to represent a variety of geologic regimes is non-trivial. It would be advantageous
if there was a way to create an unlimited number of earth models that are each unique,
complex, and representative of realistic geology. If this set of earth models existed, it may
be possible to train a DL algorithm to map from seismic data to earth models with a level
of accuracy greater than all other physics-based approaches.

COMPLEX MODELS FROM GENERATIVE ADVERSARIAL
NETWORKS

It has been shown empirically that GANs are the most successful class of generative models.
They have been used by the ML community to generate images of human faces that are
virtually indistinguishable from their real counterparts (Creswell et al., 2018), they are a
promising approach to image super resolution (Ledig et al., 2016), and can produce high
fidelity scientific data (Frid-Adar et al., 2018). Applications in the geophysics community
are rapidly emerging. Siahkoohi et al. (2018) successfully used GANs for seismic data
reconstruction and Richardson, (2018) suggests that when GANs are coupled with a FWI
work flow more plausible results are obtained.

Generative models learn the intrinsic distribution function of the input data p(x) (or
p(x, y) if there are multiple targets/classes in the dataset), allowing them to generate both
synthetic inputs x and outputs/targets y, given a set of hidden parameters or latent variables
z.

GANs are new class of generative models, implemented using two separate networks,
that are trained simultaneously (Goodfellow et al., 2014). A Generator network aims at
generating data that is indistinguishable from the original training set by learning its un-
derlying probability distribution. It is analogous to a forger, that is continuously trying
to convince the second network, the Discriminator, that the data it produces belongs to
the original dataset. The Discriminator’s job is to classify its input data as either ‘real’ or
‘fake’. It is analogous to a human expert trained to detect fraud.

A neural network G(z, θ1) is used to model the Generator. It maps a set of latent
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input variables z to the desired data space x (say velocity models). A second network
D(x, θ2) models the Discriminator, a binary classifier that maps the probability that its
input came from the original data set. In both cases, we use θi to represent the weights
or parameters that define each neural network. The Discriminator is trained to maximize
D(x), the probability that data x, sampled from the training set, is labeled as ‘real’. At
the same time, it must label data coming from the Generator as ‘fake’. So it is trained by
maximizing D(G(z)), or equivalently by minimizing 1 −D(G(z)). We may formally write
the generators loss function as (Goodfellow et al., 2014):

V (D,G) = log(D(x)) + log(1−D(G(z))) (1)

In practice, we use a log loss function because it heavily penalizes samples that we
are confident are mislabeled (Salimans et al., 2016). The generator, on the other hand, is
trained to continuously mislead the Discriminator, it is trained to maximize D(G(z)), so
its lost function is simply V = log(D(x)).

Our GAN architecture resembles the one proposed by Radford et al. (2015). We im-
plemented the generator as a series of 2D convolutional transpose operations on the input
features, with a hyperbolic tangent function (tanh) activation function in its output layer ?.
The Discriminator uses a series of convolutional layers fully connected to dense output layer
with a sigmoid activation function. We found that the most stable and consistent results
are obtained when instead of using pooling layers we applied stridden convolutions. Also,
it is not possible to obtain reliable results unless a batch normalization (Ioffe and Szegedy,
2015) scheme is applied to the output of the successive layers. Our training set was about
1000 2D slices from a Gulf of Mexico velocity cube that was the culmination of many other
velocity estimation techniques. Once trained, our GAN was able to generate velocity mod-
els, examples seen in Figure 2, that, to an expert, were indistinguishable from model slices
taken from the training set. This is sufficient to conclude our generator successfully learned
the probability distribution of the training set and it is able to produce arbitrary velocity
models using a small number of input variables.

Figure 2: Four examples of unique, complex, and geologically realistic models produced by
our GAN. [NR]
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COMBINING SUPERVISED AND UNSUPERVISED DEEP
LEARNING

The combination of the unsupervised learning for earth model generation and supervised
learning for earth model prediction from seismic data, can be summarized in Figure 3. First,
we train the GAN to generate realistic earth models containing complex salt overburden.
This is illustrated in the top left of Figure 3. Once we are satisfied with the output of the
GAN, we use it to generate approximately 10,000 earth models. We now move to the top
right of Figure 3, in which we use wave propagation code to generate a seismic acquisition
over each earth model. When this is complete we have a data/label pairing of sufficient size
and geologic complexity to train an effective DL tomography operator. The training of the
operator is shown in the bottom of Figure 3.

Figure 3: The combined workflow of unsupervised and supervised DL culminating in an
accurate Tomography operator that maps from seismic shots to 2D velocity models. [NR]

Once complete, a fully trained tomography operator is ready to be used for predictions of
new velocity models when exposed to input data. To a certain extent, this workflow shares
concepts with FWI. For instance wave equation modeling happens in both approaches, and
both at their core solve an optimization problem. FWI community recognize the usefulness
of some concepts developed in the DL community, for instance using similar loss functions,
such as Wasserstein (Sun et al., 2019; Yang et al., 2016) which was first used in the DL
community as a loss function in Frogner et al. (2015) and then gained wide attention being
integrated in GAN architectures (Gulrajani et al., 2017). The connection between these
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two techniques does not stop here, for instance, as demonstrated in Farris et al. (2018),
models predicted with DL tomography can be used as advanced starting models for FWI,
thus reducing optimization cost. We foresee more efforts from the community along the
direction of combining these two methods, either DL being used as preconditioner or directly
influencing FWI misfits.

CONCLUSION

By leveraging the power of GANs, we are able to fulfill our DL-based tomography workflow
and reach impressive quantitative and qualitative results with trained tomography operator.
This workflow gives us a strong foundation from which we can pursue more ambitious DL
challenges, one of which is generalization to any possible geologic regime. To do this, we
need GANs that can learn the underlaying statistical distribution of earth models with
any possible structure, shape, and overburden trend. Furthermore, we need the ability
to produce higher resolution models, with the possible extension into three dimensions.
Overall, we believe GANs are a useful tool that helps to avoid issues with labeled data
generation and quick turnaround of workflow based on Deep Learning in geosciences.
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Texture Based Classification Of Seismic Image Patches Using
Topological Data Analysis

Rahul Sarkar, and Bradley J. Nelson 1

ABSTRACT

In seismic imaging, a long sought after goal has been either full or partial automa-
tion of the seismic image segmentation and interpretation processes. In this study, we
present a novel supervised learning method for textural classification of seismic image
patches, based on a topological tool called persistent homology. The basic workflow
starts by taking an image and calculating its persistent homology, which gives us a list
of birth-death pairs for different homology dimensions. Polynomial feature vectors are
then extracted from these pairs, which are used to train three commonly used classifiers
— support vector machines, random forests, and neural networks, whose performances
we compare. In addition, we experiment with different derived textural attributes and
test the impact of using them instead of the raw images in the workflow. Our proposed
method is tested on the publicly available LANDMASS datasets, which contains two
sets of 2D seismic image patches grouped into four classes. The results indicate that
persistent homology derived features can be powerful for automated textural segmen-
tation of seismic images.

INTRODUCTION

The task of seismic image segmentation is routine in many different areas of hydrocarbon
exploration, from detection of faults and salt domes, to estimating the reserve sizes. This is
an extremely human intensive process, and considerable effort has gone into its automation.
Early efforts towards this goal focused on developing attributes to aid human interpreters
(Chen and Sidney, 1997; Chopra and Marfurt, 2005), but this still required considerable hu-
man input. More recently, with advances in machine learning (ML), strides have been made
towards partial to full automation of such tasks. Supervised and unsupervised learning al-
gorithms have been employed for seismic facies recognition and structure labeling (Zhao
et al., 2015), whereas more specialized deep learning techniques have been used for auto-
mated seismic interpretation and salt body identification (Waldeland et al., 2018) tasks.
A subclass of these methods attempts to perform image segmentation using textural at-
tributes (Love and Simaan, 1984; Chopra and Alexeev, 2006), based on the observation
that different lithologies often exhibit different image textures. For example, a salt body

1Email: bradnelson@stanford.edu
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looks very different from a region of sedimentary deposits in a seismic image. An important
recent work by Chevitarese et al. (2018) demonstrates that seismic image segmentation can
be performed by breaking up the image into small patches, followed by using convolutional
neural networks (CNNs) to classify these patches based on their textures.

In this abstract we demonstrate the use of features obtained from topological data
analysis (TDA) (Carlsson, 2009) for seismic image classification, which are robust to a
variety of challenges in texture recognition such as image rotation, scaling, and nonlinear
deformation, as well as perturbations to pixel values. We use features from raw input
images, and also experiment with various commonly used textural attributes as inputs to
our workflow. The strength of these features is tested by training three different classifiers
on two publicly available labeled 2D seismic datasets.

TOPOLOGICAL DATA ANALYSIS

In this section, we give a minimal introduction to several tools in TDA useful for our
purposes; for a more thorough introduction we defer to Carlsson (2009), and Ghrist (2017).
Images give rise to topological spaces in a straightforward way. We denote a space as X,
in which pixels become points in the space, adjacent points are connected by edges, and
minimal triangles are spanned by a 2-dimensional face. We assign each pixel its coordinates
in the image, and use the Freudenthal triangulation of the integer lattice (Freudenthal,
1942). Interesting information appears when we threshold the space by pixel value. We
denote Xt as the space that contains only points whose pixel intensity value is less than t,
only edges whose both endpoints are included, and only triangles for which all boundary
edges are included. The sequence of spaces resulting from varying t is called a (sub-level
set) filtration on X.

b)

t = 0.0 t = 0.3 t = 0.7 t = 1.0

d)
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Figure 1: a) Example 3× 3 patch from an image. b) Sub-level set filtration at different pixel values
t. c) Persistence diagram of the filtration. d) Persistence barcode of the filtration. Persistence pairs
are PH0 : {(0,∞),(0.3,0.7)} and PH1 : {(0.7,1.0)}. The longer pair in PH0 represents the connected
component that is present throughout, and the shorter pair represents the component that appears at 0.3
and merges with the first component at 0.7. In PH1, the pair represents the cycle that appears at 0.7.
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Figure 1: a) Example 3×3 patch from an image. b) Sub-level set filtration at different pixel
values t. c) Persistence diagram of the filtration. d) Persistence barcode of the filtration.
Persistence pairs are PH0 : {(0,∞), (0.3, 0.7)} and PH1 : {(0.7, 1.0)}. The longer pair in
PH0 represents the connected component that is present throughout, and the shorter pair
represents the component that appears at 0.3 and merges with the first component at 0.7.
In PH1, the pair represents the cycle that appears at 0.7. [NR]

Homology is a homotopy invariant of topological spaces, and persistent homology tracks
how homology changes in a filtration. The input to persistent homology is a filtration on
a space, and the output is a collection of pairs of real numbers, called birth-death pairs, in
different dimensions. Figure 1 contains a working example of how persistent homology is
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calculated from the sub-level set filtration of a 3 × 3 image patch. In our situation, only
two dimensions contain information. Zero dimensional information, PH0(Xt), describes
connected components, and a birth death pair (bi, di) ∈ PH0 represents a connected com-
ponent that appears in the filtration at t = bi, and merges with an older component at
t = di. There is always a single component that survives to the end of the filtration, and we
say its death is at infinity. One-dimensional information, PH1(Xt), contains information
about holes in the space which are not filled in by triangles. For (bi, di) ∈ PH1(Xt), the
birth bi is the value at which the hole appears, and di is the value at which the hole is
completely filled in. These sets of birth death-pairs are often visualized using persistence
barcodes (Figure 1d), in which each pair (bi, di) is represented as a bar that begins at bi and
terminates at di, or using persistence diagrams (Figure 1c), in which each pair is plotted
as a point on the plane. One of the appealing qualities of persistent homology for texture
classification is that birth-death pairs do not change much when the image is deformed,
such as by perturbation of pixel values (Cohen-Steiner et al., 2007), and also rotations and
scaling of the image.

Once the birth-death pairs for a filtration have been computed, we seek to turn them
into features that can be fed into standard machine learning algorithms. Several approaches
are suggested in the literature (Adcock et al., 2016; Bubenik, 2015; Adams et al., 2017),
and we elect to use a straightforward implementation of Adcock et al. (2016). Fix the
homology dimension (either 0 or 1) and consider the set of birth death pairs {(bi, di)}i∈J in
that dimension. We then compute several polynomials of the form

p(α; {(bi, di)}i∈J) =
1

|J |
∑
i∈J

∑
j,k

αj,k(di − bi)j(di + bi)
k (1)

for different choices of α. Polynomials of this form are desirable because they do not
depend on the ordering of the pairs, and Adcock et al. (2016) show that they can distinguish
spaces with different persistent homology in a meaningful way.

METHOD AND RESULTS

We will describe our method using the publicly available LANDMASS (Alaudah et al.,
2015) datasets which consists of two sets of seismic image patches, LANDMASS-1 and
LANDMASS-2, each of which is divided into four classes — horizon patches, chaotic patches,
fault patches, and salt dome patches. We will refer to these classes as Class 1, Class 2, Class
3, and Class 4 respectively (see Figure 2 for example images). The image pixel values are
in the range [-1,1].

Our method is motivated by the observation that the persistence diagrams of images
belonging to different classes exhibit subtle differences in the distribution of persistence
pairs, as seen in Figure 3, and hence the polynomial features extracted from them should
be able to detect these differences. We start by taking a raw grayscale image, and compute
its persistent homology using a sub-level set filtration. The pair in PH0 with infinite death
time is discarded, and 15 polynomial features are calculated per homology dimension, with
αj,k = δj=j0,k=k0 , where (j0, k0) ∈ {0, 1, 2, 3}2 − {(0, 0)}. This produces a total of 30
topological features which are then fed into one of three classification algorithms — a multi-
class support vector machine (SVM), a random forest (RF), and a fully connected neural
network (NN) classifier. The NN architecture contains 1 hidden layer with 100 nodes, and
an output layer with 4 nodes, one for each class.
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Figure 2: Sample image patches from the LANDMASS-2 dataset in clockwise order from
top-left belonging to classes 1, 2, 3, and 4 respectively. [ER]

The classifiers are trained using 70% of the data from each class chosen randomly, and the
remaining 30% are used as the test set to calculate the classification accuracy. We used 5000
epochs to train the NN with the Adam optimizer. For LANDMASS-1 we achieved an overall
accuracy of 74.92%, 98.49%, and 99.68% for the SVM, RF, and NN classifiers respectively,
while for LANDMASS-2 the corresponding numbers are 79.42%, 98.58%, and 98.5% (also
see Figure 5). The SVM classifier performs quite poorly for both datasets, suggesting
the need for nonlinear decision boundaries. The RF and NN classifiers which are capable
of handling non-linear decision boundaries work very well and have similar performance.
In Figure 4 we have provided scatter plots of the first two principal components of the
topological features for the two datasets, which already begin to show separation of the 4
classes.

We have also explored whether any of the specialized attributes widely used in texture
based segmentation of seismic images has any impact on our proposed workflow, when used
in place of the raw image. The attributes chosen for this purpose are root mean square
amplitude (RMS), and 10 extremely popular attributes based on grey level co-occurrence
matrices (GLCM) (Eichkitz et al., 2013; Di et al., 2017). For each of these attributes, we
take the image and generate the corresponding attribute images of the same size, and then
repeat our workflow with the 3 classifiers. In this abstract, we only report the classification
accuracy for the best 4 performing attributes with respect to the RF classifier, along with
the raw image for comparison in Figure 5. We see that the performance of the different
attributes are similar to each other and the raw image, but the raw image almost always
slightly outperforms the attributes. Also very interestingly, for the SVM classifier, GLCM
Variance far outperforms all other attributes.
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Figure 3: The persistence diagrams in clockwise order from top-left belonging to classes 1,
2, 3, and 4 respectively. The corresponding images are shown in Figure 2. [CR]

CONCLUSIONS

We have presented a new approach for seismic texture classification using features generated
from topological data analysis. Experiments on the LANDMASS datasets in conjunction
with black box ML algorithms suggest that these features themselves are excellent descrip-
tors of textural information in seismic images. The topological features can be used for
detection and classification of important geologic structures of interest, such as faults and
salt domes. We anticipate that their inclusion in existing ML workflows for similar tasks
will greatly enhance their performance. Future work will aim at extending the proposed
method to 3D labeled datasets.
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Figure 4: Top two principal components of the topological features for LANDMASS-1 (left)
and LANDMASS-2 (right). Separation is more apparent in LANDMASS-2 due to balanced
class sizes. [CR]

Attribute Classification Accuracy on Test Set (%)
SVM RF NN

Raw 99.8 / 75.2 / 0.0 / 0.0 99.9 / 98.6 / 95.2 / 93.3 100.0 / 99.6 / 99.7 / 98.4
Image 100.0 / 55.0 / 88.3 / 74.3 100.0 / 98.0 / 100.0 / 96.3 100.0 / 100.0 / 99.0 / 95.0
GLCM 100.0 / 18.6 / 34.1 / 29.3 99.9 / 97.9 / 82.1 / 93.3 100.0 / 97.8 / 92.8 / 97.0
Mean 62.7 / 19.0 / 4.0 / 100.0 100.0 / 97.0 / 97.3 / 91.7 100.0 / 96.0 / 95.7 / 96.3
RMS 100.0 / 1.0 / 0.0 / 0.0 99.3 / 96.1 / 88.0 / 82.0 99.5 / 99.1 / 96.3 / 91.5

Amplitude 74.7 / 85.7 / 71.3 / 61.7 99.7 / 96.0 / 96.0 / 91.7 99.7 / 99.0 / 93.7 / 91.3
GLCM 100.0 / 0.0 / 0.0 / 0.0 99.3 / 94.9 / 80.8 / 91.2 99.8 / 93.6 / 87.7 / 96.7

Correlation 64.7 / 32.0 / 89.3 / 32.3 99.7 / 93.7 / 92.0 / 97.0 100.0 / 95.7 / 93.7 / 98.3
GLCM 96.6 / 94.1 / 92.8 / 67.7 98.5 / 95.7 / 96.3 / 74.0 99.3 / 98.3 / 98.1 / 87.3

Variance 97.3 / 93.3 / 91.7 / 87.0 99.0 / 95.3 / 96.7 / 89.7 99.7 / 99.0 / 99.3 / 95.0

Table 1: Classification accuracy for the best 4 texture attributes (with respect to the RF classifier), and
for each classification algorithm are given for comparison along with the raw image. The results are
broken down for each of the 4 classes, color coded as Class 1 / Class 2 / Class 3 / Class 4. In each cell,
the top and bottom rows correspond to the LANDMASS-1 and LANDMASS-2 datasets respectively.

81st EAGE Conference & Exhibition 2019
3–6 June 2019, London, UK

Figure 5: Classification accuracy for the best 4 texture attributes (with respect to the RF
classifier), and for each classification algorithm are given for comparison along with the
raw image. The results are broken down for each of the 4 classes, color coded as Class 1
/ Class 2 / Class 3 / Class 4. In each cell, the top and bottom rows correspond to the
LANDMASS-1 and LANDMASS-2 datasets respectively. [NR]
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Acoustic anisotropic full waveform inversion: a
parameterization study by examples

Huy Le

ABSTRACT

In this paper I study the sensitivity of different parameter combinations to seismic data
in acoustic anisotropic FWI in VTI media. Through synthetic experiments, I examine
eight parameterizations and observe that those combining one velocity (vertical, vz,
horizontal, vh, or NMO, vn) and two Thomsen anisotropic parameters (among ε, δ,
and η) produce the best estimated models with lowest cost functions and model resid-
uals and more focused final RTM images. I also find that the choice of parameters
determines correlation between model updates. For example, if the inversion is set up
in terms of (vz, ε, δ), final ε update has a positive correlation with those of the other two
parameters. However, when used in (vh, ε, δ), ε update is in the opposite direction from
the other two. When choosing to invert for one velocity and two anisotropic param-
eters, it might be tempting to perform a mono-parameter inversion by updating only
the most influential parameter, velocity, if the smooth background models for Thomsen
parameters are deemed good enough. I find that a simultaneous inversion of all three
parameters results in a better velocity estimation than that from a one-parameter in-
version, even though inverted Thomsen parameters might be erroneous due to crosstalk
from velocity.

INTRODUCTION

Parameterization in acoustic anisotropic FWI has been studied by a number of researchers.
Plessix and Cao (2011) perform eigenvalue decompositions of Hessian matricies to find the
most sensitive parameters in different acquisition settings. They conclude that diving waves
are most sensitive to horizontal velocity while reflections are more to NMO velocity. In their
work, they also prove that the Thomsen parameter δ cannot be inferred from surface seismic
data due to its tradeoff with depth. Gholami et al. (2013) analyze the radiation patterns of
various parameters to understand their crosstalk, sensitivity, and how they depend on the
scattering angle. The message from their work is the choice of parameters is influenced by
acquisition, which determines the angle and wavenumber coverage, and by the accuracy of
the initial models.

Alkhalifah and Édouard Plessix (2000) employ both radiation pattern and eigenvalue
decomposition techniques to demonstrate that (vn, η, δ) parameterization properly captures
sensitivity of diving waves and reflections while (vh, ε, η) is best for a hierachical inversion
approach, which first inverts for vh with diving waves. The role of δ and ε in these two
parameterizations is to fit the amplitude, accouting for limitations of the acoustic approx-
imation. Alkhalifah (2016) once again emphasizes (vh, ε, η) and Guitton and Alkhalifah
(2017) illustrate improvements in inversion results with this parameterization by synthetic
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and field data examples. Djebbi et al. (2017) show that parameter sensivitiy is also reflected
in the traveltime kernels computed with different source and receiver orientations.

Definition of the objective function, χ, and derivations of the adjoint equations, gradi-
ents, and Hessian follow Le (2016). I find that expressing the gradients and Hessian in terms
of (cij) has several advantages. First, the wave equations’ differential operator is linear with
respect to (cij), which makes the derivation and expressions of the gradients and Hessian
simpler. Second, the gradients and Hessian with respect to any other parameterization, for
example (vz, ε, δ), can be computed with chain rules

g(vz ,ε,δ) = JT g(cij), (1)

H(vz ,ε,δ) = JTH(cij)J, (2)

where

g(vz ,ε,δ) =
[
∂χ
∂vz

∂χ
∂ε

∂χ
∂δ

]T
, g(cij) =

[
∂χ
∂c11

∂χ
∂c13

∂χ
∂c33

]T
,

H(vz ,ε,δ) =


∂χ2

∂2vz

∂χ2

∂vz∂ε
∂χ2

∂vz∂δ
∂χ2

∂ε∂vz
∂χ2

∂2ε
∂χ2

∂ε∂δ
∂χ2

∂δ∂vz
∂χ2

∂δ∂ε
∂χ2

∂2δ

 , J =


∂c11
∂vz

∂c11
∂ε

∂c11
∂δ

∂c13
∂vz

∂c13
∂ε

∂c13
∂δ

∂c33
∂vz

∂c33
∂ε

∂c33
∂δ

 ,

H(cij) =


∂χ2

∂2c11

∂χ2

∂c11∂c13
∂χ2

∂c11∂c33
∂χ2

∂c13∂c11
∂χ2

∂2c13

∂χ2

∂c13∂c33
∂χ2

∂c33∂c11
∂χ2

∂c33∂c13
∂χ2

∂2c33


(3)

In terms of implementation, this makes the code more reusable for having one subroutine
to perform forward and backward propagations and form the gradients in (cij) and other
subroutines to perform chain rules.

PARAMETERIZATION

There are many different ways to formulate an acoustic anisotropic FWI problem. In this
section I evaluate eight different parameterizations that have been studied and suggested
by Plessix and Cao (2011); Gholami et al. (2013); Guitton and Alkhalifah (2017): (vz, ε, δ),
(vh, ε, δ), (vn, η, δ), (vh, ε, η), (vz, vh, δ), (vn, vh, δ), (vz, vn, vh), and (cij). I perform inversions
using these parameters starting from the same initial models with two different acquisitions:
short offset streamer, 5 km, and uniform with maximum offset up to 20 km. I use a Ricker
wavelet of 5 Hz center frequency and the LBFGS solver (Nocedal and Wright, 2006) with
100 function and gradient evaluations.

I normalize the unknown parameters, for example (vz, ε, δ), by

v̄z =
vz
v0
, ε̄ =

ε

ε0
, δ̄ =

δ

δ0
, (4)

where the constant scaling factors v0, ε0, and δ0 are chosen to maintain the ratios between
the initial gradients and the initial models

‖g0
v̄z‖∞
‖v̄0
z‖∞

=
‖g0
ε̄ ‖∞
‖ε̄0‖∞

=
‖g0
δ̄
‖∞

‖δ̄0‖∞
. (5)



SEP–176 Anisotropic FWI Parameterization 221

An alternative choice can be the mean values of the initial models.

Figure 1a plots the objective functions as a function of iteration in log scale. Eight
parameterizations classify into two groups. The first four parameterizations are those with
one velocity and two Thomsen parameters, and the second group includes parameterizations
with two velocities, three velocities, and stiffnesses. This figure shows that parameterizing
with one velocity and two Thomsen parameters results in a slightly lower objective function.
The difference between two groups in terms of objective function reduction is small, although
noticeable.

I also compute and compare the normalized model residuals in vz, vh, and vn as a
function of iteration. This is defined as the `2 norm of the normalized difference between
the kth iterate and the true model. For vz it is, for example

rkvz =

∥∥∥∥∥vkz − vtrue
z

vtrue
z

∥∥∥∥∥
2

2

. (6)

Figure 1 shows the model residuals in velocities for different parameterizations. Similar to
Figure 1a, the final model residuals of the inversions with one velocity and two Thomsen
parameters are lower than those of the other parameterizations. Similar plots for uniform
acquisition, Figure 2, illustrate the same observation: parameterizing acoustic anisotropic
FWI with one velocity and two Thomsen parameters leads to a better convergence. This
is also observed in elastic VTI FWI (Kamath and Tsvankin, 2017). The ”bumps” on the
model residual curves are where the line search routine tries out different step lengths to
find a satisfactory one.

Comparing the final RTM images, Figures 3a-3c, I also notice that parameterizations
with one velocity and two Thomsen parameters result in better focusing and higher quality
images, particularly at the fault indicated by the arrow. Among the four parameterizations
with one velocity and two Thomsen parameters, it is hard to draw a definite conclusion
given the band limited nature of the data.

PARAMETER CORRELATION

In this section I further examine two parameterizations: (vz, ε, δ) and (vh, ε, δ). The setup is
similar to that of the previous example in terms of acquisition, wavelet, and solver. Figure
4a and 5a plot the differences between the true and initial models for vertical and horizontal
velocities. Figure 4b plots the final vertical velocity update from an inversion using (vz, ε, δ),
while Figure 5b plots the final model update in horizontal velocity after an inversion using
(vh, ε, δ). The two velocity model updates are very similar to their corresponding ground
truths. On the other hand, the final model updates and their true-initial differences of
the Thomsen parameters ε and δ are shown in Figures 6 and 7 respectively. Compared
with the final velocity updates, the updates in Thomsen parameters are not as good and
contaminated by crosstalk artifacts, pointed out by the arrows.

Parameterization determines the correlation between model updates. Comparing the
final updates in vertical velocity, Figure 4b, ε, Figure 6b, and δ, Figure 7b, I observe that
these model update have a positive correlation, i.e. an increase in velocity colocates with
increases in ε and δ. When horizontal velocity is used instead of vertival velocity, ε update
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Figure 1: (a) Objective functions with iteration. Model residuals in (a) vz, (b) vh, and (c)
vn for different parameterizations using short offset data.
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Figure 2: (a) Objective functions with iteration. Model residuals in (b) vz, (c) vh, and (d)
vn for different parameterizations using long offset data.



224 Le SEP–176

0.0 2.5 5.0 7.5 10.0 12.5 15.0 17.5 20.0
X (km)

0

1

2

3

4

5

Z 
(k

m
)

0.0 2.5 5.0 7.5 10.0 12.5 15.0 17.5 20.0
X (km)

0

1

2

3

4

5

Z 
(k

m
)

0.0 2.5 5.0 7.5 10.0 12.5 15.0 17.5 20.0
X (km)

0

1

2

3

4

5

Z 
(k

m
)

Figure 3: Final RTM images of long offset inversion with (a) (vz, ε, δ), (b) (vn, vh, δ), and
(c) (cij).
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Figure 4: Inversion with (vz, ε, δ) parameters. Panel (a) is the difference between the true
and initial vertical velocity models while panel (b) is the model update.
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Figure 5: Inversion with (vh, ε, δ) parameters. Panel (a) is the difference between the true
and initial horizontal velocity models while panel (b) is the model update.
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Figure 6: Panel (a) is the difference between the true and initial ε, panel (b) is the model
update using (vz, ε, δ) parameterization, and panel (c) is model update using (vh, ε, δ) pa-
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update using (vz, ε, δ) parameterization, and panel (c) is model update using (vh, ε, δ) pa-
rameterization.
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is in the oppositive direction with the other two parameters (compare polatiry of Figure
6c versus Figures 5b and 7c). Neither positive nor negative correlation indicates accurate
updating. Notice the two features pointed out by the arrows in Figure 6: (1) is a fault
and (2) is an anticline. Comparing with the ground truth, Figure 6a, positive correlation
between model parameters in (vz, ε, δ) leads to wrong update at the fault but correct update
at the anticline, Figure 6b. On the other hand, negative correlation between (vh, ε, δ) leads
to correct update at the fault but wrong update at the anticline, Figure 6c.

The correlation in parameter updates is also shown by Gholami et al. (2013) in acous-
tic anisotropic FWI and by Kamath and Tsvankin (2016) in elastic FWI. The correlation
changes with acquisition, parameterization, and starting models. I also observe this corre-
lation in the point spread functions (PSF). The PSF in (vz, ε, δ) share the same polatiry
(Figure 8) while the PSF in ε in (vh, ε, δ) has the opposite (Figure 9). These PSF are com-
puted with only a positive perturbation in velocity in a homogeneous isotropic background.
This incidates that block (2,1) in the Hessian matrix of (vh, ε, δ) also has an opposite polarity
from other blocks (Figure 10b).
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Figure 8: PSF in (a) vz, (b) ε, and (c) δ using (vz, ε, δ).
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Figure 9: PSF in (a) vh, (b) ε, and (c) δ using (vh, ε, δ).

Mathematically, the correlation between model updates and gradients is a result of the
starting models and the Jacobian matrices that control the transformation from one set
of parameters to another. Recall that the gradients are first computed in (cij), and then



230 Le SEP–176

De
l  

   
   

   
   

 E
ps

   
   

   
   

   
Vz

Vz                    Eps                     Del

De
l  

   
   

   
   

 E
ps

   
   

   
   

   
Vh

Vh                    Eps                     Del

Figure 10: Hessian matrices in (a) (vz, ε, δ) and (b) (vh, ε, δ).

applied chain rules (equations 3) with Jacobian matrices

J(vz ,ε,δ)→(cij) =


2vz(1 + 2ε) 2v2

z 0

2vz
√

1 + 2δ 0 v2z√
1+2δ

2vz 0 0

 ,

J(vh,ε,δ)→(cij) =


2vh 0 0

2vh
√

1+2δ
1+2ε −2v2h

√
1+2δ

(1+2ε)2
v2h

(1+2ε)
√

1+2δ

2vh
1+2ε − 2v2h

(1+2ε)2
0


(7)

Notice the negative signs in the second collumn of the Jacobian matrix transformation
between (vh, ε, δ) and (cij). This is the reason why ε update is negatively correlated with
updates in the horizontal veolocty vh and δ.

PARAMETER CROSSTALK AND NEWTON METHOD

The synthetic example in previous section also reveals the crosstalk between parameters.
Comparing the differences between the true and initial models in vertical velocity, Figure
4a, in horizontal velocity, Figure 5a, in ε, Figure 6a, and in δ, Figure 7a, one can notice the
dome-like structure, indicated by the arrow number (3), appears only in velocities. In the
final models, this structure, however, is present in both Thomsen parameters, Figures 6b
and 6c for ε, and Figures 7b and 7c for δ, regardless of parameterization. Because correlation
and crosstalk between parameters are reflected in the Hessian matrix, I employ a Newton
method in an attempt to remove this crosstalk. The LBFGS solver chosen before also tries
to capture some second-order information in the Hessian matrix, but only in a low-rank
type of approximation by a small number of gradient vectors, and therefore unsurprisingly
fails to reduce the crosstalk.

A Newton search direction, p, is computed as the solution of

Hp = −g, (8)
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where H is the Hessian matrix and g is the gradient vector. The Hessian matrix of the FWI
objective function is most of the time too computationally expensive to form explicitly, but
only its multiplication with a model-space vector is affordable. As a result, Newton Equation
8 can only be solved by iterative methods, such as conjugate gradients (CG). This means
a Newton solver usually consists of two nested loops. The inner loop iterates CG to find a
Newton search direction by solving Equation 8. Once a search direction is returned, each
outer loop iteration performs a line search and update the models. I implement a Newton
solver based on Algorithm 7.1 in Nocedal and Wright (2006). The inner loop is a modified
linear CG with early termination criteria and safeguards against indefinite matrices. The
line search routine is reused from the LBFGS solver.

The inversion results with Newton solver are shown in Figure 11 where H is the full
Hessian matrix and in Figure 12 where H is the approximate Gauss-Newton matrix. Both
of these inversions are in (vz, ε, δ). I observe that the dome structure, pointed out by
arrow number (3), is still present in all of the final models. This seems to illustrate that
Newton method, with either full or approximate Hessians, fails to reduce the crosstalk.
Furthermore, the computation performed by the Newton solver actually exceeds the LBFGS
solver. Although it only takes 20 iterations of the outer loop for Newton methods to
reach the same level of objective function, Figure 13a, the number of function evaluations
in Newton methods actually doubles, Figure 13b. The increase in computational cost of
Newton methods is also shown by Métivier et al. (2014).

Métivier et al. (2015) use Newton methods in visco-acoustic variable density FWI and
show that estimation of attenuation seems to improve. The inverted models they obtain,
however, are still contaminated by crosstalk artifacts. Pan et al. (2016) successfully apply
Newton methods to eliminate the crosstalk in elastic HTI FWI. Their synthetic models are,
however, simple and small enough that the Hessian matrix is constructed explicitly and the
Newton equation 8 is solved accurately by SVD. Pan et al. (2017) try to reduce parameter
crosstalks in an addaptive subtraction manner in isotropic elastic FWI and obtain some
improvements.

MONO-PARAMETER VERSUS MULTI-PARAMETER

The previous example seems to conclude that putting all data sensitivity into one parameter,
velocity, gives the best inversion results. In such parameterization, velocity is influential at
all scattering angles and the inversion is expected to recover a wide range of wavenumbers in
velocity. On the other hand, velocity leaves very strong imprints on the other less sensitive
parameters, making their final inverted models unreliable. Now one question rises is whether
it is necessary to invert for the two Thomsen parameters. Not doing so would reduce the
parameter space and save some algebraic calculation. An argument based on computational
cost would, however, not justify because the most expensive component in FWI is the wave
propagation, which does not depend on the number of parameters being inverted for. In
this section I try to quantify the performance of mono-parameter versus multi-parameter
waveform inversions using (vz, ε, δ).

Figure 14 plots the histograms of initial and final velocity errors for three inversions,
in which only velocity, velocity and ε, and all three parameters are inverted for. The data
acquisition is short offset streamer. All three inversions show improvements, the final veloc-
ity models are closer to the true velocity model than the initial model, depicted by higher
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Figure 11: Final model updates in (a) vz, (b) ε, and (c) δ using a Newton solver with full
Hessian and (vz, ε, δ) parameters.
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Figure 12: Final model updates in (a) vz, (b) ε, and (c) δ using a Newton solver with
Gauss-Newton Hessian and (vz, ε, δ) parameters.
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Figure 13: Objective functions with (a) iteration and (b) number of function and gradient
evaluation of LBFGS, Newton, and Gauss-Newton methods.

concentrations around zero velocity errors. Additionally, this figure shows that inverting for
three parameters, Figure 14c, gives better results than a two-parameter inversion, Figure
14b, which in turn is slightly better than a mono-parameter inversion, Figure 14a. The im-
provement in simultaneously inverting for multiple parameters is more significant for long
offset data, Figure 15.
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Figure 14: Histograms of velocity error: (a) inversion of velocity only, (b) inverting for vz
and ε, and (c) inverting for all three parameters with short offset streamer data.

CONCLUSIONS

In terms of parameterization, I show that it is better to put all the data sensitivity into one
dominant parameter, velocity, combined with two less influential Thomsen parameters. This
type of combinations induces severe crosstalk from velocity onto the other two parameters.
Crosstalk and parameter update correlation patterns are embedded in the Hessian matrix
of the FWI objective function. This gives rise to a truncated Newton method in which the
Newton equation is solved approximately in an iterative manner. However, my experiments
show that early termination of the inner-loop iteration due to the negative definiteness
of the Hessian matrix can hammer the ability of Newton methods to reduce parameter
crosstalk. Synthetic examples also reveal that velocity estimation benefits from having a
large model search space by incorporating all three parameters rather than updating only
the most sensitive parameter. The benefit is more noticeable with long offset data than
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Figure 15: Histograms of velocity error: (a) inversion of velocity only, (b) inverting for vz
and ε, and (c) inverting for all three parameters with long offset data.

short offsets.
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Alkhalifah, T., and R. Édouard Plessix, 2000, A recipe for practical full-waveform inversion
in anisotropic media: An analytical parameter resolution study: Geophysics, 79, R91–
R101.

Djebbi, R., R. Édouard Plessix, and T. Alkhalifah, 2017, Analysis of the traveltime sensitiv-
ity kernels for an acoustic transversely isotropic medium with a vertical axis of symmetry:
Geophysical Prospecting, 65, 22–34.

Gholami, Y., R. Brossier, S. Operto, A. Ribodetti, and J. Virieux, 2013, Which parameter-
ization is suitable for acoustic vertical transver isotropic full waveform inversion? Part 1:
Sensitivity and trade-off analysis: Geophysics, 78, No. 2, R81–R105.

Guitton, A., and T. Alkhalifah, 2017, A parameterization study for elastic VTI full-
waveform inversion of hydrophone components: Synthetic and North Sea field data ex-
amples: Geophysics, 82, No. 6, R299–R308.

Kamath, N., and I. Tsvankin, 2016, Elastic full-waveform inversion for VTI media: Method-
logy and sensitivity anlysis: Geophysics, 81, C53–C68.

——–, 2017, Elastic full-waveform inversion for VTI media: A synthetic parameterization
study: Geophysics, 82, C163–C174.

Le, H., 2016, Anisotropic full waveform inversion using the second-order pseudo-acoustic
wave equations: SEG Annual International Meeting, Expanded Abstracts, Society of
Exploration Geophysicists, 408–412.

Métivier, L., F. Bretaudeau, R. Brossier, S. Operto, and J. Virieux, 2014, Full waveform
inversion and the truncated Newton methods: quantitative imaging of complex subsurface
structures: Geophysical Prospecting, 62, 1353–1375.

Métivier, L., R. Brossier, S. Operto, and J. Virieux, 2015, Acoustic multi-parameter FWI for
the reconstruction of P-wave velocity, density and attenuation: preconditioned truncated
Newton approach: SEG Annual International Meeting, Expanded Abstracts, Society of
Exploration Geophysicists, 1198–1202.

Nocedal, J., and S. J. Wright, 2006, Numerical optimization: Springer.
Pan, W., K. A. Innanen, G. F. Margrave, M. C. Fehler, X. Fang, and J. Li, 2016, Estimation



236 Le SEP–176

of elastic constaints for HTI media using Gauss-Newton and fill-Newton multiparameter
full waveform inversion: Geophysics, 81, R271–R291.

Pan, W., K. A. Innanen, and Y. O. Yuan, 2017, Inter-parameter tradeoff quantification and
reduction in isotropic elastic full waveform inversion: SEG Annual International Meeting,
Expanded Abstracts, Society of Exploration Geophysicists, 1539–1543.

Plessix, R. E., and Q. Cao, 2011, A parameterization study for surface seismic full wave-
form inversion in an acoustic vertical transversely isotropic medium: Geophysical Journal
International, 185, 539–556.



Stanford Exploration Project, SEP176, May 22, 2019

Building time-lapse VTI models from coupled
fluid-geomechanical simulation

Yinbin Ma, Mark A. Meadows, and Biondo Biondi

ABSTRACT

A synthetic time-lapse (4D) model with changes that closely match those from a pro-
ducing reservoir would improve our understanding of the 4D seismic data. In this paper
we present a workflow to build a time-lapse vertical transversely isotropic (VTI) model
based on coupled fluid-geomechanical simulation data.

INTRODUCTION

Full waveform inversion (FWI) estimates high-resolution subsurface models by minimiz-
ing the mismatch between the observed seismic data and synthetic data (Tarantola, 1984;
Virieux and Operto, 2009). FWI is a useful tool for 4D seismic imaging problems (Denli
and Huang, 2009; Routh et al., 2012; Maharramov and Biondi, 2014). However, 4D FWI
faces the challenge of detectability from the seismic surveys, particularly for the estimation
of anisotropic parameters.

In this paper, we present a workflow to build a synthetic time-lapse VTI model to
help us understand the feasibility of estimating anisotropic parameters and improve 4D
FWI strategies. The synthetic model is built based on a coupled flow and geome- chanical
simulation of a producing reservoir, and has been calibrated based on the fields pressure
history during production. Our synthetic model has been designed to contain time-lapse
changes that are close to those arising from production effects observed in the field data.

The paper is organized as follows. In the METHOD section, we show the workflow
to build the synthetic time-lapse model. Next, we give an overview of the geomechanical
model. In the following sections, we explain the workflow to build the baseline and monitor
models in detail. We test the synthetic model with seismic imaging in the last section.

METHOD

We build a synthetic time-lapse seismic VTI model with output from a coupled flow and
geomechanical simulation in an isotropic medium. The static Youngs modulus (E), static
Poissons ratio (ν), density, stress and strain from the geomechanical model are required to
build the VTI model.

To convert the geomechanical model to the seismic model, we designed the following
workflow:

1. Extract static E and ν from geomechanical model

237
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2. Convert static properties to dynamic E and ν

3. Compute dynamic Vp and Vs by adjusting the dynamic-to-static ratio in step 2 based
on the field model used previously for seismic migration

4. Add constant ε and reasonable δ based on the field model, to get the baseline VTI
model

5. Compute the strain and stress for the baseline and monitor models by coupled flow-
geomechanical simulation

6. Use third-order elasticity to estimate stiffness tensor changes in a tilted reference
frame represented by the triaxial components of stress (orientation determined by the
stress and strain outputs)

7. Rotate the change in stiffness tensor back to the field model reference frame

8. Project the monitor stiffness tensor changes to the closest VTI model (Dellinger,
2005). Adjust coefficients for third-order elasticity by repeating steps 6-8 until the
seismic time-lapse change matches the value observed from the field.

At the end of the workflow, we have a time-lapse seismic VTI model in finite-element
cells. It is straightforward to convert the finite element model to finite difference model (
see Appendix)

In the following sections, we will illustrate each step in the workflow with a numerical
example from the Genesis Field.

OVERVIEW OF THE GOEMECHANICAL MODEL

In this paper, we explain and demonstrate our workflow using the geomechanical model
from the Genesis Field (Magesan et al., 2005; Hodgson et al., 2007). The geomechanical
model has 330174 cells with 83 shale and sand layers. The coupled flow-geomechanical
simulation is conducted with Stanfords AD-GPRS package. Over the same field, a velocity
model constructed from the seismic data was previously constructed. In Figure 1, we show
the coverage of the geomechanical model and seismic model. The major axes of the two
models are rotated 18.3◦ with respect to each other.

BUILDING A VTI BASELINE MODEL

We first extract static Young’s modulus Estatic, static Poisson’s ratio νstatic and the density
ρ from the geomechanical model.

We need dynamic properties to estimate the stiffness tensor and acoustic velocity. We
convert Estatic, νstatic to Edynamic, νdynamic based on typical values of the static-to- dynamic
ratio from the field, tuned to approximate the migration velocities from this area. In Figure
2, we show dynamic Youngs modulus, dynamic Poissons ratio and the density.
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Figure 1: A depth slice of the coverage from the geomechanical and seismic models. Red
dots are the vertices of the geomechanical model. Blue area represents the coverage of
the seismic velocity model. The black line is the location of the 2D models displayed in
the following sections. Green and yellow rectangles represent the coverage of 2 synthetic
models we built with our workflow (to align with the seismic and geomechanical models,
respectively). [CR]
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With the dynamic elastic properties, we build the stiffness tensor for isotropic media,



C11 C12 C12 0 0 0

C12 C11 C12 0 0 0

C12 C12 C11 0 0 0

0 0 0 C44 0 0

0 0 0 0 C44 0

0 0 0 0 0 C44


, (1)

with the following equations:

C11 =
E(1− ν)

(1 + ν)(1− 2ν)
= λ+ 2µ (2)

C12 =
Eν

(1 + ν)(1− 2ν)
= λ (3)

C44 =
E

2(1 + ν)
= µ, (4)

where E and ν are the dynamic Young’s modulus and Poisson’s ratio respectively.

The isotropic P- and S-wave velocities (shown in Figure 3) are computed with,

V p =

√
C11

ρ
(5)

V s =

√
C44

ρ
. (6)

We need a VTI baseline model with the corresponding stiffness tensor,



C11 C12 C13 0 0 0

C12 C11 C13 0 0 0

C13 C13 C33 0 0 0

0 0 0 C44 0 0

0 0 0 0 C44 0

0 0 0 0 0 C66


, (7)

with 5 independent parameters, which means that we need to add 3 independent parameters
manually to the previous isotropic model.
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Figure 2: Isotropic elastic parameters [CR]

Figure 3: Isotropic velocity model [CR]
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The relation between the VTI model and the stiffness tensor is:

ε =
C11 − C33

2C33
=
V 2
h − V 2

z

2V 2
z

(8)

δ =
(C13 + C44)2 − (C33 − C44)2

2C33(C33 − C44)
= 0.5

(
V 2
nmo

V 2
z

− 1

)
(9)

γ =
C66 − C44

2C44
(10)

η =
ε− δ
1 + 2δ

= 0.5

(
V 2
h

V 2
nmo

− 1

)
. (11)

In this paper, we ignore γ because it controls shear wave anisotropy, which means that
C44 = C66. For the other 3 anisotropic parameters ε, δ and η, only 2 are independent. We
add ε = 0.17, based on our knowledge that Vh/Vz has value between 1.1 and 1.2. We use η
with a value close to what we observe from the field data.

Introducing ε will modify either C11 or C33. We choose to increase C11 and use isotropic
Vp as Vz. Introducing δ will change C13 or C44. We fix C44 and modify C13 assuming that
the model is isotropic for shear velocity.

In Figure 4, we show the ε, δ, η and the corresponding Vz model for the baseline.

TIME-LAPSE CHANGE OF THE VTI MODEL

We extract the 6-component stress and strain tensors in Voigt notation from the geome-
chanical simulation. The elastic strain and stress satisfy the following equation,

σi = Cijεj , (12)

where σi is the stress, Cij is the stiffness tensor and εj is the elastic strain. We will use both
Voigt notation and the tensor form for the rest of the paper. Conversion between different
notations is trivial and summarized in the Appendix in the section on Notations on strain,
stress and stiffness tensor.

In Figure 5 we show the change in vertical strain and volumetric strain after simulating of
∼ 1200 days. We observe a reservoir compaction which leads to an increase in both vertical
strain and volumetric strain. The overburden dilation leads to a decrease in vertical strain
and stress, while volumetric strain remain unchanged.

We use the third-order elasticity equations (Herwanger and Horne, 2009) to estimate
the change in the stiffness tensor. Assuming a reference stiffness tensor C0

ij , we can compute
the stiffness tensor C ′ij in a triaxial stress state reference frame using Voigt notation,
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Figure 4: (a) constant ε model. (b) δ model. (c) Vertical velocity. [CR]
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Figure 5: (a) Vertical strain change after production for ∼ 1200 days. (b) volumetric strain
change. (c) Vertical stress change. [CR]
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C ′11 ≈ C0
11 + c111ε

′
11 + c112(ε′22 + ε′33)

C ′22 ≈ C0
22 + c111ε

′
22 + c112(ε′11 + ε′33)

C ′33 ≈ C0
33 + c111ε

′
33 + c112(ε′11 + ε′22)

C ′12 ≈ C0
23 + c112(ε′11 + ε′22) + c123ε

′
33

C ′13 ≈ C0
23 + c112(ε′11 + ε′33) + c123ε

′
22

C ′23 ≈ C0
23 + c112(ε′22 + ε′33) + c123ε

′
11

C ′66 ≈ C0
66 + c144ε

′
33 + c155(ε′11 + ε′22)

C ′55 ≈ C0
55 + c144ε

′
22 + c155(ε′11 + ε′33)

C ′44 ≈ C0
44 + c144ε

′
11 + c155(ε′22 + ε′33), (13)

where we have five stress-sensitivity coefficients cijk (although only three are independent).
The prime ′ denote properties in the rotated triaxial reference determined by the stress
σ′mn = RmiRnjσij , where σ′mn is a diagonal matrix and Rmi is the rotation matrix.

While equation 13 has compact form, it is inconvenient to compute numerically, due to
the complexity of axis rotation under Voigt notation. We rewrite the third-order elasticity
equations 13 as

∆C ′abcd = T ′abcdefε
′
ef , (14)

where T ′abcdef is a sixth-order tensor with coefficients determined by cijk (we do not explicitly
list T ′abcdef here). With equation 14, our model becomes orthorhombic in the rotated triaxial
reference frame.

Equation 14 is valid in the rotated frame with orientation determined by the stress. We
know the value of ε model in the reference frame (x-y-z), as well as T ′abcdef in the rotated
frame, and we would ultimately like to compute Cijkl for the monitor model in the model
reference frame.

There are two different approaches to compute Cijkl. In the first approach, we can
rotate εij to the triaxial stress direction ε′ef , compute ∆C ′abcd and rotate it back to model
reference frame to get ∆Cijkl:

ε′ef = RemRfnεmn

∆C ′abcd = T ′abcdefε
′
ef

∆Cijkl = RaiRbjRckRdl∆C
′
abcd. (15)

In the second approach, we rotate the tensor T ′ijklmn to the reference frame, and then
directly estimate ∆Cabcd from εab:

Tijklmn = RaiRbjRckRdlRemRfnT
′
abcdef

∆Cijkl = Tijklmnεmn. (16)
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We implement both equation 15 and 16 and verify that the outputs are the same up
to machine precision (10−16). Mathematically they are exactly the same, we compare the
results to find potential problems in our implementation.

Once we get the change in stiffness tensor, we can compute the monitor model as,

Cmon
ijkl = Cbase

ijkl + ∆Cijkl, (17)

where Cmon
ijkl is the sum of the VTI stiffness tensor Cbase

ijkl , and a tilted orthorhombic stiffness
tensor ∆Cijkl.

Cmonijkl is then into a model that we can use currently, we need to project it to the nearest
VTI model using the L2 norm distance,

‖Cmon − Cmon,VTI‖ → min (18)

Stiffness tensor projection to a VTI model using equation 18 is straightforward using
tensor notation. In the Appendix section on Notations on strain, stress and stiffness
tensor, we derive the formula to solve equation 18 under Voigt notation.

From the stiffness tensor Cmon,VTI, we can derive the monitor VTI model using equation
(2), as well as the corresponding time-lapse change based on the baseline model we built
earlier.

In Figure 6, we show the time-lapse change for Vz, ε, δ and η. In the reservoir area,
we observe an increase in Vz and a decrease in anisotropic parameters (ε, δ), due to reser-
voir compaction. In the overburden area, we observe a slowdown in Vz and an increase in
anisotropy (ε, δ), consistent with the previous study (Herwanger and Horne, 2009). η de-
creases in the overburden because the shale layers become more ”isotropic” as a consequence
of stress unloading.

So far, we have shown the workflow to estimate a time-lapse change in the VTI model.
It is also important to understand how the changes depend on the strain, stress and stiffness
tensors. We only consider the first-order changes of VTI parameters with respect to the
stiffness tensor, as follows,
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Figure 6: (a) time-lapse Vz change; (b) time-lapse ε change; (c) time-lapse δ change; (c)
time-lapse η change. [CR]
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∆V 2
z =

1

ρ
∆C33 −

C33

ρ
∆ρ (19)

∆V 2
nmo =

1

ρ
∆C11 −

C11

ρ
∆ρ (20)

∆ε =
1

2C33
∆C11 −

C11

2C2
33

∆C33 (21)

∆δ =
C13 + C44

C33 (C33 − C44)
∆C13 +

(C13 + C33)2

2C33 (C33 − C44)2 ∆C44 (22)

+
−C2

33C44 + C2
13 (−2C33 + C44) + 2C13C44(−2C33 + C44)

2C2
33 (C33 − C44)2 ∆C33 (23)

∆η =
C13 + C44

C33 (C33 − C44)
∆C13 −

C11 (C13 + C33)2

2
(
C2

13 + 2C13C44 + C33C44

)2 ∆C44 (24)

+
C11 (C13 + C44)2

2
(
C2

13 + 2C13C44 + C33C44

)2 ∆C33 (25)

PRELIMINARY SEISMIC IMAGING STUDY BASED ON THE
SYNTHETIC MODEL

With the synthetic model we built in the previous part of the paper, we test the sensitivity
of the time-lapse seismic data with respect to different parameters in the VTI model. (The
time-lapse VTI model used here is slightly different from the one we constructed earlier in
the paper, as explained below.)

Time-lapse velocity change

For the first numerical experiment, we migrate the baseline data and monitor data with the
same baseline VTI model. We use towed-streamer acquisition with offsets up to 5 km.

As we have a time-lapse velocity decrease in the overburden, we may expect the monitor
image to be less coherent compared to the baseline image, as shown in Figure 7. The
baseline and monitor images do not register in depth, as expected. The angle gathers near
the production area are shown in Figure 8, where we see a clear curvature change in the
monitor data, which is an indication of the production-induced velocity change.

Time-lapse anisotropic parameter change

Estimation of the production-induced change in anisotropic parameters is challenging due
to the fact that these parameters have a second-order effect on the seismic data for limited
offset-to-depth ratios.

To illustrate this point, we perform the following numerical test. The baseline data are
migrated with the correct VTI model. The monitor data are migrated with the correct vz
and vnmo, but incorrect η. Assuming that we do not know the time-lapse change in η(or
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Figure 7: Migration of baseline (left) and monitor (right) data. We migrate both data with
the baseline VTI model. [CR]

Figure 8: ADCIG for baseline(left) and monitor (right) data, with offset up to 5 km. [CR]



250 Ma et al. SEP 176

horizontal velocity); consequently, we use the same value from the baseline model to migrate
the monitor data. The estimation of horizontal velocity requires long offsets, which may
not be feasible for towed-streamer acquisitions with relatively small offset-to-depth ratios,
as in this case with a reservoir depth of 3500m below sea level and a maximum offset of 5
km.

The migrated images with offsets up to 5 km are shown in Figure 9, and angle gathers
are shown in Figure 10. With limited offsets, we do not see observable curvature changes
in the angle gathers.

In the event that we do have longer offsets, we start to see the effect of η in the angle
gathers, as shown in Figure 11.

Figure 9: Migration of baseline (left) and monitor (right) data. Both are migrated with the
correct vnmo and vz. We assume the vh for monitor model is unknown. [CR]

CONCLUSIONS

In this paper, we presented a workflow to build a synthetic time-lapse VTI model from
coupled flow and geomechanical simulation data. The modeled time-lapse changes are sim-
ilar to those observed in the real data and include reservoir compaction and overburden
dilation effects. We perform initial seismic imaging tests based on the synthetic model, sug-
gesting the necessity to use long offsets for estimating the time-lapse change in anisotropic
parameters.
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Figure 10: ADCIG for baseline(left) and monitor (right) data, with offset up to 5 km.
Both are migrated with the correct vnmo and vz. We assume the vh for monitor model is
unknown. [CR]

Figure 11: ADCIG for baseline(left) and monitor (right) data, with offset up to 5 km.
Both are migrated with the correct vnmo and vz. We assume the vh for monitor model is
unknown. [CR]
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APPENDIX

Conversion between finite-difference model and finite-element model

The conversion between the finite-element model (FEM)and finite-difference model (FDM)
is straight- forward, but can be time consuming if not designed carefully.

For the 3D synthetic model we created, we have ∼ 109 grid points. For each point in
our finite difference model, we need to find the finite-element cells that contain it.

To accelerate the model conversion, we used the following algorithm. We register the
finite-element cells to the finite-difference grid points, and save it to a dictionary. The dic-
tionary initially takes hours to build . Once we build the dictionary, each model conversion
takes a few seconds to build a 3D model with a grid-point size of 109.

Algorithm 3 model conversion between FDM and FEM

1: initialize mapping function P2C, C2P (P2C maps the finite-different model index to the
finite-element cell index)

2: for each cell CFEM (j), j= 1,· · · ,M do
3: find vertices Sj = {vj,1, · · · , vj,k} for CFEM (j)
4: build the convex hull Conv(Sj)
5: find grid-point candidates Pcand near Conv(Sj)
6: for each point p in Pcand do
7: if p is in the interior of Conv(Sj) then
8: find index i for point p in the finite-difference grid
9: P2C(i) = j

10: C2P (j) = i
11: end if
12: end for
13: end for
14: for each grid point PFD(i), i =1,· · · , N do
15: ModelFDM (PFDM (i)) = ModelFEM (CFEM (P2C(i))
16: end for

Notations on strain, stress and the stiffness tensor

Voigt notation is a method to represent a symmetric tensor. For the theory of elasticity, we
have the following connections between Voigt notation and the tensor form for stress:

(σ11, σ22, σ33, σ23, σ13, σ12) = (σ1, σ2, σ3, σ3, σ4, σ5, σ6) (26)

and for strain,

(ε11, ε22, ε33, 2ε23, 2ε13, 2ε12) = (ε1, ε2, ε3, ε3, ε4, ε5, ε6) (27)

A factor of 2 appears in the expression for strain in order that free energy is conserved
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under both notations:
F = σijεij = σiεi (28)

For the stiffness tensor, we have the representation Cij , i, j = 1, 2, 3, 4, 5, 6 in Voigt
notation, and Cijkl, i, j, k, l = 1, 2, 3 under symmetric tensor representation. To estimate
the distance between two stiffness tensor, we need to adjust the coefficients when using the
Voigt notation:

‖CA − CB‖22 =
∑
ijkl

(
CAijkl − CBijkl

)2
(29)

= (CA11 − CB11)2 + (CA22 − CB22)2 + (CA33 − CB33)2 (30)

+2×
[
(CA12 − CB12)2 + (CA13 − CB13)2 + (CA23 − CB23)2

]
(31)

+4×
[
(CA44 − CB44)2 + (CA55 − CB55)2 + (CA66 − CB66)2

]
(32)

+4×
[
(CA14 − CB14)2 + (CA15 − CB15)2 + (CA16 − CB16)2

]
(33)

+4×
[
(CA24 − CB24)2 + (CA25 − CB25)2 + (CA26 − CB26)2

]
(34)

+4×
[
(CA34 − CB34)2 + (CA35 − CB35)2 + (CA36 − CB36)2

]
(35)

+8×
[
(CA45 − CB45)2 + (CA46 − CB46)2 + (CA56 − CB56)2

]
(36)

In general, the tensor form is more intuitive in terms of distance, and rotation angle.
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Parallel IO withbject store

Robert G. Clapp

ABSTRACT

Cloud-based object-store offers large bandwidth but significantly increased latency
compared to block and file store systems. To achieve performance on cloud-based
object-store systems datasets can be broken into multiple objects, and IO operations
are done in parallel. Performance on Google’s Cloud Processing system using this tech-
nique is described. To scale to hundreds to thousands of instances datasets structure
must be redesigbed to allow the concatenation of thousands datasets with minimal
additional booking. A modification to SEP’s SEP-3D grid based processing system is
described.

INTRODUCTION

For performance and scale reasons object-store has become the dominant approach to cloud
computing. Object-store based systems have an order of magnitude larger latency but offer
significantly larger total bandwidth than conventional parallel file or block storage systems.

To achieve performance on an object-store system IO must be done in parallel with
large sized blocks to hide its inherent latency. In this paper I build on the library described
in Clapp (2018), which broke datasets into blocks, to implement parallel IO on Google’s
Cloud Processing (GCP) system for Regular Sampled Functions (RSF) datasets.

In most cases seismic datasets are at some level irregular. Twenty years ago SEP
designed SEP3D (Biondi et al., 1996) which relied on placing a regular grid on irregular
traces to allow quick transversal of datasets. In this paper I suggest changes to the SEP3D
approach that improve performance and allow it to scale to be decomposed/composed into
hundreds/thousands of instances.

PARALLEL OBJECT-STORE

While converting an application to run on the cloud can be a relatively painless process,
converting it to run efficiently on the cloud can be much more challenging. When it comes
to IO, you can choose to build your own parallel file system in the cloud, which is costly in
both time and money, or use the cloud providers’ preferred method converting your IO to
an object-store based methodology.

The reason cloud providers have embraced object-store has to do with scalability. The
book keeping associated with file storage is limited to millions rather than billions or trillions
of files. In addition, things like file locking, guaranteeing a single instance is modifying a
file at a given time, also does not scale well. As a result object-store was conceived. Object-
store consists of a flat name space where each object has a unique key used to access the

255
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object. In addition, in most object-store systems, objects are read-only once created. As a
result, file locking becomes unnecessary.

A naive conversion to cloud-based object-store leads to poor performance due to latency.
In the cloud, objects are usually in the same data center but are unlikely to be even in the
same rack. As a result latency that is in the tenths of milliseconds for SSD drives, low
10s of milliseconds for HDD, becomes hundreds of milliseconds for objects. In addition,
the bandwidth to SSD (500+ MB/s) and HDD (200MB/s) are closer to (120 MB/s) for
object-store. An IO pattern with many small reads is going to have disastrous performance
on object-store systems.

Achieving good performance with object-store requires a different approach. The buffers
library described in Clapp (2018) breaks up regular sampled data, data that can be de-
scribed by hypercubes, into multi-dimensional blocks. Each block is written to a different
file or object. When the user requests to read a multi-dimensional window of the dataset,
the library figures out what blocks contain the window requested. The library reads all
of the blocks containing the requested data, and outputs the portion corresponding to the
requested window parameters.

Describing a dataset as multiple blocks can be very beneficial in an object-store frame-
work. As stated earlier, one of the reason for object-store is it scalability. If we have several
buffers to read, we can spawn multiple threads, each reading a different buffer in parallel.
We still pay the initial latency for reading the first byte, but by doing large reads and
launching many reads simultaneously we can start to hide latency in a manner similar to
how GPUs hide global memory latency.

GCP implementation

Google provides a C++ library to interface for its object-store library (Google, 2019). The
basic procedure is to create a communicator, called a gcs::Client. The library requires
the environmental variable projectID to be set with the user’s GCP project ID. Objects
are grouped in buckets belong to a project. In my implementation, the user provides the
project ID (think billing mechanism) through the environmental variable projectID. If
creating a bucket, the user also must specify the region (what data center) to create the
bucket through the environmental variable region. The library writes datasets into pseudo-
directories, basically prepending a name followed by a ’/’ to all objects associated with a
given dataset.

To test the library I created a 10GB 4-dimensional dataset. For the first test I read the
entire dataset on a 32-core instance, modifying the size of the blocks. The following table
shows the performance as a function of block size.
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Block size (MB) Speed (MB/s)

.64 130

1.28 230

3 500

6 1000

12 1700

25 2400

50 2600

Using the block size of 25MB I then read on a series of different sized instances. As you
can see performance scaled with number of cores.

Cores Speed (MB/s)

4 1100

8 1900

16 2400

32 2400

One of the largest benefits of a cloud-based solution is that this approach also scales over
instances. I can use multiple instances each reading a portion of the dataset and get nearly
linear increases in bandwidth. These performance on a single node are possible to achieve
with a parallel file system; when spanning over many nodes, the aggregate bandwidth of an
object-store approach can not be matched.

Using compression, these speeds can be improved even further. By using the optimal
block size and ZFP compression embedded in the buffer library we can achieve read speeds
of up to 5000 MB/s.

DATA FORMAT

The above section indicates the advantage of using cloud-based object-store for IO. A fun-
damental limitation of the above approach is that it is designed for regular sampled data.
Seismic data is irregular in most of the processing flow.

There are two fundamental concepts in SEP3D. The first is to separate the headers
from data. The rational is that many early operations in the processing flow only require
accessing the headers. By separating the headers from the data, significant IO can be saved.
The second major concept is that to tranverse an irregular dataset, it is still useful to impose
a regular grid upon based on properties of the headers. This grid will basically bin the data
into different buckets that share similar header information.

Figure 1 shows the layout of a SEP3D dataset. It consists of six files:

History file which stores both the processing history, the number of traces, and the sam-
pling in time. It also contains pointers to the location of the data, history format file,
and grid format file.
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Data A binary data file which contains all of the traces.

Header format file Which contains the list of header keys, the number of headers, and a
pointer to the headers in binary format.

Headers A binary representation of the headers.

Grid format file Which contains a description of the regular grid imposed on the irregular
data. It also contains a pointer to a binary representation of the grid.

Grid Though the standard does not define the format of the file, it has always been repre-
sented as an integer list of either the header number specifying to a given grid location,
or a -1 specifying a location that doesn’t exist.

History
Header Format File

Grid Format FileASCII

Binary Data Headers Grid

Figure 1: The six files representing a SEP3D dataset. The arrows represent which files
point to other files.

To read traces from a specific grid cell meant first reading in a portion of the grid. From
the grid you could get a pointer to a specific header. You could then read that header,
looking for a key entitled data record number (DRN). If the DRN existed you would then
know the trace you wanted to access. If the DRN did not exist the header number would be
the same as the trace number. The pattern to read a trace is shown graphically in Figure 2.

There were several deficiencies of this approach:

• Too many files, all text based information should exist in a single file. The three used
by SEP3D just added confusion.



SEP–176 Parallel IO 259

Traces Headers Grid

DRN

1 2 3 -1

4 5 -1 -1

6 -1 -1 -1

7 -1 -1 -1

Figure 2: How to read a trace from a SEP3D dataset. First read the grid to get a pointer
into the headers. Look in the headers for DRN key, which provides the location within in
the traces.

• Using the relation between header location and trace location as a header key. The
trace location should be independent.

• Limited to irregularity only at the trace level.

The first change is to allow the regular portion of the dataset to be any dimensionality.
For example, the RTM volume,sorted by shot, would be an example of an irregular dataset
where the 3-D single shot image is the regular portion. To improve parallel performance,
both the headers and data can be broken into blocks. Next, the relation between head-
ers and data is stored as part of the history file. What use to be the header key as a
data record number is now appended to the history file. The grid is potentially broken
into multiple files and consists of only 1s and 0s. The library converts these 1s and 0s
into header locations. The advantage of 1s and 0s is that it allows the grid to be highly
compressed.

An advantage of modifying how positioning is handled in the grid and in the history
file is that it lends itself well to running massively parallel jobs on a cloud-based system.
Many nodes can all read from a large initial dataset, each acting on part of the file. These
instances can all create smaller datasets. With this format description, the datasets can be
cheaply and quickly recomposed back into a large dataset. On the cloud, concatenation of
objects is a cheap exercise. If we tried to concatenate a normal SEP3D dataset, the grid
and headers would have to be processed before concatenation in order to update positioning
information. By storing the grids as simply ones and zeros, and removing the DRN from
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Figure 3: The diagram of an up-
dated data format. The history file
also contains the grid, header key de-
scription, and the trace order. The
data and headers are broken into
many files.

H
istory

D
RN

D
ata

H
eaders

G
rid

the headers, all of the large objects - grids, headers, and data - can simply be concatenated.
Only the history files, the smallest objects, need to be processed.

CONCLUSIONS

In this paper, modifications to SEP’s IO to better fit cloud environments is described. By
breaking regular cubes into sub-cubes, and using many threads to do large reads, perfor-
mance can significantly exceed conventional parallel file based systems. By keeping the
general concept of grids from SEP-3D, but modifying the file formats to enable better per-
formance and greater level of parallelism, a strategy to handle irregular data is proposed.
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A flexible library for geophysical inverse problems –
structure and usage

Ettore Biondi, Robert G. Clapp, and Guillaume Barnier

ABSTRACT

We implement an object-oriented inversion library based on the concept of operators
that is able to be easily applied to both large- and small-scale inverse problems. By
using general mathematical vector and function concepts, we design classes, or objects,
that can be used to minimize convex and non-convex objective functions. We report
different applications of the library to demonstrate its potential on various inverse
problems.

INTRODUCTION

Inverse problems arise in most geophysical applications (Claerbout, 1992; Aster et al., 2005).
Therefore, it is important to have at our disposal reliable inversion algorithms that could
efficiently find an optimal solution to any inverse problem we pose. In addition, we often test
our ideas using simple small-scale inverse problems before tackling the field data scenarios,
which we consider to be large-scale inversions where terabytes of data have to be processed.
Because of this reason, we are in need of an inversion library that is flexible enough to be
applied to both small- and large-scale inverse problems without the need of changing our
algorithms, with the risk of introducing errors in the designed workflow.

Many different reliable libraries have been proposed over the years (Byrd et al., 1995;
Jones et al., 2001; Grant and Boyd, 2014; Métivier and Brossier, 2016). However, most of
these libraries are suited to be applied to specific classes of optimization problems and lack a
simple interface for user-defined objective functions and inversion algorithms (e.g., Barnier
et al. (2018) and Farris and Biondi (2018)). In addition, the usage of some of these libraries
for large-scale inversion problems could be a tedious process; especially, when submission to
a cluster of machines is necessary. Finally, some inversion packages that are implemented
in a compiled programming language are possibly cumbersome to be applied by a user if
their codes are written in a different one.

Based on two previously proposed inversion libraries (Almomin et al., 2015; Biondi and
Barnier, 2017), we implement an object-oriented inversion package connected to mathemat-
ical concepts such as vectors and operators (i.e., linear or non-linear mapping functions).
This abstraction results in a greater extent of applicability and a simplification of the user in-
terface. We implement the package using Python given the wide range of available libraries
and language-binding interfaces (e.g., Van Der Walt et al. (2011); Jakob et al. (2016)).
The latter feature makes Python an ideal platform to implement a flexible interface that
smoothly combines libraries written in different programming languages. First, we describe
the main abstract classes composing the library to explain the inversion package’s structure.
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Secondly, we provide an actual code example of how instantiated objects are combined to-
gether to minimize a quadratic objective function. Finally, we report optimization examples
of linear and non-linear inverse problems, such as linearized and full waveform inversions
(FWI).

LIBRARY STRUCTURE

The inversion library is part of a repository that can be cloned by running the command “git
clone http://zapad.Stanford.EDU/ettore88/python-solver.git” from any terminal window.

The library is suited to linear inverse problems such that storage of a matrix is not
feasible (i.e., only its application onto a vector is known), or when its inverse cannot be
explicitly computed. Additionally, it can be used to solve non-linear inverse problems. All
the implemented Python modules are inside the folder GenericSolver/python/, while some
usage examples are within the folder GenericSolver/notebooks/unit tests/. Beside Python
and the Numpy package, the software can be employed as is. When combining C++ with
Python, we rely on Pybind11 and the genericIO library implemented by Clapp (2017).
To obtain the documentation and structure of a module or object the user can run the
command “help(name of module/object)” within a Python session.

Abstract objects

In this section we provide a description of the main abstract, or virtual, classes defined
within the library that enables us to provide general building blocks that, when combined,
can be used to minimize any objective function. Since all mathematical problems are
inherently discrete when solved within a computer, the first building block is represented
by a class encompassing all the properties of vectors and vector spaces.

Vector class

This class represents any collection of discrete points living within a certain space; effectively,
any vector x ∈ RN whose size is of N elements. Moreover, any n-dimensional vector can be
represented by this class (e.g., images or cubes of data). For instance, a vector y ∈ RN×M
can represent a 2D image of N by M pixels. The module containing the class definition is
within the file pyVector.py

When dealing with vectors, not many operations have to be defined. For instance, we
need to compute norms of vectors or multiply a vector by a scalar as well as operations that
combine two different vectors (e.g., sum of two vectors or element-wise multiplication). Note
that once those basics operations are defined for a given vector class (e.g., single-precision,
double-precision, and complex vectors), a solver object (later described) does not need to
know how those operations are performed. Therefore, with this abstraction we can easily
handle in-core or out-of-core vector operations using the exact solver structure and making
the library able to handle small- and large-scale inverse problems.
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Operator class

This class describe the mapping, whether linear or non-linear, from one vector space to a
different one. Its module implementation can be found in the file pyOperator.py.

Mathematically, an operator is expressed as y = f(x), where the vector x is mapped
by the function f into the vector y. For linear transformations this expression can take
two forms since we can map the vector x to y using the forward operator or the other way
around by mapping the vector y to x by employing the adjoint operator (i.e. y = Ax or
x = A∗y, where ∗ represents the adjoint operator). Therefore, when a user is defining a new
linear operator, they should implement both forward and adjoint functions in the derived
class from the abstract one. Additionally, whether the mapping is linear or non-linear,
in the constructor of the derived class, it is important to define the domain and range of
the operators (i.e, the vector spaces in which the mapping operates). By doing so many
obvious mistake can be avoided when applying any operator. To see an example of a derived
class, the reader can refer to the matrix-vector multiplication operator defined in the file
Utest LCGsolver.py within the unit tests folder.

Moreover, the abstract operator class contains useful functions that could help a user
understanding or debugging their operators. For instance, a dot-product test function, to
check for operator adjointness (Claerbout, 2008), and power iteration method function, to
estimate maximum and minimum eigenvalues, are implemented and can be applied to any
derived operator object. Moreover, a non-linear operator class is defined in the module,
which enables the combination of a non-linear mapping function with its Jacobian matrix
with respect to the input vector parameters (see the class NonLinearOperator). This class
is extremely important since it can simplify the syntax when dealing with non-linear inverse
problems.

Finally, given the level of abstraction of the vector and operator classes, many use-
ful combinations of operators are already defined within the Python module. For exam-
ple, chain or stack of linear operators (i.e., Cx = BAx and Dx = [B; A]x), as well as
composition of non-linear operators along with the corresponding Jacobian matrix (i.e.,
h(x) = f(g(x)) and H(x0) = F(g(x0))G(x0)).

Problem class

The problem class represents the objective function that we want to minimize using a given
inversion algorithm. The module containing its definition is within the file pyProblem.py.

Since the library is envisioned to solve geophysical inverse problems, we decide to use
the following general objective function definition: φ(r(m)), where the objective function
φ is expressed in terms of a residual vector r, which in turn depends on the model vector
m. This design choice allows the user to implement objective functions in which different
definitions of the residual vector is used (e.g., zero-lag cross-correlation between observed
and predicted data). Therefore, to define a derived child from the abstract problem class the
user has to implement at least the functions objf, resf, and gradf, which compute objective
function value, residual vector, and gradient vector, respectively. An example of this case
can be found in the file Utest Rosenbrock.py within the unit tests folder.

Some of the common inverse problems encountered in the geophysical context are al-
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ready implemented. The following problem classes have been already present within the
pyProblem module:

• Linear least-squares inversion:

φ(r(m)) =
1

2
‖r(m)‖22 =

1

2
‖Lm− d‖22, (1)

where L is a linear operator and d is the data vector.

• Linear symmetric-system inversion:

φ(m) =
1

2
m∗Am−m∗b, (2)

where A is a positive definite matrix and b is a known term. This objective function is
useful to solve image-space linearized waveform inversion for instance. Its stationary
point corresponds to exactly solve Am = b. The residual vector in this case is defined
by: r(m) = Am− b.

• Linear regularized least-squares inversion:

φ(r(m)) =
1

2
‖Lm− d‖22 +

ε2

2
‖Dm− d′‖22, (3)

where D is a regularization operator, ε is a scalar regularization weight, and d′

represents a prior data/model regularization vector. Neither D or d′ is required
when instantiating this problem object. In fact, by default the regularization op-
erator is assumed to be identity and the prior vector to be absent (i.e., φ(m) =
1
2‖Lm − d‖22 + ε2

2 ‖m‖22). The residual vector for this problem defined as a stack of
vectors such as r(m) = [Lm − d; ε(Dm − d′)]. Additionally, an estimate epsilon
function is implemented and provides an estimate of the regularization weight that
balances the magnitude of the two terms present in this objective function.

• Linear L1-regularized least-squares inversion:

φ(r(m)) =
1

2
‖Lm− d‖22 + λ‖m‖1, (4)

λ is the regularization weight and the residual vector has a similar definition as in
equation 3. This problem is commonly known as the least absolute shrinkage and
selection operator (LASSO) problem (Santosa and Symes, 1986; Tibshirani, 1996).

• Non-linear L2 inversion:

φ(r(m)) =
1

2
‖r(m)‖22 =

1

2
‖f(m)− d‖22, (5)

where f represents the non-linear operator that maps the model vector into the data
space.

• Non-linear regularized L2 inversion:

φ(r(m)) =
1

2
‖f(m)− d‖22 +

ε2

2
‖g(m)− d′‖22, (6)

where g represents a linear or non-linear regularization operator. This problem class
has a similar structure as the one of equation 3.
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• Non-linear L2 inversion solved through the variable-projection (VP) algorithm (Golub
and Pereyra, 1973):

φ(r(m)) =
1

2
‖f(m) + h(m)m∗L − d‖22 +

ε2

2
‖g(m) + h′(m)m∗L − d′‖22, (7)

where h and h′ are non-linear functions with respect to m and linear with respect to
m∗L. For a given m, the variable m∗L is found iteratively by minimizing the following
objective function:

φV P (r(mL)) =
1

2
‖h(m)mL − [d− f(m)]‖22 +

ε2

2
‖h′(m)mL − [d′ − g(m)]‖22, (8)

which corresponds to the problem of equation 3.
Many geophysical inverse problems can be cast in this form and efficiently solved using
the VP approach (Rickett, 2013; Huang and Symes, 2015; Barnier et al., 2018). The
implementation of this inverse problem can be found in the file pyVPproblem.py.

Solver class

The solver class is the driver of the optimization and effectively minimizes (or solves) any
proposed problem consistent to its purpose. Meaning a linear conjugate-gradient algorithm
will not be able to solve a non-linear least-square objective function. The solver abstract
implementation can be found in the file pySolver.py. The function setDefaults controls
the saving of inversion-related vectors while the solver is minimizing a provided problem
object. Otherwise, once the solver returns control to the calling program section, the current
optimal model vector can be retrieved either from the solver or the problem objects.

To guide the user in the choice of the solver to employ, here below we list the currently
implemented solvers and the supported objective functions that can minimize:

• Linear conjugate-gradient algorithm (LCG) supports the objective functions of equa-
tions 1 and 3 (Aster et al., 2005; Claerbout, 2014). Implemented in the module within
the file pyLCGsolver.py.

• Linear conjugate-gradient algorithm for symmetric system supports the objective
function of equation 2 (Gill et al., 1981). Implemented in the module within the
file pySymLCGsolver.py.

• Iterative shrinkage-thresholding (ISTA) and the Fast ISTA (FISTA) algorithms sup-
port the objective function of equation 4 (Beck and Teboulle, 2009). Implemented in
the module within the file pyISTAsolver.py. This solver requires an estimate of the
maximum eigenvalue of the operator L.

• Iterative shrinkage-thresholding with cooling algorithm (ISTc) support the objective
function of equation 4 (Hennenfent et al., 2008). Implemented in the module within
the file pyISTCsolver.py. This solver requires an estimate of the maximum eigenvalue
of the operator L but automatically computes the value of λ.

• Non-linear conjugate-gradient algorithm (NLCG) supports the objective functions of
equations 1, 3, 5, 6, and 7 (Nocedal and Wright, 2006; Hager and Zhang, 2006).
Implemented in the module within the file pyNLCGsolver.py.
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• Limited-memory Broyden-Fletcher-Goldfarb-Shanno algorithm (L-BFGS) supports
the objective functions of equations 1, 3, 5, 6, and 7 (Liu and Nocedal, 1989). Imple-
mented in the module within the file pyLBFGSsolver.py.

All these solver classes can handle convex box bounds of the following form: mmin ≤
m ≤ mmax, where mmin and mmax are the minimum and maximum vector values, re-
spectively, and the inequalities are assumed to be element wise. In addition, the solvers
also accept projection operators such that different constraints can be enforced (e.g., linear
constraints).

Furthermore, when a non-linear problem has to be solved (e.g., the objective functions
of equations 5, 6, and 7), a line search algorithm has to be applied. The library treats that
inversion step using a separate class, providing implementational freedom and separation
from the solver employed to minimize an objective function. Currently, the following three
stepping algorithms are available:

• Three-point parabolic interpolation. This Stepper class uses a three-point interpola-
tion to find a step-length value corresponding to the minimum of the fitted parabola
and chooses the minimum among the three tested points. Implemented in the file
pyStepperParabolic.py. This method is the default stepper for the NLCG method.

• Constant-curvature stepping algorithm. In this approach a single testing point is
employed to find the minimum of parabolic approximation in which the curvature
term is assumed to be constant (Nocedal and Wright, 2006). Its implementation can
be found in the file pyStepperParabolic.py.

• Uncertainty interval stepper with guaranteed sufficient decrease. This stepping algo-
rithm verifies if the strong Wolfe conditions are met by the tested point. If they do not
hold, it updates an interval of uncertainty and test a new point until those conditions
are verified (Moré and Thuente, 1994). Implemented in the file pyStepperCvSrch.py.
This method is the default stepper for the L-BFGS algorithm.

Finally, to test convergence to the optimal solution the solver uses an additional class
called stopper. This class has to be provided when a solver object is instantiated. All the
supported convergence criteria are implemented within the class of the module in the file
pyStoppperBase.py.

LIBRARY USAGE

In this section we provide a usage example of how the previously described classes are
combined so that an inverse problem is solved. The steps necessary for solving an inverse
problems can be summarized by the following pseudo code:

Algorithm 4 How to solve an inverse problem

1) Instantiate initial model vector m0

2) Instantiate problem object φ(m) using m0 as starting point
3) Instantiate solver object along with stopping criteria
4) Pass problem object to the solver to obtain m∗ = argmin

m
φ(m)
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Here below we report a Python script to solve a linear least-squares inverse problem
(equation 1):

#Example o f minimizing a l i n e a r l e a s t−squares i n v e r s e problem
import numpy as np
#Library r e l a t e d modules
import pyVector as Vec
from Utest LCGsolver import MatMult incore
import pyProblem as Prblm
import pyStopperBase as Stopper
import pyLCGsolver as LCG

#I n s t a n t i a t e model v e c t o r
n=200
model = Vec . vectorIC (np . z e r o s ( ( n , 1 ) ) ) # m0
model . ze ro ( ) # m0 = 0
#I n s t a n t i a t e data v e c t o r
data = Vec . vectorIC (np . z e r o s ( ( n , 1 ) ) ) # d
data . set ( 1 . ) # d = 1
#I n s t a n t i a t e opera tor o b j e c t from a symmetric matrix
#Second−order d e r i v a t i v e opera tor
L = np . matrix (np . z e r o s ( ( n , n ) ) )
np . f i l l d i a g o n a l (L , −2)
np . f i l l d i a g o n a l (L [ 1 : ] , 1)
np . f i l l d i a g o n a l (L [ : , 1 : ] , 1)
D2 = MatMult incore (L , model , data ) # L ( domain = m; range = d )
#Create L2−norm l i n e a r problem
# phi (m) = 1/2∗|Lm − d | 2 ˆ2
L2Prob = Prblm . ProblemL2Linear ( model , data , D2)
#I n s t a n t i a t e s t o p p e r and s o l v e r o b j e c t
StopObj = Stopper . Bas icStopper ( n i t e r =2000)
LCGsolver = LCG. LCGsolver ( StopObj )
#S o l v i n g the problem
LCGsolver . run ( L2Prob , verbose=True )
#S o l u t i o n v e c t o r i s in L2Prob . model

From this script we can see that the lines 12, 26, 29, and 31 respectively correspond to
the four steps described in the pseudo code above. It is important to note that even if we
use a different definition of the vector and operator objects, such as objects that employ
an out-of-core operations, the lines from 26 to 31 would not change. Effectively, we use
the same code to solve the defined objective function. Furthermore, the code structure and
logic, in general, for a linear inverse problem would be very close to the reported script.

INVERSION EXAMPLES

In this section we report various examples in which the proposed library is applied to
different inverse problems. Given the level of abstraction of the library, we are able to
easily combine different programming languages together within the implemented Python
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interface. Here, we report some of these examples. Moreover, a few simple matrix inversions
can be found in the unit tests folder within the file Utest LCGsolver.py.

Linearized waveform inversion

In this example we solve the problem of equation 1, where now L represents the Born
scattering operator (Barnier and Almomin, 2014), d is Born data generated using the true
reflectivity model of Figure 1a, and m is the unknown reflectivity model that we want to find.
For solving this inverse problem, we employ a library containing acoustic wave-equation
operators implemented using CUDA that takes advantage of the computational acceleration
given by graphic processing units (GPUs) (Nickolls et al., 2008). The vector class interfacing
these operators is based on the genericIO library written in C++, which takes advantage
of the Intel Threading Building Blocks system for performing vector operation (Blumofe
et al., 1996). Therefore, by using Pybind11 we are able to use the inversion package in
connection with these two libraries written in two different programming languages.

The inverted model after 2000 iterations of the LCG method is shown in Figure 1b.
We notice a very good agreement with the true reflectivity model almost in every portion
of the subsurface. The mismatch is due to the operator null space and the truncation of
the inversion process. In fact, by analyzing the logarithm of the scaled objective function
(Figure 2a), we can see that the iterative method has almost attained the numerical precision
for single-precision floating-point numbers (i.e., ≈ 10−6), but has not reached it. In addition,
when we compute the model percentage matched as function of iterations (Figure 1b),
defined as 100(1 − ‖m −mtrue‖2/‖mtrue‖2), where mtrue represents the true reflectivity
model, we see that approximately 80% of the true reflectivity is retrieved at the end of
the iterative process. The apparent asymptote might be connected the operator null space,
since a finite-bandwidth wavelet (5-20 Hz) and a limited surface acquisition (170 sources
and 1700 receivers) are employed in this numerical experiment.

Image deblurring using sparse constraint by LASSO

In this experiment the goal is to test the solvers related to the LASSO problem (equation 4).
One interesting feature in this example is the fact that we utilize optimized blurring Gaus-
sian filters implemented within the Scipy library (Jones et al., 2001). In this case, we com-
pare the inverted model parameters using equations 1 and 4 in which L is a bi-dimensional
Gaussian blurring filter, d is the blurred known image, and m represents the unknown de-
blurred image. Figure 3a displays the known blurred image of two delta functions or spikes.
The deblurred image after applying the LCG solver to minimize equation 1, until numerical
convergence, is shown in Figure 3b. As expected, the image of the two spikes cannot be
fully retrieved due to operator null space and numerical inaccuracy (Lam and Goodman,
2000). On the other hand, when minimizing equation 4, employing the ISTc algorithm, we
can retrieve a satisfactory deblurred image of the two spikes (Figure 3c). Similar results
can be achieved in this last case when the ISTA or FISTA solvers are employed.
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Figure 1: True (a) and inverted (b) reflectivity models. The inversion is performed by
applying 2000 iterations of the LCG solver. [CR]

Figure 2: (a) Log of the scaled objective function versus the number of iterations. (b)
Percentage of the true reflectivity model retrieved as function of the iteration number.
[CR]
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Figure 3: (a) Blurred image of two delta functions. Deblurred images by minimizing
equation 1 using the LCG algorithm (b) and equation 4 using the ISTc solver (c). [ER]

Non-linear optimization: the Rosenbrock function

Before applying any inversion library, it is good practice to test any implemented opti-
mization method on analytic objective functions for which the global or local minima are
known. For this purpose, a good benchmark is represented by the Rosenbrock function
(Rosenbrock, 1960). This function has the following expression:

f(x, y) = (1− x)2 + 100(y − x2)2, (9)

where x and y are the two unknown parameters and the unique global minimum for x =
y = 1 such that f(1, 1) = 0. To test the implemented algorithms of the library we minimize
equation 9 starting from the initial point x = y = −1. Figure 4 shows the optimization paths
for three different optimization algorithms: non-linear steppest-descent (NLSD), NLCG,
and BFGS. For all the three methods the same parabolic stepper is applied. The NLSD
method fails to reach the minimum after 500 iterations (maximum number of iterations
used). On the contrary, both NLCG and BFGS algorithms reach the function minimum
after 206 and 26 iterations, respectively. As expected, the BFGS solver is superior than the
others since it builds an approximated Hessian inverse as the inversion progresses (Nocedal
and Wright, 2006).

Figure 4: Convergence comparison for non-linear optimization algorithm starting from the
same initial point. Optimization paths for NLSD (a), NLCG (b), and BFGS (c) algorithms.
The red dots represent the sampled points at each iteration. Red and blue colors represent
high and low values of the function, respectively. [ER]
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Non-linear optimization: FWI

Now that we know that the algorithms can find the minimum of an analytic function, we
employ them on a well-known geophysical inverse problem. In this case, the goal is to
minimize the objective function in equation 5, where f represents the non-linear acoustic
wave-equation operator (Barnier and Almomin, 2014), d the recorded pressure for each shot
recorded by receivers at the surface, and m the unknown velocity model. In this example,
we employ the same wave-equation library employed in the linearized waveform inversion
case.

In this experiment we employ a portion of the Marmousi model (Martin et al., 2006)
(Figure 5a). We generate acoustic pressure data with a wavelet with energy between 0.5
and 15 Hz using 100 sources and 500 receivers spaced at the surface by 100 m and 20 m,
respectively. Figure 5b shows the inaccurate starting velocity model that corresponds to a
laterally invariant velocity model.

Figure 5: (a) True Marmousi model. (b) Initial v(z) model used in the FWI experiment.
[ER]

Because of the inaccurate starting model, we apply a data-space multi-scale approach
(Bunks et al., 1995). We sequentially inverted nine frequency bands; namely, 0-3, 0-4,
0-5, 0-6, 0-8, 0-10, 0-12, 0-15 Hz. We apply 200 iterations of a non-linear minimization
algorithm per band. For the first band, we compare the performance of NLCG and BFGS
methods in terms of objective function value (Figure 6). We clearly observe the superiority
of the BFGS algorithm right after approximately 10 iterations in this case. Additionally,
by comparing the inverted models by the two approaches (Figure 7), we notice that, for
the same number of iterations, the velocity model retrieved by the BFGS method presents
more features for the same frequency content. This observation is particularly noticeable



272 Biondi et al. SEP–176

in the deeper section of the subsurface. Again, this result is due to the ability of the BFGS
algorithm of finding an approximation to the objective-function Hessian inverse, which, in
this case, corresponds to a wavelet deconvolution and an illumination compensation.

Figure 6: Comparison between convergence curves of NLCG (red curve) and BFGS (blue
curve) methods. [ER]

The final retrieved model after the inversion of all the frequency bands is displayed in
Figure 8. We can observe a good agreement with the true model, meaning the inversion
is able to invert an accurate velocity model starting from an incorrect laterally invariant
initial guess.

CONCLUSIONS

We describe an object-oriented optimization library that provides us with a flexible frame-
work in which different objective functions and algorithms can be easily applied to both
small- and large-scale inverse problems. The capability of applying it to small-scale prob-
lems allows us quick testing before switching to a realistic large-scale case. We provide a
general description of the library structure and of its components as well as a simple Python
script example to solve a linear system of equations.

We report various linear and non-linear minimization examples that demonstrate the
ability of the library of working with different packages, implemented in different languages,
and being able to deal with small- and large-scale inversion problems in a painless fashion.
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