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Eighteen Months of Continuous Near-surface Monitoring
with DAS Data Collected Under Stanford University

Eileen R. Martin

ABSTRACT

We use ambient noise interferometry on data recorded by a distributed acoustic sens-
ing (DAS) array to extract signals mimicking active source surveys without the cost
and permitting requirements of a traditional active survey for geotechnical character-
ization. Between September 2016 and March 2018, we passively recorded DAS data
on an array of fibers in existing telecommunications conduits under the Stanford Uni-
versity campus. We analyze time-lapse changes in the ambient noise field throughout
campus and observe diurnal, weekday/weekend, and some annual variation trends. We
calculate noise correlation functions (NCFs) throughout the 18 months of recording to
test whether the array’s NCFs were sensitive to near-surface velocity changes tied to
seasonal saturation cycles. During rainier winter months, we see higher signal-to-noise
ratios (SNR) in one-bit cross-correlations. To understand whether temporal changes in
the ambient noise field could cause spurious changes in NCFs, we compare two methods
for calculating monthly NCFs and their resulting dispersion images. Evidence does not
suggest that the array detects a velocity shift correlated to saturation changes, but it is
possible SNR of NCFs at far offsets may provide a qualitative indicator of saturation.

BACKGROUND AND PRIOR WORK

For the purpose of near-surface characterization, including earthquake hazard analysis, on
the Stanford campus, I am interested in processing ambient noise to avoid the cost, time and
permitting requirements involved in active surveys. However, the Stanford campus displays
a wide range of natural and anthropogenic noise sources which may not always be ideally
distributed. Here, I analyze changes in the ambient noise field and NCFs throughout the
first 555 days of data.

Ambient noise interferometry has successfully been used with point sensors to create
data mimicking active surveys at the scale of a city (Chang et al., 2016) and time-lapse
surveys at the reservoir scale (de Ridder, 2014). Further, groundwater changes in Califor-
nia have been observed over a larger scale using frequencies below 2 Hz through ambient
noise interferometry of broadband seismometer data (Clements and Denolle, 2017). Cross-
correlations of data from a trenched DAS array recording a repeatable active source have
indicated velocity changes on rainy days (Ajo-Franklin et al., 2017). Further, ambient noise
interferometry at a trenched DAS array crossing a section of permafrost during an active
thaw experiment shows a drop in velocities of NCFs as thawing occurred (Lindsey et al.,
2017). Previously at the Stanford array, it has been observed that coherent NCFs can be
extracted even between non-collinear channels, and those NCFs converge in most places
within approximately one week (Martin et al., 2018). Given these studies, it is natural to
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(a)

(b)

Figure 1: At each channel, the marker radius is proportional to the average spectral am-
plitude within three frequency ranges: 0.5-2.0 Hz (low, blue), 2.0-8.0 Hz (mid, violet) and
8.0-24.0 Hz (high, pink) average spectral amplitude. These are averaged over 18 months,
separated into (top) daytime UTC 14:00 to 05:59, and (bottom) nighttime UTC 06:00 to
13:59. Several channel numbers are marked for reference. [CR] eileen1/. 1A,1B



SEP–172 Eighteen Months of DAS Monitoring 3

wonder whether it is possible to observe velocity shifts tied to annual variations in saturation
using ambient noise recorded here.

Inferring time-lapse velocity changes from ambient noise interferometry in an urban
area is difficult because: NCF artifacts may be introduced by repeating noise sources that
are not independent of each other (Martin et al., 2016), and changes in the amplitude
spectrum or spatial distribution of the ambient noise field between epochs may introduce
false apparent velocity changes in NCFs (Zhan et al., 2013). In both cases, the use of cross-
coherence can reduce these effects (Martin et al., 2016; Daskalakis et al., 2016). However,
the whitening process in cross-coherence may keep us from studying the dependence of NCF
sensitivity on geometry within different frequency bands (Martin and Biondi, 2017), so I
have previously focused on analysis of one-bit cross-correlations (Martin et al., 2016). In
this study, I analyze changes in the ambient noise field, and compare time-lapse changes in
NCFs calculated through one-bit cross-correlation and cross-coherence, as well as tracking
the stability of dispersion curve picks.

SPATIO-TEMPORAL VARIATION OF AMBIENT NOISE

For each minute of data, I calculated each channel’s amplitude spectrum, then averaged
over each hour. As seen in Figure 1, there is more energy in the frequency ranges above
2 Hz, which tends to be anthropogenic noise. This can potentially cause issues because
anthropogenic noise sometimes violates the assumption underlying ambient noise theory:
that the ambient noise field is made of independent, uniformly distributed noise sources.
The loudest area of the array, the north edge, is along a main campus road, and particu-
larly during the daytime this area suffers from increased traffic, and construction activity.
Daily traffic patterns are not necessarily a problem in monthly time-lapse ambient noise
interferometry if they are consistent month-to-month.

In addition to diurnal trends, there is a secondary trend: weekend days are much quieter
than weekend days, as evidenced by the regular dips in energy above 2 Hz in Figure 2. The
typical trend is that areas with more vehicular traffic, including channel 75, show stronger
diurnal and weekly trends and less change over the course of the year. Channels in quieter
pedestrian-only alreas, including channel 255, show significant annual variability in energy
above 2 Hz: quietest in the summer months and loudest in the winter (peak is around
February each year). Because the farthest north and west lines (channels 100 to 165) are
particularly affected by vehicle noise, and the southeast corner (channels 270 to 287) are
particularly affected by reverberations of waves off two large building basements (Martin
et al., 2017), it is unclear whether a coherent signal can be extracted so the treatment of
these receivers is beyond the scope of this effort.

PROCESSING NOISE CORRELATION FUNCTIONS

One-bit cross-correlation is computationally cheap and should theoretically converge to
NCFs that reflect information about attenuation and frequency-dependent geometric sen-
sitivity of DAS NCFs. But these NCFs can demonstrate artifacts due to our non-ideal
ambient noise field. Thus, I decided to calculate both the one-bit cross-correlation and the
cross-coherence to understand whether velocity changes were robust to processing decisions,
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(a)

(b)

Figure 2: The hourly average spectral amplitudes are plotted for channels 75 (top) and
255 (bottom) in three frequency bands: 0.5-2.0 Hz (low, blue), 2.0-8.0 Hz (mid, violet) and
8.0-24.0 Hz (high, pink). In areas with more cars, including ch. 75, there is little seasonal
variability, but pedestrian-only areas like ch. 255 show loud winters and quiet summers.
[CR] eileen1/. 2A,2B
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Figure 3: One-bit cross-correlations of ch. 15-100 with 35 (left) and 75 (right) in Sep.
2016 (top) and Mar. 2017 (bottom) show better SNR in March when the ground is more
saturated. [CR] eileen1/. 3A,3B,3C,3D
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Figure 4: One-bit cross-correlations (left) and cross-coherences (right) of channel 75 with
channels 50 to 100, at distances 0 to 400 meters, respectively, from the southwest corner
of the array. From top to bottom: Sep. 2016, Mar. 2017, Sep. 2017, Mar. 2018. [CR]
eileen1/. 4A,4B,4C,4D,4E,4F,4G,4H
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particularly in the presence of changing anthropogenic noise sources near the array. The
aim of cross-coherence is reducing false velocity changes due to spectral amplitude shape dif-
ferences over time (Zhan et al., 2013). Further, when dispersion analysis of cross-coherence
results matches one-bit cross-correlation results, it may support the use of those one-bit
cross-correlation NCFs for attenuation and frequency-related geometry sensitivity analysis.

For each one-minute window, I performed one-bit cross-correlation and cross-coherence
for each receiver pair. For each hour, I stored the average one-bit cross-correlation and
cross-coherence for each channel pair. I then calculated the monthly averages. First, I
averaged the one-bit cross-correlations normalized by their L2 norms. The resulting NCFs
appear to have stronger extracted signals during the rainy winter months than dry summer
and early fall months, as seen in Figure 3 for two orthogonal fiber lines reacting to two
different virtual sources (one on each line) averaged over one week. This change is clearer
at distances longer than 200 meters.

By using the L2 norm, I de-emphasize hourly correlations with a concentrated wavelet
and strong peak, making all monthly estimates noisier. Thus, in Figure 4 I show NCFs
normalized by their L1 norm before monthly averaging to reduce this noise-quality differ-
ence and focus primarily on any velocity changes that may be present. To simplify their
interpretation, I show results every six months for a straight line of fiber at offsets shorter
than 200 meters responding to a virtual source at channel 75. These signals represent only
Rayleigh wave arrival times (as opposed to the mix of Rayleigh and Love waves in Figure 3).

DISPERSION ANALYSIS

For each month I calculated the dispersion images for both types of NCF calculation, seen in
Figure 5. The one-bit cross-correlation dispersion images split from 1-5 Hz into a higher and
lower velocity. It is likely the higher velocity peak consistent with the coherence dispersion
image (which is more robust to noise sources in the array) is reliable. The faster one-bit
correlation peak is stronger and more consistent over all months, shown in Figure 6. There
is not clear evidence of a velocity shift tied to saturation. Both types of dispersion image
are coherent from 2-10 Hz, but vary at the high and low frequency ends by month (possibly
due to changing noise levels), sometimes appearing to continue up to 12 Hz or down to 1
Hz. One-bit cross-correlations have more consistent dispersion curve picks in the 1-2 Hz
range for more months than do cross-coherences. These picked velocities are typical of
Rayleigh waves in geotechnical MASW studies, and given with the stability of these picks
month-to-month this suggests ambient noise interferometry of DAS data is a reasonable
tool for geotechnical surveys, even in urban areas.

A more complete picture of this variability can be seen when plotting the distribution of
picks from monthly cross-coherences’ dispersion images of multiple virtual source gathers.
These distributions are seen in Figure 7 for virtual sources throughout the Via Ortega
line (channels 55, 65, 75, 85, and 95, each approximately 80 m spaced), along with the
distribution of each pick’s wavelength versus frequency and wavelength versus velocity plots.
These plots show very stable frequency versus wavelength curves for frequencies from 1 Hz
up to 8-12 Hz, depending on the virtual source. In particular, channel 95 which is near the
high traffic Campus Dr. and Via Ortega intersection is much less stable, showing a greater
spread in the frequency/wavelength and frequency/velocity curves over time. While there
is greater spread, it does not show any clear trend in summer versus winter months. at
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Figure 5: Dispersion images of monthly one-bit cross-correlations (left) and cross-coherences
(right) in Figure 4. Yellow denotes more energy traveling at a particular frequency and
velocity. Dark areas have less energy. Dots mark frequency-wise peak velocities. [CR]
eileen1/. 5A,5B,5C,5D,5E,5F,5G,5H
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(a)

(b)

Figure 6: These box-and-whisker plots show the distribution of the channel 75 virtual
source gathers’ 18 monthly dispersion images’ peak velocity picks for each frequency. This
was repeated for both one-bit cross-correlation (top) and cross-coherence (bottom). [CR]
eileen1/. 6A,6B
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virtual sources on the south end (channels 55 and 65) there is a bit of a jump in wavelength
at 6 Hz, suggesting a possible change around the area of parking structure 2 and Y2E2.

While the dispersion curves in Figure 7 are relatively coherent from 1 to 8-12 Hz for
receiver pairs along Via Ortega, the virtual source gathers along the south side of the array,
yield much less consistent dispersion picks. Figure 8 shows the same plots but for channels
along the south edge of the array: channels 290 and 300 along Panama St. just south
of Mitchell and Durand, channel 15 along Panama St. just south of Green building, and
channels 25, 35, and 45 which are all between Roble and Arrillaga Gyms to the south of
Panama St. In particular, channels 290 and 300 near Durand and Mitchell are particularly
incoherent, even in the range of a few Hz. This may be an effect of being so close to the
Durand and Mitchell basements, which cause large reverberations of vibrations, particularly
seen during earthquakes. The rest of the virtual source locations seems to have some
coherency in the 2-6 Hz range with wavelengths in the 50-150 meter range (so sensitive to
thicknesses of 15-75 meters depth).

The dispersion curves for Rayleigh wave interferometry along the south side of the array
are clearly less consistent than the curves for channels along Via Ortega. One possible
explanation is that traffic on Panama St. and Campus Dr. would travel perpendicularly to
Via Ortega, creating vibrations that would travel mostly parallel to Via Ortega (and thus be
in the most sensitive zone for Rayleigh wave interferometry, yielding true Green’s function
velocities). Meanwhile that same traffic would travel mostly parallel to the south side of
the array, creating waves that hit the southern channels mostly broadside at angles outside
the zone most important for Rayleigh wave interferometry. This is somewhat similar to
difficulties encountered in the road-parallel line of the Richmond Field Station experiment
(Dou et al., 2017). In theory, Rayleigh wave interferometry of a linear DAS array should be
less effected by noises hitting the array broadside than a linear geophone array, so further
experimentation should be done to determine whether this is the case at the Stanford Array.

CONCLUSIONS

I analyzed 18 months of ambient noise from a DAS array in an urban area. The data show
large spatial variability, diurnal patterns, weekday/weekend patterns, and an annual winter
increase in noise levels. Monthly one-bit cross-correlations show an SNR drop for NCFs
in summer months, which may be a qualitative proxy for saturation (this deserves further
investigation). One-bit cross-correlation dispersion images show two peaks 1-5 Hz, one of
which continues from 1-10 Hz and is consistent with cross-coherence results that are more
robust to non-ideal ambient noise, suggesting it is reliable. While this analysis does not
show evidence of significant velocity change with seasonal rain patterns, the stability of
these dispersion curves suggests DAS with careful noise analysis may be appropriate for
urban geotechnical surveys in some urban areas, but this may depend in large part on fiber
geometry relative to noise sources including roads.
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Figure 7: (Left) box plots of Rayleigh wave cross-coherence dispersion image picks, (center)
corresponding picked wavelengths, and (right) velocities at those wavelengths plotted over
all months (blues/greens are winter months, and reds/yellows are summer months) for vir-
tual sources along Via Ortega at channels 55 (top), 65 (2nd row), 75 (3rd row), 85 (4th row)
and 95 (bottom row). [CR] eileen1/. 7A,7B,7C,7D,7E,7F,7G,7H,7I,7J,7K,7L,7M,7N,7O
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Figure 8: (Left) box plots of Rayleigh wave cross-coherence dispersion image picks,
(center) corresponding picked wavelengths, and (right) velocities at those wavelengths
plotted over all months (blues/greens are winter months, and reds/yellows are sum-
mer months) for virtual sources along the farthest south edge at channels 290 (top),
300 (2nd row), 15 (3rd row) every 10 channels to 35 (bottom row). [CR]
eileen1/. 8A,8B,8C,8D,8E,8F,8G,8H,8I,8J,8K,8L,8M,8N,8O
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Plane-wave extraction from the Stanford DAS array: adjoint
and inverse

Siyuan Yuan and Biondo Biondi

ABSTRACT

We develop a beamforming algorithm (adjoint method) to extract compressional plane
wave and shear plane wave components from distributed acoustic sensing (DAS) data.
We also set up inverse methods regularized by the L1 and L2 norm. To understand
the performance of beamforming and our inversions, we test and compare them on
synthetic wavefields composed of compressional and shear waves. We consider two
scenarios regarding the frequency content of the waves: impulsive plane waves and
reverberant plane waves. We found that beamforming can give us a good estimation
in the impulsive wave case, but it does not work well in the reverberant case. Also,
beamforming is subject to crosstalk artifacts between the compressional wave and shear
wave model spaces. In all our test cases, the inverse algorithm regularized by the L1
norm did the best job giving us highly focused results with no clear crosstalk artifacts.

INTRODUCTION

The Stanford DAS array has been continuously recording ground motion since September,
2016. We have cataloged more than 3,000 earthquakes in Northern California. From this
rich dataset, we are interested in extracting earthquake-characterizing patterns that can
be fed into machine learning algorithms to detect new earthquakes and understand the
near-surface condition around our DAS array. Earthquake data tend to be dominated by
plane waves, especially when their epicenters are fairly far from DAS. We aim to dig into
the data and see what the dominating plane waves are; where these plane waves come from,
what are their apparent speeds, and what are the compositions of compressional and shear
waves. Beamforming is a common signal-processing algorithm for earthquake detection and
location.

Stanford Exploration Project (SEP) has been studying beamforming since the 1980s. Cole
(1995) applied beamforming to a quarry blast dataset recorded by a geophone array showing
that beamforming gives clear pictures of where and at what apparent velocities the events
arrive. Karrenbach and Cole (1989) extended their beamsteering method to accommodate
vector data and multi-component arrays. Kostov (1989) derived algorithms to calculate
the least-squares inverses of the slant-stack. Compared to traditional geophones, DAS
has a much denser channel distribution. Beamforming can potentially take advantage of
these dense recordings by DAS to give us satisfactory feature extraction. Moreover, the
beamforming algorithms used by Cole (1995) only work in the case of compressional waves.
The Stanford DAS array records both compressional waves and shear waves (Biondi et al.,
2017). Based on the fiber optic’s plane-wave response theory developed by Martin et al.
(2017), we generalize beamforming to deal with plane waves composed of both compressional
waves and shear waves.
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Beamforming is the adjoint operator of plane-wave superposition. Inverse versions of beam-
forming may give us more precise results than beamforming does. Here, we regularize the
inverse by the L2 norm and by the L1 norm of the model respectively. Together with the
generalized beamforming algorithm, we compare their plane-wave extraction performances
on plane-wave synthetic data.

BEAMFORMING AND INVERSE ALGORITHMS THEORY

To set up a mathematical problem, we denote the DAS data we have by d, which has two
dimensions: channel number and arrival time. To generalize beamforming to deal with
both compressional waves and shear waves, we define the model space in two parts: the
compressional-wave model space (mp) and the shear-wave model space (ms). For each of
the model spaces, we are in three dimensions: azimuth (rad), apparent slowness (s/m)
and interception time (s). The range of azimuth is from 0 to 2π with a spacing of 0.1047
rad (6◦). The range of the apparent slowness is from 0 to 0.002 s/m (velocity range: 500
m/s to infinity). Each model point refers to the amplitude of one particular type of plane
wave (compressional or shear waves) propagating with the corresponding azimuth angle and
slowness reaching a reference point at an interception time τ . Martin et al. (2017) develop
the fiber responses of the plane-wave propagation in both shear wave and compressional
wave cases. Based on the theory, we can calculate the impulse response for each model
point. Ensembling the impulse responses, we set up forward modeling operators, Fp and Fs
for mp and ms respectively. Combining both of the contributions from the compressional
waves and from shear waves on the data, we have:

d =
[
Fp Fs

] [mp

ms

]
.

Let F =
[
Fp Fs

]
and m =

[
mp ms

]T We have:

d = Fm.

To estimate m, we have a choice of using the adjoint method (beamforming):

m∗ = F Td.

The adjoint method is computationally cheap but could give us only a rough estimation.
Solving inverse problems is more expensive but could give us results with a higher resolution.
The simplest inverse problem can be set up as the following optimization problem:

minv = argmin
m
‖Fm− d‖22.

Here we have a huge model space compared to the data space; we may live in the null
space. For earthquake data, we expect to have dominating plane waves and in turn to
have a sparse model space. Adding a regularization term can shrink our model space and
alleviate the null space problem. Adding a L2 norm regularization term is a common option.
The optimization problem is:

minv
L2 = argmin

m
‖Fm− d‖22 + λ‖m‖22.
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Using L1 norm regularization is, in theory, more ideal to get a sparse results shrinking most
of the irrelevant model points to be zero. The optimization problem is:

minv
L1 = argmin

m
‖Fm− d‖22 + λ‖m‖1.

Data modeling and inverse operators all depend on the channel layout. Figure 1 shows
the layout of the Stanford DAS array. To simplify the data simulation and the setup of
testing algorithms, we simplified the channel layout as shown in Figure 2. As can be seen,
in the simplified map, fibers extend in two directions (shown in color blue and color red,
respectively). The six lines in the map are denoted by letters from A to F. Channel numbers
increase from south to north and from east to west in red lines and blue lines respectively.

In the following sections, beamforming and the inverse algorithms with regularizations
shown above are examined and compared in the cases of different types of wavefields.
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Figure 1: The layout of the fiber following telecommunications conduits overlaid on the map.
The longest linear section is roughly 600 meters wide. Some deviations from straight lines
had to occur due to existing conduit geometry constraints. [NR] siyuan1/. Fig1-fiberMap

BEAMFORMING/INVERSE ON IMPULSIVE WAVE FIELDS

With the methodology set up in the previous section, we are ready to generate synthetic
data for testing the algorithms. The simplest case is that we have only an impulse in the
model space. An impulse in the model space corresponds to an impulsive wavefield received
by the DAS array in the data space. For earthquake recordings, we tend to have shear waves
and compressional waves coming from similar directions but with different apparent velocity.
Also, the energy of the shear wave is often stronger than the compressional wave. With
that in mind, when we were simulating the test data , we assumed there is a compressional
plane wave propagating from the south-west to the north-east (0.7854 rad, 45◦) with an
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Figure 2: The layout of the simplified DAS channel map for data simulation and algorithms
testing purposes. The fibers are extended into two directions colored in blue and red
respectively. 534 channels are distributed with a spacing of 4 meters along each line in the
plot. The six lines in the map are denoted by letters from A to F. The channel numbers at
the ends of the six lines are labeled. [ER] siyuan1/. sim-map

apparent slowness to be 0.001 seconds/meter (1,000 meters/second). At the same time,
we modeled a shear wave coming from the same direction but with a greater slowness of
0.0015 seconds/meter (667 meters/second). The two waves in the mp and ms are shown in
Figure 3(a) and Figure 3(b) respectively. The amplitude of the shear-wave impulse is three
times stronger than that of the compressional wave.

Applying the forwarding operator F to the impulses shown in Figure 3(a) and Figure 3(b),
we obtain the data with the compressional wave and the shear wave interfering with each
other shown in Figure 4. The compressional wave data is shown as the six light grey oblique
lines, while the shear wave is shown as three black lines from channel number 0 to 230 and
three white lines after channel 230. Whiter signal means more positive amplitude. Because
the amplitude of the shear wave is three times higher than the compressional wave, the
intersections of the two types of wave are more toward to the shear wave signal. Thus,
recovering the compressional wave can be a challenge.

Beamforming results

Appying beamforming to the data, we recover the compressional wave model and the shear
wave model shown in Figure 5(a) and Figure 5(b) respectively. Compared with the true
model points shown in Figure 3(a) and Figure 3(b), we see that we have bright spots
focused on the correct positions, which means that both compressional wave and shear
wave are recovered fairly well. But the downside is that we see a clear crosstalk problem in
the compressional model space shown in color black in Figure 5(a) at around the location
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(a) (b)

Figure 3: (Left) Compressional-wave model space.The impulse has an azimuth angle of
0.7854 rad (propagating from south-west to north-east) and has a slowness of 0.001 s/m
(1000 m/s); (Right) Shear-wave model space. The azimuth angle is the same as the com-
pressional wave’s azimuth angle. The slowness is 0.0015 s/m (667 m/s). The amplitude of
the shear wave impulse is three times stronger than that of the compressional wave. [ER]
siyuan1/. Pimpulse,Simpulse

Figure 4: Data simulated using the model shown in Figure 3(a) and Figure 3(b).The com-
pressional wave data is shown as the six light grey oblique lines, while the shear wave is
shown as three black lines from channel number 0 to 230 and three white lines after channel
230. Whiter signal means the amplitude is more positive. The channel numbers correspond
to the numbers labeled in Figure 2. [ER] siyuan1/. im-data
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where the shear wave impulse is. And the compressional wave is recovered with a lower
signal to noise ratio when compared to the shear wave.

(a) (b)

Figure 5: (Left) Compressional-wave model space recovered by beamforming. We see
the crosstalk artifact in color black around the same position of the bright spot shown
on the right panel. (Right) Shear-wave model space recovered by beamforming. Shear-
wave is recovered well with no obvious crosstalk and a higher signal to noise ratio. [ER]
siyuan1/. bfm-p,bfm-s

Inverse with L2 norm regularized results

Applying the inverse with a L2 norm regularization term to the data shown in Figure 4,
we recover the compressional wave model and the shear wave model shown in Figure 6(a)
and Figure 6(b) respectively. We see that inverse does give us a much better focused
results compared to beamforming. But we still have the crosstalk contamination shown
in Figure 6(a). The signal to noise ratio of the shear wave is higher than that of the
compressional wave.

Inverse with L1 norm regularized results

Applying the inverse with a L1 norm regularization term to the data shown in Figure 4, we
recover the compressional wave model and the shear wave model shown in Figure 7(a) and
Figure 7(b) respectively. We see that with a L1 norm term, inverse highly recovers both
the compressional wave and the shear wave without clear crosstalk problem.

BEAMFORMING/INVERSE ON REVERBERANT WAVE FIELDS

We have seen in DAS recordings that we always have reverberant waves. Here we simulate
sinusoid waves with a frequency of 4 Hz. Suppose that we have waves coming with the
same azimuth and the same apparent velocity as in the impulsive case (Figure 3(a) and
Figure 3(b)). But instead of having only one impulse at a fixed interception time in the
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(a) (b)

Figure 6: (Left) Compressional-wave model space recovered by the inverse with a L2 norm
regularization. We see the crosstalk artifact in color black around the same position of
the bright spot shown on the right panel. (Right) Shear-wave model space recovered by
the inverse with a L2 norm regularization. Shear-wave is recovered well with no obvious
crosstalk and a higher signal to noise ratio. [ER] siyuan1/. L2-p,L2-s

(a) (b)

Figure 7: (Left) Compressional-wave model space recovered by the inverse with a L1 norm
regularization. (Right) Shear-wave model space recovered by the inverse with a L1 norm
regularization. Both the compressional wave and the shear wave are recovered well. [ER]
siyuan1/. L1-p,L1-s
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impulsive wave case, we record sinusoid amplitudes with a frequency to be 4 Hz. We can
simulate a reverberant compressional wave and shear wave interfering with each other shown
in Figure 8. The data are more similar to the shear wave simulation since the shear wave
has a higher amplitude with respect to the compressional wave.

Figure 8: Data simulated using the model shown in Figure 3(a) and Figure 3(b). The
amplitudes of the impulse are sinusoid functions of the interception time with a frequency
to be 4 Hz. The data is more toward to the shear wave simulation since the shear wave has a
higher amplitude with respect to the compressional wave. The channel numbers correspond
to the numbers labeled in Figure 2. [ER] siyuan1/. rvb-data

Beamforming results

Figure 9(a) and Figure 9(b) show the beamforming results for compressional and shear
waves respectively. We see that the shear wave is recovered fairly well, while the resolution
is worse than the impulsive wave case. The poor resolution makes sense considering that
beamforming is known to be bad at dealing with data with compact spectrum. From
Figure 9(a), we see that the compressional wave is not recovered at all. This could be
because in the reverberant case, the compressional wave is much more contaminated by the
shear wave.

Inverse with L2 norm regularized results

Applying the inverse with a L2 norm regularization term to the data shown in Figure 8, we
recover the shear wave model shown in Figure 10(b). Better than beamforming, the inverse
does recover the compressional wave, although there are high amplitude noise.
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(a) (b)

Figure 9: Reverberant wave beamforming results(Left) Recovered compressional-wave
model space. The compressional wave is not recovered. (Right) Recovered shear-wave
model space. The shear wave is recovered with a poor resolution compared to the impulsive
wave case. [ER] siyuan1/. rvb-bfm-p,rvb-bfm-s

(a) (b)

Figure 10: Reverberant wave L2 norm inverse results. (Left) Recovered compressional-
wave model space. The compressional wave is recovered with a high noise level.
(Right) Recovered shear-wave model space. The shear wave is recovered well. [ER]
siyuan1/. rvb-L2-p,rvb-L2-s
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Inverse with L1 norm regularized results

Applying the inverse with a L1 norm regularization term to the data shown in Figure 8,
we recover the compressional wave model and shear wave model shown in Figure 11(a) and
Figure 11(b) respectively. We see that with a L1 norm term, the inverse highly recovers
both of the compressional wave and the shear wave without obvious crosstalk.

(a) (b)

Figure 11: Reverberant wave L1 norm inverse results. (Left) Recovered compressional-wave
model space. (Right) Recovered shear-wave model space. Both of the compressional wave
and the shear wave are recovered without any crosstalk. [ER] siyuan1/. rvb-L1-p,rvb-L1-s

CONCLUSION AND FUTURE WORK

We found that no matter whether we have impulsive waves or reverberant waves, the inverse
algorithms regularized by the L1 norm do the best job giving us highly focused results. In
the impulsive case, both beamforming and the inverse algorithms regulerized by the L2
norm focused fairly well. But they are subject to the crosstalk problem. In the reverberant
case, beamforming and L2 norm inverse fail to recover the compressional wave. This may
be due to the fact that in the reverberant case, the compressional wave is overwhelmed by
the shear wave. We can learn that beamforming and L2 norm regularization are insensitive
to compressional waves when the compressional wave has less energy compared to that of
shear waves.

The future work would be testing these algorithms on real earthquake data to see their
ability to tell us where the earthquakes come, at what apparant velocities, and with what
compositions of the compressional and shear waves. We can then use these information as
features of template matching or machine learning algorithms to detect new earthquakes.
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Automated ambient noise processing applied to fiber optic
seismic acquisition (DAS)

Fantine Huot, Eileen R. Martin and Biondo Biondi

ABSTRACT

Distributed acoustic sensing (DAS) is an emerging technology used to record seismic
data that employs fiber optic cables as a probing system. Since September 2016, a
DAS array has been deployed beneath Stanford campus in the existing fiber optic
telecommunication conduits. Because we can so easily use our telecomm infrastructure
for continuous, dense, seismic acquisition, data collected in such a manner will go to
waste unless we significantly automate ambient noise processing. Herein we present
relevant data features for exploratory data analysis and identify coherent noise sources
which inhibit reliable extraction of useful signals. We then train a convolutional neural
network for detecting traffic noise and selectively filter it out to generate ambient
seismic noise fields that are suitable for interferometry purposes. Further, we use
Markov decision processes to reconstruct the array geometry from the data, which
gives us the potential to extend this type of acquisition to other existing fiber optic
networks.

INTRODUCTION

By measuring the speed of seismic waves propagating in the Earth’s near-surface, we can
image the top tens to hundreds of meters of the subsurface. These seismic velocity images
can be interpreted to evaluate earthquake or landslide risk, to find sinkholes or tunnels, or
to track near-surface changes related to drilling activities.

By cross-correlating noise recorded at a selected receiver with noise recorded by all other
receivers in an array, we can extract signals mimicking an active seismic survey, using the
virtual source function method (Shapiro and Campillo, 2004; Lin et al., 2008; Wapenaar
et al., 2010). Thus, when active sources are too costly or logistically prohibitive, passive
seismic can be a good option for near-surface imaging. However, the theory is limited by
the assumption of homogeneous uncorrelated sources (Wapenaar et al., 2010) and non-ideal
sources can cause artifacts in extracted velocities.

Distributed acoustic sensing (DAS) is a new acquisition technology being increasingly
adopted in the energy industry for microseismic monitoring (Webster et al., 2013), hydraulic
fracture monitoring (Bakku, 2015), CO2 sequestration observation (Daley et al., 2013), and
time-lapse imaging of reservoirs (Mateeva et al., 2013). DAS probes a fiber-optic cable
with a laser interrogator unit (IU) to repurpose that fiber as a series of strain sensors. By
running fibers in existing telecommunication conduits, easy, on-demand, repeatable seismic
studies (even in urban areas) will soon be a reality.

However, no matter how long we average cross-correlations, coherent repeating noises,
even weak ones, can lead to artifacts in virtual-source response estimates (Martin et al.,
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2016), but it is currently time consuming and subjective for an expert to comb through
days of passive data and decide how to filter out certain noises. To this end, herein we use
an unsupervised learning approach to quickly explore the ambient noise field (Huot et al.,
2017; Martin et al., 2018) and show how to use interpreted results to define a targeted
noise filtering process using a convolutional neural network to remove traffic noise from the
recorded wave field.

Mapping the recorded data to its spatial coordinates is also a costly and time-consuming
task, requiring tap tests and active surveys. For the Stanford DAS array it took several
weeks of iterating between performing tap tests and manually inspecting the data to assign
locations to channels (Martin et al., 2017), and to this day, the assigned geometry may not
accurately reflect some of the small features deviating from straight line paths. This manual
process is not scalable, and would be a potential bottleneck in broader deployment of urban
DAS arrays. In the last section, we present a methodology combining a convolutional neural
network and Markov decision processes, to automatically retrieve the array geometry from
the data. This approach would allow us to extend this type of acquisition to other existing
fiber optic networks.

THE STANFORD DAS ARRAY

Figure 1: The fiber optic DAS array, 600 meters along its widest direction, follows a figure-
eight path forming two rectangular arrays under the Stanford University campus. [NR]
fantine1/. dasmap

We present this methodology in the context of a case study: a figure-eight-shaped array
of 2.4 km of fiber optics lying loosely in existing telecommunications conduits underneath
the Stanford University campus (Figure 1). The array detects a wide variety of seismic
noise sources that do not conform to the ideals of existing ambient noise theory: it sits
in a seismically active region, 20 km from the Pacific ocean, 7 km from the San Francisco
bay, with major highways on either side, a variety of roads with differing levels of traffic
near the fiber, regular quarry blasts within 15 km, plumbing and HVAC systems throughout



SEP–172 Automated ambient noise processing 29

the site, multiple construction sites near the array, and foot and bicycle traffic throughout.
With over 600 channels continuously recording 50 samples per second since September 2016,
manual inspection of most data is infeasible, making automation tools critical to extracting
the full value from the data.

In this study, we present data from a subset of 300 channels. The array generates
contiguous time series that conveniently lend themselves to image processing (Figure 4).
However, from a seismological perspective, the data are poorly coupled with the ground
as the fiber is laid in narrow (10-15 cm wide) conduits buried underground, and a handful
of channels must pass manholes between adjacent conduits. The channels in manholes are
mostly freely hanging. We preprocessed the data by detrending and bandpass filtering (0.5
and 20 Hz).
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Figure 2: Data recorded by the Stanford DAS array after detrending and bandpass filtering
(0.5 and 20 Hz). Ambient noise in urban areas is far from white or spatially uniform. In
just ten seconds of noise collected around noon local time we can see significant variation
throughout the array. [ER] fantine1/. dasdata

AUTOMATICALLY IDENTIFYING DIFFERENT TYPES OF
SEISMIC NOISE

As manual inspection of large, complex data volumes is infeasible, seismic interpretation
requires new processing tools for event detection, signal classification and data visualization.
Machine learning techniques have recently been introduced for some seismic applications to
automate decisions and speed up processing. Self-organizing maps (SOM), an unsupervised
learning technique, have been used to detect volcano-tectonic and rockfall events from
long-term background variations (Köhler et al., 2010). Support vector machines (SVM),
a supervised learning method, have been used for earth dam and levee health monitoring
and automatic detection of anomalous events (Fisher et al., 2016). Data mining algorithms
have been adapted for computationally efficient earthquake detection by similarity search
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on large scale datasets (Yoon et al., 2015).

To identify a variety of common wavefield patterns, we performed unsupervised learning
on a subset of the DAS data following the methodology introduced by Huot et al. (2017)
and Martin et al. (2018). We used clustering algorithms on seven days of data to capture
the daily variations in the noise field. Once the main types of patterns are identified and
have been grouped into clusters, the trained algorithm can be applied to new data to classify
them within the identified clusters. This approach allows us to automate data exploration
with the aim of speeding up the overall ambient noise workflow and reducing human bias.
Seismic noise source identification constitutes the first step toward selective noise removal
and preprocessing for interferometry purposes.

We computed data features over a week of continuous data that capture the temporal
and spatial variations of the signal using continuous wavelet transforms (CWT). The CWT
is commonly used in pattern recognition, as it has the ability to decompose complex patterns
into elementary forms (Mallat, 2008). The CWT measures the similarity between a signal
and an analyzing wavelet by comparing the input signal to shifted and compressed or
stretched versions of the wavelet.
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Figure 3: Continuous wavelet transform (CWT) coefficients computed over time, on 5
minutes of data. We can distinguish car arrivals as high amplitude streaks over the CWT
coefficients. [CR] fantine1/. cwt

Common clustering methods for wavelet domain time series include k-means, agglomera-
tive clustering and self-organizing maps (Liao, 2005; Köhler et al., 2010). For computational
efficiency, we selected the mini-batch optimization implementation for k-means clustering
(Sculley, 2010). We experimented with different numbers of clusters and empirically settled
on four main clusters (Figure 4), as more clusters merely yielded subdivisions of these main
clusters that were not always more physically interpretable.

By examining cluster counts over time and examining the corresponding CWT coef-
ficients, it appeared that the largest cluster (blue in Figure 4) corresponded to ambient
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Figure 4: The different types of identified clusters averaged over the full DAS array for
one day. The largest cluster, plotted in blue, corresponds to ambient background noise.
The small red cluster shows diurnal trends and appears mostly on roads open to cars, and
appears to be due to vehicle noise. [CR] fantine1/. clusterstime

background noise. The small red cluster showed diurnal trends and appeared mostly on
main roads open to cars, so it was interpreted as nearby vehicle noise. The orange cluster
behaved similarly to red but yielded more diffuse CWT coefficients and was more spread in
space. We interpreted it as noise associated with vehicle traffic but not necessarily showing
the particular space-time pattern of nearby, individual cars. The green cluster is another
source of coherent noise with diurnal trends, possibly linked to construction noise.

TRAFFIC NOISE DETECTION USING A NEURAL NETWORK

The methodology described in the previous section allows us to automatically detect traffic
noise in the ambient noise field. However, calculating wavelet attributes can be computa-
tionally expensive and is not suited for real-time detection on streaming data. Therefore,
we proceeded to build a neural network for detecting traffic noise. While training neural
networks can be computationally involved, they perform remarkably fast at run-time and
are hence well-suited for event detection problems.

We divided the data into detection windows of 10 channels by 10 seconds, and labeled
each window as ambient or traffic noise using the methodology from the previous section
(Figure 5). The windows were downsampled along the time axis, resulting in arrays of 10
× 50.

All the windows were shuffled to avoid any time bias and normalized with the same
means and standard deviations. The data sets were then arranged as follows: 50,000 detec-
tion windows for the training data, and 10,000 windows for the testing data.
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(a) (b)

Figure 5: (a) Examples of data windows containing car traffic noise. (b) Examples of data
windows of background ambient noise. [CR] fantine1/. realcars,realnoise

A basic fully-connected 2-layer softmax classifier achieved poor accuracy on this data
set (55%). In order to leverage the grid-like topology of the DAS data, we designed a small
convolutional neural network:

1. 5× 10 convolution layer with rectified linear unit (ReLu) activation function

2. Max pooling 1× 2

3. 5× 5 convolution layer with ReLu activation function

4. Max pooling 2× 2

5. Fully connected layer with ReLu activation function

6. Dropout with a probability of 0.5

7. Fully connected output layer

The network architecture is presented in Figure 6. A description of the different components
of the convolutional network is provided in Huot (2018).

This classifier achieved 99.4% accuracy. Out of 5000 cars, 38 obtained a probability
score less than 90%, 59 less than 95%. Figure 7 presents some examples of car windows to
which the network gave lower probabilities. These examples correspond mostly to extremely
faint cars or very noisy data portions.

When comparing with existing literature, other seismic event detectors (Fisher et al.,
2016; Rubin et al., 2012; Ruano et al., 2014; Lan et al., 2005) reported accuracies ranging
between 74% and 94% with traditional geophones and using other detection methodologies.
In particular, (Lan et al., 2005) focuses on moving ground targets and achieves about 80%
accuracy.
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Figure 6: We used a small convolutional neural network classifier to detect traffic noise in
the DAS data. [ER] fantine1/. cnn

Figure 7: Examples of data windows containing traffic noise to which the network gave
lower classification probabilities. [CR] fantine1/. difficult
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Figure 8: A comparison of data over five minutes of data with many examples of cars (a)
before and (b) after muting out detected cars. [CR] fantine1/. before,after

We then used the classifier to build an automated targeted noise filtering process to
remove traffic noise from the recorded wave field. For each window with detected traffic
noise, we mute out the high amplitude scales among the CWT scales computed over time.
We then performed inverse CWT over time to reconstruct the signal. A comparison of data
with many examples of cars before and after muting out detected cars (Figure 8) shows
that not all types of noise were removed, but the impact of cars was reduced.

GEOMETRY MAPPING USING MARKOV DECISION PROCESSES

Mapping the recorded data to its spatial coordinates is a costly and time-consuming task,
requiring tap tests and active surveys. This manual process is not scalable, and would be a
potential bottleneck in broader deployment of urban DAS arrays. In this section, we explore
the possibility of retrieving the array’s geometry directly from the recorded data.

Using the geometry information inferred by tap tests as labels, we trained a convolutional
neural network to determine whether each portion of data corresponds to a straight portion
of the fiber, a turn, or a manhole. We used the first half of sensors as training data and
the second half as test data. We trained the neural network over a day of continuous data,
divided into overlapping windows of 5 channels over 20 seconds. The labels were discretized,
with turning angles ranging from 0 to 180◦ divided into 10◦ bins, and an additional label
for manholes. We used the VGG-net architecture and pre-trained weights as convolutional
neural network classifier (Simonyan and Zisserman, 2014), and mapped each portion of the
data to a normalized probability of being a straight line, a turn or a manhole. While the
accuracy obtained on the test data was fairly low (73%), the misclassification was often due
to incorrect turning angle.

With uncertain labels, geometry mapping is a challenging task, and the number of
possible geometry mappings increases. Moreoever, the angle labels for the classifier only
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range from 0 to 180◦ because there is no way of telling directly from the data whether the
fiber is turning left or right. To overcome this problem, we built a Markov decision process
to reconstruct the array geometry.

Markov decision processes (MDP) provide a mathematical framework for modeling de-
cision making in situations where outcomes are partly random and partly under control of
a decision maker (Bellman, 1957). They are used in a wide area of disciplines, including
robotics, automatic control, and artificial intelligence.

More precisely, a Markov decision process is a discrete time stochastic control process.
At each step, the process is in some state s, and the decision maker may choose any action a
that is available in state s. The process responds at the next time step by randomly moving
into a new state s′, and giving the decision maker a corresponding reward Ra(s, s′). The
probability that the process moves into its new state s′ is influenced by the chosen action.
Specifically, it is given by the state transition function Pa(s, s′). Thus, the next state s′

depends on the current state s and the decision maker’s action a.

For our application, we used an MDP to map the geometry of the array, starting at the
first receiver channel, and determining the relative positions of all the contiguous channels
until reaching the last channel. The successive states in the MDP represent the channels
along the fiber. We constrained the mapping by defining a guiding path: a list of coordinates
defining an initial guess as to where the fiber lies, with a certain error margin. We then
defined the MDP as follows:

• States: Coordinates (x, y) of current position, and (dx, dy) of current direction

• Starting state: initial position, initial direction

• Actions: Go straight, turn, or manhole

• Transition probabilities: Probabilities computed by the aforementioned convolutional
neural network classifier. When turning, we set an equal probability for turning left
or right. We added a small exploration probability (0.1) to all turn directions, and
normalized all the probabilities.

• Reward function: We considered several options for defining the reward function. If
the total number of turns and manholes is known, we can define the reward function
as a metric of how close the total number of turns and manholes is to their actual
number. If we know that the fiber follows a loop pattern, we can define the reward
function as the distance between the computed position of the last channel and the
initial position. In our case, we defined the reward function as the mean square error
distance between the computed path and the initial guiding path.

• End state: We defined to end states: the MDP reaches the last channel, or the path
went out of the bounds of the error margin around the guiding path.

We solved the MDP using the value iteration algorithm (Bellman, 1957). An example
of one the realizations is presented in Figure 9. While there still remains uncertainty
in the mapping process, this methodology generates approximate mappings at low cost,
since human input is limited to defining the guiding path. The proposed solution using
a convolutional neural network and an MDP can compute the mapping of the channels
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within a minute, while it originally took several weeks of manual labor, iterating between
performing tap tests and manually inspecting the data (Martin et al., 2017), to assign
locations to the Stanford DAS array channels. Moreover, to this day, the manually assigned
geometry may not accurately reflect some of the small features deviating from straight line
paths. For future applications, we plan on adding additional functionalities to the MDP,
such as the possibility of constraining the mapping process further by defining which receiver
channel corresponds to manholes and sharp turns, in order to adapt the proposed algorithm
to DAS arrays for which this information is available.

Figure 9: While there still remains uncertainty in the mapping process, the Markov decision
process generates approximate mappings at low cost (yellow), since human input is limited
to defining the guiding path (green). Background image courtesy of Google Maps. [CR]
fantine1/. mapping

DISCUSSION AND CONCLUSIONS

We employed unsupervised and supervised learning techniques to characterize seismic data
recorded by a fiber optics array deployed underneath the Stanford University campus. We
used wavelet attributes for exploratory data analysis, used clustering algorithms to distin-
guish between different types of noise, automatically separating noise generated by cars
from incoherent background noise without requiring any information related to the geom-
etry of the array. We then trained a convolutional neural network classifier to speed up
the detection process and build a automated targeted filtering workflow to generate wave-
fields that are suitable for interferometry. We demonstrated it was possible to retrieve an
approximate geometry of the array directly from the data using Markov decision processes,
with little human input. This approach opens up the possibility of extending this type of
acquisition to other existing fiber optic networks.
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Synthetic model building for training neural networks in
a Jupyter notebook

Robert G. Clapp

Abstract
Neural networks require tens of thousands of correctly labeled datasets, something that does not exist in
reflection seismology. Synthetic data can be used to help fill this data gap. In this paper I describe an update to
a synthetic model generator aimed at producing realistic labeled datasets for training neural nets.

Introduction
Synthetic data can be used to help train neural networks . In a previous work I described a simple basin
modeling approach to create realistic synthetics . In this paper I extend that work, rewriting the modules in C++,
binding to python with pybind , and using python to create the modules. I will be reviewing the basic synthetic
generation modules. I then will describe how to use the python interface. I will finish by talking about the types
of synthetic models I am generating and future plans for expansion of the code.

Running the code
The basic idea of the synthetic model generator is to describe a series of geologic events such as deposition,
faulting, emplacement, and compression. Each event is described by a series of parameters that attempt to
simulate the geologic event. 
The original version of the synthetic model generator was written in Fortran. To build a model meant
writing/generating parameters file hundreds of lines long. Changing a single parameter required regenerating the
entire model.

This new version keeps the same idea of building a model from a series of geologic events. The code is
rewritten in C++ and parallelized using Thread Building blocks . Each module is wrapped using pybind11 into
the python module pySyntheticGen, which in turned is wrapped in the pure python module syntheticGen.

To start a new model we import the syntheticGen module, the full self-doc can be found in the appendix. We
initialize the model by describing the size of the domain in x and y. For our first example we will create a small
model with 300 samples in x and y.

In [1]: import pySepVector 
import syntheticModel 
mod=syntheticModel.geoModel(nx=300,ny=300) 

Stanford Exploration Project, SEP172, June 6, 2018
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The most basic module is deposition. The deposition model adds a layer with a given parameter value (such as
velocity). We can also decide to add spatial variations and interbed layers. In this case we will add two different
layers. The first layer with an average velocity of 2700 m/s, a thickness of 100 samples. We will allow
interbedding, where the velocity can vary by 30%. In addition we will allow variation as a function of space.

In [2]: %matplotlib notebook 
from latex_envs.latex_envs import figcaption 
import Cubeplot 
mod.deposit(prop=2700,thick=100,var=.3,dev_pos=.1,layer=25,dev_layer=.3,
layer_rand=.3,band2=.01, band3=.01) 
figcaption("An example of using the deposition module.", label="fig:depo
sition") 
b=Cubeplot.plot(mod.getProp("velocity")) 

We can choose to introduce a compressional event. A compressional event produce an anticline-syncline
pattern in the current model We can decide the angle of compression, the amount of uplift, and how much we
want the pattern to vary spatially.

Caption: An example of using the deposition module.

40 Clapp SEP-172
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In [3]: %matplotlib notebook 
 
mod=syntheticModel.geoModel(nx=300,ny=300) 
mod.deposit(prop=2700,thick=100,var=.3,dev_pos=.1,layer=25,dev_layer=.3,
layer_rand=.3,band2=.01, band3=.01) 
mod.squish(max=150,random_inline=2.,random_crossline=3.,aziumth=40.,wave
length=.2) 
mod.deposit(prop=2400,thick=50,var=.3,dev_pos=.1,layer=25,dev_layer=.2,l
ayer_rand=.3) 
figcaption("An example of using the compressional module.", label="fig:c
ompress") 
 
c=Cubeplot.plot(mod.getProp("velocity")) 

We can also add faults. Fault planes can be thought of as the surface of cylinder. Everything inside the cylinder
rotates in one direction, everything outside the other direction. The further away the cylinder's focus, the more
the fault looks line a plane. The bigger the angular rotation the more fault throw. The fault is centered at a given
location, as we move away from that location along the cylinder the rotation lessens. We expect less rotation as
we move away from the cylinder's edge.

Caption: An example of using the compressional module.

SEP-172 NN Jupyter notebook 41
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In [4]: %matplotlib notebook 
mod=syntheticModel.geoModel(nx=300,ny=300) 
mod.deposit(prop=2700,thick=100,var=.3,dev_pos=.1,layer=25,dev_layer=.3,
layer_rand=.3,band2=.01, band3=.01) 
mod.fault(begx=.5,begy=.5,begz=.5,daz=800,dz=700,azimuth=10,theta_die=12
, theta_shit=7,dist_die=.4,perp_die=.4) 
mod.deposit(prop=2400,thick=20,var=.3,dev_pos=.1,layer=25,dev_layer=.2,l
ayer_rand=.3) 
figcaption("An example of using the fault  module.", label="fig:fault") 
 
d=Cubeplot.plot(mod.getProp("velocity")) 

We can add Gaussian anomalies into our model by describing their location and amplitude.

Caption: An example of using the fault module.
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In [5]: %matplotlib notebook 
mod=syntheticModel.geoModel(nx=300,ny=300) 
mod.deposit(prop=2700,thick=100,var=.3,dev_pos=.1,layer=25,dev_layer=.3,
layer_rand=.3,band2=.01, band3=.01) 
mod.gaussian(vplus=-1000.,var=40.) 
mod.deposit(prop=2400,thick=20,var=.1,dev_pos=.1,layer=25,dev_layer=.2,l
ayer_rand=.3) 
figcaption("An example of using the Gaussian  module.", label="fig:gauss
ian") 
 
d=Cubeplot.plot(mod.getProp("velocity")) 

We can add river channels to our model by describing the beginning location and angle. We can add partial fill into
the river channels and have their location move as a function of depth in a logical meandering stream pattern.

Caption: An example of using the Gaussian module.
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In [6]: %matplotlib notebook 
mod=syntheticModel.geoModel(nx=300,ny=300) 
mod.deposit(prop=2700,thick=200,var=.3,dev_pos=.1,layer=25,dev_layer=.3,
layer_rand=.3,band2=.01, band3=.01) 
mod.erodeRiver() 
mod.deposit(prop=2400,thick=1,var=.1,dev_pos=.1,layer=25,dev_layer=.2,la
yer_rand=.3) 
figcaption("An example of using the erode river  module.", label="fig:ri
ver") 
 
d=Cubeplot.plot(mod.getProp("velocity"),slice1=2) 

We can emplace salt. The salt is created by putting random sized perturbations within in a given area. Random,
relatively low wavenumber, conductivity is then assigned. The heat equation is used to merge the perturbations.

Caption: An example of using the erode river module.
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In [7]: %matplotlib notebook 
mod=syntheticModel.geoModel(nx=300,ny=300) 
mod.deposit(prop=2700,thick=200,var=.3,dev_pos=.1,layer=25,dev_layer=.3,
layer_rand=.3,band2=.01, band3=.01) 
mod.implace(ntSteps=50) 
mod.deposit(prop=2400,thick=20,var=.1,dev_pos=.1,layer=25,dev_layer=.2,l
ayer_rand=.3) 
figcaption("An example of using the implace  module.", label="fig:implac
e") 
 
d=Cubeplot.plot(mod.getProp("velocity")) 

Caption: An example of using the implace module.
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How good do the synthetics need to be?
Training a neural network at some level is just solving a non-linear inversion problem. The key to solving a non-
linear problem is finding the neighborhood the solution lives in. One way to think about pre-training and
transferring learning is that it is attempting to get the network into generally the correct neighborhood. This
hypothesis can lead to several interesting questions.

Can we build an initial network that generally understands seismic migrated volumes?
Do we need to have different networks for different geologic basins?
Can we slowly navigate into the correct neighborhood by training with a series of more realistic
synthetic datasets?

This third question leads us to a potential solution for our lack of data problem. Creating geologic models is
relatively cheap (minutes on a single machine). Finite difference modeling/migration is expensive hours/days on
10s of machines for a single dataset. A possible approach is to create hundreds of synthetic migrated
volumes by calculating impedances and then convolving with a wavelet. A smaller set of modeled/migrated
datasets can then be used to further improve the network. Such an approach would also help with the first two
questions. For example, synthetics mimicking different basins can be generated to create basin specific
networks.

Packaging
There are several ways to use the syntheticGen code. You can clone the code from Stanford's School of
Earth and Environment's gitlab site . Building the code requires several other packages that also publicly
available from that website. You can find all of the dependencies by looking in the docker sub-folder. You can
download the latest version inside a docker from rgc007/synthetic-gen. This docker is accessible through
a Jupyter notebook . Finally, there should be a link off the sep website where you found this paper to bring up
an interactive document.

Future plans
There are several different modules that could be improved upon. The salt generation still does not consistently
provide realistic salt geometries. The deposition model could benefit from using a similar heat equation
approach to output different sediments rather than smoothing random numbers. Adding the abilities to do
turbidites, emplacement, and other geologic features would also be useful improvements.

Finally, it might be useful to rewrite some of the code to run on GPUs. The shear number of models that will be
needed for some machine learning problems will make speed of model generation even more important.
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Conclusion
Synthetic data can be used to help train neural networks. Simplified basin modeling is one approach to creating
synthetics. To improve the codes eases of use the C++ base code is wrapped in python interfaces. A Jupyter
notebook is used to further enhance the code's accessibility.
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In [8]: help(syntheticModel.geoModel) 
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Help on class geoModel in module syntheticModel: 
 
class geoModel(builtins.object) 
 |  Methods defined here: 
 |   
 |  __init__(self, **kw) 
 |      Create a new geomodel 
 |      nx - (100) Number of samples in x 
 |      ox - (0.)  First sample in x 
 |      dx - (4.)  Sampling in x 
 |      ny - (100) Number of samples in y 
 |      oy - (0.)  First sample in y 
 |      dy - (4.)  Sampling in y 
 |      dz - (4.)  Sampling in z 
 |      basement - (4000.) Basement property 
 |      nbasement - (50) Initial number of samples in the basement 
 |      properties - (['velocity']) Properties to model 
 |   
 |  compact(self, **kw) 
 |      Compact layers 
 |      compact - [0.] Compact layers 
 |   
 |  deposit(self, **kw) 
 |      Deposit a layer 
 |      base_param - ["velocity"] Base param to base all other properti
es 
 |      band1  - [.60] Bandpass parameter axis 1 property dependent vs.
band1= 
 |      band2  - [.05] Bandpass parameter axis 2 property dependent  
 |      band3  - [.05] Bandpass parameter axis 3 property dependent  
 |      ratio  - [.4]  Base ratio of property to main property 
 |      var    - [.0]  Variance from main parameter 
 |      layer_rand - [.5] Randomness variation within layer 
 |      layer  - [9999.] Layer Base value 
 |      prop  - [1.4] 
 |      dev_layer - [0.] 
 |      dev_pos - [0.] 
 |      thick - [0.] 
 |   
 |  erodeBowl(self, **kw) 
 |      Erode a bowl shape 
 |      center2 - [.5] Create a bowl fractional amount into model2 
 |      center3 - [.5] Create a bowl fractional amount into model3 
 |      width2  - [.01] Width of bowl fractional to length of axis 2 
 |      width3  - [.01] Width of bowl fractional to length of axis 3 
 |      depth   - [.01] Depth of bowl fractional  to length of axis 1 
 |      fill_depth - [.01] Fill depth of bowl fractional to length of a
xis 1 
 |      fill_prop - [.3] Fill value, dependent on model parameter 
 |   
 |  erodeFlat(self, **kw) 
 |      Erode a flat surface 
 |      depth [.1] Fractional depth (axis 1) to slice off 
 |   
 |  erodeRiver(self, **kw) 
 |      Erode a river shape 
 |      start2 - [.5] Position (relative to axis length) to start river 
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 |      start3 - [.0] Position (relative) to start river 
 |      dist   - [1.4] Length (relative) of river 
 |      azimuth - [0.] Angle for river 
 |      fill_prop - [0.] Fill value for deposition for river chanel 
 |      fill_depth - [0.] Fill dpeth for river chanel 
 |      nlevels - [1] Number of river chanel bends to layout 
 |      wavelength - [.01] Wavelenth multiplier for random river path 
 |      waveamp - [.01] Wave ampitude multiplier 
 |      thick - [.3] Thicknewss of river chanel 
 |   
 |  fault(self, **kw) 
 |      Fault model 
 |      azimuth - [0.] Azimuth of fault 
 |      begx    - [.5] Relative location of the begining of fault x 
 |      begy    - [.5] Relative location of the begining of fault y 
 |      begz    - [.5] Relative location of the begining of fault z 
 |      dz      - [0.] Distance away for the center of a circle in z 
 |      daz     - [.01] Distance away in azimuth  
 |      perp_die- [0.1] Dieoff of fault in in perpdincular distance 
 |      deltaTheta-[.1] Dieoff in theta away from the fault 
 |      dist_die-  [0.] Distance dieoff of fault 
 |      theta_die- [0.01] Distance dieoff in thetat 
 |      theta_shift-[.1] Shift in thetat for fault 
 |      dir - [.1] Direction of fault movement 
 |   
 |  gaussian(self, **kw) 
 |      Add a gaussian anomaly 
 |      center2 - [.5] Relative position of anomaly axis2 
 |      center1 - [.5] Relative position of anomaly axis1 
 |      center3 - [.5] Relative position of anomaly axis3 
 |      vplus   - [1.] Value of anomaly to add 
 |      var     - [.1] Relative variance of anomaly 
 |   
 |  getHyper(self) 
 |   
 |  getMinMax(self, prop) 
 |   
 |  getProp(self, prop) 
 |      Get model propertt 
 |   
 |  implace(self, **kw) 
 |      Add feature to model 
 |      emplace - [True] Whether or not emplace a body into the model 
 |      prop    - [4500.] Value to set body 
 |      center1,center2,center3 [.5] Relativel location of center of an
omaly 
 |      axis1,axis2,axis3 - [.3] Relative axes for anomaly 
 |      azimuth - [0.] Rotation azimuth for body 
 |      pctRemove - [30.] Percentage of points to remove 
 |      conform - [True] Conform model arroudn shape introduced 
 |      down_decrease - [True] Decrease below anomaly 
 |      down_dist - [0.] Distance down to change model 
 |      ntSteps- [50] Number of time steps 
 |      down_amount [0.] Down amount 
 |   
 |  parseParams(self, ks, typ, intM, floatM, stringM, boolM) 
 |      Internal function to parse parameters 
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 |   
 |  squish(self, **kw) 
 |      Squish a model 
 |      aziumth - [0.] Azimuth for squishing 
 |      max - [50.] Maximum shift in z 
 |      wavelength- - [1.] Wavlength scaling 
 |      random_inline - [.5] Random inline 
 |      random_crossline - [.5] random crossline 
 |   
 |  -------------------------------------------------------------------
--- 
 |  Data descriptors defined here: 
 |   
 |  __dict__ 
 |      dictionary for instance variables (if defined) 
 |   
 |  __weakref__ 
 |      list of weak references to the object (if defined) 
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Jump-starting neural network training for seismic problems

Fantine Huot

ABSTRACT

Deep learning algorithms are immensely data-hungry and rely on large amounts of
labeled data to achieve good performance. However the earth is intrinsically unla-
beled and we are often confronted to fuzzy boundaries, uncertain labels, and absence
of ground truth. Moreover, deep learning models do not always generalize well to con-
ditions that are different from the ones encountered during training. In this context, it
can be difficult to leverage deep learning algorithms for seismic problems. Herein we
introduce strategies for overcoming these limitations, using synthetic data generation
and transfer learning to jump-start the training of neural networks. We present this
methodology through two case studies: earthquake detection using the Northern Cali-
fornia Seismic Network (NCSN); and targeted noise filtering for ambient seismic noise
recorded by a fiber optic array underneath Stanford campus.

INTRODUCTION

Deep neural networks can achieve accurate mappings from inputs to outputs from large
amounts of labeled data. Within the last 5 years, deep learning has had a dramatic impact
on computer vision (Krizhevsky et al., 2012; He et al., 2015), speech recognition (Dahl et al.,
2012; Deng et al., 2010; Seide et al., 2011; Hinton et al., 2012), and image segmentation
(Sermanet et al., 2013; Farabet et al., 2013; Couprie et al., 2013; Cireşan et al., 2012).

However, these models are immensely data-hungry and rely on huge amounts of labeled
data to achieve their performance. As of 2016, a rough rule of thumb is that a supervised
deep learning algorithm will generally achieve acceptable performance with around 5,000
labeled examples per category and will match or exceed human performance when trained
with a dataset containing at least 10 million labeled examples (Goodfellow et al., 2016).

One of the challenges with applying deep learning algorithms to seismic problems is
that we are often confronted to limited labeled data. The earth is intrinsically unlabeled,
and we have to deal with uncertain labels, fuzzy boundaries, and absence of ground truth.
Seismic datasets also tend to be unbalanced, as we are trying to detect rare and sparse
events within large amounts of background noise.

Another problem is that deep learning models do not always generalize well to conditions
that are different from those encountered during training on a carefully constructed dataset.
Seismic field datasets have low signal to noise ratio, and suffer from missing data and
dropouts. They present coherent noise sources and artifacts, many of which the deep
learning model has not encountered during training.

In this study we present how synthetic data generation and transfer learning can jump-
start the training of neural networks in order to overcome these limitations. We outline
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reasons why transfer learning warrants our attention and describe different transfer learning
scenarios. We then illustrate this methodology through two case studies: earthquake detec-
tion using the Northern California Seismic Network (NCSN); and targeted noise filtering
for ambient seismic noise recorded by a fiber optic array underneath Stanford campus.

SYNTHETIC DATA GENERATION

When manually labeling the data is infeasible, how can we come up with large volumes of
labeled data? The key idea here is to leverage our domain-knowledge to generate synthetic
data to boost our training data.

The use of synthetically generated training data is pretty common in machine learning
and has been successfully used for various applications, ranging from character recogni-
tion in natural images (de Campos et al., 2009), traffic sign recognition (Greenhalgh and
Mirmehdi, 2012; Hoessler et al., 2007) or handwriting recognition (Varga and Bunke, 2003),
to more elaborate problems such as face recognition (Fanelli et al., 2011) or protein in-
teractions (Pham and Jain, 2006). Synthetic data generation is also used for unbalanced
classification problems to ensure that each class is sufficiently well represented to obtain
a classification system of high generalization performance (Fanelli et al., 2011; Zadrozny,
2004). The synthetic training examples do not per se have to capture all the complexities
of the field data. The DeepSketch2Image project (Seddati et al., 2016) demonstrates it is
possible to classify photos even by training on free-hand doodles.

For physical modeling problems, neural networks are often trained solely on synthetic
data, and have had successful results for various applications such as turbulent flow modeling
Ling et al. (2016), or modeling error estimation Trehan et al. (2017).

TRANSFER LEARNING

The ability to transfer knowledge to new conditions is generally known as transfer learning.

In the classic supervised learning scenario, we train a neural network for a task and
domain A for which we have large amounts of labeled data, and expect it to perform well
on unseen data of the same task and domain. Given some other related task or domain
B, the classic supervised learning paradigm breaks down when we do not have sufficient
labeled data to train a reliable model.

Transfer learning allows us to deal with this scenario by leveraging the already existing
labeled data of the first task or domain A, storing the knowledge gained in solving this
task, and applying it to our related problem of interest B. This knowledge transfer can be
achieved through various transfer learning scenarios (Pan and Yang, 2010; Yosinski et al.,
2014):

• Using the pre-trained network as a fixed feature extractor (Razavian et al., 2014):
We pre-train the convolutional neural network (CNN) on dataset A, remove the last
fully-connected layer, and treat the rest of the network as a fixed feature extractor for
the new dataset B.
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• Fine-tuning the pre-trained network: We pre-train the CNN on dataset A, and fine-
tune its weights using dataset B. It is possible to fine-tune all the layers of the network,
or to keep some of the earlier layers fixed (due to overfitting concerns) and only fine-
tune some higher-level portion of the network. This is motivated by the observation
that the earlier features of a CNN contain more generic features (e.g. edge detectors
or color blob detectors) that should be useful to many tasks, but later layers of the
network becomes progressively more specific to the details of the classes contained in
the original dataset.

• Using pre-trained models: Since large modern convolutional networks take 2-3 weeks
to train across multiple GPUs, pre-trained network weights are often released publicly
for others to use.

A description of the different components of a convolutional network is provided in Huot
(2018). Which type of transfer learning to use is a function of several factors, but typically
depends on the size of the dataset for task B and its similarity to the dataset A. In the
following sections, we present some applications of this methodology.

EARTHQUAKE DETECTION USING THE NORTHERN
CALIFORNIA SEISMIC NETWORK (NCSN)

We used the Northern California Seismic Network (NCSN) catalog of earthquake detections
to build a dataset of labeled earthquake and background noise waveforms. In this study we
used data from the following seismic stations (Figure 1):

• BK-SAO, San Andreas Geophysical Observatory, Hollister,

• BK-JRSC, Jasper Ridge Biological Preserve, near Stanford,

• BK-PKD, Bear Valley Ranch, Parkfield,

• BK-CVS, Carmenet Vineyards, Sonoma.

These stations are equipped with 3-component broadband seismometers. For each
station, we extracted the earthquake waveforms from the catalog from 01/01/2008 to
06/01/2016 for events of magnitude > 2.0. The background noise waveforms were picked at
random times for each day in the time period, while ensuring that they did not overlap with
any event from the catalog and did not trigger the STA/LTA (Short Term Average/Long
Term Average) event detection algorithm (with STA window of 3s, LTA window of 45s, and
threshold of 6.0).

All the waveforms were bandpassed between 1 and 10 Hz, downsampled to a 20 Hz
sampling rate, and then normalized (Figure 2).

To capture the temporal variations of each waveform, we decomposed the signal into
wavelet attributes by applying continuous wavelet transforms (CWT). CWT are frequently
used in pattern recognition to decompose complex patterns into elementary forms by com-
paring the input signal to shifted and compressed or stretched versions of an analyzing
wavelet (Mallat, 2008).



56 Huot SEP–172

Figure 1: Geographical locations of selected seismic stations from the NCSN. [NR]
fantine2/. ncsn
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Figure 2: Example waveforms of (a) earthquakes and (b) background noise recorded at the
BK-JRSC station. [ER] fantine2/. BKJRSCevents,BKJRSCnoise
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We used the Morlet wavelet as the analyzing function and subsequently took the am-
plitude of the resulting complex numbers. For each waveform we computed 30 CWT scale
factors. At this stage, we subsampled the data by averaging the CWT scales over windows
of 0.5s, and the time windows were then narrowed down to a 15s detection window. This
resulted in 30 × 30 attributes for each waveform (Figures 3(a) and 3(b)). Each attribute
was standardized to zero mean and unit variance. Means and standard deviations were
stored for later use when applying the trained algorithm to new data.

(a) (b)

(c)

Figure 3: Example waveform attributes computed for (a) earthquakes and (b) back-
ground noise. (c) Examples from the MNIST hand-written numbers dataset. [CR]
fantine2/. cwteq,cwtbg,mnist

After pre-processing, we ended up with about 2,000 earthquake samples and 3,000 back-
ground noise samples for each station. The dataset was then separated according to a 80:20
ratio into a training set and a test set.
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We trained a small CNN with 2 convolutional layers and a fully connected output
layer with a softmax classifier on this dataset. However, as the dataset was fairly small, the
network achieved poor accuracy. We then performed transfer learning using the the MNIST
dataset. The MNIST database (Modified National Institute of Standards and Technology
database) is a large database of handwritten digits that is commonly used for training
various image processing systems (Fig 3(c)). It is widely used for training and testing in
the field of machine learning. While the classification of handwritten digits has very little
to do with earthquake detection, the basic image processing performed in the convolutional
layers has similar behavior, and acts as a feature extractor. By pre-training using the
MNIST dataset, we can use transfer learning by copying the weights of the convolutional
layers, while leaving out the classification part. This process allows us to initialize the
weights in our earthquake detection network to a reasonable initial guess.

Using this approach, the network obtained 99.5% accuracy when trained, and tested on
only one of the stations. When mixing all four stations, its accuracy dropped to 96.8%.
Although this result is not as good, it shows that it might be possible to generalize to more
stations.

TRAFFIC DETECTION FOR TARGETED FILTERING FOR FIBER
OPTIC AMBIENT SEISMIC NOISE

Distributed acoustic sensing (DAS) is an emerging technology used to record seismic data
that employs fiber optic cables as a probing system. Recently, a DAS array has been de-
ployed beneath Stanford campus in the existing fiber optic telecommunication conduits. As
we can so easily use our telecomm infrastructure for continuous, dense, seismic acquisition,
data collected in such a manner will go to waste unless we significantly automate ambient
noise processing. In particular, coherent noise sources inhibit reliable extraction of useful
signals (Martin et al., 2016). Herein, we train a convolutional neural network for detecting
traffic noise in order to selectively filter it out to generate ambient seismic noise fields that
are suitable for interferometry purposes.

Every 8m of fiber acts as a seismic sensor, and the DAS array generates contiguous
time series that conveniently lend themselves to image processing (Figure 4). We used a
previously trained unsupervised learning approach to identify traffic and background noise
(Huot et al., 2017; Martin et al., 2018). We opted for a detection window of 10 channels by
10 seconds. The windows were downsampled along the time axis, to 10 × 50.

The dataset was fairly small and highly imbalanced, as there were far fewer car events
than background noise. Therefore, we boosted the dataset by generating simplistic synthetic
car data (Figure 5(c)). All the windows were shuffled to avoid any time bias and normalized
with the same means and standard deviations. The data sets were then arranged as follows:

• The training data contained 50,000 windows, 50% noise, 50% cars. 80% of these cars
were synthetically generated.

• The testing data contained 10,000 windows, 50% noise, 50% cars, but only real data.

We then designed a small CNN with 2 convolution layers with long stencils on the time
axis.
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Figure 4: Data recorded by the Stanford DAS array. Ambient noise in urban areas is far
from white or spatially uniform. [ER] fantine2/. dasdata

This classifier achieved 99.4% accuracy on this dataset. Out of 5000 cars, 38 obtained
a probability score less than 90%, 59 less than 95%. Despite having been trained using
mostly synthetic car data, the network performed well at detecting traffic noise, even on
examples with faint car events or very noisy data portions (Figure 5(d)).

DISCUSSION AND CONCLUSIONS

Through two case studies, earthquake detection and traffic noise detection, we introduced
strategies to jump-start the training of neural networks when confronted to limited amount
of labeled data and unbalanced datasets. In particular, we demonstrated that transfer
learning and synthetic data generation allow us to leverage domain knowledge and pre-
train the network using simulated data. Going forward, we aim to apply this methodology
to more use cases such as stratigraphy estimation and seismic imaging.
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Comparing Deep Neural Network and Full Waveform
Inversion Velocity Estimation

Stuart Farris, Joseph Jennings, and Mauricio Araya Polo

ABSTRACT

We explore the feasibility of a deep learning approach for tomography by comparing
it with the current velocity prediction techniques used in the industry. This is accom-
plished through quantitative and qualitative comparisons of velocity models predicted
by a Machine Learning (ML) system and those of two variations of full-waveform in-
version (FWI). Additionally, we compare computational aspects of the two approaches.
The results show that the ML-based reconstructed models are competitive to the FWI-
produced models in terms of selected metrics, and widely less expensive to compute.

INTRODUCTION

Velocity model building is a key step during seismic processing and interpretation, current
industry tools of choice are tomography and full-waveform inversion (FWI). An alternative
was presented in Araya-Polo et al. (2018), where the inverse problem is solved with a novel
machine learning (ML) method. This approach has multiple advantages with respect to
the classical methods. In principle, the main cost is the one-time upfront training of a
neural network. Once the network is trained, velocity model prediction costs are negligible
allowing cheap exploration of multiple scenarios. While the quality of model predictions
from the ML scheme are highly dependent on the labeled data used to train the network,
this reliance on labeled data also frees the trained model from human and methodological
biases.

Until now, direct comparisons between this new ML prediction scheme and other velocity
prediction methods have not been made. Our contribution here is to compare qualitatively
and quantitatively the reconstructed model generated by the ML approach and by variations
of the well-established FWI approach.

MACHINE LEARNING TOMOGRAPHY

In this section a brief summary of Araya-Polo et al. (2018) is introduced. The basic idea
of using a machine learning approach for velocity estimation is to replace the following
expression:

J(m) = ||dm(m)− dobs||22, (1)

where m is the optimal earth model that minimizes J(m), dm is a data vector that is
modeled from a non-linear modeling operator f(m), and dobs is the recorded data vector,
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with a machine learning approach commonly expressed as:

θ̂ = arg min
θ

1
N

N∑

i=1

L(Vi, T (Xi, θ)), (2)

where T (X, θ) is the tomography operator, parameterized by the coefficients vector θ, X is
the input to the tomography operator, and its output is the reconstructed velocity model
V̂ . In machine learning terminology, X is known as the input feature and V is known as the
label. The loss function L(Vi, V̂i) measures the difference between the ground truth velocity
model and its reconstructed version. The loss function employed in this work is the squared
error L(Vi, V̂i) = (Vi − V̂i)2, which is frequently used in regression problems. Replacing the
generic loss function with the squared-error loss, we can express the optimization problem
in Equation 2 as

θ̂ = arg min
θ

1
N

N∑

i=1

(Vi − T (Xi, θ))2. (3)

This familiar regression problem can be solved with a gradient descent approach which
iteratively updates the coefficients of θ. Both equations 2 and 3 can be seen as inverse
problems, but the solution of the systems are reaching through very different approaches.
The former is a deterministic optimization problem where the latter is a learning process
in which a statistical mechanism helps minimize the loss function.

The novelty of the work presented in Araya-Polo et al. (2018) is that the tomographic
operator T (X, θ) is implemented as a deep neural net (DNN) composed of layers of weighted
nodes parameterized by θ. The input to the network is connected to the input layer which is
followed by a varying number of hidden layers. The inputs of the hidden layer are activated
by the outputs of the previous layer and eventually the output of the network is computed
at the output layer. The output vector is a prediction of an earth model that would have
modeled the input feature vector X. These networks are trained with examples per the
statistical-learning approach in which the correct output (label) is known for a given input,
and the weight parameters in the nodes of the network update due to the minimization of
the error between the prediction and true value. Expressing the tomography operator as a
DNN, it can be written as

T (X, θ) = fout(f3(f2(f1(X, θ1), θ2), θ3)θout), (4)

where fi is a layer within the DNN parameterized by the vector θi, respectively. Figure
1 illustrates this formulation and the workflow that moves from feature space to model
prediction and Figure 2 shows the workflow used to train the weights of the DNN.

Arguably the most crucial step in the DNN tomography formulation is the choice of
input (X) used for the first layer of the DNN. It is necessary that we select a feature that
reduces the input size but also amplifies the relevant changes in the data caused by the
model parameters we wish to estimate. Velocity semblance (Taner and Koehler, 1969) was
chosen by Araya-Polo et al. (2018) as the input feature to the DNN. This choice was made
as velocity semblance gives a measure of apparent velocity with depth and is commonly the
first step in estimating the velocity from reflection seismic data.
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Figure 1: Prediction workflow. [NR] farris2/. prediction-workflow

Figure 2: Training workflow. [NR] farris2/. training-wflow2
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BASELINE VELOCITY ESTIMATION TECHNIQUES

Full Waveform Inversion

In exploration geophysics, FWI is a topic of intense study and is at the forefront of earth
model building from seismic data (Virieux and Operto, 2009). Despite numerous limitations
(e.g., high computational cost, starting model sensitivity, unwanted convergence to local
minimum) FWI is regarded as an area of development that may rectify the gap between
low and high wavenumber earth model building and represent an all-inclusive solution to
seismic exploration. For this reason we have chosen it as a baseline method to compare
the predictions of the ML approach. Of course there are many other velocity prediction
techniques used in the oil and gas industry that could be compared to the ML approach. In
particular, inverting the Dix equation at CMP locations may be a more comparable method
than FWI since it also brings the data into semblance space. But, we anticipate a 1D Dix
inversion paired with lateral smoothing will be vastly outperformed by ML and FWI.

FWI is a nonlinear data fitting problem described in the iconic work of Tarantola (1984)
which reformulates the exploding reflector concept of Claerbout (1971) as a local optimiza-
tion problem. Minimizing the difference between observed and modeled seismic data with
respect to some earth model can be written in the form of Equation 1 where f(m) is the
forward nonlinear wave equation modeling operator that maps the earth model space, m,
into the data space, dm, for a set of seismic experiments. This problem can be solved with
a variety of gradient descent methods in which the model is updated iteratively from the
gradient of the objective function J at the current model iteration mj :

mj+1 = mj + αjsj . (5)

The next model, mj+1, is found by summing the current model, mj , to the search direction,
sj , scaled by a step length, αj . There are many ways to compute the search direction, sj .
Here we will implement the nonlinear conjugate gradient method in which:

sj = sj−1 + β∇J(mj), (6)

where sj−1 is the previous search direction and β is the conjugate direction coefficient.
Furthermore, ∇J(mj) is the adjoint of the wave equation operator linearized around the
current model iteration applied to the difference between the modeled and observed data.

Multi-scale Full Waveform Inversion

The high nonlinearity of FWI creates many local minimum of the objective function in
Equation 1. These local minimum prevent the convergence of methods like conjugate gradi-
ent from reaching reasonable solutions unless beginning from models fairly close to ground
truth. Many methods exist and extensive research continues to find ways to avoid these
convergence issues. A highly effective and widely accepted method is that of Bunks et al.
(1995) which is referred to as Multiscale FWI. This technique decomposes the FWI problem
by scale and performs conventional FWI with progressively higher bandpasses of the source
wavelet and observed data.
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COMPARISON SETUP

To compare the velocity model predictions of ML and FWI approaches, four synthetic
seismic surveys are created and used as inputs for three velocity prediction methodologies:
conventional FWI, Multiscale FWI, and a DNN. The intent is to keep the input data
consistent in order to create a fair comparison between each method. Below describes the
data generation, the parameters of the three experiments, and the quantitative methods
used to compare model results.

Figure 3: Ground-truth velocity models. The numbering is as they appear in Table 1.
[CR] farris2/. panel-GT

Synthetic Seismic Data

The synthetic models used to generate the seismic data are 1.8 kilometers in the x direction
and 1.4 kilometers in the z direction with grid cell discretization of 10 meters. The models
parameter used is pressure wave velocity that increases with depth and contains salt bodies
of varying shape and size. The velocities range from 2.0 km/s to 4.5 km/s.

The data itself is generated from 19 shots at the surface with 40 meter spacing in the x
direction beginning at 520 meters. The shot wavelet is a 15 Hz peak Ricker. 144 receivers
located at the surface record pressure data. They begin at 180 meters in x with 10 meter
spacing. The wave propagation modeling assumes an acoustic, constant density earth and
uses second order approximation in time and eighth order in space. Figure 3 illustrates
the four models used to compare each method. Note, the data was generated on 1.8 × 1.4
km model but the velocity predictions were made on a 1.0 × 1.0 km subset of the original
models.

Experiments

The first experiment is conventional FWI. 1000 iterations of nonlinear conjugate gradient
are performed using all frequencies of all modeled shots. The starting model was a linear
velocity gradient from 2.0 km/s to 4.5 km/s. A variation of this experiment is also conducted
in which 200 conjugate gradient iterations are performed using the predicted model from
the DNN as the starting model for FWI. The second experiment is Multiscale FWI which
performed 150 conjugate gradient inversions over 5 bandpasses of the all modeled shots.
The first 4 bandpasses of the data were smoothly tapered at 4Hz, 8Hz, 16Hz, and 32Hz.
The fifth inversion used all frequencies. The starting model for the 4Hz inversion was a
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linear velocity gradient from 2.0 km/s to 4.5 km/s. Each progressively higher bandpass
inversion uses the final model from the previous bandpass inversion. The third experiment
results are obtained by exposing the trained neural network to unseen data, in our case, to
unseen semblance cubes from velocity models created by our pseudo-random velocity model
generator.

Comparison Metrics

In terms of quantitative metric for model quality comparison, we decided to recourse to the
widely accepted standard metric in image dominated fields, the Structural Similitude Index
Metric (SSIM) (see Wang et al. (2004)). SSIM differs from traditional objective metric since
it is based on structural degradation rather than error or general distortion of the images.
We also use Mean-Square-Error (MSE) and Signal-to-Noise ratio (SNR) as valid metrics
since we know the ground-truth (GT) model used to generate the input data. We compute
SNR as found in Johnson and Dudgeon (1992) using the correlation coefficient ρ as follows:

ρ =
cov(IGT , Ir)

stddev(IGT ) ∗ stddev(Ir)
(7)

SNR = 10× log10(
ρ2

(1− ρ2)
) (8)

RESULTS

We perform the comparative analysis on four seismic datasets generated from the velocity
models in Figure 3. The comparison is limited to four datasets because of the high com-
putational cost of FWI. In fact, retrieving one Multiscale FWI result takes more time than
training the DNN used for the ML approach. After the upfront cost of creating the trained
DNN, a single model prediction can be made almost instantaneously. This speaks to the
computational cost of ML compared to FWI.

Three of the four compared models contain salt bodies and one model is a simple layer-
cake model. Our selection process was not random, as interest on salt body detection
is pervasive to the industry. Figure 4 shows the comparison between the results of the
DNN prediction, Multiscale FWI, and conventional FWI for model 0. When comparing the
results of the three approaches, we observe that both the DNN prediction and Multiscale
were able to recover the original velocity model with good accuracy while the conventional
FWI approach cycle-skipped and was not able to recover a reasonable velocity solution.
Additionally, the difference plots (third column) show that the multiscale approach performs
best at resolving the interfaces between the layers. In fact, in general we find that the output
of the DNN is smoother than the velocity estimated via Multiscale FWI. This likely due
to the fact that when calculating the input semblance cubes, a smoothing occurs which
limits the maximum frequency in the semblance cube. Multiscale FWI, however attempts
to match modeled and predicted data that may have a broader range of frequencies.

Possible our most interesting result can be drawn from model 0∗ which uses the DNN
result as the starting model for conventional FWI. This example beats all other conventional
FWI attempts and directly competes with the Multiscale FWI results with performing only
15% the number of the iterations.
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(a)

(b)

(c)

Figure 4: Comparison of tomography results from the DL and FWI for model 0. Left-
most column shows ground-truth (label), second from left shows the prediction from the
DL (top), the Multiscale (MS) FWI result (middle) and the standard FWI result (bot-
tom). Third column from left shows the difference between the ground truth and the
prediction as a percentage of the velocity error. The last column shows the percentage
of velocity errors for each sample binned and plotted in a histogram form. When com-
paring the prediction of the DNN to the MS FWI result, we observe that the DNN has
difficulty in resolving sharp interfaces. Also note that a MS FWI approach was neces-
sary to avoid cycle skipping that is apparent with the conventional FWI result. [CR]
farris2/. panel-pred-0,panel-fwi-0,panel-fwi-naive-0
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Ground-Truth DL Result MS FWI Result FWI Result
SSIM MSE SNR [dB] SSIM MSE SNR [dB] SSIM MSE SNR [dB]

model 0 0.66170 19070.4 13.8877 0.84702 12149.2 16.2797 0.49666 16510.5.0 7.2143
model 0∗ - - - - - - 0.82215 12761.2 15.6734
model 1 0.72079 14682.3 14.8517 0.84896 13764.1 15.3158 0.48856 275104.0 7.1058
model 2 0.78219 7250.57 18.0263 0.87302 6094.7 19.1497 0.32245 400733.0 6.0398
model 3 0.76253 15402.4 14.6351 0.84241 18620.7 13.9951 0.41005 452631.0 3.9613

Table 1: Metrics summarizing results for deep learning prediction (DL), multi-scale FWI
(MS FWI) and standard FWI for all models shown in Figure 3. In each metric category
for each respective model, the best experiment result is bold. For example, for model 3 the
best SSIM result was from MS FWI while the best MSE and SNR results came from DL.
Model 0∗ uses the reconstructed model by DL as the initial velocity model for FWI.

CONCLUSION

With respect to our three metrics, the DNN reconstructed models are competitive with
the results Multiscale FWI. This demonstrates potential for use ML methods for velocity
estimation applications in exploration seismology. Furthermore, the training of the DNN
and the mode predicting take a fraction of FWI runtime, therefore opening real possibilities
for multi-scenario analysis and effective uncertainty quantification efforts.
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Stratigraphic sequence estimation from seismic traces using
convolutional neural networks

Fantine Huot, Bruce Power and Joe Stefani

ABSTRACT

We train a 1D convolutional neural network to estimate stratigraphic sequences from
seismic data, and evaluate which frequencies are required to obtain accurate estimates.
While seismic volumes are typically unlabeled data, well logs allow us to label portions
of seismic data with their corresponding geological stratigraphy. We boost the training
set by generating additional synthetic well logs using Markov chain modeling. We
demonstrate that the estimation accuracies increase with seismic frequency content,
and while accuracies remain fairly low for frequencies under 50 Hz, we achieve accuracies
over 80% when pushing towards higher frequencies.

INTRODUCTION

Well logs allow us to label portions of seismic data with the corresponding stratigraphy.
Herein, we are provided with 60 well logs from the Wilcox formation in the Gulf of Mexico.
We preprocess the data to derive the elastic moduli using rock physics diagnostics in order
to generate corresponding seismic traces using convolutional modeling. We then generate
additional synthetic wells with similar statistics by Markov chain modeling to boost the size
of the data set. We then proceed to train a 1D convolutional neural network to estimate
the stratigraphy directly from the seismic data and evaluate which frequencies are required
to obtain accurate results.

DATA PROCESSING

Wilcox formation well logs

We were provided with the logs from 60 wells from the Wilcox formation in the Gulf of
Mexico (Figure 1). The data are sampled every 15 cm along the borehole, and the region of
interest spans about 500 m to 1,000 m for each well at a depth of about 8 km. The provided
data values are depth, resistivity, P-wave velocity, S-wave velocity, gamma ray, neutron
porosity and density (Figure 2(a)). The computed volume of shale (vshale) attribute is also
provided.

Rock physics diagnostics

We use rock physics diagnostics to find a lithology model to match the log data and consol-
idate the elastic properties, as described by Mavko et al. (2009) (Figure 3). The modeled
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Figure 1: Locations of some of the wells from which the logs were provided. (Image source:
www.offshore-energy.biz) [NR] fantine3/. wilcoxmap

elastic properties are then compared to the log measurements (Fig 2(b)) and seem to match
the data fairly well, allowing us to fill in any missing values and remove outliers.

Synthetic seismic generation using convolutional modeling

We then generate synthetic seismic traces from the well log data, using convolutional mod-
eling to generate common-depth gathers (Figure 2(c)). The travel times, angles and offset
are computed via ray-tracing, and the amplitudes at each interface are computed using the
Zoeppritz equations. The final reflectivity series are then convolved with a Ricker wavelet
at various frequencies ranging from 10 to 200 Hz. While the higher frequencies are not
realistic, they are computed in order to evaluate which frequencies are required to obtain
accurate estimates with the learning algorithm. We interpolate the seismic traces to match
the sampling rate of the logs to have correspondence between the seismic data and the
stratigraphy labels.

Stratigraphy labeling

The difference between well log resolution (0.3 m) and seismic resolution (about 200 m)
makes it difficult to label the seismic data using the vshale log values, for averaging them
over large windows would not be very informative. Therefore, we label the data by chunks,
and divide them into five categories:

1. Blocky stratigraphy mostly shale

2. Fine stratigraphy mostly shale

3. Blocky alternations

4. Fine stratigraphy mostly sand

5. Coarse stratigraphy mostly sand
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(a)

(b) (c)

Figure 2: (a) Provided well log data for one of the wells. From left to right: Gamma
ray, density, bulk porosity (black) and neutron porosity (blue), P-wave velocity (black)
and S-wave velocity (blue), computed vshale. (b) Rock physics diagnostics. From left to
right: selected clay content lithology model, measured bulk density (black) vs modeled
bulk density (red), P-wave impedance directly computed from the input data (black) vs
modeled P-wave impedance (red), Poisson’s ratio directly computed from the input data
(black) vs modeled Poisson’s ratio (red). The selected lithology model fits the log data fairly
well and is the one we adopted for consolidating the elastic properties before proceeding
to convolutional modeling. (c) Examples of corresponding seismic common-depth gathers
obtained by convolutional modeling with a Ricker wavelet at 40 and 60 Hz for different
offsets. [CR] fantine3/. well1,well2,seismic



76 Huot et al. SEP–172

Figure 3: P-wave velocity plotted versus porosity, color-coded by lithology. The color
scale corresponds to the difference between neutron porosity and bulk porosity, which is an
indicator for clay content. The overlaying curves correspond to different lithology models
(from left to right: Raymer, soft sand, constant cement). From these plots, the most
appropriate model appears to be the one in the center, as the lithology curves match the
data best. [CR] fantine3/. rpd

SYNTHETIC WELL LOG GENERATION USING MULTI-SCALE
MARKOV CHAIN MODELING

The loss of resolution when transitioning to seismic data makes our training set too small
to obtain good performance with a neural network, so we boost the data set by generating
additional well logs using Markov chain modeling.

The distribution of vshale is fairly bimodal (Figure 4), so we model the vshale values
using two states, 0 and 1, with a cut-off value at 0.4. By reducing the number of possible
states we increase the value of the statistics to populate the transition probabilities in the
Markov chain.

Figure 5 presents results obtained with different lengths of Markov chains. The Markov
chain using only one previous state generates logs that are too laminated to be realistic, but
longer chains and increased stationary probabilities yield realistic vshale alternations. A
separate Markov chain is constructed for each of the 5 types of stratigraphy. A macro-level
Markov chain then determines the alternations between these different types.

We populate the synthetic logs with elastic properties picked out of the total distribution
of elastic properties in the field data for low and high vshale (Figure 6).

Data volume

After data processing and synthetic data generation, the data set results in 180,000 samples
of field well log data and 500,000 samples of synthetic well log data. It is then normalized,
and split into a training and a test set in a 80:20 ratio.
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Figure 4: Distribution of the volume of shale over 16 different wells. As its distribution is
fairly bimodal, we decided to use two states to model the volume of shale in the Markov
chain. From the distribution, we set the cut-off value between the two states at 0.4. [CR]
fantine3/. vshaledist

1D CONVOLUTIONAL NEURAL NETWORK

We train a 1D convolutional neural network over this data set. We define a sliding detection
window of 200 samples along the seismic traces. The neural network has the following
architecture:

• 10× 1 convolution layer with rectified linear unit (ReLu) activation function

• Max pooling 2× 1

• 5× 1 convolution layer with ReLu activation function

• Max pooling 2× 1

• Fully connected layer with ReLu activation function

• Dropout with a probability of 0.75

• Fully connected output layer

A description of the different components of the convolutional network is provided in
Huot (2018).

On seismic traces with frequencies under 50 Hz, this convolutional neural network ob-
tains fairly poor accuracies, limited between 35 and 50% (but still superior to random
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(a) (b)

(c)

Figure 5: Vshale alternation for 5 different types of stratigraphy using Markov chain model-
ing. (a) A Markov chain using only one previous state generates logs that are too laminated
to be realistic. (b) This Markov chain uses the 3 previous samples plus the average over the
10 previous ones, and 20 previous ones. It results in more realistic alternations. (c) Results
from the same Markov chain as used for (b) but with increased the probabilities for all the
stationary modes. It yields different profiles for the 5 types of stratigraphy, and is the one
we used in this study. [CR] fantine3/. markov1,markov2,markov3
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Figure 6: Elastic properties for a synthetic well of stratigraphic type 2. We populate the
synthetic logs with elastic properties picked out of the total distribution of elastic properties
in the field data for low and high vshale. [CR] fantine3/. elasticmoduli

guessing, which would be 20%, given that we have 5 labeled stratigraphy types) (Figure 7).
Its accuracy increases with increasing frequencies. If we artificially push to high frequency,
we see that this network can actually achieve accuracies above 80% if the frequency content
is high enough.

DISCUSSION AND CONCLUSIONS

While the trained convolutional neural network did not achieve good performance on low
frequency seismic traces, the suggests that the methodology might have some potential for
seismic data with higher frequency content. In order to achieve better accuracy on low
frequency seismic data, we would need to incorporate additional data, such as transitioning
to 3D volumes to obtain depositional context.
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Figure 7: On seismic traces with frequencies under 50 Hz, this convolutional neural network
obtains fairly poor accuracies, limited between 35 and 50% (but still superior to random
guessing, which would be 20%, given that we have 5 labeled stratigraphy types). If we
artificially push to unrealistically high frequency, we see that this network can achieve
accuracies above 80%. [CR] fantine3/. accuracy
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Convolutional neural networks explained

Fantine Huot

ABSTRACT

Convolutional networks, also known as ConvNets, convolutional neural networks or
CNNs, are a specialized kind of neural network for processing data that has a known,
grid-like topology, such time-series data or image data. They have been successful in
practical applications, ranging from face recognition to self-driving cars, and could be
used for processing seismic data. In this paper, I explain how to build a convolutional
network.

INTRODUCTION

Convolutional networks are a specific type of feedforward networks. The theory for modern
convolutional networks was introduced in the 1990s (LeCun et al., 1989). Thanks to in-
creasing computing power and labeled data volumes, within the last 5 years, convolutional
networks have had a dramatic impact on computer vision (Krizhevsky et al., 2012; He et al.,
2015), speech recognition (Dahl et al., 2012; Deng et al., 2010; Seide et al., 2011; Hinton
et al., 2012), and image segmentation (Sermanet et al., 2013; Farabet et al., 2013; Couprie
et al., 2013; Cireşan et al., 2012). Herein, I cover the basic theory for feedforward networks,
then proceed to the specificities of convolutional networks.

FEEDFORWARD NETWORKS

Deep feedforward networks, also often called feedforward neural networks, or multilayer
perceptrons (MLPs), are the quintessential deep learning models. The goal of a feedforward
network is to approximate some function f?. For example, for a classifier, y = f?(x)
maps an input x to a category y. A feedforward network defines a mapping f such that
y = f(x;θ) and learns the value of the parameters θ that result in the best function
approximation.

Representation learning

Deep feedforward networks allow us to capture non-linearities by applying linear operators
to transformed inputs φ(x), where φ is a nonlinear transformation. The strategy of deep
learning is to learn φ from our data. This is called representation learning.

Say we wish to estimate an output y from an input x. A feedforward network defines
a mapping y = f(x;θ,w) = φ(x;θ)>w. We now have parameters θ that we use to learn
φ from a broad class of functions, and parameters w that map from φ(x) to the desired
output. This approach can be very highly generic, by learning φ from a very broad family of
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functions φ(x;θ); while allowing us to encode our domain knowledge by designing families
φ(x;θ) that we expect to perform well. The advantage is that we only need to define the
right general function families rather than finding precisely the right function.

Network architecture

A neural network is typically represented as a collection of units that are connected in a
directed acyclic graph, describing how the functions are composed together (Figure 1). The
output of each layer of units becomes the input of the next layer. For example, we might have
three functions f (1), f (2), and f (3) connected in a chain, to form f(x) = f (3)(f (2)(f (1)(x))).
In this case, f (1) is called the first layer of the network, f (2) is called the second layer, and
so on. The final layer of a feedforward network is called the output layer. The layers located
between the input and the output layer are called hidden units. The mapping function f
corresponding to the network is the result of composing together the functions that are
applied at each layer of units. The depth of a network is the number of layers (omitting the
input layer).

Figure 1: A 3-layer neural network with three inputs, two hidden layers of 4 units each and
one output layer. (Image courtesy of Stanford CS231N). [NR] fantine4/. neuralnetwork

Hidden units

In their most commonly used implementation, hidden units can be described as accepting
a vector of inputs x, and computing an affine transformation:

z = W>x+ b

where W are weights applied to the input and b a bias term, and then applying an element-
wise nonlinear function f(z) called the activation function.

Activation functions

The design of hidden units is an extremely active area of research and does not yet have
many definitive guiding theoretical principles. As of today, the most popular type of hidden
units are rectified linear units (Figure 2) that use the activation function

f(z) = max{0, z}.
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Figure 2: The rectified linear activation function. This activation function is the default
activation function recommended for use with most feedforward neural networks. [ER]
fantine4/. relu

Applying this function to the output of a linear transformation yields a nonlinear trans-
formation. However, the function remains very close to linear, in the sense that is a piecewise
linear function with two linear pieces. Because rectified linear units are nearly linear, they
preserve many of the properties that make linear models easy to optimize with gradient-
based methods. These are desirable properties for training neural networks, as we will see
in the following sections.

Other types of activation functions that often appear in literature are the softmax func-
tion, the hyperbolic tangent function, the radial basis functions, the leaky rectified linear
unit (Maas et al., 2013) and the maxout unit (Goodfellow et al., 2013). While they all have
their own specificities, I will not cover them here.

Objective function

Event detection, object recognition and image segmentation are all tasks that are based on
an underlying classifier.

Data loss

Let’s consider a training data set x with N elements, associated with labels y corresponding
to the different classes that each training data sample can belong to. The data-fitting term
of the objective function measures the compatibility between the classifier’s estimations and
the ground truth labels. This data loss term L takes the form of an average over the data
losses Li for every training data sample i:

L =
1
N

∑

i

Li.

We abbreviate the output of the neural network for a given input xi as the score s:

s = f(xi;θ).
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sj , the score for the the j-th class, is the j-th element of s:

sj = f(xi;θ)j .

For a data sample i, the score for the correct class is syi . The two most commonly used
objective functions are the softmax classifier and the multi-class support vector machine
(SVM) classifier. While other formulations are possible, I will not cover them here.

Softmax classifier

The softmax classifier minimizes the cross-entropy between the estimated class probabili-
ties and the ”true” distribution (which in this interpretation is the distribution where all
probability mass is on the correct class):

Li = − log
(

esyi∑
i e
sj

)
.

SVM classifier

The multi-class support vector machine (SVM) loss uses the hinge loss, forcing the correct
class for each sample to a have a score higher than the incorrect classes by some fixed
margin:

Li =
∑

j 6=i
max{0, sj − syi + 1}.

A detailed explanation of the SVM classifier is provided in Huot and Clapp (2016).

Regularization

To avoid overfitting and obtain good generalization results, we add regularization terms
to the neural network architecture. The regularization terms can be added both at the
output level or at the level of a hidden layer. When they are added at the output level, the
objective function J can be expressed as the sum of the data loss and the regularization
terms Γ(θ): J = L + λΓ(θ), where the parameter λ defines the regularization strength.
Common regularization practices are:

• L2 parameter regularization,

• L1 parameter regularization,

• Noise robustness, either by adding random perturbations to the weights or adding
noise to the output layer,

• Early stopping in the gradient based optimization or annealed step size,

• Dropout, a method where only a subset of the unit weights are updated at each
iteration.

As of today, it is common to use L2 regularization combined with dropout applied after all
the layers (Srivastava et al., 2014).
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Neural network training

Given the objective function J , the parameters θ of the neural network are then fitted
through an optimization procedure. Due to large data volumes, this task is usually per-
formed by mini-batch stochastic gradient descent (Bottou, 2012; Bengio, 2012). The gra-
dient ∇J(θ) is computed using an algorithm known as backpropagation in neural network
terminology.

Forward computation (forward propagation)

We first apply forward computation through the neural network, going through all the
layers from the input layer to the output layer, and compute the objective function. Let
y be the ground truth classes and ŷ the predicted classes. We denote our loss function
L(ŷ,y) describing how well we fit the data. To obtain the objective function J , we add
a regularizer Γ(θ), where θ contains all the parameters (weights and biases from all the
units). For simplicity, here I describe forward propagation for only a single input example
x (Algorithm 1). Practical applications should use a minibatch. The formulations are based
on Goodfellow et al. (2016).

Algorithm 1 Forward propagation
Require: Network depth, l
Require: W (i), i ∈ {1, ..., l}, the weight matrices of the network
Require: b(i), i ∈ {1, ..., l}, the bias parameters of the network
Require: x, the input to process
Require: y, the target output

1: h(0) = x
2: for k = 1, ..., l do
3: a(k) = b(k) +W (k)h(k−1)

4: h(k) = f(a(k))
5: end for
6: ŷ = h(l)

7: J = L(ŷ,y) + λΓ(θ)

Backward computation (backpropagation)

Using the target y, we can now derive the gradient of the objective function. Using the
chain rule, we can computationally derive the gradients on the activations a(k) for each layer
k, starting from the output layer and going backwards to the first hidden layer. From these
gradients, which can be interpreted as an indication of how each layers output should change
to reduce error, one can obtain the gradient on the parameters of each layer. The gradients
on weights and biases can then be immediately used as part of a stochastic gradient update
or used with other gradient-based optimization methods (Algorithm 2).
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Algorithm 2 Backpropagation
1: After the forward propagation, compute the gradient on the output layer:
2: g ← ∇ŷJ = ∇ŷL(ŷ,y)
3: for k = l, l − 1, ..., 1 do
4: Convert the gradient on the layers output into a gradient into the pre- nonlinearity

activation (element-wise multiplication if f is element-wise):
5: g ← ∇a(k)J = g � f ′(a(k))
6: Compute gradients on weights and biases (including the regularization term, where

needed):
7: ∇b(k)J = g + λ∇b(k)Γ(θ)
8: ∇W (k)J = gh(k−1)> + λ∇W (k)Γ(θ)
9: Propagate the gradients w.r.t. the next lower-level hidden layers activations:

10: g ← ∇h(k−1)J = W (k)>g
11: end for

Training, validation and testing data

During the training, we optimize the weights and biases of each unit in the network. How-
ever, there are many hyper-parameters involved: the gradient step size, the regularization
strength, the width and depth of the network architecture etc. For these reasons, we sepa-
rate our data into three subsets: the training data, the validation data, and the testing data.
The network parameters are fitted on the training set, and the hyper-parameters are tuned
according to the results of the trained network on the validation data. Once the optimal
hyper-parameters have been selected, and the network has been retrained on the training
set, the network is applied to the testing set to measure its performance. When computa-
tionally feasible, training and validation are typically performed by cross-validation.

CONVOLUTIONAL NETWORKS

Convolutional networks are a specialized kind of feedforward network where the hidden
layers perform convolution operations. First, I describe how the convolution operator is
implemented in the neural network and then the derived properties. Next I present an
operation called pooling, which almost all convolutional networks employ. Research into
convolutional network architectures proceeds so rapidly that a new best architecture for
a given benchmark is announced every few weeks to months, rendering it impractical to
describe the best architecture. However, the best architectures have consistently been com-
posed of the building blocks described here.

The convolution operator

In convolutional network terminology, inside a convolution layer, the input is convolved
with a kernel. The output of this operation is sometimes referred to as a feature map. The
input and the kernel are usually multi-dimensional arrays, or tensors, and the convolution
operator is usually performed over more than one axis. To relate this to the feedforward
networks described in the previous section, remember that discrete convolution can be
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viewed as multiplication with a sparse matrix.

For instance, if we use a two-dimensional image I as our input, and want to use a
two-dimensional kernel K, we obtain the following output S:

S(i, j) = (I ? K)(i, j) =
∑

m

∑

n

I(m,n)K(im, jn).

Convolution is commutative, meaning we can equivalently write:

S(i, j) = (K ? I)(i, j) =
∑

m

∑

n

I(im, jn)K(m,n).

Usually the latter formula is more straightforward to implement in a machine learning
library, because there is less variation in the range of valid values of m and n, as the kernels
are typically much smaller than the input.

While the commutative property is useful for writing proofs, it is not usually an impor-
tant property of a neural network implementation. Instead, it is interesting to note that
many neural network libraries actually implement cross-correlation, but call it convolution:

S(i, j) = (I ? K)(i, j) =
∑

m

∑

n

I(i+m, j + n)K(m,n).

Properties

Convolutional networks leverages three important ideas that can help improve a machine
learning system: parameter sparsity, parameter sharing and equivariant representations.

Parameter sparsity

While traditional feedforward network layers use matrix multiplication by a matrix of pa-
rameters, convolutional networks typically have sparse interactions, by using kernels that
are smaller than the input (Figure 3). This significantly reduces the number of stored pa-
rameters. If there are m inputs and n outputs, a matrix multiplication requires m × n
parameters and the algorithms used in practice have O(m × n) runtime. If we limit the
kernel size to k, then the convolution approach requires only k×n parameters and O(k×n)
runtime. For many practical applications, it is possible to still obtain good performance
on the machine learning task while keeping k several orders of magnitude smaller than m.
Indeed, units in the deeper layers may indirectly interact with a larger portion of the input
(Figure 4). This allows the network to efficiently describe complicated interactions between
many variables by constructing interactions from small building blocks.

Parameters sharing

Parameter sharing refers to using the same parameter for more than one function in a
model. Its is often said that a convolutional network has tied weights, because the value
of the weights in the kernel applied to one input is tied to the value of the weights applied
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Figure 3: Parameter sparsity: We highlight one input unit, x3, and also highlight the output
units in s that are affected by this unit. (Top) When s is formed by convolution with a
kernel of width 3, only three outputs are affected by x3. (Bottom) When s is formed by full
matrix multiplication, connectivity is no longer sparse, so all of the outputs are affected by
x3. (Image courtesy of Goodfelllow et al. (2016)) [NR] fantine4/. sparse

Figure 4: he receptive field of the units in the deeper layers of a convolutional network
is larger than the receptive field of the units in the shallow layers. This means that even
though direct connections in a convolutional network are very sparse, units in the deeper
layers can be indirectly connected to all or most of the input image. (Image courtesy of
Goodfelllow et al. (2016)) [NR] fantine4/. field
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elsewhere (Figure 5). This means that rather than learning a separate set of parameters
for every location, we learn only one set. This does not affect the runtime of forward
propagation (which is still O(k × n) but it does further reduce the storage requirements of
the model to k parameters.

Figure 5: Parameter sharing: Black arrows indicate the connections that use a particular
parameter in two different models. (Top) The black arrows indicate uses of the central
element of a 3-element kernel in a convolutional model. Due to parameter sharing, this
single parameter is used at all input locations. (Bottom) The single black arrow indicates
the use of the central element of the weight matrix in a fully connected model. This model
has no parameter sharing so the parameter is used only once. (Image courtesy of Goodfelllow
et al. (2016)) [NR] fantine4/. sharing

In practice, let’s imagine a tiny image segmentation problem using a 100 × 100 grid
point seismic image as input, and outputting a 100 × 100 grid point segmentation map.
A traditional feedforward network with only one layer would require 108 operations and
would have to fit 104 parameters. A convolutional network with a convolution stencil with
3 elements, would require 3× 104 operations and would have to fit only 3 parameters. This
shows that convolutional networks require less memory and computing time and improve
statistical efficiency. In practice, however, one would use multiple stencil kernels, and the
parameter space gain between a feedforward network and a convolutional network is usually
of about 25-30%.

Equivariance

By using convolution with parameter sharing, the convolutional layers become equivariant
to translation. This is a desirable property for processing objects with grid-type topology.
For example, when processing images, it is useful to detect edges in the first layer of a
convolutional network. The same edges appear more or less everywhere in the image, so it
is practical to share parameters across the entire image. In some cases, we may not wish
to share parameters across the entire image, for instance when trying to capture features
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that should be a function of a small part of the space, but there is no reason to think that
the same feature should occur across all of space. In this case, one should define different
kernel weights for different regions of the input space. This is sometimes called unshared
convolution or locally connected layers.

Pooling

A typical layer of a convolutional network consists of three stages (Figure 6). In the first
stage, the layer performs several convolutions in parallel to produce a set of linear acti-
vations. In the second stage, often called the detector stage, each linear activation is run
through a nonlinear activation function, such as the rectified linear activation function. In
the third stage, we use a pooling function to modify the output of the layer further.

Figure 6: The components of a typical convolutional neural network layer. The convolu-
tional network is made of several building blocks, made of a convolution stage, a non-linear
activation, often called the detector stage, and a pooling stage. [NR] fantine4/. convnet

A pooling function is a form of downsampling that replaces the output of a layer at a
certain location with a summary statistic of the nearby outputs. For example, the most
commonly used max pooling (Zhou and Chellappa, 1988) operation reports the maximum
output within a rectangular neighborhood. Other popular pooling functions include the
average of a rectangular neighborhood, the L2 norm of a rectangular neighborhood, or
a weighted average based on the distance from the central pixel. Some theoretical work
gives guidance as to which kinds of pooling one should use in various situations (Boureau
et al., 2010). In all cases, pooling helps to make the representation become approximately
invariant to small translations of the input (Figure 7).



SEP–172 Convolutional neural networks 91

Figure 7: Max pooling introduces invariance. (Top) A view of the middle of the output
of a convolutional layer. The bottom row shows outputs of the nonlinearity. The top row
shows the outputs of max pooling, with a stride of one pixel between pooling regions and a
pooling region width of three pixels. (Bottom) A view of the same network, after the input
has been shifted to the right by one pixel. Every value in the bottom row has changed,
but only half of the values in the top row have changed, because the max pooling units are
only sensitive to the maximum value in the neighborhood, not its exact location. (Image
courtesy of Goodfelllow et al. (2016)) [NR] fantine4/. pooltranslation
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While pooling over spatial regions produces invariance to translation, if we pool over the
outputs of separately parametrized convolutions, the features can learn which transforma-
tions to become invariant to (Figure 8). This is a strong property that allows the network
to learn representative manifolds of the input data.

Figure 8: Example of learned invariances: A pooling unit that pools over multiple features
that are learned with separate parameters can learn to be invariant to transformations of
the input. Here we show how a set of three learned filters and a max pooling unit can learn
to become invariant to rotation. All three filters are intended to detect a hand-written 5.
Each filter attempts to match a slightly different orientation of the 5. When a 5 appears in
the input, the corresponding filter will match it and cause a large activation in a detector
unit. The max pooling unit then has a large activation regardless of which detector unit was
activated. We show here how the network processes two different inputs, resulting in two
different detector units being activated. The effect on the pooling unit is roughly the same
either way.(Image courtesy of Goodfelllow et al. (2016)) [NR] fantine4/. poolrotation

CONCLUSION

There are many possible convolutional network architectures to perform different tasks.
Herein I described the building blocks that compose well-performing modern convolutional
networks.
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Target-oriented elastic full-waveform inversion through
extended-migration redatuming
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ABSTRACT

The high computational cost of elastic full-waveform inversion (FWI) limits its ap-
plicability to real exploration datasets. We propose a target-oriented approach that
alleviates the computational burden associated with elastic FWI by limiting the inver-
sion process to only a portion of the subsurface where an accurate and high resolution
elastic model is needed (e.g., reservoir level). The proposed method is based on the
reconstruction of the data generated within the target area at a depth level directly
above it. This data reconstruction is performed by an extended least-squares migration
of the surface data followed by a demigration to the desired depth level. We demon-
strate the efficacy of this approach on a layered model in which a complex reflector is
considered to be our inversion target and only pressure data are recorded.

INTRODUCTION

FWI uses all the frequency information contained in the observed data; hence, it has the
ability to simultaneously recover both the long- and short-wavelength components of the
subsurface structures (Tarantola, 1984; Virieux and Operto, 2009). Moreover, since it is
based on the solutions of any wave equation, it can correctly account for all the non-linear
effects present in seismic data (e.g., multiple scattering and multipathing). Despite the
recent hardware advancements in computational technologies, on exploration datasets only
acoustic or pseudo-acoustic FWI algorithms are commonly applied (Sirgue et al., 2010).
This trend is due to the fact that the computational cost of elastic FWI is much higher
compared to the acoustic counter part (Fichtner, 2010). However, acoustic approximations
incorrectly model the elastic amplitude responses and possibly provide incorrect inverted
elastic parameters unless specific objective functions are employed (Bozdağ et al., 2011). If a
ray-approximation is considered, amplitude-versus-offset (AVO) or -angle (AVA) techniques
can be used to invert the elastic parameters of the subsurface reflectors (Yilmaz, 2001).
Despite their low computational cost, these methods are limited to simple geological scenario
and can correctly retrieve only the low resolution component of complex interfaces.

Different methods have been proposed to diminish the computational intensity of the
elastic FWI process. Some of these algorithms are based on acoustic approximations in
which the amplitudes are corrected to mimic the elastic effects that otherwise would be
neglected (Veitch et al., 2012; Hobro et al., 2014). Agudo et al. (2016) proposed a method in
which a matching filter is used to mitigate the elastic effects present in the observed data and
then an acoustic FWI algorithm is applied. The filtering and inversion process are performed
iteratively until convergence is reached. A different approach is to reconstruct the data that
would have been recorded if the acquisition geometry was sunk in the subsurface (Claerbout
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and Doherty, 1972; Wapenaar et al., 1992). In this case, by assuming an approximately
correct propagation wave speed of the overburden, it is possible to move the sources and
receivers to different positions compared to the real ones. This procedure is commonly
referred to as redatuming. After this step, the reconstructed data can be used to apply
imaging or inversion procedures where the model above the redatuming level is completely
neglected (Bevc, 1997).

The proposed algorithm follows a redatuming approach. In fact, in most real applica-
tions, high resolution elastic property models are only necessary within limited portions of
the entire subsurface (e.g., within the reservoirs). With this concept in mind, we propose a
target-oriented elastic FWI approach where localized elastic data are reconstructed within
the area of interest using an extended acoustic least-squares migration step and then elas-
tically inverted. The data reconstruction enables us to limit the computational domain to
only the area of interest. In order to perform the acoustic least-squares migration we assume
that a relatively correct and smooth compressional wave speed model is known. The goal of
the acoustic extended migration is to map the elastic data difference between the observed
pressure and the one generated by the initial elastic model into a localized area of interest of
the subsurface. In this operation we assume that most of the energy in the data difference
is generated within the target inversion area. The extension of the scattering condition
enables us to fully capture the kinematics and amplitudes of all the events present in the
data difference. In fact, elastic effects and multiple scattering occurring within the target
area can be modeled by the inverted extended perturbation. In our application we use a
subsurface-offset Born extended modeling operator (Prucha et al., 1999; Sava and Fomel,
2003). After performing this migration procedure, we model the background elastic data
only within the area of interest and add to them the demigrated data constructed using the
inverted extended perturbation. The reconstructed data are comparable to the one that
would have been recorded if the propagations were occurring only within the true target
portion of the subsurface. Therefore, these data can be used to perform an elastic FWI to
obtain the high-resolution model within the target area.

We test our proposed approach on a synthetic 2D example where pressure data are
recorded from a layered model in which the deepest reflector is considered to be the inver-
sion target. First, we compare the reconstructed data with the true pressure generated by
only the area of interest using a sunk acquisition geometry. Then, we assess the agreement
between the elastic FWI results obtain with the true localized data and the one recon-
structed using the proposed method.

THEORY

Commonly, the FWI problem is defined by the following misfit function:

φFWI(m) =
1
2
‖f(m)− dobs‖22 (1)

that is usually minimized using a gradient-based method to seek the subsurface model m
that matches the observed data dobs using the non-linear wave-equation modeling operator
f . In most seismic application, the vector dobs represents the recorded pressure and particle
velocities or displacements at the receiver locations. Here we only consider pressure data
and assume that a true Earth model mtrue generated the observed recordings. Therefore,
the observed data are given by dobs = f(mtrue).
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The minimization of the objective function in equation 1 starts by choosing an initial
subsurface model m0. In this discussion we assume that the model difference ∆m = mtrue−
m0 is localized within a limited portion of the subsurface. Therefore, most of the energy
contained in the initial data residuals (∆d = f(m0) − f(mtrue)) is generated within that
limited portion of the subsurface. Ideally, we would like to avoid propagating through the
correct overburden and limit our computational domain to the target area. One possible
solution is to reconstruct the data that would have been observed if the acquisition geometry
was sunk at the top of the target area and the propagation was only occurring within that
portion; hence, the overburden is completely ignored. The data difference recorded by this
sunk geometry can be written as follows:

∆d′ = f ′(Km0)− f ′(Kmtrue), (2)

where K is an operator that restricts the model to only the target area. Hereinafter, the
symbol ′ denotes quantities related to the sunk geometry and the target subsurface portion.
If the surface and the sunk acquisition geometries illuminate the target area identically,
the least-squares migration process applied to the respective data residuals (∆d and ∆d′)
produces the same inverted extended perturbation. Mathematically, this observation can
be expressed by the following:

∆m̃ = K
[
B̃∗B̃

]−1
B̃∗∆d =

[
B̃′∗B̃′

]−1
B̃′∗∆d′, (3)

where ∆m̃ is the inverted extended perturbation, B̃ and B̃′ are the extended Born modeling
operators for the surface and sunk acquisition geometries, respectively, and the symbol ∗
denotes the adjoint of an operator. Additionally, to fully reconstruct the data within the
target area the following condition must be satisfied:

∆d′ = B̃′∆m̃. (4)

If these conditions are met, then after performing a least-squares migration of the surface
data difference ∆d, we are able to reconstruct the sunk-acquisition data difference through
equation 4. With this term we can thus obtain the data coming from the target area by
reordering the terms in equation 2.

NUMERICAL EXAMPLE

In the synthetic application described here we use an elastic isotropic wave-equation oper-
ator and employ an acoustic extended Born modeling operator for the data reconstruction
step since we are interested in inverting the compressional wave events (or PP events)
recorded at the surface.

The three panels of Figure 1 show the true P- and S-wave velocities, and density model,
respectively. This subsurface model is composed of four interfaces in which last one presents
a sinusoidal shape such that the Zoeppritz’s equations cannot correctly predict the reflection
coefficient since the planar reflection assumption is not valid (Aki and Richards, 2002).
Therefore, conventional amplitude-versus-offset (AVO) inversion algorithms would not be
able to correctly retrieve the elastic parameter contrasts.

Using a finite-difference operator based on the velocity-stress formulation of the elas-
tic isotropic wave equation (Virieux, 1986), we model the pressure field recorded by 1001
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receivers and 101 explosive sources evenly sampled by 10 and 100 meters at z = 0 km,
respectively. We inject a broadband wavelet with frequency content between 2 and 30 Hz.
Figure 2 displays a representative shot gather for the source placed at x = 5 km. In the
recorded pressure four PP reflections can be clearly distinguished as well as the direct ar-
rival. Moreover, multiple scattering effects are noticeable in the last of these four events.
The initial elastic model is generated by applying a strong smoothing operator to all the
last-reflector elastic parameters of the true model. Figure 3 shows the initial P-wave ve-
locity model in which the deepest complex interface is now almost planar. In fact, most
of the energy observed in the initial data residuals (i.e., ∆d) is localized within the last
reflected event. Using the surface data residuals and the P-wave initial velocity model of
Figure 3, we perform a least-squares acoustic extended migration by solving iteratively the
inverse system shown in equation 3 using 50 iterations of a linear-conjugate gradient ap-
proach (Aster et al., 2005). During the inversion a model-space weighting operator is used
to limit the perturbation to the target area. We also perform the same migration process
using the sunk-acquisition residuals to verify the equality condition described by the same
equation. In this application we limit the target area between 1.2 and 2 km depth. Figure 4
displays the zero-lag offset sections after the inversion process using the two different acqui-
sitions. Both surface and sunk acquisitions provide a similar migrated section. We notice
that a broader illumination is observed when the sunk-acquisition residuals are migrated
(Figure 4(b)). If we analyze the behavior of a representative common image gather (CIG)
extracted at x = 5 km for both acquisitions, we observe a similar amplitude response along
with some inversion truncation artifacts (Figure 5). The ultimate goal is to reconstruct
the true sunk-acquisition data (equation 2) through this extended migration process (equa-
tion 4). Figure 6 shows the comparison between the true sunk-acquisition residuals and
the reconstructed one. Apart from some linear-moveout artifacts, the data reconstructed
residuals closely match the true one. Additionally, since the two acquisitions do not present
the same illumination pattern, the far-offset traces are not perfectly reproduced. In
the next step, we minimize the objective function in equation 1 related to the localized
elastic FWI problem using a multiscale approach (Bunks et al., 1995). We parameterize
this objective function in terms of P- and S-wave velocities, and density. We invert three
consecutive bands, namely 2-10, 2-20, and 2-30 Hz, by applying 50 iterations of a non-linear
conjugate-gradient algorithm for each one of them. During the inversion we constrain the
acquisition geometry between 2 and 8 km to limit the effect of the different illumination
mentioned before.

The inverted model parameters when the true sunk-acquisition data are used are shown
in Figure 7. The shape and amplitude of the missing perturbations from the initial model are
correctly retrieved for all model parameters. Figure 8 shows the same inverted model when
the reconstructed data are used during the inversion. Both figures present the same color
ranges. The inverted wave-velocity parameters are similar to the ones retrieved when the
true sunk data are used. The artifacts present in these parameters are due to the truncation
error made during the migration process as well as the slightly different illumination between
the surface and sunk acquisitions. On the other hand, the inverted density is more affected
by these reconstruction errors and the model matching is not as accurate compared to the
two wave velocities. Finally, thanks to the restriction of the elastic FWI problem to only
the last interface, and thus by completely neglecting the overburden, the computational
cost is decreased by a factor of approximately five.
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(a)

(b)

(c)

Figure 1: True elastic subsurface model used in the described numerical exam-
ple. (a) P-wave velocity, (b) S-wave velocity, and (c) density model. [ER]
ettore1/. Vp-true,Vs-true,Rho-true
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Figure 2: Pressure shot gather for a source placed at z = 0 km and x = 5 km and
receivers evenly spaced at the surface of the elastic model shown in Figure 1. [CR]
ettore1/. true-data

Figure 3: P-wave velocity model used for performing the least-squares migration process in
which a smoothing operator is applied to the last sinusoidal reflector. The same smoothing
operator has been applied to other model parameters to generate the initial elastic predicted
pressure. [ER] ettore1/. Vp-bck
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(a)

(b)

Figure 4: Inverted zero-offset section obtained after a 70 iterations of a linear conjugate-
gradient algorithm using (a) the surface ∆d and (b) sunk-acquisition data difference ∆d′.
[CR] ettore1/. surf-zerolag,sunk-zerolag
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(a) (b)

Figure 5: CIGs at x = 5 km for (a) surface and (b) sunk-acquisition data difference. A
model-space weighting operator has been used to limit the extended perturbation to be
within the target area. [CR] ettore1/. surf-CIG,sunk-CIG

(a) (b)

Figure 6: Comparison between (a) true sunk-acquisition data difference (equation 2) and
(b) the reconstructed one (equation 4). [CR] ettore1/. sunk-residuals,sunk-reco-residuals
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(a)

(b)

(c)

Figure 7: Elastic FWI result when the correct sunk-acquisition pressure data are inverted.
The panels show the inverted parameters: (a) P-wave velocity, (b) S-wave velocity, and (c)
density. [CR] ettore1/. Vp-inv-truedata,Vs-inv-truedata,Rho-inv-truedata
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(a)

(b)

(c)

Figure 8: Elastic FWI result when the reconstructed sunk-acquisition pressure
data are inverted. The panels show the inverted parameters: (a) P-wave veloc-
ity, (b) S-wave velocity, and (c) density. The artifacts present in the inverted pa-
rameters are due to the truncation of the linear inversion and to the slightly dif-
ferent illumination between the surface- and sunk-acquisition geometries. [CR]
ettore1/. Vp-inv-recodata,Vs-inv-recodata,Rho-inv-recodata
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CONCLUSIONS

We present a target-oriented elastic FWI algorithm in which the events generated within
a target area of the subsurface are reconstructed via an extended least-squares migration
process. During this step, we assume an identical illumination between the surface and lo-
calized acquisitions and the capability of reconstructing the sunk-acquisition data difference
by a demigration process of the inverted extended perturbation.

We show the efficacy of the proposed algorithm on a layered elastic model in which the
inversion target is represented by a complex interface in the subsurface. In fact, despite some
artifacts due to the truncation error during the migration process, the inverted parameters
are close to the true ones. In addition, the targeting of the inversion to only the last interface
significantly reduces the computational cost of the FWI problem.
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Surface waves in vertically heterogeneous media

Rustam Akhmadiev

ABSTRACT

This work is aimed at understanding the theoretical basics of surface wave propaga-
tion and the way they naturally arise in the study of wave equation. The analytical
derivations shed light on their key features such as velocity dispersion and existence of
several modes of propagation and potentially will lead to an intuitively clear picture
of this complex phenomenon. This, in turn, will make the interpretation of surface
waves on the real seismic records easier and allow understanding of the methods for
their analysis.

INTRODUCTION

Commmonly in the seismic exploration, surface waves are treated as noise which a lot of
effort is usually put in suppressing them. However, they are an important constituent
of a total recorded wavefield and carry valuable information about the subsurface. Their
properties can be used to retrieve elastic parameters of the earth and velocities of near-
surface body waves that are crucial for building velocity models and, therefore, for seismic
imaging problems. This is why it is important to understand the physics of surface waves
and study how media properties influence their propagation.

A very useful tool in studying elastic wave equation is the notion of vector potentials. In
short, displacement vector field (u) is separated into curl-free (∇× φ = 0) and divergence-
free (∇ · ψ = 0) components which simplifies the wave equation by splitting it into P- and
S-components and makes it feasible for further analysis:

u = ∇φ+∇× ψ.

Thus the P-wave displacement is simply uP = ∇φ and the displacement for S-wave
is uS = ∇ × ψ. In the case of the plane wave propagating in the (x, z)-plane uP =
(∂φ/∂x, 0, ∂φ/∂z),uS = (−∂ψ/∂z, 0, ∂ψ/∂x) (Aki and Richards, 2002). After noticing
this, it is easy to solve problems in terms of the scalar potentials and find corresponding
displacements using these formulas.

Another important formula extensively used in studying elastic wave equation is Hooke’s
law that relates stress (τij) and strain tensors (ekl = 1/2(∂uk/∂xl+∂ul/∂xk), with uk being
k-th component of displacement vector field) via the elastic coefficients (cijkl). In case of
isotropic medium these equations take the following form (with λ, µ being Lame parameters
and δij - Kronecker symbol):

τij = cijklekl,

cijkl = λδijδkl + µ(δikδjl + δilδjk).

107
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Combining all the aforementioned methods and laws, a general way of analytically solv-
ing the wave equation in 1D media consists of first, writing the solution in terms of potentials
(φ or ψ) in the form of Ai exp (iki · x− iωt) within each i-th layer, computing corresponding
stress and displacements fields and finally matching the boundary conditions at the layers’
interfaces (e.g. assuring strain and displacement are continuous through each boundary).

RAYLEIGH WAVES

The most distinctive features of Rayleigh waves (e.g. dispersion, existence of several modes
of propagation, slow amplitude decay) are well known. They arise naturally in the solutions
of spherical waves propagation (Lamb problem) when analyzing different integration paths
in the complex plane (Aki and Richards, 2002). This analysis, however, is complicated and
requires knowledge of complex analysis. Analysis of plane waves, nevertheless, is easier
and more intuitive, which is the reason why it is the most common starting point in many
analytical derivations related to wave propagation in heterogeneous media.

Theory

Imagine a plane P-wave propagating in the half-plane from below and reflecting down from
the free-surface boundary (Figure 1). In terms of the angle i the slowness of the incident
P-wave is

s =
(

sin i
VP

, 0,
− cos i
VP

)
.

x

z

P PS

i i
j

Figure 1: Reflection of a plane P-wave generating reflected P- and reflected S-wave. [NR]
arustam1/. plane

The slownesses of the reflected P- and SV-waves are:
(

sin i
VP

, 0,
cos i
VP

)
and

(
sin j
VS

, 0,
cos j
VS

)
.

Now we are looking for a solution to the wave equation in the exponential form in terms of
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potentials with total potential consisting of the following:

φ = φinc + φrefl,

φinc = A exp
[
iω

(
sin i
VP

x− cos i
VP

z − t
)]
,

φrefl = B exp
[
iω

(
sin i
VP

x+
cos i
VP

z − t
)]
.

(1)

where the amplitudes A and B can be thought of as amplitude spectra of 2D Fourier
transform and are constant for a given frequency and wavenumber.

The amplitude of the reflected SV-wave is given by the following:

ψ = ψrefl = C exp
[
iω

(
sin j
VS

x+
cos j
VS

z − t
)]
. (2)

This is the starting point for analyzing plane wave reflection from a boundary and can
lead to Zoeppritz equation by matching the stresses and displacements at the boundaries
and finding explicit expressions for all the amplitudes A,B,C (Aki and Richards, 2002).

Inhomogeneous waves

So far we have used geometrical interpretation and reasoning to come up with the so-
lutions in the form equation 1. Generally speaking, however, any function of the form
exp [iω(sxx± szz − t)] is a solution of the wave equation as long as it satisfies the disper-
sion relation s2

x+s2
z = 1/c2, where c is a body wave velocity. This fact can be easily verified

simply plugging in the solution of such form into the wave equation.

The horizontal slowness is called also ray parameter p and is well known to be constant
in the vertically heterogeneous media. Therefore, we can rewrite our previous expression
for the plane P-wave slowness as follows:

s =
(

sin i
VP

, 0,±cos i
VP

)
= (p, 0,±

√
1/V 2

P − p2).

Here, we can ask another question that surprisingly leads to a new type of waves. What
if the horizontal component of slowness sx = p > 1/VP ? This observation inevitably leads
to a vertical slowness to be imaginary number, since the expression under the square root
is negative (in fact, all the reflection and transmission coefficients are becoming complex as
well). Hence, the exponents in the equations 1 and 2 become

exp [iω(px±
√

1/V 2
P − p2 − t)] = exp [iω(px− t)] exp [∓ω

√
p2 − 1/V 2

P z].

It is obvious now that the wave of this type exponentially decays with depth and prop-
agates with slower horizontal velocity than that of media (because p > 1/VP ). These waves
are called inhomogeneous (or evanescent).

As it was previously described, that the amplitudes A,B,C of incident P- and reflected
P- and S-waves can be thought of as amplitude spectra of a 2D Fourier transform. In 2D,
remembering the geometrical interpretation of wavenumbers

A(kx, 0, kz) = A(sin i, 0, cos i),
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we can see that the steady-state displacement amplitudes (namely its x and z components)
at x = z = t = 0 are dependent on angle of propagation i. Rewriting this in terms
of ray parameter p > 1/VP , we get the expression for inhomogeneous wave displacement
amplitudes:

A(pVP , 0, i
√
p2V 2

P − 1) exp [iω(px− t)] exp [−ω
√
p2 − 1/V 2

P z].

This equation highlights an interesting property of inhomogeneous waves. If we consider
just the real part of the expression above, it is easy to see that x- and z-components of
displacement are oscillating with π/2-phase shift (if one is varying as cosine, the other
will be varying as a sine wave). This observation essentially means that the displacement
trajectory forms an ellipse rotating clockwise (prograde).

What if now the plane wave is propagating along the ray with p > 1/VS > 1/VP ? This
condition will lead to the P- and S-inhomogeneous waves:

P (pVP , 0, i
√
p2V 2

P − 1) exp [iω(px− t)] exp [−ω
√
p2 − 1/V 2

P z],

S(i
√
p2V 2

S − 1, 0,−pVS) exp [iω(px− t)] exp [−ω
√
p2 − 1/V 2

S z],
(3)

where the directions of steady-state displacements of the S-wave are easily distinguishable
to be perpendicular to the directions of P-wave. It can also be shown that the z-component
for S-wave is larger than x-component (ellipse elongated vertically) (Alsop et al., 1974).
The P-wave displacements, on the other hand, are elongated horizontally.

Rayleigh function

We have seen the general expression of the inhomogeneous wave in the half-space. However,
we have to make sure that these solutions satisfy boundary conditions at a free-surface
(τzx = τzz = 0). Computing the stresses from the displacements and Hooke’s law, we derive
to the following set of equations (Aki and Richards, 2002):

2pVPVSi
√
p2 − 1/V 2

PP + (1− 2V 2
S p

2)S = 0 (τzx = 0)

(1− 2V 2
S p

2)P − 2(V 3
S p/VP )i

√
p2 − 1/V 2

SS = 0 (τzz = 0)
(4)

Solving for P or S leads us to the expression called the Rayleigh function R(p) that
necessarily needs to be equal to zero:

R(p) =
(

1
V 2
S

− 2p2

)2

− 4p2

√
p2 − 1

V 2
P

√
p2 − 1

V 2
S

= 0.

This equation can be rewritten in terms of Rayleigh wave velocity VR = VS/ sin i
(Brekhovskikh, 1960):

q =
1− 8s+ 24s2 − 16s3

(4s)2(1− s) , (5)
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Figure 2: Graphical representation of finding roots of Rayleigh function with VP = 2000
m/s and VS = 1000 m/s. The blue line shows the right hand side of equation 5. Finding
roots is equivalent to finding intersection of the blue line with lines q = const. Red lines
show the boundaries of realistic VS/VP ratio. [ER] arustam1/. vray

where

q =
(
VS
VP

)2

, s =
(
VS
VR

)2

.

Thus for a given VP /VS ratio we can find the corresponding Rayleigh velocity as an
intersection of straight line q = const with the blue curve corresponding to the right hand
side in equation 5 (Figure 2). For the real media we know that this ratio lies in the range
[0, 0.5], where the blue curve is almost straight. Thus for any real media the ratio VS/VR
is almost constant and therefore, velocity of a Rayleigh wave is dependent mostly on the
S-wave velocity (and it is slightly smaller than VS).

Therefore, it seems reasonable to try to invert for S-wave velocity using Rayleigh wave
velocities while the P-wave velocity would be hard to recover. Another important observa-
tion is that Rayleigh waves are not-dispersive in the half-space (since there is no dependency
on the frequency in the Rayleigh function in equation 4).

Numerical examples

First, I replicate the motion of inhomogeneous wave by calculating the analytical expression
for their evolution with time (equation 3).

If we track the evolution with time we can see that, indeed, the two elliptical clockwise



112 Akhmadiev SEP–172

(a) (b)

(c) (d)

(e)

Figure 3: Inhomogeneous P-wave motion (shown by red arrows). Figures a-b-c-d-e corre-
spond to consecutive snapshots in time of particle movement. The green and blue arrows
are fixed. The vertical axis corresponds to depth, the horizontal – to spatial distance. [ER]
arustam1/. p1,p2,p3,p4,p5
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(a) (b)

(c) (d)

(e)

Figure 4: Inhomogeneous S-wave motion (shown by green arrows). Figures a-b-c-d-e corre-
spond to consecutive snapshots in time of particle movement. The red and blue arrows are
fixed. The vertical axis corresponds to depth, the horizontal – to spatial distance. [ER]
arustam1/. s1,s2,s3,s4,s5
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(a) (b)

(c) (d)

(e)

Figure 5: Rayleigh wave motion (shown by blue arrows). Figures a-b-c-d-e correspond
to consecutive snapshots in time of particle movement. The green and red arrows are
fixed. The vertical axis corresponds to depth, the horizontal – to spatial distance. [ER]
arustam1/. r1,r2,r3,r4,r5
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motions of P- (Figure 3) and S-waves (Figure 4) combined produce an elliptical motion of
Rayleigh wave rotating in the counterclockwise direction (Figure 5).

Next, let’s observe the particle motion in the actual propagation. Here I have used a 2D
elastic finite-difference code to generate seismograms in 3 simple models: constant velocity
of VP =2000 m/s, VS = 1000 m/s; one layer of VP =3000 m/s, VS = 1500 m/s embedded in
the background model 1; and two layer model with one additional layer added to the model
2 with VP = 2500, VS = 1250 m/s.

(a) (b) (c)

Figure 6: Models of P-wave velocity used in the simulation: a – constant velocity, b –
one-layer model, c – two-layer model. [ER] arustam1/. const,onelayer,twolayer

(a) (b) (c)

Figure 7: Data simulated in different models: a – constant velocity, b – one-layer model, c
– two-layer model. [ER] arustam1/. const-d,one-d,two-d

The first thing to notice here is that, indeed, in case of half-space, the Rayleigh wave
is not dispersive (Figure 7(a)). However, once we start adding layers, the surface wave get
dispersive (so called geometrical dispersion). Therefore, it is not necessarily anelastic effects
that cause dispersion but simple layering.

The simulation outputs the particle velocity field (vx, vz). To get the displacement I
integrated them in time. Then I produced a video of displacement evolution with time (on
Figure 8 the snapshots of these videos are shown).

The observed motions of the Rayleigh waves do indeed follow the elliptical trajectories
rotating in the opposite direction of wave propagation and decaying with depth. In case of
several layers, we can see existence of several such ellipses that may correspond to waves
coming from different layers and having different velocities (different modes of propagation).
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(a) (b) (c)

Figure 8: Snapshots of displacement fields evolution (vertical axis is depth, horizontal–offset
from the source): a – constant velocity, b – one-layer model, c – two-layer model. [CR]
arustam1/. ellipse0,ellipse1,ellipse2

LOVE WAVES

So far, we have investigated how Rayleigh waves originate from a plane wave in (x, z)
plane (P and SV). In this section we turn attention to the SH-wave propagating in the
homogeneous layer 10 km thick over a homogeneous halfspace wtih VS1 = 3000 m/s, VS2 =
5000 m/s, ρ1 = 2.8 g/cm3 and ρ2 = 3.2 g/cm3 (Figure 9). This setting gives rise to the
new type of surface waves with displacements oriented out-of-plane perpendicular to the
direction of propagation.

x

z

z=H

μ1

μ2

VS1

VS2

ρ1

ρ2

Figure 9: A homogeneous layer over homogeneous halfspace. arustam1/. flat

Theory

Again the strategy is to write the solution to the wave equation in the first layer and second
layer and match the boundary conditions.

Because the SH-wave is perfectly decoupled from P-SV, it obeys a following wave equa-
tions:

∂2uSH
∂t2

=
µ1

ρ1

(
∂2uSH
∂x2

+
∂2uSH
∂z2

)
, 0 < z < H
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∂2uSH
∂t2

=
µ2

ρ2

(
∂2uSH
∂x2

+
∂2uSH
∂z2

)
, z > H

We are seeking the solutions of the form:

u(x, y, z, t) = S(z) exp [i(kx− ωt)].

It is straightforward to solve for the displacements and obtain the solution in the fol-
lowing form:

uSH =
[
Sd1e

−ν1z + Su1 e
ν1z
]

exp i(kx− ωt), 0 ≤ z ≤ H

uSH =
[
Sd2e

−ν2z + Su2 e
ν2z
]

exp i(kx− ωt), H ≤ z

where
νi =

√
k2 − ω2/V 2

Si
with k being a wavenumber

Sd1 , S
u
1 , S

d
2 , S

u
2 are amplitudes of the downgoing and upgoing waves, that need to be found

by matching boundary conditions. Su2 = 0 due to the radiation condition and energy decay
as z →∞. Because of the free-surface boundary conditions Sd1 = Su1 . Therefore, there are
just two unknowns to be found. Again requiring continuity of the displacement and stresses
across the boundary z = H:

2Sd1 cos (iν1H) = Sd2e
−ν2H ,

2iµ1ν1S
d
1 sin iν1H = µ2ν2S

d
2e
−ν2H ,

or
Sd2
Sd2

=
2 cos (iν1H)
e−ν2H

=
2iµ1ν1 sin iν1H

µ2ν2e−ν2H
.

This equality can be recast in the form used for further analysis and finding phase
velocities c = ω/k:

tanωH

√
1
V 2
S1

− 1
c2

=
µ2

µ1

√
1
c2
− 1

V 2
S2√

1
V 2
S1

− 1
c2

. (6)

It is easy to plot both curves on the left- and right-hand side of the Equation 6 to find
the solutions.

We can see that in this specific case (this particular frequency, thickness and elastic
properties) there are 3 solutions (Figure 10), which means essentially that there are three
modes existing for this type of waves.

Mimicking Love waves

To understand how dispersion manifests itself in the wave propagation we can try to mimic
Love-wave propagation in the one-layer model.

First, using the values of ρ1, ρ2, VS1 , VS2 we calculate the phase velocities for a range of
frequencies (0 to 0.4 Hz). This can be done by finding the intersection of the curves (as in
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Figure 10: Graphic solution for the dispersion of monochromatic Love wave of 0.4 Hz in
the previously described Earth model (left-hand side of equation 6 shown in blue, right-
hand side shown in red). The intersection of these curves correspond to the solutions. The
discontinuities of the blue curve are the ones of tangent and do not represent actual values.
[ER] arustam1/. lovedisp
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Figure 10) and using only the lowest values of phase velocity (corresponding to fundamental
mode). The resulting phase velocity goes from 5 km/s (velocity in the lower halfspace) at low
frequencies and approaches 3 km/s (velocity in the layer) for high frequencies (Figure 11).

From phase velocity it is easy to obtain group velocity by differentiating dw/dk. An
interesting observation to make here looking at the group velocity is that there is a range
of frequencies (starting from ≈ 0.07Hz) for which two distinct frequencies have the same
group velocity.

Figure 11: Phase and group velocities of Love wave. [ER] arustam1/. vphvg

We are looking for solution (waveform) at the distance of 500 km from the source by
simply summing harmonic waves with corresponding frequencies and wavenumbers:

s(x = 500km, t) =
∫ ∞

−∞
exp [i(k(ω)x− ωt)]dω.

If we think about this problem in terms of mathematics, this is a problem of evaluating
oscillatory integral. A common way of analyzing such integrals is finding the points of
stationary phase (where derivative of phase function w.r.t. integration variable goes to
zero). These very points will contribute to the final result of integration.

That’s why it is interesting to see the phase function (kx − ωt) behavior for a given
distance and distinct time moments going from 80 s to 200 s with increment of 20 s. It
can be seen in the Figure 12 that the phase at times 80 and 200 s does not have stationary
points, which is why we can expect no events at those times (oscillatory integral sum to
zero). Starting from 100 s we begin seeing stationary points going to higher frequencies as
we increase time.
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Figure 12: Phase function of Love wave for different times. [ER] arustam1/. phase

Now let us zoom into the times starting from 166 s (t=500km/3s corresponding to
the direct wave arrival). An oddity here is that starting from this time and going into
consecutive times we can see two stationary points at every phase curve: one going from
low to high frequencies as we increase time, and the second going the opposite direction –
from high to low frequency.

Finally sum all the harmonic waves from 0 Hz to 0.4 Hz frequency to get the final
”mimicked” trace (Figure 14). Looking at this result we see the previous predictions in
action. Starting from 100 s until 166 s there is only one frequency where phase is stationary,
thus we observe the increase of frequency as we advance in time. At time t = 166 s we
see high frequencies arriving that correspond to those stationary points coming from right
to left as we increase time in Figure 13). This is anomalous dispersion superimposed onto
the normal dispersion (stationary points coming from left to right in Figure 13). We see
that even if this analysis was simple, it is quite successful in explaining how all the pieces
combine to create a final observable dispersed waveform of Love wave.

CONCLUSION

Surface waves is a complex phenomenon associated with difficulties in the seismic data
processing. This paper is an attempt in understanding why they are different and discerning
their physical and mathematical properties to demystify their behavior. They carry useful
information that can be used in recovering subsurface properties and therefore, if we are
successful in modeling them and explaining their physical behavior we might get closer to
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Figure 13: Phase function of Love wave for different times (zoomed). [ER]
arustam1/. phase+

Figure 14: Mimicked trace of Love wave. [ER] arustam1/. mimic
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their suppression from the seismic record and aim at the inverse problem of body wave
velocity reconstruction.

ACKNOWLEDGEMENTS

I would like to thank Ettore Biondi for providing the code for 2D finite-difference elastic
wave modeling and for useful discussions.

REFERENCES

Aki, K. and P. Richards, 2002, Quantitative seismology, 2nd ed.: University Science Books.
Alsop, L. E., A. S. Goodman, and S. Gregersen, 1974, Reflection and transmission of

inhomogeneous waves with particular application to rayleigh waves: Bulletin of the Seis-
mological Society of America, 64, 1645–1652.

Brekhovskikh, L. M., 1960, Waves in layered media (applied mathematics and mechanics,
vol. 6): Academic Press.



Stanford Exploration Project, SEP172, June 6, 2018

Rock physics guided velocity model building: A 2D field
data example

Huy Le, Anshuman Pradhan, Nader C. Dutta, Biondo Biondi, Tapan Mukerji, and
Stewart A. Levin

ABSTRACT

In our previous report we developed a rock physics workflow that combines various
sources of data such as well logs, mud weights, Bottom Hole Temperature, and basin
history to model pore pressure-velocity relationship, taking into account both shale
diagenesis and mechanical compaction. In this report, we apply this workflow to a
field data collected from the Gulf of Mexico and build velocity models for imaging
and inversion. We examine a number of different pore pressure gradient scenarios and
velocity models. We access the feasibility of these models based on the quality of their
resulting images and flatness of angle gathers. Our results show that rock physics and
basin modeling integration gives a velocity model that not only fits the observed data
better but also is geologically more plausible.

INTRODUCTION

Anisotropic imaging has been shown to be necessary in many successful exploration appli-
cations, particularly in the Gulf of Mexico, where alignment of clay minerals in shales and
the effect of layering both imply transverse isotropy. Additionally, salt bodies can cause
stress perturbations that further complicate velocity variation.

Building anisotropic velocity models for imaging is a challenge due to uncertainties in
anisotropic parameters. Conventional velocity analysis and tomography of surface seismic
might not provide a satisfactory answer because a number of models could equally well
explain the observed data. Such is also the case with full waveform inversion (FWI). All of
these inversion schemes rely heavily on the assumption that the initial model is close to the
true model. When this assumption does not apply, there is a high possibility of obtaining
a velocity model that satisfies the imposed convergence criterion but may be geologically
and physically improbable. The rock physics guided workflow we use imposes additional
constraints on velocities that not only satisfy the gather flattening criterion but also require
the model to be geologically and physically possible.

Anisotropic velocity models can be built with forward modeling using rock physics princi-
ples, geomechanics, and basin modeling. Bachrach (2010) used differential effective medium
(DEM) theory from rock physics combined with well logs and empirical models of shale di-
agenesis to build anisotropic velocity models. Petmecky et al. (2009) derived anisotropic
velocities for imaging from a 3D basin modeler to capture the pressure, depositional, fluid
flow, and salt movement histories of a basin. Matava et al. (2016) used finite elastic de-
formation theory to calculate the effect of stress anomalies caused by salt movements on
velocity.
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Recent developments in anisotropic velocity model building show that integrating ad-
ditional data, such as rock physics and pore pressures, can constrain the velocity inversion
process. Dutta et al. (2015) combined rock physics and pore pressure-velocity models to
create velocity bounds for tomography. These constraints not only reduce uncertainty in
the tomography process, but also produce a velocity model that is able to predict physical
pore pressure. For a review on geopressure prediction, refer to Dutta (2002). This is an
extra constraint that forces the vertical velocity to be within a physically expected range
such as yielding a pore pressure that is bounded below by hydrostatic pore pressure and
above by fracture pressure. In addition, the use of rock physics compliant velocity model
enables us to estimate vertical velocity without having to rely on normal moveout analysis,
which often produce poor estimates of velocity. Li et al. (2016) used stochastic rock physics
modeling (Bachrach, 2010) to build model covariance matrices to constrain wave equation
migration velocity analysis (WEMVA). Following Dutta et al. (2015), we have developed a
workflow that combines rock physics, basin modeling, and pore pressure constraints to im-
prove velocity models for imaging (Le et al., 2017a). In this report, we apply this workflow
to a 2D field data acquired from the Gulf of Mexico.

ROCK PHYSICS WORKFLOW

In this section we briefly describe our rock physics workflow. The workflow applies to
the diagenesis of shale, particularly, the transformation of smectite into illite as a result
of burial diagenesis. The rock model consists of, therefore, a matrix solid (smectite and
illite), and a pore fluid (water). Two processes can affect pore pressure. First, as sediments
deposit, mechanical compaction causes porosity to reduce. Second, when clayey rocks are
buried to deeper depths and temperature reaches activation threshold, the transformation
from smectite to illite happens and is accompanied by an additional release of water that
is bound in the clay system of the host rocks, resulting in further increase in pore pressure.

In this workflow, we define forward modeling as obtaining vertical velocity models from
pore pressures. First, effective stress is calculated for various pore pressure gradient sce-
narios by subtracting pore pressure from overburden stress. Second, effective stress is then
converted into porosity using a compaction-diagenetic model. Finally, porosity is used to
compute velocity via an attribute model, a velocity-porosity transformation. The forward
modeling produces velocity rock physics templates (RPTs) corresponding to different pore
pressure gradients. In the reverse direction, this workflow generates pore pressure predic-
tions from an input of velocity.

SYNTHESIS OF 2D SEISMIC DATA

This section gives an overview of the seismic data. The data set we chose was acquired in
the Gulf of Mexico at four millisecond sampling, using ocean bottom cables (OBC). The
area where it was recorded has a shallow water depth, approximately 36 meters on average.
We were provided with upgoing P-Z summed data. The source lines are perpendicular to
the receiver lines. Source line spacing is 400 meters and source spacing is 50 meters, while
receiver line spacing is 600 meters and receiver spacing is 50 meters. Maximum offset is
about six kilometers.
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To synthesize a 2D data set from the original 3D data, we chose a subset of the 3D data
with midpoints within a one-kilometer swath, covering two receiver lines. Assuming struc-
tures do not vary significantly in the cross-line direction, the chosen sources and receivers
were rotated about their midpoints to align in-line, sorted into 50-meter bins, and stacked
to generate our 2D data. For more details on preprocessing, see Le et al. (2017b).

VELOCITY MODEL BUILDING

Figure 1 shows different pore pressure profiles (left panel), the RPTs (middle panel), and
smectite fraction (right panel) modeled by our workflow at one of the wells. We observed
that pore pressure is hydrostatic down to about 3 km deep where it starts to increase
toward overburden pressure. This is also the depth where smectite-illite transformation
begins. This deviation of pore pressure can be seen most prominantly in the figure’s left
panel, which shows mud weight data at this well.

Figure 2 shows mud weight data at four nearby wells (left panel) and different trial
pressure profiles that we use to build velocity models for imaging (right panel). These
different pressure profiles are transformed into the corresponding velocities and extrapolate
along interpreted horizons. Figures 3(a) and 3(b) show the provided legacy velocity and the
rock physics velocity. We have used the Top of Pliocene and Top of Miocene as guides for the
extrapolation. In addition we have also built anisotropic model for η by inverting stacking
η from anisotropic Normal Moveout. Figures 4(a) and 4(b) show two CMP gathers before
and after anisotropic NMO. Figures 5(a) and 5(b) show the RMS and interval η. Because
the data’s offset range is limited to 6 km, we don’t expect to recover reliable anisotropy
beyond 2 km depth.

MIGRATION RESULTS

Figures 6 and 7 respectively show the migrated images using the legacy velocity model
with and without anisotropy. The addition of an anisotropic η model improves the image’s
focusing by a small amount, and mostly in the shallow areas. Figures 8 and 9 respectively
show the angle gathers of the two migrations. For a more quantitative accessment of these
gathers, we have computed semblances by stacking along the angle axis (Figures 10(a) and
10(b)). The semblance from stacking angle gather of the migrated image with anisotropy
shows greater energy at the shallow part of the model, which can also be observed from the
their histogram (Figure 10(c)).

Figures 11 and 12 respectively show the migrated images using the velocity model con-
structed with average pressure profile with and without anisotropy. In either migrations,
the migrated images with constructed velocity display higher quality in terms of reflectors’
focusing, particularly ones in the shallow regions of the model (2-4 km). Figures 13 and 14
show the corresponding angle gathers. The angle gathers obtained using pressure-converted
velocity shows more flattened reflectors than those obtained with legacy velocity. Figures
15(a) and 15(b) show the semblances computed from these gathers. The semblance from
angle gathers migrated with constructed velocity shows higher coherency, which is also
illustrated by the histograms (Figure 16).
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Figure 6: Migrated image with legacy velocity model. [CR] huyle1/. imagelegacy
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Figure 7: Migrated image with legacy velocity model and anisotropy. [CR]
huyle1/. imagelegacybgeta
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Figure 8: Angle gathers from isotropic migration with legacy velocity. [CR]
huyle1/. anglegatherslegacy



SEP–172 Anisotropic velocity model building 131

Figure 9: Angle gathers from anisotropic migration with legacy velocity and η. [CR]
huyle1/. anglegatherslegacybgeta
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Figure 10: Semblances computed from angle gathers of isotropic (a) and anisotropic
(b) migration with legacy velocity, and their corresponding hsitograms (c). [CR]
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Figure 11: Migrated image with velocity constructed from average pressure profile. [CR]
huyle1/. imagevelMud
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Figure 12: Migrated image with velocity constructed from average pressure profile and
anisotropy. [CR] huyle1/. imagevelMudbgeta
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Figure 13: Angle gathers from isotropic migration with velocity constructed from rock
physics and pore pressure constrained model (average pressure profile of Figure 2b. [CR]
huyle1/. anglegathersvelMud
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Figure 14: Angle gathers from anisotropic migration with velocity constructed from rock
physics and pore pressure constrained model (average pressure profile of Figure 2b). [CR]
huyle1/. anglegathersvelMudbgeta
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Figure 15: Semblances computed from angle gathers of isotropic (a) and anisotropic (b)
migration with constructed velocity. [CR] huyle1/. semvelMud,semvelMudbgeta
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Figure 16: Histograms of semblances from isotropic (a) and anisotropic migrations’ angle
gathers comparing between legacy velocity and constructed velocity. Histogram from the
semblance of gathers migrated with constructed velocity shifts right compared to the one
migrated with the legacy velocity, indicating higher coherency of angle gathers. [CR]
huyle1/. histolegacyvelMud,histolegacyvelMudbgeta

CONCLUSIONS

Following a rock physics guided workflow, we have built velocity templates and constructed
a velocity model that seems to produce more focused migrated images and flattened angle
gathers than those by the legacy model. Our velocity model reflects the deviation of pore
pressure from hydrostatic where smectite-illite transformation occurs. Our ongoing work is
to use this velocity model in a waveform inversion process with bound constraints from the
velocity templates.
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Toward time-lapse study of anisotropic parameters over the
Genesis field

Yinbin Ma, Stewart A. Levin, Biondo Biondi, Mark Meadows, and Robert G. Clapp

ABSTRACT

We estimate a 3D vertical transverse isotropy (VTI) model for the Genesis dataset. We
reprocess the time-lapse seismic data set to attenuate the spatial aliasing problem, and
to minimize the impact of different processing workflows conducted by different compa-
nies. Time-lapse reverse-time migration (RTM) from the Genesis dataset, suggests that
we have obtained an accurate initial VTI model. Production-induced change has been
observed with the help of angle domain common image gathers (ADCIG). We compute
the gradient for velocity and anisotropic parameters, and the results suggest that long
offset data may help us identify anisotropic parameter change during production.

INTRODUCTION

The Genesis field has experienced reservoir compaction during production (Magesan et al.,
2005; Hodgson et al., 2007; Herwanger and Horne, 2009). In a recent study, negative velocity
change has been observed via full-waveform inversion (FWI) and has been associated with
the overburden dilation. Therefore, it is reasonable to assume the anisotropic parameters
in the overburden of the reservoir also change because of geomechanical effects associated
with production.

The time-lapse surveys with data collected by the towed streamers over the Genesis field
have been cross equalized to improve the similarity between baseline survey and monitor
survey. Each midpoint gather has 30 different offsets, ranging from 1146 ft to 15414 ft with
spacing 492 ft. Chevron processes the monitor dataset along without cross equalization,
using offset up to 24000 ft with offset spacing 200 ft. From the prospective of the wave
propagation, the data is aliased in space and therefore reprocessing is required. We design
a workflow to interpolate the data along the offset axis in order to attenuate the spatial
aliasing problem, and to minimize the impact of different processing workflows. Subsurface
angular illumination is limited because of the acquisition geometry (towed streamer). We
extract both source gathers and receiver gathers to enhance the illumination using the
principle of reciprocity.

We analyze the quality of the VTI models and the data processing procedures by exam-
ining the subsurface angle gathers with the VTI wave equation. We see production induced
change at different angles at different midpoint locations, which gives us some understand-
ing about the size of the area that changed during production. ADCIG suggests that our
initial VTI model is accurate because we get flat gathers in most places.

We compute gradients from the baseline and two monitor datasets processed by CGG
and Chevron separately. The anisotropic parameters only get weak updating, particularly
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at the reservoir level. We also observe that far offset parts of the monitor data provide
useful information around the reservoir and in the overburden area.

OVERVIEW OF GENESIS DATASET AND DATA PROCESSING

The time-lapse datasets from the Genesis field were acquired with towed streamers. The
baseline survey was conducted in 1990 with offset up to 4700 meters. The monitor survey
in 2002 contains offset up to 7200 meters. CGG co-processed the baseline and monitor
datasets with offset up to 4700 meters. Chevron processed the monitor separately with full
range offset. The different processing workflows make it challenging for us to use the long
offset monitor data in time-lapse FWI.

The reservoir is located at depth around 3500 to 3600 meters. For the baseline survey
with offset up to 4700 meters, we observe mostly reflection data which provides very limited
constrain on the anisotropic parameters. Therefore we would like to use long offset data to
estimate the anisotropic parameters.

Different processing workflows lead to different amplitude correction, signal-to-noise
ratio and even different kinematics for the same monitor survey. To illustrate one of the
challenges, we show the amplitude as a function of time in Figure 1, which indicates that
different spherical divergence corrections have been applied to the data. Therefore, we
designed the following workflow to correct the long offset monitor data, in order to match
the co-processed short offset data.

1. shift midpoint location northing by 107 ft and easting by 2× 106 ft;

2. rotate offset by 90 degree so that sources and receivers is aligned with the boat sailing
direction;

3. shift origin of offset axis from 400 ft to 360 ft;

4. shift zero time t0 by 6 ms;

5. apply spherical divergence correction to match the baseline data;

6. apply NMO correction to flatten the CMP gather;

7. interpolate along offset axis;

8. apply inverse NMO correction to recover kinematics;

9. sort to shot and receiver gathers.

Step 1 and step 2 are obvious from the geometry of the traces. Step 3 and step 4
are introduced to register RTM images from two monitor datasets processed by CGG and
Chevron separately. The parameters are determined from semblance scanning, visual in-
spection of the image registration and flatness of the angle gathers. Step 5 is used to match
the amplitude of different datasets. Step 6 through step 9 are standard procedures to
get dense sampling of sources and receivers, which will improve the RTM image and FWI
gradient by reducing the spatial aliasing problems.
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Figure 2 and 3 show the final shot gathers from monitor data processed by CGG and
Chevron separately. We have aligned the two monitor datasets. The signal-to-noise levels
are still different, and matching the noise level is beyond our capacity.

Figure 1: Amplitude of monitor data as a function of time, by stacking the envelope func-
tion of all traces. CGG and Chevron have applied different amplitude correction. [CR]
yinbin1/. plotEnergy

VTI MODEL CONSTRUCTION FOR GENESIS DATASET

We received stacking NMO velocity and η from the previous time-lapse study on the Genesis
dataset, as functions of midpoint and travel time. In this section, we briefly describe our
approach to extract a 3D initial VTI model for the GENESIS dataset.

The stacking NMO velocity and parameter η are obtained as follows (Wang and Tsvankin,
2009):

(VNMO,stack(N))2 =
1

t0(N)

N∑

i=1

(VNMO,int(i))
2 (t0(i)− t0(i− 1)) , (1)

ηstack(N) =
∑N

i=1 (VNMO,int(i))
4 (1 + 8ηint(i)) (t0(i)− t0(i− 1))

8 (VNMO,stack(N))4 t0(N)
− 1

8
, (2)

where VNMO,stack(N) is the stacking NMO velocity at layer N , t0(N) is the zero-offset travel
time at layer N , VNMO,int(i) is the interval NMO velocity at layer i, ηstack(N) and ηint(i)
are the stacking and interval parameter η separately.

We designed a stable inversion algorithm to estimate the smooth interval parameters
from equation 1 and 2. The details of the algorithm are discussed in an ealier report (Ma
et al., 2016). In Figure 4 and 5, we show our inverted VTI model.
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Figure 2: Shot gather from CGG processed monitor dataset. [CR] yinbin1/. TraceCGG
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Figure 3: Shot gather from Chevron processed monitor dataset. [CR]
yinbin1/. TraceChev
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Figure 4: Inverted initial vertical velocity model. [CR] yinbin1/. VzInitial

Figure 5: Inverted initial η model. [CR] yinbin1/. EtaInitial
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RTM ANALYSIS OF GENESIS DATASET

In this section, we use RTM to analyze the quality of the VTI model constructed in the
previous section, and the production-induced time-lapse change.

We compute zero-offset RTM images and ADCIG at a selected 2D line (inline number
11040) from the Genesis dataset using the VTI wave equation (Zhang and Zhang, 2009).
Figure 6 shows the results from the baseline survey and Figure 7 shows the results from
the monitor survey. From the zero-offset image, we estimate 8 to 10 meters vertical shift of
the reflectors after production. From the ADCIG, at different midpoint locations around
the reservoir location, we observe time-lapse change at different angles. The observations
can be explained if there is a limited area affected by production in the overburden area
(along the path of the well, for example).

After we have obtained the results in Figure 6 and Figure 7, we find evidence that
the line we selected previously contains an acquisition gap and the gap is filled during the
processing. To reduce the effect of the acquisition geometry, we choose a different 2D line
away from the platform (inline number 11125) for the rest of the work in this report. In
Figure 8, we show the overlay of the vertical velocity model and RTM image for the newly
selected 2D line.

We computed ADCIG for the baseline survey and two monitor surveys from different
processing workflows. The inaccuracy of the VTI model will lead to curvature in the angle
gathers. In Figure 9, we show the ADCIG computed using the monitor datasets with offset
up to 7200 meters. Most of the reflectors are flat in the angle gathers, indicating our initial
VTI model is accurate.

Figure 6: ADCIG from baseline dataset [NR] yinbin1/. baseADCIG

GRADIENT ANALYSIS FOR ANISOTROPIC PARAMETERS

In this section, we compute the FWI gradients on velocity and anisotropic parameters. The
gradients will be used to update the baseline models and time-lapse change in the future.

We compare four sets of gradients from different dataset/offset ranges. First, we show
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Figure 7: ADCIG from monitor dataset [NR] yinbin1/. monADCIG

Figure 8: Overlay of RTM image and the velocity model [CR] yinbin1/. comImg



SEP–172 4D field data 147

Figure 9: ADCIG computed with long offset monitor dataset. [CR]
yinbin1/. ChevADCIG

the gradient from baseline data processed by CGG in Figure 10 and 11. Then we show
gradients from monitor data processed by CGG in Figure 12 and 13. The gradients from
monitor data processed by Chevron, with offset up to 4700 meters, shown in Figure 14 and
15. Finally gradients from monitor data processed by Chevron, with offset larger than 4700
meters, shown in Figure 16 and 17.

By comparing the baseline gradients and monitor gradients in Figure 10, 11, 12 and 13,
we observe that they have similar structure away from the reservoir and the overburden
area, indicating that we need to update the initial VTI model. The reflectors around the
reservoir from the monitor data are deeper than the reflectors from the baseline data, caused
by reservoir compaction and overburden dilation.

By comparing the monitor gradients from data processed by different workflows in Fig-
ure 12, 13, 14 and 15, we observe that the gradients register in most places, which validates
our modification to the geometry of the data. The amplitude and signal-to-noise ratio are
different which requires a careful design of the time-lapse FWI objective function for the
Genesis dataset.

The gradients from far offset are shown in Figure 16 and 17. The shallow part of the
model is not updated with far offset data because a stretch mute has been applied to the
monitor data. The model around the reservoir and the overburden can still be updated
from the far offset data.
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Figure 10: First gradient on velocity from baseline dataset. [CR] yinbin1/. GradBaseVel

Figure 11: First gradient on ε from baseline dataset. [CR] yinbin1/. GradBaseEps
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Figure 12: First gradient on velocity from monitor dataset processed by CGG. [CR]
yinbin1/. GradMonVel

Figure 13: First gradient on ε from monitor dataset processed by CGG. [CR]
yinbin1/. GradMonEps
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Figure 14: First gradient on velocity from monitor dataset processed by Chevron, with
offset from 0 to 4700 meters. [CR] yinbin1/. GradShortVel

Figure 15: First gradient on ε from monitor dataset processed by Chevron, with offset
from 0 to 4700 meters. [CR] yinbin1/. GradShortEps
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Figure 16: First gradient on velocity from monitor dataset processed by Chevron, with
offset from 4700 to 7200 meters. [CR] yinbin1/. GradFarVel

Figure 17: First gradient on ε from monitor dataset processed by Chevron, with offset
from 4700 to 7200 meters. [CR] yinbin1/. GradFarEps
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CONCLUSIONS AND FUTURE WORK

In conclusion, we have processed the Genesis dataset for the purpose of wave-equation-based
methods such as RTM and FWI. We modify the trace header information to align the data
from different processing workflows. We have estimated a 3D initial VTI model based on
time-domain image.

We compute zero-offset images and angle domain common image gathers. The accuracy
of the initial VTI model is confirmed by the flatness of the ADCIG. We also use ADCIG
to estimate the area that has observable time-lapse change. We compute gradients to
update the vertical velocity and anisotropic parameters. The gradients suggest that the
long offset data could potentially constrain the anisotropic parameters, which is critical to
4D anisotropic FWI study.

In the future we plan to estimate an accurate VTI model for the baseline and time-lapse
change in the overburden area of the reservoir. One challenge is that baseline survey and
monitor survey have different ranges of offset, and we may need to develop a new time-lapse
FWI workflow to handle the unique acquisition geometry. Another challenge is that the
data processed by different companies show different amplitude correction and signal-to-
noise ratio, which requires a FWI objective function focuses only on the kinematics.
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Full waveform inversion by model extension

Guillaume Barnier, Ettore Biondi, and Biondo Biondi

ABSTRACT

The main challenge inherent to full waveform inversion (FWI) is its inability to correctly
recover the Earth’s subsurface seismic parameters from inaccurate starting models.
This behavior is due to the presence of local minima in the FWI objective function.
To overcome this problem, we propose a new objective function in which we modify
the nonlinear modeling operator of the FWI problem by adding a correcting term
that ensures phase matching between predicted and observed data. This additional
term is computed by demigrating an extended model variable, and its contribution
is gradually removed during the optimization process while ensuring convergence to
the true solution. Since the proposed objective function is quadratic with respect to
the extended model variable, we make use of the variable projection method. We
refer to this technique as full waveform inversion by model extension (FWIME). We
provide a theoretical description of our method and we illustrate its potential on two
synthetic examples for which FWI fails to retrieve the correct solution. First, by
inverting data generated in a borehole setup. Then, by inverting diving waves recorded
with a standard surface acquisition geometry. In both cases, we purposely choose a
very inaccurate initial model and we show that FWIME manages to recover the true
solution.

INTRODUCTION

FWI has the potential of inverting all model scales and providing high resolution subsur-
face images but it is greatly hampered by its sensitivity to the quality of the initial model,
commonly known as cycle-skipping (Virieux and Operto, 2009). To overcome this issue,
multiple methods have been developed based on adding optimization parameters or con-
straints to relax the condition that predicted and observed data should lie within a quarter
of a wavelength from each other (Van Leeuwen and Herrmann, 2013; Biondi and Almomin,
2014; Warner and Guasch, 2014; Huang and Symes, 2015). Biondi and Almomin (2014) use
an extended model approach to avoid the cycle-skipping issue, but the originally proposed
method, based on a nested-scheme algorithm, heavily relies on the user to tune the many
inversion parameters employed in the optimization process.

Following their work, we propose a new formulation also relying on an extended Born
modeling operator to correct for substantial mismatches between observed and predicted
data. However, there are four main differences. First, we do not separate our model pa-
rameter into a background (low-wavenumber) and a strictly high-wavenumber perturbation.
Secondly, during our inversion process, we aim at completely removing all the energy present
in the extended model perturbation and we attach no physical meaning to it. Therefore, we
do not need to apply any scale mixing or wavenumber filtering of any sort during our inver-
sion. Thirdly, the use of the variable projection method to compute the adequate extended
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model perturbation allows us to better control the phase alignment of the data residuals
(Golub and Pereyra, 1973; Rickett, 2013; Huang and Symes, 2015). Finally, our formula-
tion reduces the number of optimization parameters to only one, the tradeoff between the
data-fitting and the model regularization terms.

We illustrate the potential of this new technique on two synthetic examples where trans-
mission data are inverted and where FWI fails to converge towards the true model. In the
first example, we invert data recorded in a borehole setup. In the second one, we invert di-
rect and diving waves recorded in a surface acquisition geometry. For the FWIME scheme,
we do not follow a multiscale approach (Bunks et al., 1995) and all frequencies in the data
are used simultaneously.

FWIME THEORY

Objective function formulation

In our formulation, we propose to minimize the following objective function

Φε(m, p̃) =
1
2

∥∥∥f(m) + B̃(m)p̃− dobs
∥∥∥

2

2
+
ε2

2
‖Dp̃‖22 , (1)

where f is the wave-equation operator, m is the velocity model, dobs represents the
observed data, B̃ denotes the extended Born modeling operator, and p̃ is an extended per-
turbation. Possible extensions include time-lags, subsurface offsets, or shot records (Biondi
and Almomin, 2012, 2014; Huang and Symes, 2015). D is an invertible version of the dif-
ferential semblance operator (DSO) that enhances the non-physical extended energy of p̃
(Symes and Kern, 1994), and is linear with respect to p̃. ε is the tradeoff parameter between
the data-fitting and the regularization terms. The subscript in Φε indicates that ε is a fixed
parameter throughout the inversion. Since Φε is quadratic with respect to p̃ (for a fixed m),
we decide to use the variable projection method to minimize equation 1, which corresponds
to minimizing the following objective function

Φε(m) =
1
2

∥∥∥f(m) + B̃(m)p̃optε (m)− dobs
∥∥∥

2

2
+
ε2

2

∥∥Dp̃optε (m)
∥∥2

2
, (2)

where p̃optε is an extended perturbation, defined as the minimizer of the objective func-
tion Φε,m defined by

Φε,m(p̃) =
1
2

∥∥∥B̃(m)p̃−
(
dobs − f(m)

)∥∥∥
2

2
+
ε2

2
‖Dp̃‖22 . (3)

Assuming that the Hessian matrix of Φε,m is invertible, p̃optε is given by

p̃optε (m) =
[
B̃∗(m)B̃(m) + ε2D∗D

]−1B̃∗(m)
(
dobs − f(m)

)
, (4)
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where ∗ denotes adjoint operators. Note that p̃optε also depends nonlinearly on m. The
data residual component (first term) on the right side of equation 2 is a modified FWI objec-
tive function where an additional term B̃(m)p̃optε (m) is used to ensure the phase alignment
between modeled and observed data. During the optimization process, we gradually reduce
the contribution of this additional term by adding a regularization term on the right side
of equation 2 (which pushes the L2-norm of p̃optε (m) to zero). Therefore, finding the global
minimizer of this equation is equivalent to finding the global minimizer of the conventional
FWI objective function defined by

ΦFWI(m) =
1
2

∥∥∥f(m)− dobs
∥∥∥

2

2
. (5)

FWIME gradient

Equation 2 is minimized using a gradient-based descent method and we show in Appendix
A that its gradient is given by

∇Φε(m) =
[
B∗(m) + T∗

p̃optε
(m)

] (
f(m) + B̃(m)p̃optε (m)− dobs

)
, (6)

where B∗ is the adjoint of the non-extended Born modeling operator and T∗ is the
adjoint of the tomographic operator that depends on both m and the optimal perturba-
tion p̃optε (Sava and Biondi, 2004; Biondi and Almomin, 2014). The first component of the
FWIME gradient in equation 6 (referred to as the Born gradient) is similar to the conven-
tional FWI gradient but with a modified data residual. In addition, the second component
(referred to as the tomographic gradient) may update regions of the model wavenumber
spectrum missed by the first one (Barnier et al., 2018).

Effect of ε on the FWMIE objective function

We analyze the theoretical behavior of the FWIME objective function for two extreme cases
where ε = 0 and ε → +∞. We support this analysis by numerical examples proposed in
the next section.

Case when ε = 0

When ε = 0, the data objective function should (by construction) be approximately constant
and equal to zero. This behavior is due to the fact that using an extended perturbation
allows us to find p̃optε that accurately predicts the data that the nonlinear modeling f(m)
has not been able to predict (Symes, 2008). In the specific case where we do not apply any
regularization (ε = 0), the data matching/misfit is almost identical (and equal to zero) for
all models. However, the computation of p̃optε is achieved by an iterative method (linear
conjugate gradient) and is truncated after a finite number of iterations, which may result
in a non-perfect matching of the data residual in equation 4.
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Case when ε→ +∞ and connection to the FWI objective function

So far, we have not been able to mathematically prove that FWIME converges to the
true solution regardless of the accuracy of the starting model (while using gradient-based
descent methods). This is still under investigation. However, if we claim that our method is
more robust than conventional FWI, we should ensure that convergence of FWI to the true
solution also implies convergence of FWIME. We prove in Appendix B that the FWIME
objective function converges (pointwise in m) towards the FWI objective function when ε
tends to infinity. Therefore, whenever FWI converges to the true solution, FWIME should
also converge to the true solution (for a high enough ε-value).

Choice of ε

For all the numerical examples shown in this report, our choice of ε-values are based on a
trial and error approach, which lacks efficiency for field data applications. Therefore, we
are currently researching an automatic and robust method to select the optimal value for
the trade-off parameter ε (the unique user-adjustable parameter of our FWIME workflow).
As we show throughout this report, this parameter greatly affects the shape of the FWIME
objective function, making its estimation a crucial step to ensure the success of our method.

Given an initial model minit, one sufficient condition for either FWI or FWIME prob-
lems to converge to the true solution (using a gradient-based descent method) is that the
linearization of the modeling operator (about the initial model estimate minit) is accurate.
For FWI, that would imply

dobs = f(mtrue) ≈ f(minit) + F(minit)(mtrue −minit), (7)

where F is the Jacobian operator of the modeling operator f . The ≈ symbol indicates
that the higher-order terms in equation 7 do not necessarily vanish, but do not introduce any
local minima in the objective function. Our goal is not to quantify the accuracy to which
equation 7 should be satisfied, because we have no control on it. For conventional FWI (and
for a given dataset), the shape of the objective function is fixed. If the condition in equation 7
is not satisfied, the only way to recover the true model is by either changing the data
(e.g., adding lower-frequency energy), improving the acquisition geometry, or improving
the accuracy of our initial guess.

In our proposed method, the trade-off parameter ε provides an additional degree of
freedom that may allow us to satisfy the FWIME-equivalent of equation 7 regardless of the
initial model. We first recast equation 2 into a single-term objective function,

Φε(m) =
1
2
‖gε(m)−D‖22 , (8)

where

gε(m) =




g1
ε (m)

g2
ε (m)


 =




f(m) + B̃(m)p̃optε (m)

εD p̃optε (m)


 , (9)
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and

D =
(

dobs

0

)
. (10)

In the case of FWIME, equation 7 is expressed by

D = gε(mtrue) ≈ gε(minit) + Gε(minit)(mtrue −minit), (11)

where Gε (the Jacobian operator of gε) is defined by

Gε(m) =




∂g1
ε (m)
∂m

εD
∂p̃optε (m)
∂m


 . (12)

The derivations of
∂g1

ε (m)
∂m

and
∂p̃optε (m)
∂m

are shown in Appendix C.

Finally, given a true model mtrue and an initial model minit, we are currently investi-
gating a proof of existence of an ε-value and a set of models (that include minit) for which
equation 11 holds. Our approach is to study the full FWIME Hessian operator and show
that it can be made positive with an adequate choice of ε.

Computational cost of FWIME

The main computational cost (and bottleneck) of FWIME remains the variable projection
step when the FWIME objective function (equation 2) is evaluated. For each evaluation
of equation 2, p̃optε (m) must be computed by minimizing Φε,m in equation 3. This is
equivalent to performing a least-squares reverse time migration (LSRTM) with an extended
model (i.e., iteratively inverting the Hessian matrix of Φε,m). We are currently investigating
ways to accelerate the convergence of the variable projection step. More specifically, we are
implementing the approach proposed in Hou and Symes (2015) where the authors provide
a computationally efficient method of approximating the inverse Hessian matrix of of Φε,m

for subsurface offsets extension. We are also working on developing this approximation for
time-lag extension.

NUMERICAL EXAMPLES

We apply FWIME and conventional FWI on two synthetic problems in which noise-free data
are generated using a two-way acoustic isotropic finite-difference scheme. When applying the
FWIME workflow, we inject the full data bandwidth without taking a multiscale approach
and we use nonlinear conjugate gradient to solve equations 2 and 5. In both examples,
we use a time-lag extension for p̃. The size of the extended axis is case dependent and
determined by trial and error.
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Inversion of borehole data

This simple transmission experiment is designed to illustrate the basic mechanisms of our
method. We place sources in a vertical borehole every 50 m and receivers in the other
vertical borehole every 10 m. The distance between the two boreholes is 1 km. The true
velocity model is assumed to be uniform and equal to 2.5 km/s. We use a source wavelet
containing frequencies ranging from 2.5 Hz to 35 Hz.

We sample the FWIME and FWI objective functions (equations 2 and 5) for uniform
velocity models ranging from 2.0 km/s to 3.0 km/s by increments of 0.05 km/s. For each
model, we compute the FWIME objective functions for five ε-values ranging from 0 to
1.0 × 10−4 (Figure 1). As expected, the FWI objective function presents local minima
(dashed blue curve in Figure 1(a)). However, for certain ε-values, the FWIME objective
function is monotonically decreasing towards the true solution. For these ε-values, FWIME
managed to remove all local minima and guarantees global convergence for gradient-based
methods when inverting for a model parametrized by a single scalar value (only allowing
spatially uniform models). Figure 1(b) shows the breakdown of each component of the total
FWIME objective function for ε2 (solid green curve in Figure 1(a)). We observe that the
data component is monotonically decreasing towards the true solution (solid black curve
in Figure 1(b)) whereas the model displays a non-monotonically decreasing behavior (solid
blue curve in Figure 1(b)).

Additionally, we observe that for ε = 0, the FWIME objective function is approximately
flat and equal to zero (magenta curve in Figure 1). This observation confirms that even
for very inaccurate velocity models m, the optimal extended perturbation p̃optε (equation 4)
manages to capture the components present in the observed data dobs that were not mod-
eled by the nonlinear operator f(m), thus setting the data-fitting term in equation 2 to
zero (up to numerical precision and number of iterations of linear conjugate gradient to
minimize Equation 3). Conversely, we can observe in Figure 1 that when ε increases, the
FWIME objective function converges towards the FWI one, which illustrates the pointwise
convergence property mentioned in the previous section.

Figure 2(a) shows the convergence curves (solid lines) for a FWIME workflow applied
using a uniform starting velocity model equal to 2.0 km/s. Throughout this inversion, we do
not impose the inverted models to be uniform in space. We observe that all components of
the FWIME objective function converge to zero. On the same plot, we superimpose the FWI
objective function evaluated at each iteration of FWIME (dashed blue line). This curve is
not the result of an inversion process, but simply the values that the FWI objective function
would have taken for this sequence of inverted models. These observations show that the
FWIME optimization path is insensitive to the local minima present in the conventional
FWI objective function. In fact, conventional FWI starting from the same initial model
fails to converge to the true solution (Figure 2(b)). This analysis is also confirmed by the
average velocity of the inverted models from the two optimization schemes (Figure 2(c)). We
choose this model metric because of the inherent uncertainty in the conventional traveltime
tomography problem (Squires et al., 1994).
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(a) (b)

Figure 1: (a) FWIME (solid lines) and FWI (dashed blue line) objective functions for
uniform velocity models and for increasing ε values (ε0 = 0, ε1 = 3.0×10−6, ε2 = 1.0×10−5,
ε3 = 5.0×10−5, ε4 = 1.0×10−4). (b) FWIME objective function components for ε = ε2. The
total FWIME objective function (green curve) is identical to the one in Figure 1(a) (green
curve). It is the sum of the data component (black curve) and the model component (light
blue curve). [CR] guillaume1/. oned.obj.sampling.eage.total,oned.obj.sampling.eps2

Inversion of direct arrivals and refracted waves

We invert synthetic data generated by a laterally invariant velocity model whose profile is
shown in Figure 4(a) (dashed pink curve). The model is 12 km wide, 2.4 km deep, and
does not contain any reflector. The generated data are therefore solely composed of direct
arrivals and refracted energy (i.e., diving waves) (Figure 3(a)). We use a grid spacing of
30 m x 30 m for our finite-difference scheme, we place 400 receivers at the surface every 30
m and 198 sources every 60 m. Our initial model minit is spatially uniform and set to 2.0
km/s (red curve in Figure 4(a)). In this example, we assume that the only coherent energy
in the data lies within the 3-12 Hz frequency range.

Conventional FWI approach

We first conduct a conventional time-domain FWI workflow for two different sets of fre-
quency bands. For each band, we perform 100 iterations of nonlinear conjugate gradient.
In the first band, we use energy from 3-5 Hz, which corresponds to what would be the first
step of a multiscale approach. In the second band, we simultaneously use all the available
frequencies in the data. Figures 4(a) and (b) show three inverted vertical profiles for each
FWI workflow. The profiles are extracted at x = 3 km, x = 6 km, and x = 9 km, respec-
tively. In both cases, conventional FWI fails to recover the correct velocity model for any
depth greater than 0.4 km.
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FWIME
DATA
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FWI

(a) (b)

FWIME
TRUE
FWI

(c)

Figure 2: (a) Convergence curves for the FWIME workflow using ε = ε1. The
solid curves show the total, data, and model objective functions plotted in red, green
and magenta, respectively. The dashed blue line corresponds to the values of the
conventional FWI objective function evaluated at each iteration. (b) Convergence
curve for conventional FWI. (c) Inverted average velocity as a function of iterations
for FWIME (solid red curve) and conventional FWI (dashed blue line). [CR]
guillaume1/. OnedConvCurvesFwime,OnedFwiConvCurve,OnedFwimeInversion
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(a) (b)

(c) (d)

Figure 3: Shot gathers gerenated by a source located at x = 0 km. (a) Observed
data, dobs. (b) Predicted data computed with the initial velocity model, f(minit). (c)
Initial FWI data residual rFWI = f(minit) − dobs. (d) Initial FWIME data resid-
uals (after computation of p̃optε ), rFWIME = f(m) + B̃(m)p̃optε (m) − dobs. [CR]
guillaume1/. DatS1,DatS1Start3,DatS1Start3Diff0,DatS1Start3Diff0Popt
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FWIME approach

We now apply our FWIME algorithm to the same problem by using the full 3-12 Hz fre-
quency bandwidth, and we follow the workflow described in the previous section. We guide
the reader through the first iteration of our algorithm. First, we set ε to 5.0 × 10−5 on
the basis of trial-and-error, and we keep its value constant during the entire optimization
scheme. We then compute the optimal extended perturbation p̃optε by minimizing the ob-
jective function shown in equation 4 (variable projection step) using 35 iterations of linear
conjugate gradient. Figure 5(a) show the zero time-lag cross-section of p̃optε . We observe
that the linear optimization process has spread energy into the deeper parts of the section
in the form of horizontal layering. Figure 5(b) displays a time-lag common image gather
(CIG) extracted in the middle of the section, at x = 6 km. As expected, the energy is well
focused at zero-lag for the shallow part of the model where the initial velocity is close to
the true one. However, as we move deeper, the initial velocity model becomes increasingly
inaccurate, and the coherent energy gradually moves away from the zero-lag axis. This
illustrates the importance of using an extended model perturbation in order to capture
events in the data that would have been lost otherwise (in this case, the refracted energy).

(a) (b)

Figure 4: Vertical velocity profiles extracted at three horizontal positions from FWI in-
verted models after 100 iterations. (a) Inverted model profiles using a frequency band
of 3-5 Hz. (b) Inverted model profiles using a frequency band of 3-12 Hz. [CR]
guillaume1/. v.fwi.3.5.profile,v.fwi.3.12.profile

The optimization of p̃optε is the most computationally intensive step of our workflow,
and it is crucial as it plays a double role in the gradient computation. On one hand, it
is demigrated in order to generate the correcting term in the data residual, B̃(m)p̃optε (m).
Figure 3(d) shows the FWIME data residual obtained at the first iteration after computation
of the optimal model perturbation. For this specific shot position, most of the direct arrivals
have been matched but a portion of the diving waves is still present. This is due to the
presence of the regularization term since ε 6= 0. Note that this data residual is then injected
in the Born and tomographic adjoint operators to compute the first gradient (equation 6).
On the other hand, p̃optε is also used by the tomographic operator itself. So far, we have
observed that the quality of the tomographic gradient is quite sensitive to the accuracy with
which we solve for the optimal extended perturbation (i.e., the number of iterations in the
variable projection step).
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(a) (b)

Figure 5: (a) Zero time-lag cross-section of the optimal extended perturbation at
the first iteration of FWIME. (b) Time-lag CIG of the of the optimal extended
perturbation at the first iteration of FWIME, extracted at x = 6 km. [CR]
guillaume1/. PoptZeroLagEps2,PoptCig6kmEps2

Figures 6(a)-(d) show the Born, tomographic, and total first search directions of our
FWIME workflow. The total search search direction seems promising and it is mostly dom-
inated by the tomographic component. Figure 6(d) shows the first FWI search directions
for the 3-5 Hz frequency band. We can clearly see that the FWIME search direction has
a more balanced amplitude and its phase is accurate up to a much deeper part of the
model (approximately 1.2 km). By performing a truncated Gauss-Newton step of the FWI
workflow, we would probably improve the amplitude balancing of the search direction in
Figure 6(d), but the incorrect phase shift occurring in the very shallow parts would remain.

We conduct 10 iterations of our FWIME workflow followed by 100 iterations of conven-
tional FWI. Figure 7(a) shows three inverted profiles (extracted at x = 3 km, x = 6 km,
and x = 9 km) after 10 iterations of FWIME. The FWIME workflow managed to capture
the long wavenumber components of the model up to a depth of approximately 1.2 km.
Furthermore, our inability to recover deeper parts of the model is likely stemming from a
lack of offset range in our acquisition geometry, and not from a cycle-skipping issue. We
then use the FWIME inverted model as the initial model for a conventional FWI workflow
using the full frequency bandwidth. Figure 7(b) shows the inverted profiles after 100 itera-
tions of conventional FWI. Figures 8(a)-(d) show the 2D-panels of the inverted models for
FWI, FWIME, and FWIME followed by FWI. We can observe that once FWIME captured
the long wavelength component of the model, FWI was able to accurately recover the true
model without the need to adopt a multi-scale approach.

CONCLUSIONS

We develop a new method that addresses the cycle-skipping issues inherent to conventional
FWI. We modify the nonlinear modeling operator of the FWI problem by adding a correcting
term that ensures phase matching between predicted and observed data, and we gradually
reduce its contribution over iterations by adding a regularization term controlled by a single
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(a) (b)

(c) (d)

Figure 6: First velocity search directions. (a) Born component of the first search
direction. (b) Tomographic component of the first search direction. (c) Total search
direction. (d) First FWI search direction for the 3-5 Hz frequency band. [CR]
guillaume1/. FwimeBornGradSmooth,FwimeTomoGradSmooth,FwimeTotalGradSmooth,FwiSearch35
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(a) (b)

Figure 7: (a) Vertical inverted profiles after 10 iterations of FWIME extracted at x = 3
km, x = 6 km, and x = 9 km. (b) Vertical inverted profiles after 10 iterations of FWIME
followed by 100 iterations of conventional FWI, extracted at x = 3 km, x = 6 km, and
x = 9 km. [CR] guillaume1/. fwime.inv.profiles,fwime.fwi.inv.profiles

(a) (b)

(c) (d)

Figure 8: Inverted models using a 3-12 Hz frequency bandwidth. (a) In-
verted model after 100 iterations of conventional FWI. (b) Inverted model
after 10 iterations of FWIME. (c) Inverted model after 10 iterations
of FWIME followed by 100 iterations of FWI. (d) True model. [CR]
guillaume1/. grad13.fwi.3-12,grad13.fwime,grad13.fwime.fwi,grad13.true.model
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parameter. This formulation mitigates the need for the user to tune many parameters during
the inversion process or to follow a multiscale approach as in FWI. We show its potential
and success on two synthetic transmission problems where FWI fails to recover the true
model.

ACKNOWLEDGEMENTS

We would like to thank the Stanford Exploration Project affiliate companies for financial
support. Guillaume Barnier would also like to thank Joseph Dellinger, Esteban Diaz, Simon
Luo, and the BP America Subsurface Technical Centre (STC) for their useful advice and
constructive comments.

REFERENCES

Barnier, G., E. Biondi, and B. Biondi, 2018, Tomographic full waveform inversion with
variable projection: Presented at the 80th EAGE Conference and Exhibition 2018.

Biondi, B. and A. Almomin, 2012, Tomographic full waveform inversion (tfwi) by combining
full waveform inversion with wave-equation migration velocity anaylisis: Presented at the
2012 SEG Annual Meeting.

——–, 2014, Simultaneous inversion of full data bandwidth by tomographic full-waveform
inversion: Geophysics, 79, WA129–WA140.

Biondi, B., P. Sava, et al., 1999, Wave-equation migration velocity analysis: 69th Ann.
Internat. Mtg Soc. of Expl. Geophys, 1723–1726.

Bunks, C., F. M. Saleck, S. Zaleski, and G. Chavent, 1995, Multiscale seismic waveform
inversion: Geophysics, 60, 1457–1473.

Golub, G. H. and V. Pereyra, 1973, The differentiation of pseudo-inverses and nonlinear
least squares problems whose variables separate: SIAM Journal on numerical analysis,
10, 413–432.

Hou, J. and W. W. Symes, 2015, An approximate inverse to the extended born modeling
operatoran approximate inverse operator: Geophysics, 80, R331–R349.

Huang, Y. and W. W. Symes, 2015, Born waveform inversion via variable projection and
shot record model extension: SEG Technical Program Expanded Abstracts 2015, 1326–
1331, Society of Exploration Geophysicists.

Rickett, J., 2013, The variable projection method for waveform inversion with an unknown
source function: Geophysical Prospecting, 61, 874–881.

Sava, P. and B. Biondi, 2004, Wave-equation migration velocity analysis. i. theory: Geo-
physical Prospecting, 52, 593–606.

Squires, L. J., P. L. Stoffa, and G. Cambois, 1994, Borehole transmission tomography for
velocity plus statics: Geophysics, 59, 1028–1036.

Symes, W. W., 2008, Migration velocity analysis and waveform inversion: Geophysical
prospecting, 56, 765–790.

Symes, W. W. and M. Kern, 1994, Inversion of reflection seismograms by differential sem-
blance analysis: Algorithm structure and synthetic examples: Geophysical Prospecting,
42, 565–614.

Van Leeuwen, T. and F. J. Herrmann, 2013, Mitigating local minima in full-waveform
inversion by expanding the search space: Geophysical Journal International, 195, 661–
667.



SEP–172 FWIME 167

Virieux, J. and S. Operto, 2009, An overview of full-waveform inversion in exploration
geophysics: Geophysics, 74, WCC1–WCC26.

Warner, M. and L. Guasch, 2014, Adaptive waveform inversion-fwi without cycle skipping-
theory: Presented at the 76th EAGE Conference and Exhibition 2014.

APPENDIX A

We derive the gradient expression in equation 6. We define

rd(m) = f(m) + B̃(m)p̃optε (m)− dobs (13)
rm(m) = Dp̃optε (m). (14)

The gradient of Φε is given by

∇Φε(m) =
(
∂rd(m)
∂m

)∗
rd(m) + ε2

(
∂rm(m)
∂m

)∗
rm(m), (15)

and we have

(
∂rd(m)
∂m

)∗
=

(
∂f(m)
∂m

)∗
+

(
∂(B̃(m)p̃optε (m))

∂m

)∗

= B∗(m) +

(
∂B̃(m)
∂m

p̃optε (m) + B̃(m)
∂p̃optε (m)
∂m

)∗

= B∗(m) + T∗(m) +

(
∂p̃optε (m)
∂m

)∗
B̃(m)∗, (16)

where T∗(m) =

(
∂B̃(m)
∂m

p̃optε (m)

)∗
. Similarly,

(
∂rm(m)
∂m

)∗
=

(
∂p̃optε (m)
∂m

)∗
D∗. (17)

Equation 15 becomes

∇Φε(m) =
[
B∗(m) + T∗(m) +

(
∂p̃optε (m)
∂m

)∗
B̃(m)∗

]
rd(m) + ε2

(
∂p̃optε (m)
∂m

)∗
D∗rm(m)

=
[
B∗(m) + T∗(m)

]
rd(m) +

(
∂p̃optε (m)
∂m

)∗ [
B̃∗(m)rd(m) + ε2D∗rm(m)

]
. (18)
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Since p̃optε satisfies equation 4, we have

[
B̃∗(m)B̃(m) + ε2D∗D

]
p̃optε (m) = B̃∗(m)(dobs − f(m)). (19)

Therefore,

B̃∗(m)rd(m) + ε2D∗rm(m) = B̃∗(m)
(
f(m) + B̃(m)p̃optε (m)− dobs

)
+ ε2D∗Dp̃optε (m)

=
[
B̃∗(m)B̃(m) + ε2D∗D

]
p̃optε (m)− B̃∗(m)(dobs − f(m))

= 0. (20)

Finally, equation 15 reduces to

∇Φ(m) =
[
B∗(m) + T∗(m)

] (
f(m) + B̃(m)p̃optε (m)− dobs

)
. (21)

Note that the fact that equation 19 is satisfied allows us to avoid the expensive compu-

tation of
∂p̃optε (m)
∂m

.

APPENDIX B

We show that the FWIME objective function converges pointwise in m towards the FWI
objective function (equation 5) when ε→ +∞.

1. We first prove that ∀m, lim
ε→∞

ε2

2
‖Dp̃opt(m, ε)‖22 = 0, and

2. we conclude that ∀m, lim
ε→∞

Φ(m, ε) = ΦFWI(m),

where Φ is the FWIME objective function. The optimal extended perturbation p̃opt is given
by

p̃opt(m, ε) =
[
B̃∗(m)B̃(m) + ε2D∗D

]−1B̃∗(m)
(
dobs − f(m)

)
(22)

=
1
ε2
[ 1
ε2

B̃∗(m)B̃(m) + D∗D
]−1B̃∗(m)

(
dobs − f(m)

)
.

When ε→ +∞, we can make the following approximation

1
ε2

B̃∗(m)B̃(m) + D∗D ≈ D∗D. (23)
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Therefore,

p̃opt(m, ε) ≈ 1
ε2
[
D∗D

]−1B̃∗(m)
(
dobs − f(m)

)
(24)

≈ 1
ε2

q̃(m),

where q̃(m) =
[
D∗D

]−1B̃∗(m)
(
dobs − f(m)

)
. Assuming that q̃(m) is bounded, we can

deduce that for any m,

• ‖p̃opt(m, ε)‖22 →ε→∞ 0, and that

• ε2

2
‖Dp̃opt(m, ε)‖22 →ε→∞ 0.

From equations 2 and 5,

Φ(m, ε)− ΦFWI(m) = (25)
1
2
‖f(m) + B̃(m)p̃opt(m)− dobs‖22 +

ε2

2
‖Dp̃opt(m)‖22 −

1
2
‖f(m)− dobs‖22.

Moreover,

‖f(m) + B̃(m)p̃opt(m)− dobs‖22 = (26)

‖f(m)− dobs‖22 + ‖B̃(m)p̃opt(m)‖22 + 2
(
f(m)− dobs

)∗
B̃(m)p̃opt(m).

‖p̃opt(m, ε)‖22 →ε→∞ 0 implies that ‖B̃(m)p̃opt(m, ε)‖22 →ε→∞ 0, and by the Cauchy-Schwarz
inequality,

∣∣∣
(
f(m)− dobs

)∗
B̃(m)p̃opt(m, ε)

∣∣∣ ≤ ‖f(m)− dobs‖2 ‖B̃(m)p̃opt(m, ε)‖2. (27)

Therefore,

•
(
f(m)− dobs

)∗ B̃(m)p̃opt(m, ε) →
ε→∞

0, and

• ‖f(m) + B̃(m)p̃opt(m, ε)− dobs‖22 − ‖f(m)− dobs‖22 →ε→∞ 0.

Finally, we can deduce that

∀m, lim
ε→∞

Φ(m, ε) = ΦFWI(m). (28)
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APPENDIX C

Here, we derive the expression of the FWIME linearized forward modeling operator (Jaco-
bian matrix of g1

ε ) that we refer to as G1
ε . It is given by

G1
ε (m) = B(m) + Tp̃optε

(m) + B̃P̃ε(m), (29)

where P̃ε(m) =
∂p̃optε (m)
∂m

. The main difficulty is to compute P̃ε(m) (or its effect when

applied to a model perturbation). We differentiate each side of equation 19 with respect to
m, and we define

• E =
∂

∂m

([
B̃∗(m)B̃(m) + ε2D∗D

]
p̃optε (m)

)
, and

• F =
∂

∂m

(
B̃∗(m)(dobs − f(m))

)
.

E can be expressed by

E =
∂

∂m

([
B̃∗(m)B̃(m) + ε2D∗D

]
p̃optε (m)

)

=
∂

∂m

[
B̃∗(m)B̃(m) + ε2D∗D

]
p̃optε (m) + HΦε,mP̃ε(m), (30)

where HΦε,m =
[
B̃∗(m)B̃(m) + ε2D∗D

]
is the Hessian matrix of Φε,m (equation 3).

Therefore,

E = W̃B̃(m)poptε
+ B̃∗(m)Tp̃optε

(m) + HΦε,mP̃ε(m), (31)

where W̃ is the wave equation migration velocity analysis (WEMVA) operator (Biondi
et al., 1999) extended in time-lags. Similarly,

F = W̃dobs−f(m) − B̃∗(m)B(m). (32)

Combining equations 31 and 32, we can write

HΦε,mP̃ε(m) = W̃−rd − B̃∗(m)Tp̃optε
(m)− B̃∗(m)B(m), (33)

where rd = f(m) + B̃(m)poptε − dobs are the FWIME objective function data residuals.
Therefore, the application of Gε to a model perturbation ∆m is given by
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G1
ε (m)∆m =

(
B(m) + Tp̃optε

(m)
)

∆m + B̃(m)P̃ε(m)∆m, (34)

P̃ε(m)∆m is the solution of the following linear system,

HΦε,mx = y, (35)

where y is expressed by

y = W̃−rd∆m− B̃∗(m)
(
Tp̃optε

(m) + B(m)
)

∆m. (36)

Equation 35 can be solved using a linear conjugate gradient scheme.
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Frequency domain tomographic full waveform inversion

Rahul Sarkar and Biondo Biondi

ABSTRACT

We develop the theory of frequency domain tomographic full waveform inversion
(TFWI) with the goal of alleviating some of the computational bottlenecks present
in its time domain implementation. Fourier transforming the time coordinate con-
verts the extended Born modeling operator into a pointwise multiplication operator
in the frequency domain, which is computationally cheap as compared to its time do-
main counterpart that involves computing expensive convolutions in time. This trans-
formation leads to significant computational gains for the inner loop sub-problem in
TFWI, where for each frequency band being inverted for, the factorization of the sparse
Helmholtz matrix only needs to be performed once for the whole sub-problem. The
theory is developed for the acoustic case in a constant density medium, ans we provide
examples of some preliminary 2D numerical tests.

INTRODUCTION

TFWI, introduced by Biondi and Almomin (2014), belongs to a class of algorithms based
on the idea of model extensions developed to overcome the issue of non-convexity of full
waveform inversion (FWI). It is a widely held belief that the success of these methods is
intimately linked to the ability of the extended modeling operator in each case to model the
recorded wave field. While TFWI attempts to perform this using a time lag extension, other
forms of extensions have also been tried successfully, for example extensions in subsurface
offset or equivalently subsurface angles (Rickett and Sava, 2002; Sava and Fomel, 2003),
and source extensions (Huang and Symes, 2015; Huang et al., 2016). When viewed as an
optimization problem, these algorithms relax the original FWI problem with an extended
model, which plays the role of artificial variables introduced into the problem that allow for
the solution of an easier extended inverse problem. The physical variables or the velocities
are eventually recovered by solving a sequence of such problems using a strategy that
gradually removes the need for the artificial variables, for example by using regularization.

In the case of TFWI, Biondi and Almomin (2014) proposes to minimize the following
objective function in order to achieve the above mentioned objectives

J(c, δc) =
Ns∑

i=1

1
2
||Ri(ui + δui)− di||22 +

ε2

2
|| tδc||22 , (1)

where Ns is the number of sources, δc is the non-physical model; and for the ith source di is
the recorded data, Ri is the operator that samples the wave field at the receiver locations,
and ui and δui are the physical and non-physical wave fields respectively, corresponding to
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the solutions of the following wave equations with zero initial Cauchy data
(

1
c2(x)

∂2

∂t2
−∇2

)
ui(x, t) = fi(x, t) ,

(
1

c2(x)
∂2

∂t2
−∇2

)
δui(x, t) =

∫

R
2
∂2ui
∂t2

(x, t− τ)
δc(x, τ)
c3(x)

dτ,

(2)

In equation (2), c denotes a physical velocity model, fi represents the source function for
the ith source, ∇2 denotes the Laplacian operator, x ∈ Rd represents the physical space
coordinate and t represents time. We will mostly be interested in the cases d = 2, 3. The
second equation involves a convolution in time for each source separately, which makes both
the forward and adjoint of the extended Born modeling operator expensive to compute.
In the original version of the algorithm, the optimization problem in (1) is solved using
the adjoint state method treating the problem as a non-linear optimization problem with
respect to c and δc simultaneously, and using scale mixing. It is easily seen that for fixed
c, the minimization step for δc is a linear least squares problem (also called the inner-
loop subproblem for TFWI), which is typically solved using some variant of the conjugate
gradient (CG) algorithm. In fact, this observation has already been suggested previously
by Barnier et al. (2017) in the context of variable-projection TFWI. However as CG is an
iterative method, this requires us to repeatedly apply the extended Born modeling operator
and its adjoint and hence perform the convolutions for each shot and for every CG iteration.
This is the main bottleneck of TFWI, and it is clear that one must be able to perform the
minimization step over δc more efficiently in order for the overall algorithm to be practical.
The main contribution of this report is to demonstrate that the inner-loop subproblem can
be made really efficient by solving an equivalent problem in the frequency domain. In the
next sections, we develop the complete theoretical framework of this technique, and then
provide some 2D synthetic examples.

THEORY

For reasons that will become clear, we will consider a slightly different problem from equa-
tion (1) given by the minimization of the following objective function

J(c, δc) =
Ns∑

i=1

1
2
||Ri(ui + δui)− di||22 +

ε2

2
|| tδc||22 +

γ2

2
||δc||22 , (3)

where γ 6= 0, but not too large. In this section we develop the theory, discuss the algorithm
details, and then discuss how we obtain computational savings in the frequency domain
algorithm as compared to the time domain algorithm.

Frequency domain transformation

The first step involves transforming all the quantities involved to the frequency domain. In
this paper, any Fourier transformed quantity that will appear will be assumed to belong to
the Schwartz class of functions in time, and hence also in frequency. We will denote the
frequency domain coordinate by ω. Denoting by F the Fourier transform operator acting
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on the time coordinate, we first introduce the following notation where all variables with a
“hat” are in the frequency domain, and are thus complex :

ûi = F(ui) , δûi = F(δui) ,

d̂i = F(di) , f̂i = F(fi) ,
δĉ = F(δc) .

(4)

It should be noted that as all the time domain quantities ui, δui,di, fi and δc are real valued,
by property of the Fourier transform we also have the following symmetry conditions

ûi(x,−ω) = ûi(x, ω) , δûi(x,−ω) = δûi(x, ω) ,

d̂i(x,−ω) = d̂i(x, ω) , f̂i(x,−ω) = f̂i(x, ω) ,

δĉ(x,−ω) = δĉ(x, ω) .

(5)

By Parseval’s theorem, the L2 norm is preserved by the Fourier transform, and hence Fourier
transforming the right hand side of (3) allows us to rewrite the objective function as

J(c, δc) = J(c, δĉ) =
Ns∑

i=1

1
2
||Ri(ûi + δûi)− d̂i||22 +

ε2

2

∥∥∥∥
∂

∂ω
δĉ
∥∥∥∥

2

2

+
γ2

2
||δĉ||22 . (6)

We also need to express the wave equations in (2) in the frequency domain, and so Fourier
transforming them in time lead to the following Helmholtz equations with radiation bound-
ary conditions

(
∇2 +

ω2

c2(x)

)
ûi(x, ω) = −f̂i(x, ω) ,

(
∇2 +

ω2

c2(x)

)
δûi(x, ω) =

2ω2

c3(x)
ûi(x, ω)δĉ(x, ω) .

(7)

Problem discretization

The next crucial step involves discretization of physical space, time and frequency that
allows us to formulate and solve the inverse problem on a computer. We will proceed with
a rectangular gridding strategy. Let ∆x ∈ Rd

>0, ∆t ∈ R>0 and ∆ω ∈ R>0 denote the grid
spacings in space, time and frequency respectively. Let the number of grid points in space
be given by N ∈ Nd, and in frequency be given by Nω ∈ N, where N is the set of positive
integers. Also letting Ni denote the components of N we will denote the total number of
spatial grid points by N =

∏d
i=1Ni. With this notation, the quantities ûi, δûi, f̂i and δĉ

become elements of a finite dimensional vector space of dimension NNω, and c becomes an
element of a vector space of dimension N . Finally, if Nri is the number of receivers present
for the ith source, then d̂i becomes an element of a vector space of dimension NriNω.

We solve the Helmholtz equations in (7) using the numerical scheme outlined in Liu and
Ying (2016), where the radiation boundary condition is imposed using perfectly matched
layers (Johnson, 2008; Sommerfeld, 1949). We have previously demonstrated numerical
results from 2D experiments implementing this numerical scheme in Sarkar and Biondi
(2017), and as was also remarked in that paper, the numerical scheme extends naturally to
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three and higher spatial dimensions. Thus for the kth frequency ωk, solving the equations
in (7) reduce to solving the following linear systems of equations :

A(ωk)ûi(x, ωk) = −f̂i(x, ωk) ,

A(ωk)δûi(x, ωk) =
2ω2

k

c3(x)
ûi(x, ωk)δĉ(x, ωk) ,

(8)

where A(ωk) is a complex matrix of dimensions N ×N that additionally depends on c(x).
In order to simplify the notation, we will furthermore denote all the matrix and vector
quantities involved for each frequency ωk, indexed by k as follows :

Ak = A(ωk) , Λki = diag
(

2ω2
k

c3(x)
ûi(x, ωk)

)
,

ûki = ûi(x, ωk) , δûki = δûi(x, ωk) ,

d̂ki = d̂i(x, ωk) , f̂ki = f̂i(x, ωk) ,
δĉk = δĉ(x, ωk) .

(9)

where Ak,Λki ∈ CN×N are matrices, ûki, δûki, f̂ki, δĉk ∈ CN are vectors, and d̂ki ∈ CNri

is a vector. The complete vectors ûi, δûi, f̂i, δĉ and d̂i are obtained by stacking the vectors
ûki, δûki, f̂ki, δĉk and d̂ki respectively, for all the frequencies ω1, . . . , ωNω . So for example,
we have ûi = [ûT1i . . . û

T
Nωi

]T . Using this notation, we may finally write the system of
Helmholtz equations in (8) in the following compact form

Akûki = −f̂ki ,

Akδûki = Λkiδĉk ,
(10)

and note that if ∆x is chosen properly, then Ak admits an inverse (Liu and Ying, 2016),
which allows us to be able to invert the linear system of equations in (10) and obtain the
quantities ûki and δûki. We will formally write the solution to this system as

ûki = −A−1
k f̂ki ,

δûki = A−1
k Λkiδĉk ,

(11)

but note that we will never invert the matrix Ak in order to solve (10). The actual solution
process in principle involves factorizing the matrix Ak into its lower and upper triangular
factors, and then performing a forward substitution followed by a backward substitution
to solve the systems of equations. We will provide more details of this procedure in later
sections.

Finally, it is to be noted that the objective function in (6) is now transformed to the following
form involving the vector quantities

J(c, δĉ) =
Ns∑

i=1

1
2
||Ri(ûi + δûi)− d̂i||22 +

ε2

2
‖ Dδĉ‖22 +

γ2

2
||δĉ||22 , (12)

with the understanding that the norm denoted by || · || now refers to the norm induced by
the standard Hilbert space inner product, in the corresponding vector spaces for each of
the different quantities, and D is the derivative operator along the frequency axis. For our
convenience, we will take D to be the forward difference derivative operator.
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The normal equations

In the time domain inner-loop sub-problem of TFWI, one seeks to find an extended model
that is able to model the residuals using the extended Born modeling operator, for a fixed
background velocity model. Posed an an optimization problem, this is equivalent to finding
a minimizer δc∗ of J(c, δc) for a fixed value of c, that is

δc∗ = arg min
δc

J(c, δc) . (13)

Because of the equivalence of the time domain and frequency domain objective functions,
as shown in equation (6), the corresponding frequency domain solution δĉ∗ is given as

δĉ∗ = arg min
δĉ

J(c, δĉ) , (14)

with the time and frequency domain solutions for the extended model being related by
δĉ∗ = F(δc∗). This correspondence will be shown shortly as we will show that the solution
to problem (14) is unique. It is also clearly seen from the first equation in (11) that
the vectors ûki are completely determined once we fix c, and thus ûi is also completely
determined, because after all it is just the physical wavefield modeled using the background
velocity model which has been Fourier transformed to the frequency domain. We will denote
the misfit between the recorded data and the modeled physical wave field in the frequency
domain as r̂i, and define it as

r̂i = d̂i −Riûi , (15)

which allows us to rewrite the objective function for the inner-loop TFWI problem as

Jc(δĉ) =
Ns∑

i=1

1
2
||Riδûi − r̂i||22 +

ε2

2
‖ Dδĉ‖22 +

γ2

2
||δĉ||22 , (16)

where the notation Jc(δĉ) denotes the implicit dependence on the background velocity c.
As was previously remarked, the inner-loop TFWI sub-problem is a linear least squares
problem, which is also true in the frequency domain. We can see this directly from the form
of the objective function in (16), by additionally noting that δûi is related to δĉ through a
linear transformation which we next make explicit.

Using the fact that ûi = [ûT1i . . . û
T
Nωi

]T , δĉ = [δĉT1 . . . δĉ
T
Nω

]T , and the second equation in
(11), we can express the relationship between δûi and δĉ using a block diagonal matrix as
follows 


δû1i

...
δûNωi


 =




A−1
1 Λ1i . . . 0

...
. . .

...
0 . . . A−1

Nω
ΛNωi






δĉ1

...
δĉNω


 , (17)

where the non-zero blocks A−1
k Λki are of dimensions N ×N , and we will compactly write

this relationship as δûi = Biδĉ, with Bi representing the block diagonal matrix which again
is completely determined for fixed c. This allows us to write the objective function in (16)
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entirely in terms of δĉ, which can be further simplified as follows

Jc(δĉ) =
Ns∑

i=1

1
2
||RiBiδĉ− r̂i||22 +

ε2

2
‖ Dδĉ‖22 +

γ2

2
||δĉ||22

=
1
2
δĉH

(
Ns∑

i=1

BH
i RH

i RiBi + ε2DHD + γ2I

)
δĉ

− 1
2

Ns∑

i=1

(
r̂Hi RiBiδĉ + δĉHBH

i RH
i r̂i
)

+
1
2

Ns∑

i=1

‖ r̂i‖22 ,

(18)

where I represents the identity matrix. The next observation is that the matrix M =(∑Ns
i=1 BH

i RH
i RiBi + ε2DHD + γ2I

)
is Hermitian and positive definite for any γ 6= 0, and

therefore by Theorem 1 in Appendix A, Jc(δĉ) has a unique minimizer δĉ∗ satisfying the
following invertible linear system

M δĉ∗ = b , where b =
Ns∑

i=1

BH
i RH

i r̂i , (19)

which is the normal equation for the inner-loop TFWI sub-problem.

Solving the normal equations

As the matrix M is Hermitian positive definite, the method of choice for solving the linear
system is the conjugate gradient (CG) algorithm (Hestenes and Stiefel, 1952), each iteration
of which requires us to form matrix vector products. From equation (A-8), it is clear that
M consists of the sum of two matrices M1 and M2 of which the first is trivial to apply to
a vector and poses no challenge. The second matrix M2 is more complicated, but it has
a nice block diagonal structure, and we seek to exploit its structure to efficiently compute
the result of its application to a vector. A necessary step towards achieving this goal is
to precompute and store certain invariant quantities for the entire duration of solving the
TFWI inner-loop subproblem.

Precomputing quantities

The quantities A−1
k only depend on the frequencies ωk and is independent of the shots. We

start by forming the LU factors of the matrices Ak = LkUk and AH
k = L̃kŨk for each

k = 1, . . . , Nω and store them. For each shot and each frequency ωk, we can compute the
primary wavefields ûki, and hence also the quantities Λki. As Λki is a diagonal matrix, we
only need to store the diagonal entries of the matrix. Then for any vector y of appropriate
dimensions, all of the following operations can be easily performed :

A−1
k y, (A−1

k )Hy,Λkiy and ΛH
kiy , ∀ k = 1, . . . , Nω, and ∀ i = 1, . . . , Ns . (20)

The first two operations can be performed by forward and backward substitutions involving
the precomputed LU factors, while the last two operations are trivial multiplications by
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precomputed diagonal matrices. The other quantity that we will precompute are the ma-
trices ΓHi Γi for all shots i = 1, . . . , Nω. As mentioned in Appendix B, ΓHi Γi is a diagonal
{0, 1} matrix with 1s only in the positions corresponding to the receiver locations. Thus
ΓHi Γi can be stored easily by storing just the node indexes of the receivers corresponding
to each shot, and quantities of the form ΓHi Γiy for a vector y of appropriate dimension can
be calculated as follows

(ΓHi Γiy)α =

{
yα if a receiver is present at node index α ,
0 otherwise.

(21)

The storage cost of the precomputed quantities is given in Table 1, where density refers to
the fraction of non-zero entries of a matrix. It should be noted that all the matrices Lk are
structurally same for all k, and the same is true for Uk. Moreover, UH

k is structurally same
as L̃k, and similarly LHk is structurally same as Ũk. Also for 2D problems the density of
the matrices Lk,Uk, L̃k and Ũk is approximately O(1/N).

Precomputed Quantity Subscript Ranges Storage Cost (number of floats)
ΓHi Γi i = 1, . . . , Ns

∑Ns
i=1Nri

Λki k = 1, . . . , Nω, i = 1, . . . , Ns NωNsN
Lk,Uk k = 1, . . . , Nω NωN

2(density(L1) + density(U1))
L̃k, Ũk k = 1, . . . , Nω NωN

2(density(L̃1) + density(Ũ1))

Table 1: Storage costs of the precomputed quantities in terms of the number of floating
point variables.

Computing the matrix vector product

Once we have the precomputed quantities, the task of forming matrix vector products with
the matrix M = M1 + M2 is straightforward. The steps are outlined in Algorithm 3
where we apply M to δĉ = [δĉT1 . . . δĉ

T
Nω

]T for illustration. The output is a vector y which
naturally also admits a block decomposition of the form δĉ, i.e. y = [yT1 . . .y

T
Nω

]T . In the
algorithm, it is assumed that the precomputed quantities in Table 1 are already available.

It is possible to write down the amount of work needed to perform the steps in Algo-
rithm 3. Computing the M1δĉ updates costs N(3Nω − 2) additions and 2NNω multi-
plications. For the M2δĉ computation, all the updates excluding the linear solves cost
3NNωNs multiplications and NNωNs additions. For each linear solve per shot per fre-
quency, using forward and backward substitution with the cached LU factors costs roughly
N2O(density(L1) + density(U1)) multiplications and additions. Thus the total cost of the
M2δĉ update is NωNsN

2O(density(L1) + density(U1)).

NUMERICAL EXPERIMENTS

In this section we provide some numerical results to test the performance of the algorithm
proposed in this paper. We will use a simple model for our test cases that has a Gaussian
anomaly in the center as the true model. We will denote this model as ctrue. The incorrect
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Algorithm 3 Application of M to a vector
1: procedure Matrix Vector Product (δĉ)
2:

3: // Initialize the output to zeros
4: y← 0
5:

6: // Compute M2δĉ
7: for k = 1 to Nω do
8: for i = 1 to Ns do
9: z← Λkiδĉk

10: Solve: LkUkw = z
11: z← ΓHi Γiw
12: Solve: L̃kŨkw = z
13: z← ΛH

kiw
14: yk ← yk + z
15: end for
16: end for
17:

18: // Compute M1δĉ
19: y1 ← y1 + (ε2 + γ2)δĉ1 − ε2δĉ2

20: for k = 2 to Nω − 1 do
21: yk ← yk + (2ε2 + γ2)δĉk − ε2(δĉk−1 + δĉk+1)
22: end for
23: yNω ← yNω + (ε2 + γ2)δĉNω − ε2δĉNω−1

24:

25: return y
26: end procedure
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starting model will be a constant velocity background model, that we will denote using
the already introduced notation c. Both these models are plotted in Figures 1(a) and 1(b)
respectively. The grid spacing in both X and Z directions is 10 m. The number of grid
points for the models are given by the parameters Nx = 50 and Nz = 50. We will use a
Ricker wavelet of peak frequency 10 Hz in our experiments.
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Figure 1: a) The true velocity model ctrue, b) The incorrect starting velocity model c. [ER]
rahul1/. veltrue,velstart

Effect of sampling in frequency on adjoint images

In the first experiment we study the effect of sampling in the frequency domain on the
zero-lag adjoint extended image, which is obtained by stacking all the adjoint extended
images along the frequency axis. The adjoint extended image for various frequencies is
simply the right hand side b of equation (19). For this study, we choose a Ricker wavelet of
peak frequency fp = 10 Hz, which gives roughly a maximum frequency fmax = 20 Hz. We
divide the frequency range [0, fmax] into Nω uniformly spaced points, for Nω = 2, 4, 8, 16
and compute b for each value of Nω, and finally compute the adjoint zero-lag extended
image by stacking the images at all the frequencies. The results are plotted in Figures 2(a),
2(b), 2(c) and 2(d) respectively. A fact that is clearly seen from this example is that the
zero-lag images are almost the same for Nω = 8 and Nω = 16. This suggests a general
direction, which remains to be fully explored, that not too many frequencies are needed
to reconstruct the time domain adjoint extended image. Our experiments with the given
model suggests that this fact continues to be true even for the adjoint images with non-zero
lags.

Variation of adjoint images with frequency

In the next illustration we show how the adjoint extended images vary with different fre-
quencies, and so give the reader some intuition of how these fields look like. We choose the
case Nω = 8 for this illustration. The results are plotted in Figures 3(a), 3(b) and Figures
4(a), 4(b).
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Figure 2: Zero-lag adjoint extended images for different values of Nω

: a) Nω = 2, b) Nω = 4, c) Nω = 8, d) Nω = 16. [ER]
rahul1/. lsm-adjoint-image-2,lsm-adjoint-image-4,lsm-adjoint-image-8,lsm-adjoint-image-16
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Figure 3: Adjoint extended images for the different frequencies for Nω = 8 : a) f = fmax/8,
b) f = 3fmax/8. [ER] rahul1/. lsm-adjoint-image-8-0,lsm-adjoint-image-8-2
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Figure 4: Adjoint extended images for the different frequencies for Nω = 8 : a) f = 5fmax/8,
b) f = 7fmax/8. [ER] rahul1/. lsm-adjoint-image-8-4,lsm-adjoint-image-8-6
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Time taken for Helmholtz solves as a function of model size

The final illustration compares the run times needed for factorizing the 2D Helmholtz matrix
and the time needed for solving the resulting linear system for different model sizes. This
is an important numerical test as it essentially captures the most important aspect of the
feasibility of frequency domain TFWI from a computational complexity point of view. The
results are shown in Figures 5, 6 and 7, where we have plotted the same figures with and
without log scales for the different axes. The plotted values have been averaged over 10
factorizations to compute the time needed for the LU factorization, and averaged over 50
linear solves to compute the time needed for the solves. The graphs show us that the
factorization times and the solve times scale approximately linearly with the number of
grid points in the model in the log-log scale.

0.0 0.2 0.4 0.6 0.8 1.0 1.2 1.4

Number of grid points in millions (N)

0

20

40

60

80

100

120

140

T
im

e 
in

 se
co

nd
s (
T
)

Time to solve

Factorization Time

Solve Time

Figure 5: Plot of time taken versus the number of grid points in the model, for perform-
ing LU factorization and solution of linear systems using the factorized matrices. [CR]
rahul1/. Helmholtz-Performance-Metrics

CONCLUSIONS AND FUTURE WORK

We have developed the theory for solving the inner-loop TFWI problem in the frequency
domain in this paper, and experimented with solving the normal equations using the con-
jugate gradient algorithm. The resulting algorithm is much faster than its time domain
counterpart in 2D. The LU factorization of the Helmholtz matrix for each frequency needs
to be performed only once for the whole problem, and the results are cached. Moreover
the same factorization works for all the shots in the survey. It should be noted that the
stated matrix factorization is feasible in 2D; however in 3D for higher frequencies and with
big model sizes, the factorization of the Helmholtz matrix becomes prohibitively expensive,
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Figure 6: Plot of time taken in logarithmic scale versus the number of grid points in
the model, for performing the LU factorization and solution of linear systems using the
factorized matrices. [CR] rahul1/. Helmholtz-Performance-Metrics-Semilog
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Figure 7: Plot of time taken versus the number of grid points in the model (both in logarith-
mic scale), for performing LU factorization and solution of linear systems using the factor-
ized matrices in logarithmic scale. [CR] rahul1/. Helmholtz-Performance-Metrics-LogLog
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and moreover the resulting matrix fill-in can be significant to erode away all computational
gains. Thus the proposed direct method is only expected to be useful for low frequency
inversions and with reasonable model sizes.

The conjugate gradient algorithm used to solve the system requires matrix vector products
per iteration. We have shown in the paper that this is easily calculated using the block
tridiagonal form of the matrix. Forming the matrix vector products involves some trivial
multiplication by diagonal matrices, and two sparse linear solves using the cached LU factors
per frequency band per shot. However, performing Gaussian elimination using sparse LU
factorization is only proportional to the number of non-zero elements in the LU factors.
In 2D this leads to very high savings in computational cost compared to time domain
implementations of the inner-loop problem.

We are also currently exploring other linear algebra algorithms that do not involve solving
the normal equations. This is in part motivated by the observation that the normal equa-
tions have squared condition number compared to the original matrix. In literature there
exist methods to solve such problems that do not involve dealing with the normal equations
directly. Whether these methods will be useful in our case remains to be investigated.

Irrespective of the methods used to solve the inner-loop subproblem, the next steps involve
performing the non-linear update of the background velocity model and eventually extend
the method to handle the 3D case. It will be interesting to investigate if frequency domain
methods can provide computational savings for the non-linear update as well.
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APPENDIX A

Proofs

Theorem 1. Let x,b ∈ CN , and let A ∈ CN×N be a Hermitian positive definite matrix.
Consider the following C∞ function f : CN → C given by f(x) = 1

2xHAx− 1
2(bHx+xHb).

Then we have the following :

a) The map f is real valued, and so is in fact f : CN → R.

b) The matrix H =
[
AR −AI

AI AR

]
is symmetric positive definite, where A = AR + iAI, with

AR,AI ∈ RN×N .
c) f has a unique stationary point x∗ which is also the global minimum of the function,
given by the solution to the equation Ax∗ = b.

Proof. As A is Hermitian we have A = AH . Thus f(x)H = f(x) = f(x), proving that f
is a real valued function. For the remaining parts of the proof, we will need to decompose
x and b into their real and imaginary parts. Let x = xR + ixI , and b = bR + ibI , where
xR,xI ,bR,bI ∈ RN . Let us also define the vectors z,y ∈ R2N defined as z = [xTR xTI ]T ,
and y = [bTR bTI ]T .

We first observe that as A = AH , we immediately have that AR = AR
T and AI = −AI

T ,
which implies that AR is symmetric and AI is skew-symmetric. This then implies that
H is symmetric. The skew-symmetry of AI also implies that for any u ∈ RN , we have
uTAIu = 0. Using this fact, a direct computation gives us

xHAx = xTRARxR + xTI ARxI − xTRAIxI + xTI AIxR

=
[
xTR xTI

] [AR −AI

AI AR

] [
xR
xI

]

= zTHz ,

(A-1)

and thus as A is positive definite, we also have that H is positive definite which proves the
second part of the theorem.

For the final part of the theorem, another explicit computation gives us

bHx + xHb = 2 (bTRxR + bTI xI) = 2yT z , (A-2)

and so now treating f as a function of z given by the expression f(z) = 1
2zTHz− yT z, the

goal of minimizing f(x) over x is equivalent to minimizing f(z) over z. We next note that
the Hessian of f with respect to z is given by (∇2f)(z) = H � 0, which implies that f is
convex in z (and hence also in x), and also implies that f has a unique global minimizer z∗

that satisfies Hz∗ = y. If z∗ = [x∗TR x∗TI ]T , then the corresponding unique global minimizer
of f in x is given by x∗ = x∗R + ix∗I , and stationarity of f at x∗ follows by observing that
f(x) is holomorphic in x. It thus only remains to be shown that Ax∗ = b.

Using the relationship Hz∗ = y, the component equations are ARx∗R − AIx∗I = bR, and
AIx∗R + ARx∗I = bI . Multiplying the second equation by i and adding to the first equation
gives

(AR + iAI)x∗R + i(AR + iAI)x∗I = bR + ibI , (A-3)

which upon regrouping gives Ax∗ = b, completing the proof of the theorem.
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APPENDIX B

Block structure of M

We give a short derivation of the explicit form of the matrix M, that appears in the normal
equation (19). To achieve this, we will first express each term individually in block diagonal
form that appears in the expression M =

∑Ns
i=1 BH

i RH
i RiBi + ε2DHD + γ2I, and then

aggregate the results. As the term γ2I is trivial, we will focus on the other two terms∑Ns
i=1 BH

i RH
i RiBi and ε2DHD.

As mentioned previously, the derivative operator D that we use in this paper is the forward
difference operator, that is we are using the approximation ∂δĉk

∂ω ≈ (δĉk+1 − δĉk)/∆ω, for
all k = 1, . . . , Nω − 1. This leads to the following block diagonal structure for DHD

DHD =
1

∆ω2




I −I . . . . . . 0

−I 2I −I
. . .

...
... −I

. . . −I
...

...
. . . −I 2I −I

0 . . . . . . −I I



. (A-4)

The matrix DHD has Nω row blocks and Nω column blocks, and in addition each I ap-
pearing in (A-4) is an identity matrix of dimensions N ×N .

In order to study the term
∑Ns

i=1 BH
i RH

i RiBi, we first fix a shot i. Then using (17), the block
diagonal structure of BH

i RH
i RiBi is completely determined once we have a block diagonal

representation of the matrix RH
i Ri. The first trivial observation is that the sampling

operator (i.e. the set of receivers) stays the same across all the frequencies. Let us denote
this operator as Γi, which is a {0, 1} matrix of dimensions Nri ×N . Then we can write the
following expression for Ri

Ri =




Γi . . . 0
...

. . .
...

0 . . . Γi


 . (A-5)

We assume that no receiver is sampled twice, which implies that ΓHi Γi is a diagonal matrix
with 1s at the diagonal entries corresponding to the receiver locations, and 0s at the diagonal
entries corresponding to the locations where there are no receivers present. This in turn
implies that RH

i Ri is a {0, 1} diagonal matrix given by

RH
i Ri =




ΓHi Γi . . . 0
...

. . .
...

0 . . . ΓHi Γi


 , (A-6)

and so using equation (17) we can write

BH
i RH

i RiBi =




(A−1
1 Λ1i)HΓHi ΓiA−1

1 Λ1i . . . 0
...

. . .
...

0 . . . (A−1
Nω

ΛNωi)HΓHi ΓiA−1
Nω

ΛNωi


 . (A-7)
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It is easy to see from equation (A-7) that the matrix BH
i RH

i RiBi is block diagonal, and
so
∑Ns

i=1 BH
i RH

i RiBi is also block diagonal. Reassembling all the terms and absorbing the
factor of 1/∆ω into the constant ε we can finally write the expression for M in block matrix
form as

M =




(ε2 + γ2)I −ε2I . . . . . . 0

−ε2I (2ε2 + γ2)I −ε2I . . .
...

... −ε2I . . . −ε2I ...

...
. . . −ε2I (2ε2 + γ2)I −ε2I

0 . . . . . . −ε2I (ε2 + γ2)I




+




Ns∑
i=1

(A−1
1 Λ1i)HΓHi ΓiA−1

1 Λ1i . . . 0

...
. . .

...

0 . . .
Ns∑
i=1

(A−1
Nω

ΛNωi)HΓHi ΓiA−1
Nω

ΛNωi




= M1 + M2 ,

(A-8)

where M1 and M2 are the first and second matrices in the above expression. The matrix
M1 is block tridiagonal, and the matrix M2 is block diagonal, and hence M is also block
tridiagonal.
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Improving reflectivity using linearized waveform inversion
with velocity updating

Alejandro Cabrales-Vargas

ABSTRACT

In this report I show how linearized waveform inversion with velocity updating can
correct the estimated reflectivity amplitude in the presence of residual inaccuracies in
the velocity field, in contrast to conventional linearized waveform inversion.

INTRODUCTION

Linearized waveform inversion with velocity updating (LWIVU) (Cabrales-Vargas et al.,
2016, 2017; Cabrales-Vargas, 2017) was proposed as an alternative to conventional linearized
waveform inversion (LWI) when small velocity inaccuraries in the velocity model affect the
amplitudes in the estimated reflectivity image. In this report I refer to LWI as the least-
squares migration process performed in model space (Valenciano et al., 2006; Tang, 2011) to
differentiate it from the well known method performed in data space (Nemeth and Schuster,
1999; Schuster, 2017).

In the following section I provide a succint review of LWIVU with the up-to-date features.
Next, I describe the preliminar steps for the synthetic examples shown afterwards. Finally,
I present the conclusions and discuss future steps.

BRIEF REVIEW OF LWIVU

Definition

We first assume that the subsurface properties model, m, can be express as the summation
of a background component, b, and a reflectivity component, r,

m = b + r,

which we can separate into low-wavenumber components (background), b0, r0, and high-
wavenumber components (perturbation), ∆b, ∆r:

b = b0 + ∆b,

r = r0 + ∆r.

Assuming smooth transitions in the subsurface model we can drop the background reflec-
tivity component, r0, (Barnier and Almomin, 2014), obtaining

m = b0 + ∆b + ∆r. (1)

193
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I indistinctly refer to ∆r both as “the reflectivity” or “the perturbation in the reflectivity”
throughout this report. Henceforth, the subsurface model represents slowness squared,
m = s2.

Now consider the full-waveform inversion (FWI) misfit function, Φ(m), given by:

Φ(m) =
1
2
‖L(m)− dr‖22, (2)

where L(m) is the non-linear acoustic wave propagation operator, and dr represents the
recorded data.

We can locally linearize the FWI objective function by locally fitting a quadratic func-
tion, and update the model towards the corresponding minimum given as m = m0 + δm,
where m0 is the current model, and δm is an updating increment that satisfies ‖δm‖ <<
‖m0‖. Expanding the gradient of the FWI objective function in Taylor’s series around m0

we obtain
∇Φ(m) = 0 ≈ ∇Φ(m0) + H(m0)δm,

where H represents the FWI full Hessian. The gradient, ∇Φ(m), vanishes because it is
evaluated at a minimum. The last expression represents the Newton’s equation, typically
cast as

H(m0)δm = −∇Φ(m0). (3)

Each FWI iteration demands solving equation 3 to find δm, representing a linear minimiza-
tion problem.

According to Biondi et al. (2015), the FWI full Hessian can be expressed as the sum-
mation of the FWI Gauss-Newton Hessian, HGN (henceforth referred to as “the Hessian”),
and the wave-equation migration velocity analysis (WEMVA) operator, W,

H = HGN + W. (4)

On the other hand, let us assume that in the Newton’s equation the current model is
given by the most background model, m0 = b0, while the update term encompasses the
perturbations in the background and in the reflectivity, δm = ∆b+∆r. Substituting these
expressions and equation 4 into equation 3 we obtain

[
HGN (b0) + W(b0)

][
∆b + ∆r

]
= −∇Φ(b0). (5)

The right-hand side term of equation 5 can be obtained by evaluating ∇Φ(m) at b0:

∇Φ(b0) =
[
dL(b0)
dm

]′[
L(b0)− dr

]
, (6)

where ′ represents the adjoint of the operator inside the square parentheses. Note that
∆d = dr − L(b0) is the perturbation in the data (Barnier and Almomin, 2014), i.e., the
recorded data after removing direct waves. The derivative of L with respect to model
parameters evaluated at b0 constitutes the Born modeling operator, hence the adjoint
operator represents migration. Thus,

∇Φ(b0) = −∆rm,
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where I represent the migration image as ∆rm to regard it as the first estimation of the
perturbation in the reflectivity, ∆r. Substituting the last expression into equation 5, drop-
ping the dependance on b0 to simplify notation, expanding and re-acommodating terms,
we obtain [

HGN∆r + W∆b
]

+
[
HGN∆b + W∆r

]
= ∆rm. (7)

The first term in the left-hand side of equation 7 is usually employed in conventional LWI to
minimize ‖HGN∆r−∆rm‖22. The second term translates perturbations in the background
into perturbations in the image. I preserve this term to correct the reflectivity for the inac-
curacies in the slowness squared field, and disregard the following ones which presumably
account for nonlinear effects such as multi-scattering. Therefore, the LWIVU method is
based on the fitting goal HGN∆r −W∆b − ∆rm ≈ 0, corresponding to the objective
function

Φ(∆r,∆b; b0) =
1
2

∥∥HGN∆r−W∆b−∆rm
∥∥2

2
− λ2

2

∥∥W∆b + ∆rm
∥∥2

2
, (8)

where the second term maximizes the stacking or energy power of the migrated image as a
function of ∆b (note the minus sign), and λ is a parameter that allows one to control the
influence of such term. Note that I flipped the sign of the W∆b term to obtain the correct
sign of the anomaly. This strategy does not affect the result.

My goal is to obtain a better estimation of the reflectivity, ∆r, in comparison to con-
ventional LWI. By incorporating inaccuracies in the slowness squared field as perturbations
in the migration image by means of WEMVA, W∆b, the current migration image, ∆rm, is
improved. Thus, the perturbation in the reflectivity is fitted to such an improved migration
image during the inversion process.

Data space and model space

It is important to identify the data space and the model space in LWIVU. The latter is
obviously constituted by the subspaces spanned by the perturbations ∆r and ∆b.

To identify the data space, let us first obtain the gradient, i.e., the derivative of the
LWIVU objective function with respect to the model parameters. From equation 8,

∇Φ =
[
∇∆rΦ
∇∆bΦ

]
=
[

H′
[
H∆r−

(
∆rm + W∆b

)]

−W′[H∆r−
(
∆rm + W∆b

)]
− λ2W′[∆rm + W∆b

]
]

=
[

H′ 0
−W′ −λ2W′

] [
H∆r−

(
∆rm + W∆b

)

∆rm + W∆b

]
. (9)

The rightmost term in equation 9 shows the application of the “adjoint” matrix to the resid-
ual vector. Quotes stand because true forward and adjoint operators cannot be explicitly
obtained. Such residual vector has both components in the domain of the migration image.
In fact, the term H∆r projects reflectivity onto such a domain, and W∆b constitutes a
perturbation in the image as previously mentioned.

We can further factorize the residual to obtain
[

H′ 0
−W′ −λ2W′

]{[
H −W
0 W

] [
∆r
∆b

]
−
[

∆rm
−∆rm

]}
=
[
0
0

]
. (10)
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Note that from equation 10, if the initial model, [∆r0 ∆b0]T , is set to zero, the input
data for LWIVU become

d =
[

∆rm
−∆rm

]
, (11)

which simply consists of the migration image and its negative. Therefore, the data space is
composed by two subspaces of the migration image domain.

EXPERIMENT SETUP

I performed a numerical experiment to test how LWIVU potentially corrects amplitudes
when small velocity inaccuracies remain. In the following I use velocity in the plots for
better understanding, although the subsurface model is formally defined in terms of slowness
squared.

I built a two-layer model with two Gaussian velocity anomalies of opposite polarity
shown in Figure 1(a), which represents the true slowness squared model, m. The anomalies
in velocity are shown Figure 1(b). The minimum and maximum velocities of the anomalies
are −50 and 50 m/s, corresponding to a 2% variation with respect to the upper layer (2000
m/s.) The premise of the method is that the inaccuracies of velocity (or slowness squared)
are small enough that solely alter the amplitude of the events, not their position, thus
justifying the linearity of LWIVU. I obtained the background slowness squared field, b, by
smooting the reflector and keeping the anomalies. The corresponding reflectivity, ∆r, is
obtained by subtracting b from m (see equation 1.) The most background model, b0, can
be obtained by removing the Gaussian anomalies, ∆b, from b. Note that ∆b represents
the anomalies in slowness squared (Figure 9(b)), not in velocity.

I synthesized the perturbation in the data, ∆d = S
[
L(m)−L(ms)

]
, where ms represents

slowness squared at the surface employed to model direct waves for their removal from L(m),
and operator S samples the wavefield at the surface. These data constitute the input shot
gathers that carry information about the anomalies. I also synthesized a second dataset,
∆d0 = S

[
L(m0) − L(ms)

]
, where m0 = b0 + ∆r incorporates the edge of the reflector,

but not the anomalies. Finally, all imaging processes —reverse-time migration (RTM),
point-spread functions (PSF), and the inversions, have b0 as input background model.

For the Gauss-Newton Hessian stage of LWIVU, I precompute the Hessian using a
PSF layout (Tang and Lee, 2015; Fletcher et al., 2016) obtained by applying Born forward
modeling followed by Born adjoint modeling (RTM) to spikes seeded every 15 gridpoints
in model space (Figure 2.) Interpolating values of the PSFs corresponding to specific lags
(distances with respect to the central point) we can construct columns of the Hessian (for
instance, picking the central values of the PSF and interpolating we estimate the diagonal of
the Hessian). Its application during the inversion becomes a fast, matrix-like, multiplication
(Cabrales-Vargas et al., 2017). I employed the diagonal and six-lag off-diagonal terms (for
a total of 13× 13) to approximate the Hessian.

The current LWIVU implementation works with the out-of-core solver recently devel-
oped in the Stanford Exploration Project by Biondi and Barnier (2017). Adjoint Born
modeling and WEMVA incorporate random boundary conditions (RBC) to reduce mem-
ory requirements at the expense of extra wavefield propagations (Clapp, 2009; Shen and
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(a)

(b)

Figure 1: (a) Two-layer velocity model with (b) Gaussian anomalies. The peak amplitudes
of the anomalies are, from left to right, -50 and 50 m/s approximately. This model consti-
tutes the true subsurface model from where the perturbation of the data is computed. The
Gaussian anomalies are centered at (x = 10000m, z = 750m) and (x = 12000m, z = 1250m),
and are barely visible in the upper layer. [ER] alejandro1/. true-model-alejandro,gauss-vel
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Figure 2: Point-spread functions for the estimation of the Gauss-Newton Hessian [CR].
alejandro1/. psf
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Clapp, 2011). RBC are incorporated into WEMVA as explained in Cabrales-Vargas (2017).
The WEMVA stage of LWIVU is implemented in non-extended domain by maximizing the
energy of the migration image.

NUMERICAL RESULTS

All the inversions shown in this report were run for 10 iterations.

Figures 3(a) and 3(b) show zooms around the reflector of conventional RTM images
of the two-layer model using as input data ∆d and ∆d0, respectively. Note the small
disturbances on the amplitude of the reflector in Figure 3(a), between x = 9000 m and
x = 13000 m, despite the fact that the reflector appears to be completely flat in both cases.
Figure 4 shows the amplitude extractions at the peak of the reflector revealing that the
anomalies have a significant impact.

Figure 5 shows LWI images obtained using as input the migration images of Figure 3.
Their corresponding amplitude extractions are compared with the reflectivity, ∆r, in Fig-
ure 6. Similar to the RTM case, we observe amplitude distorsions caused by the anomalies.
There are amplitude-based seismic attributes (e.g. Chopra and Marfurt, 2007) that can be
sensitive to such amplitude distorsions. They can potentially mask real geologic features or
even portray false ones. The consequence in either case is a foul interpretation.

Figure 7 shows the result of the reflectivity component of LWIVU in comparison with
conventional LWI. Both images have as input the RTM image computed with ∆d. The
LWIVU computation also requires ∆d as input for the WEMVA operator. The parameter λ
was set to 2.5. Note that the disturbances in the amplitude are only apparent in the the LWI
image. The corresponding amplitude extractions are compared with the true reflectivity in
Figure 6, and include the amplitude extraction on the LWI image obtained from the RTM
image of Figure 3(b), in turn computed with ∆d0. Note that the LWIVU amplitude is
almost completely corrected for the effects of the anomaly. Moreover, it gets closer to the
true reflectivity, possibly because the inaccuracies in the model introduced by smoothing
were partially corrected during the WEMVA stage (yet, it is improbable that any of the
inversions can exactly match the reflectivity, for the data were synthesized using non-linear
modeling instead of Born modeling). Finally, Figure 9 shows the LWIVU perturbation of
the background compared with the true anomalies in slowness squared, where we confirm
that the LWIVU ∆b approximately matches the anomalies.

CONCLUSION AND FUTURE WORK

The numerical experiments shown in this report demonstrate that LWIVU can correct
amplitude distorsions introduced by small anomalies in the background model, where we
understand by “small” a maximum of ±5% deviation from the true values in order to avoid
cycle skipping of the WEMVA operator. Although such distorsions are not likely to affect
the interpretation at oil & gas play- and prospect-scale exploration, the detailed assessment
of the amplitudes during reservoir characterization can be misled.

More complex models have to be tested with LWIVU. I currently experiment with the
Sigsbee A model. At the same time I prepare the necessary components (Born modeling,
RTM, WEMVA, etc.) for the 3-D version of the method.
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(a)

(b)

Figure 3: (a) RTM image using ∆d. (b) RTM image using ∆d0. Both images
were computed using b0 as background model, and are plotted at the same scale.[CR]
alejandro1/. rtm-stack-lc,rtm-nought-stack-lc



SEP–172 LWIVU amplitudes 201

Figure 4: Amplitude extractions at the peak of the reflector from RTM images in Figure 3.
Amplitudes are normalized. [CR] alejandro1/. rtm-amps
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(a)

(b)

Figure 5: LWI images computed using as input RTM images in (a) Figure 3(a),
and (b) Figure 3(b). The images are plotted at the same scale. [CR]
alejandro1/. hess-rtm-inv,hess-rtm-nought-inv
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Figure 6: Amplitude extractions at the peak of the reflector from LWI images in
Figure 5, compared with the true reflectivity. Amplitudes are normalized. [CR]
alejandro1/. hess-inv-vs-refl-amp
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(a)

(b)

Figure 7: (a) LWIVU reflectivity image compared with (b) LWI image. The images are
plotted at the same scale. [CR] alejandro1/. hess-wemva-rtm-inv1,hess-rtm-inv-copy
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Figure 8: Amplitude extractions at the peak of the reflector from the LWIVU reflectivity
image (Figure 7(a)) and the LWI image (Figure 7(b)), compared with the true reflectivity.
Amplitudes are normalized. [CR] alejandro1/. lwi-vs-lwivu-vs-refl-amp
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(a)

(b)

Figure 9: (a) Perturbation in the background obtained during LWIVU compared with (b)
the true slowness squared anomalies. Gridding lines facilitate comparison. The images are
plotted at the same scale. [CR] alejandro1/. hess-wemva-rtm-inv-slow2,deltaB-anomaly
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Equation 8 has an unusual structure: The difference of two objective functions. One
consequence is that, as aforementioned, it is not possible to obtain the forward and the
adjoint of the Hessian/WEMVA composed operator because of the minus sign preceeding
λ2. Such minus sign can cause that the objective function becomes non-quadratic, at least
in the general case.

If the situation just described proves to be an issue, one alternative is switching from
maximization of stacking (or energy) power to differential semblance optimization (DSO)
(Symes and Carazzone, 1991). The corresponding LWIVU objective function is

Φ(∆r,∆b; b0) =
1
2

∥∥H∆r−W∆b−∆rm
∥∥2

2
+
λ2

2

∥∥D
[
W∆b + ∆rm

]∥∥2

2
. (12)

where D constitutes the DSO operator. Note that the minus sign is no longer because min-
imization of the DSO term, not maximization, is sought. We can obtain the corresponding
normal equations:

[
H′ 0
−W′ λW′D′

]{[
H −W
0 λDW

] [
∆r
∆b

]
−
[

∆rm
−λD∆rm

]}
=
[
0
0

]
.

Note that this time the matrix-like operators are truly adjoint of each other, unlike equa-
tion 10. The caveat of this approach is that equation 12 ought to be implemented in
extended domain (subsurface offset), whereas equation 8 operates in non-extended domain.

ACKNOWLEDGMENT

I would like to thank the SEP sponsors for their support, and Petróleos Mexicanos for the
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Velocity estimation with alternating gradiometry and
wavefield reconstruction inversion

Stuart Farris and Biondo Biondi

ABSTRACT

We implement a wave equation based time-domain inversion that recovers an earth
model from sparse seismic data and avoids pitfalls of other popular wave equation based
solutions. This method iteratively solves for an optimal wavefield through Wavefield
Reconstruction Inversion (WRI) that is used to update the earth model using gradiom-
etry. We show examples of both WRI and gradiometry that illustrate their feasibility
as individual inverse problems. Finally, we combine the methods into a joint solution
and demonstrate that the optimal wavefield retrieved by WRI can be used as the input
of gradiometry for updating the earth model in the direction of the true earth solution
by gradiometry.

INTRODUCTION

Estimating elastic earth parameters is a topic of interest in the geophysical community
for a variety of reasons, including imaging of deep geological layers, ground shaking earth-
quake hazard predictions, groundwater monitoring, and mineral exploration. The field of
exploration seismology employs many inversion techniques that aim to estimate these earth
parameters. These methods typically suffer from high computational costs, nonlinearities,
and sensitivity to initial models.

A novel inversion scheme that alternately minimizes a data misfit term and a wave
equation misfit term was introduced by Van Leeuwen and Herrmann (2013), De Ridder and
Maddison (2017), and De Ridder et al. (2017). The scheme first reconstructs an estimate of
the wavefield that fits (in a least-squares sense) both a wave equation (given an estimate of
the medium parameters) as well as recorded data. This wavefield is then used to update the
earth model parameters with a wave equation inversion employing gradiometry to measure
wavefield gradients (Curtis and Robertsson, 2002; Langston, 2007a,b; De Ridder and Biondi,
2015; De Ridder and Curtis, 2017). When the estimate of earth parameters is held constant,
the reconstruction of the wavefield becomes a linear problem with respect to the wavefield.
Likewise, when the wavefield is held constant the gradiometry inversion becomes linear with
respect to the earth model parameters. In this manner, the inversion scheme iteratively
solves two linear inverse problems ultimately finding an optimal earth model and wavefield
that match recorded data and obey some wave equation.

This technique is attractive because neither WRI nor gradiometry require forward or
adjoint wave propagation. This property frees the entire method from the stability issues
assosciated with wave propagation, allowing much coarser discretization in time compared
to other wave equation based velocity estimation techniques such as Full Waveform Inversion
(FWI) (Tarantola, 1984). The linearity of WRI and gradiometry also enable the solution to

209
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be found over multiple shots at once. Beyond computational advantages, the hope is that
the competing data misfit and the wave equation misfit terms allow the inversion to avoid
local minumum that plague other techniques.

The past implementations of this alternating inversion scheme focused on frequency do-
main formulations where the discretized Helmholtz equation is factorized to obtain a direct
inverse solution for wavefields. This factorization will become unfeasible due to compu-
tational cost when applied to three dimensional problems. Here we solve the alternating
inverse problems in the time domain using a linear conjugate gradient algorithm. We show
inversion results with a synthetic experiment that assumes a constant density, acoustic, and
isotropic earth model.

GRADIOMETRY

Here we wish to solve a wave equation inversion for earth model parameters using a given
wavefield. We employ wavefield gradiometry to measure the spatial and temporal gradients
of the wavefield in order to solve for some earth parameters (e.g. p-wave velocity, s-wave
velocity, density, anisotropy). Here, we work with a two-dimensional acoustic isotropic wave
equation to solve for the background slowness model given an observed pressure wavefield.
The example illustrates that we can recover Gaussian anomalies given a known pressure
wavefield.

Theory

Begin with the two-dimensional acoustic isotropic wave equation in the time domain:

s(x)2∂
2p(x, t)
∂t2

−52p(x, t) = f(x, t), (1)

where x denotes the vector representing the two dimensional space-domain, t denotes time,
s(x) denotes the slowness model, p(x, t) denotes the pressure wavefield, and f(x, t) denotes
the source function. To simplify the problem furthur, we assume the source is outside of
the model domain, yielding:

s(x)2∂
2p(x, t)
∂t2

= 52p(x, t). (2)

This can be written as a simple linear system:

Am = d, (3)

where:

A =
∂2p(x, t)
∂t2

, (4)

m = s(x)2, (5)

d = 52p(x, t). (6)
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Note that the operator A relates the spatial and temporal derivatives of the wavefield
linearly with the slowness squared. Given a background wavefield, an optimal slowness
squared can be found by solving the minimization problem:

arg min
m

Φ(m) =
1
2
||Am− d||22. (7)

Example

We solve the gradiometry problem, expressed as a minimization problem in equation 7,
and obtain a slowness model given a known wavefield. The wavefield is discretized and
the temporal and spatial derivative are approximated by finite difference operators of 2nd-
and 10th-order of accuracy, respectively. Given a wavfield, we construct the A matrix and
d. The minimization problem is solved with a linear conjugate-gradient algorithm (Aster
et al., 2005).

The true slowness squared model is shown on the left in Figure 1. The model is
2.0x2.0 km and has 10 m grid spacing, it is composed of a background slowness squared
of 1 s2/km2 and contains four Gaussian anomalies. Two shots were propagated through
this model in which their positions were outside of the model domain (in order to obey the
assumption in equation 2) using a wavelet containing 2 Hz to 15 Hz. The right of Figure 1
illustrates a snapshot of the wavefield at 2.0 s. The wavefield is sampled every 0.01 seconds
to avoid temporal aliasing.

For this example, the wavefield, p(x, t), sampled with 10 m spacing and is known
throughout the domain. We start the conjugate-gradient scheme with a constant slow-
ness squared starting model, shown on the left in Figure 2, and performed a total of 500
conjugate gradient iterations. The model after the first conjugate gradient update is shown
on the left in Figure 2. The final model is shown on the right of Figure 2 and the normalized
objective function values are shown in Figure 3 with log scale.

Figure 1: Slowness squared model with Gaussian anomalies (left) and snapshot of two shots
propagating through the model at 2.00 seconds (right). [CR] farris1/. gt

Gradiometry recovers the true slowness squared model almost perfectly. This example
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Figure 2: Slowness squared model after the first linear conjugate gradient iteration (left)
and after 500 conjugate gradient iterations (right). [CR] farris1/. slsq-gr-iters2

Figure 3: Normalized objective function values over 500 gradiometry conjugate gradient
iterations plotted in log scale. [CR] farris1/. obj-gr
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illustrates that when the wavefield is known in the entire domain, we can recover the true
Earth properties using wavefield gradiometry.

WAVEFIELD RECONSTRUCTION

Wavefield Reconstruction Inversion (WRI) aims to reconstruct an optimal wavefield given:
a set of observations of the unknown true wavefield, a background earth model, source
functions, and boundary conditions. This wavefield is reconstructed inside a domain, fully
sampled for all discrete grid points in time and space. In general, the medium parameters
of the earth are not known. Given an estimate of the medium parameters, WRI finds an
optimal wavefield that matches the observed wavefield while simultaneously obeying the
wave equation in a least-squares sense.

Here, we again work with a two-dimensional acoustic isotropic wave equation and show
the feasibility of reconstructing the wavefield from a set of observations and background
slowness model. The example illustrates that we can recover a wavefield that traveled
through a slowness model with four Gaussian anomalies.

Theory

Similar to gradiometry, we begin with the two-dimensional acoustic isotropic wave equation,
assume the source function is zero, and rewrite the equation as an operator acting on the
wavefield:

s(x)2∂
2p(x, t)
∂t2

−52p(x, t) = f(x, t), (8)

s(x)2∂
2p(x, t)
∂t2

−52p(x, t) = 0, (9)
[
s(x)2 ∂

2

∂t2
−52

]
p(x, t) = 0 (10)

H(s)p = 0, (11)

Nore that this formulation of the wave equation differs from that of gradiometry. In fact,
the operator is now linear with respect to the wavefield, p, and nonlinear with respect to the
earth slowness model, s. If equation 11 is satisfied, the wavefield obeys the wave equation,
given an earth model, in the entire domain.

In WRI we want to find a wavefield that obeys the wave equation while simultaneously
matching an observed wavefield, d. In realistic applications, d will have sampling that more
sparse than p. For example, d may be recorded on some sparse grid or from receiver lines.
We use the operator K that transforms p to the sampling of d.

Given a background slowness model, s, and a set of wavefield observations, d, a wavefield
can be found in least-squares sense, by minimizing:

arg min
p

Φε(p) =
1
2
||Kp− d||22 +

ε2

2
||H(s)p||22, (12)
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Example

We solve the wavefield reconstruction formulation, expressed as a minimization problem
in equation 12, to solve for an optimal wavefield from a sparse observed wavefield and a
known slowness squared model. This WRI example uses the same setup as the gradiometry
example described previously. We also assume to know the true slowness model, s, and
observed the true wavefield every 50 meters. Figure 4 shows snapshots of the observed
wavefield, d, at various time steps. The observations at 50 meters were chosen to ensure
spatial aliasing with the slowness model and wavelet used in the example.

We start the conjugate gradient algorithm from a zero estimate of the wavefield. Figure 5
shows snapshots of the reconstructed wavefield, p, after 2000 conjugate gradient iterations.
WRI recovers an optimal wavefield that matches observations of a true wavefield and obeys
the wave equation in our domain of interest. The optimal wavefield minimizes both terms in
a least-squares sense, and contains minimal artifacts when compared to the true wavefield
seen in Figure 6. The normalized objective function values for all iterations are shown
in Figure 7 with log scale. This wavefield has a spatial sampling sufficiently dense to be
affective as an input of gradiometry.

Figure 4: Snapshots of the observed wavefield at 1.00 s, 1.62 s, and 2.25 s. The spatial
sampling is 50 m to emulate a realistic geophone spacing from a 2D seismic survey. [CR]
farris1/. wfld-wr-data

Figure 5: Snapshots of the optimal wavefield after 2000 conjugate-gradient iterations of
WRI at 1.00 s, 1.62 s, and 2.25 s. The spatial sampling is 10 m which is high enough to use
in a gradiometry inversion. [CR] farris1/. wfld-wr-final
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Figure 6: Snapshots of the true wavefield at 1.00 s, 1.62 s, and 2.25 s. [CR]
farris1/. wfld-wr-gt

Figure 7: Normalized objective function values over 2000 WRI conjugate gradient iterations
plotted in log scale. [CR] farris1/. obj-wr
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ALTERNATING INVERSION SCHEME

By alternating between WRI and gradiometry, each solved by conjugate-gradient algo-
rithms, an earth model can be recovered from a set of observations of the wavefield using
an estimate of the medium parameters as starting model. We start the scheme with WRI
to find an optimal wavefield over the entire model domain, from the observations and the
starting model. Using this optimal wavefield, we perform wavefield gradiometry to find a
new earth model. With the new earth model, we again solve WRI to find a new optimal
wavefield, and proceed iteratively. This process is formalized in Algorithm 4 and is repeated
for n iterations to find a final estimate of the reconstructed wavefield in the entire domain
and of the earth model.

Algorithm 4 Alternating Gradiometry and Wavefield Reconstruction
1: given some observed wavefield, d
2: given a starting earth model, s0

3: i = 0
4: while i < n do . for n iterations
5: pi ←WRI ← d, si . invert for optimal wavefield
6: si+1 ← gradiometry ← pi . invert for new earth model
7: i = i+ 1
8: end while
9: return sn . final earth model

Example

This example shows ten iterations of alternating WRI and gradiometry (Algorithm 4 for
n=10). Using the same setup as the gradiometry and WRI examples above, we begin with
only the sparsely sampled observed data every 50 meters and an initial slowness squared
model guess that is constant. We perform 2000 conjugate gradient iterations of WRI. The
optimal wavefield solution is displayed on left side in Figure 8. This wavefield and the
constant starting model are then used as the inputs to gradiometry. The right of Figure 8
shows the squared slowness model after 500 conjugate gradient iterations of gradiometry.
This model represents the output of the first iteration of the alternating WR and gradiom-
etry inversion, and would be input in the next instance of WRI. The normalized objective
function values for every WRI and gradiometry iteration are displayed in Figure 9. This
alternatig scheme is repeated for ten iterations resulting in a final optimal wavefield and
slowness model illustrated in Figure 10.

DISCUSSION AND CONCLUSION

Ten iterations of WRI followed by gradiometry results in an earth model that is represen-
tative of the true model used to create the observed wavefield data. With sparse data and
an incorrect slowness model, WRI recovers a wavefield that obeys that wave equation and
the observations in a least-squares sense with residual errors. But, the recovered wavefield
contains information about the background slowness that can then be used to update the
earth model with gradiometry. The competing objective function terms in WRI explains
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Figure 8: After one iteration of Algorithm 4 the optimal wavefield result of WRI sampled
at 10 meters (left) and the final earth model when using this optimal wavefield. [CR]
farris1/. it2

Figure 9: Normalized objective functions from the first iteration of Algorithm 4. The ob-
jective function of WRI (left) has good convergence when using an incorrect starting model.
The objective function of gradiometry (right) reduces to only 35%. [CR] farris1/. it3
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Figure 10: After ten iterations of Algorithm 4 the optimal wavefield result of WRI sampled
at 10 meters (left) and the final earth model when using this optimal wavefield. Both the
wavefield and slowness model are significantly closer to the truth as compared to the result
of the first iteration in Figure 8 [CR] farris1/. it4

the acquisition footprint seen in the obtained slowness model estimate. Performing further
iterations may resolve this footprint as WRI will be able to more closely rectify the observed
data and the wave equation, given a better estimate for the earth model.

This study illustrates initial results of a wave equation inversion scheme in the that does
not require forward or adjoint wave propagation, but can recover background earth model
perturbations using only sparse observed seismic data. The implementation in the time
domain may allow its application to larger and higher dimensional problems.
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3D synthetic FWI gradient testing on a Gulf of Mexico
model

Taylor Dahlke

ABSTRACT

In order to demonstrate level set updating on a real dataset, I’ve chosen to work
with an ocean-bottom node (OBN) Gulf of Mexico (GOM) dataset provided by Shell
Exploration & Production Company. This data appears to have a shallow salt body
inclusion that may be a good target for inversion. In this work, I demonstrate the
selection of parameters for the inversion problem specific to this dataset. I walk through
the process of analyzing the data, choosing propagation parameters, and perform FWI
gradient testing using a synthetic example based on the real acquisition and velocity
model.

INTRODUCTION

Dataset overview

The field imaged by this dataset is located in the Gulf of Mexico, and lies about 360 km
south-west of New Orleans, Louisiana in approximately 830 m of water. The reservoir sits
beneath thick layers of salt more than 6 km below the sea floor. I choose a portion of the
velocity model provided to us by Shell that has a notable salt protrusion with a possible
sediment inclusion at shallow depth. I can represent this salt body with a level set model,
and invert for this salt model using a modified Full Waveform Inversion (FWI) objective
function. Previous work by Santosa (1996), Burger (2003), Lewis et al. (2012), Guo and
de Hoop (2013), and Dahlke et al. (2015) demonstrate the success of level set inversion on
simple 2D synthetics.

In this work, I demonstrate the process of analyzing this 3D dataset and setting up a
work-flow to test the level set inversion. This testing consists of synthetically generating
an “observed” dataset from a velocity model with an inclusion as the perturbation, and
then trying to recover a reasonable gradient update in that area using the real acquisition
geometry. It is important to test this “best case” scenario before using the actual field data
so that we know that we have suitably chosen our model, acquisition extent, and other high-
level parameters. To start, I choose a subset of the velocity model and data provided to us
by Shell. Next, I analyze the data spectra and node gathers and choose modeling parameters
that are appropriate to the dataset. Following, I look at the FWI gradients (which the level
set gradients are based on) and show that we can still get relevant illumination when muting
events slower than the direct arrival in our residuals.
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SUBSETTING THE MODEL AND DATA

Area of interest

When examining the RTM image provided by Shell (see vertical profile in Figure 1), we
find what appears to be a shallow sediment inclusion at the top of a vertical salt dome. The
salt model used by Shell to perform this RTM does not have this inclusion in it (see Figure
2). I decide to focus on this region to test out the level set inversion work-flow.

Figure 1: RTM image provided by Shell suggesting an inclusion in the salt at a depth of
1700m and crossline 49500m. Frame taken at inline = 214806.0 m [NR] taylor1/. rtm

Acquisition coverage

Centering around this salt dome, I decide to use approximately 10km of offset in the in-line
and cross-line directions for wave modeling. This subset of the velocity model includes
partial coverage by the node positions, as highlighted in Figure 3. Figure 3 also shows the
coverage pattern of the shots for all nodes, which covers the whole area of interest.

CHOOSING THE MODELING PARAMETERS

Data / problem analysis

I take into account a number of factors in choosing our wavelet. First, since our method
can update a sharp boundary of the salt body without the need for high frequency data,
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Figure 2: Slice of salt model provided by Shell overlain on RTM image. Frame also taken
at inline = 214806.0 m. This model (no inclusion) was used as a starting model. [NR]
taylor1/. given-salt
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Figure 3: True velocity model with salt (plan view) overlaid with the shot positions, as well
as the node positions (right side of figure). Depth slice of velocity model taken at Z = 1500.0
m. The extent of the random absorbing boundary conditions can be seen around the edges.
Position of node #580 shown at pink X. [ER] taylor1/. cardamom-acquisition-map
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we will tend to use a lower frequency wavelet if only to allow for numerical stability with
coarser time and spatial sampling. Naturally, coarser sampling makes our wave propagation
calculation less expensive to run.

How low of a frequency we choose to use will depend on how much useful observed data
exists at different frequency bands. Figures 4 and 5 show the spectra from the synthetic
and real hydrophone data respectively. Between the two, there is a reasonably good amount
of energy in the 5-12 [Hz] range. Our synthetic was generated by using a Ricker wavelet
with a center frequency at about 6 [Hz], which allows us to meet the CFL and numerical
dispersion conditions for our model discretization.

Figure 4: Spectra of synthetically generated data for nodegather #580 (Figure 11). [CR]
taylor1/. spectra-syn580

TESTING ON A SYNTHETIC 3D MODEL

Before performing a level set inversion work flow using the real data, I want to confirm that
the chosen acquisition subset will be able to illuminate the area of interest shown in Figure
1. Since I hypothesize that there is an inclusion that is unaccounted for in the salt model
provided by Shell, I create a true model that contains this inclusion, while the starting
model does not. This true model also contains small perturbations at the top of salt, not
unlike what we may find in practice (Figure 7). I then synthetically model data from these
true and starting models (using the same modeling operator), then find a data residual,
and lastly compute an FWI gradient.

The thesis of traditional FWI relies on the data residual predominantly having informa-
tion related to perturbations in our model (which in our case is isotropic P-wave velocity).
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Figure 5: Spectra of observed field hydrophone data for nodegather #580 (Figure 10).
[ER] taylor1/. spectra-obsDB580

If the residuals contain information that isn’t due to model perturbations, then the gradient
calculated using them will contain errors. Typically, the synthetic data that we model will
have amplitude differences from the field data that occur for reasons besides velocity pertur-
bation. These include the wavelet used in modeling, the accuracy of our acoustic modeling
operator in matching amplitudes at far offsets, the assumption of all shots having the same
wavelet, or the efficacy of how one models the free-surface interface. One can use different
techniques to try and account for these extraneous amplitude differences, such as match
filtering, source inversion, etc. However, even these techniques still may not be able to
match the differences in amplitude that arise from things other than velocity perturbations.

For this reason, it can be useful to selectively mute out portions of the data residual
that are not important to the inversion, such as the direct arrival. Further, since Born
modeling accounts for only first-order reflections, higher-order events like multiples can also
cause errors in our gradient when they appear in our residual. Removing these events can
also help us get a better model gradient.

For this specific dataset, the salt events we are most interested in tend to naturally
separate from the other events at far offsets (for example, Figure 11 and Figure 12). Because
of these factors, I decide to mute the residuals of all data later than the direct arrival (Figure
13), since I suspect that this information may cause problems in my data residual when I
use the field data:
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Figure 6: Initial velocity model used for wave propagation (edges show region where ran-
dom boundary conditions will be added). Frame taken at inline = 214806.0 m. [ER]
taylor1/. initial-model
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Figure 7: Velocity model perturbation (mtrue − mstart) in m · s−1 used to generate the
residuals shown in Figures 12. Frame taken at inline = 214806.0 m. [ER] taylor1/. deltaM

Figure 8: FWI gradient using un-muted residuals (see Figure 12). Frame taken at inline =
214806.0 m. [CR] taylor1/. RTM-all
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M(F (mtrue)− F (mstart)),

where F is the forward acoustic wave modeling operator, M is the masking operator used,
and mtrue and mstart are the true and starting velocity models. I then calculate a gradient
using partially muted residuals (Figure 9) and compare with the gradient calculated using
the un-muted residuals (Figure 8) to test the efficacy of this approach in an ideal synthetic
setup.

Figure 9: FWI gradient using the muted residuals (see example node gather in Figure 13).
Frame taken at inline = 214806.0 m. [CR] taylor1/. RTM-far

I find that by muting the residuals, I am able to get a more balanced gradient than
what is found using the un-muted residuals. Comparing Figures 9 with Figure 8, one can
see that the small perturbations at the top of the salt dominate in the un-muted case. If we
look carefully, we see that the shape of the remaining part of the gradient is very much the
same; the majority of the differences are in the amplitude changes at the top. Since we are
interested in an inclusion that is partially on the side of the salt flank, we can expect that
the far offset information will give better illumination to this area. I find this to be true in
this synthetic example, which gives hope that we may be able to get reasonable updating
of this region of the salt, even if muting is necessary in the case of poor matching between
the field data and our synthetics.
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Figure 10: Actual observed hydrophone data after designature and de-bubbling for node-
gather #580 (far corner). Not used for residual calculations. [NR] taylor1/. obs-580-all

Figure 11: Synthetic data F (mstart) for nodegather #580 (far corner) [CR]
taylor1/. syn-580-all
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Figure 12: Un-muted data residuals F (mtrue)−F (mstart) for nodegather #580 (far corner)
[CR] taylor1/. residual-580-all

Figure 13: Muted data residuals M(F (mtrue)−F (mstart)) for nodegather #580 (far corner)
[CR] taylor1/. residual-580-far
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CONCLUSIONS

With the end goal of performing level set inversion kept in mind, I select an area of interest
and explore practical approaches to finding a gradient for updating that region. By selecting
the acquisition and model extent thoughtfully, I am able to create a synthetic demonstration
testing the “best case” scenario for the gradient calculation, and compare against a gradient
based on partially muted residuals. I find that partial residual muting gives a reasonable
result, and offers promise for future use on the actual field data.
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Shape Optimization Using Randomized Radial Basis
Functions and Interpreter Guidance

Taylor Dahlke

ABSTRACT

Shape optimization can be used to invert for the position of a sharp salt boundary in
a way that minimizes the full-waveform inversion (FWI) objective function. However,
we are also interested in using interpreter information to guide the inversion away
from what are perceived as local minima. In this work we demonstrate a method of
including interpreter guidance, while still maintaining the integrity of being a data
driven method. With this approach, we achieve improved convergence on a synthetic
2D model.

INTRODUCTION

The process of building velocity models for salt bodies is one that traditionally requires
significant manual intervention. While approaches to completely automate the work flow
of salt model building are ambitious, what is certainly more practical are methods that
minimize the need for human input except at the most important junctures of the work
flow. Previous work by Lewis et al. (2014) propose methods for utilizing interpreter guidance
for directing FWI inversion. However, with salt bodies, FWI can have trouble creating
the sharp boundaries that salt often has. Work by Santosa (1996), Burger (2003), Lewis
et al. (2012), Guo and de Hoop (2013), and Dahlke et al. (2015) demonstrate how level
sets can build sharp boundary salt models even without high frequencies in the data by
using an implicit surface to track the boundary. These steepest descent approaches were
improved upon by using the Hessian of a new objective function Dahlke et al. (2016).
More recently, the work in Kadu et al. (2017) demonstrated the practical improvement
that radial basis functions (RBF’s) provide for defining the implicit surface as a sparse
and more computationally feasible model space. However, the update gradient for these
examples has support only along the salt boundaries. By expanding the support of the
gradient, we can make updates in areas inside the salt body and thus allow for inclusion
discovery. We can choose where to allow these updates using interpreter input as guidance.
This guidance can further be used to modify the implicit surface to direct a level-set based
salt body inversion while still allowing the final model to ultimately be determined by the
data itself. In this work, we begin by explaining how level sets are combined with the FWI
objective function for optimizing the shape of the salt. Next, we explain how to include
the interpreter guidance in this inversion, and how it relates to an improved method for
mapping the radial basis function centers. Last, we demonstrate and compare this work
flow on the Sigsbee synthetic model.
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DERIVATION

Shape optimization

The first step of this derivation is to describe the model space that we are working with.
We will call our velocity model m, which we define at every 2D spatial position (i, j) as:

m(φi,j , bi,j) = Ĥ(φi,j)(csalt − bi,j) + bi,j , (1)

where Ĥ(◦) is a smooth approximation to the Heaviside function, m(φi,j , bi,j) is the velocity
value, φi,j is the implicit surface value, and bi,j is the background velocity value. We first
want to define a perturbation of m in terms of 4b and 4φ. To do this, we generalize these
parameters for the entire spatial domain (ignoring i, j), and expand equation (1) with a
Taylor series as:

m1 = m0 +
∂m

∂φ

∣∣∣
m0

4φ+
∂m

∂b

∣∣∣
m0

4b+ ....

By truncating this series and ignoring higher order terms, we can create a linear approxi-
mation of 4m:

4m ≈
[
∂m(φ0,bo)

∂φ
∂m(φ0,bo)

∂b

] [4φ
4b

]

≈ D4p.

where we define 4p = [4φ 4b]T , and D as the derivative taken at m(φ0, b0) :

D =
[
δ(φ0)(csalt − b0) 1− Ĥ(φ0)

]
.

This operator D scales and masks the parameter fields 4φ and 4b. From the FWI
objective function:

ψ = ||F (m(φ, b))− dobs||

we can take the derivative with respect to φ and b to find the gradient:

4p ≈ DTBT4d.

where 4d is the data space residual, and B is the classic Born operator. Similarly, we can
find the application of the Hessian to the search direction as:

DTHD4p ≈ −DTBT4d. (2)

In equation 2, we can substitute H with the Gauss-Newton Hessian of the FWI objective
function. The method we propose solves equation 2 for 4p using a conjugate gradient
algorithm.
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Modifications for inclusion discovery

An underlying axiom of the previous derivation is that the salt model only changes at the
boundary of the original shape, due to the δ(φ0) term. However, an advantage of level sets
is that the implicit surface can be deformed at positions that are not on the boundary,
even to the extent that it “punctures” the zero level set and creates a donut hole or other
topology type. If we only update along the current boundary, we eliminate the possibility
of topology changes, such as the discovery of inclusions.

For this reason, we change the masking term in our D operator to allow for updating
outside of the boundary regions. Because the support of the gradient we previously derived
is a subset of the actual objective function support (which is the entire model domain),
we can expand the support of the masking term to include regions inside the current salt
boundaries without affecting our ability to minimize our objective function. We repre-
sent this modification with a new term ˆδ(φ0, G), which takes into account the interpreter
guidance G.

D =
[
δ̂(φ0, G)(csalt − b0) 1− Ĥ(φ0)

]
.

We can only discover an inclusion if the update perturbs the implicit surface below the
zero-level set. This means that the way we initialize the height of the implicit surface
matters. The opportunity here is to set the height of the implicit surface according to how
likely we believe that an inclusion is present at that position. This allows us to input a
probabilistic mapping of inclusion likelihood into our initialization of φ. For the Sigsbee
example, Figure 1 shows the implicit surfaces with interpreter guidance applied, and Figure
2 shows it without.

Sparsifying with Radial Basis Functions

Kadu et al. (2017) replaces a regular grid parameterization of φ with an aggregate surface
composed of many RBFs, resulting in a much sparser model:

φ(λ; ε, r) =
Nλ∑

i

λi exp−(εr)2

where λ is the new model parameter, r is the radial distance from the RBF center i, and
ε controls the sharpness of the RBF taper (constant). Rather than use regular spacing of
RBF centers as in Kadu et al. (2017), we cluster the RBF centers where we expect to see
updating occur (Figure 3). The RBF centers are randomly chosen from a spatial probability
distribution based on δ̂(φ0, G). Clustering allows us to use fewer RBF parameters to attain
a higher resolution around the salt boundary than we would get using regular spacing of
the RBF centers. Our operator D must be modified to account for the additional linear
transformation inherent in the RBF formulation:

D =
[
∂m(φ0,bo)

∂φ
∂φ
∂λ

∂m(φ0,bo)
∂b

]

=
[
δ̂(φ0, G)(csalt − b0) exp−(εr)2 1− Ĥ(φ0).

]
(3)
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This also changes our model space to 4p = [4λ 4b]T .

Once we have chosen the RBF function centers, we then select the variance (ε) to describe
the shape of the Gaussian that each RBF creates. In our example these parameters were
chosen by trial and error such that the aggregated surface covers the full model domain.
This could certainly be performed automatically in a more advanced implementation. After,
we can invert for the amplitudes of the RBF’s (λ) with a linear conjugate gradient inversion
that uses the D operator defined earlier. This gives us a set of RBF parameters that create
an implicit surface that matches our initial implicit surface (and thus our initial velocity
model). We can then begin the actual non-linear inversion from this starting model.

DEMONSTRATION ON 2D SIGSBEE MODEL

We used a portion of the 2D Sigsbee velocity model and modified it with a low-velocity
inclusion (Figure 4). Our initial model was the same expect with the inclusion shifted
left about 1.5km (Figure 5). For each inversion the acquisition was 24 shots and 380
receivers evenly spaced, with a 8Hz source wavelet. The first inversion had an implicit
surface initialized using interpreter guidance, while the second did not. Both inversions
used the modified masking function (δ̂(φ0, G)) to allow for updating inside the salt body,
and used the same RBF centers (Figure 3). However, the ”unguided” inversion did not have
a modified implicit surface. In both cases, updating was done only on the λ parameter; the
b parameter was fixed over all iterations.

As we expected, by expanding the support of the gradient to include the interpreter
guidance areas, we are able to recover the correct inclusion and close the false one (Figure
6) for both cases. Even with the some of the interpreter guidance being incorrect (compare
Figure 1 with 4), the inversion was not misguided. Further, we found that the additional
step of initializing φ as per Figure 1 gave us better convergence in terms of both the model
and data residual norms (Figure 7 and 8).

CONCLUSIONS

We introduce the derivation of a shape optimization algorithm that minimizes the FWI
objective function using a level set based on a radial basis parameterization. From this,
we introduce a way to integrate interpreter guidance by using a masking term in our op-
erator with expanded spatial support. We further use this guidance to augment the shape
of the initial implicit surface. With the Sigsbee synthetic model, we demonstrate how this
improves convergence of our non-linear inversion, even with poorly placed interpreter guid-
ance present. We find that this approach elegantly allows for interpreter guidance with the
level set formulation of salt inversion, and improves the ability to discover inclusions.
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Figure 1: Initial implicit surface (guided). [ER] taylor2/. initphi-guided

Figure 2: Initial implicit surface (unguided). [ER] taylor2/. initphi-unguided
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Figure 3: RBF center locations. [ER] taylor2/. centers

Figure 4: True model [ER] taylor2/. truemodel
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Figure 5: Initial model (guided). [ER] taylor2/. initmodel-guided

Figure 6: mtrue −minit (guided, at it=8) [CR] taylor2/. deltaM-guided8
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Figure 7: Objective function value (data residual norm). [CR] taylor2/. data-norm

Figure 8: Model residual norm. [CR] taylor2/. model-norm
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Time-lapse full waveform inversion with non-local shaping
regularization: Toward integrated reservoir monitoring

Yinbin Ma, Robert G. Clapp and Biondo Biondi

ABSTRACT

We present a regularization strategy to integrate geomechanical modeling results into
the time-lapse full waveform inversion (FWI) workflow. The method constructs a non-
local shaping regularization based on the time-lapse attributes change from geomechan-
ical modeling linearly correlated with the seismic velocity change. The regularization
pushes the velocity change to have similar shape as the geomechanical attributes, over-
coming the challenge of unknown scaling factors between different attributes. We show
the potential of the proposed methods on synthetic models with both noise free data
and noisy data.

INTRODUCTION

Successful reservoir management requires the integration of knowledge from seismic imaging,
reservoir simulation and geomechanical modeling to understand the reservoir production
process (Biondi et al., 1998; Johnston, 2013). The conventional methods for analyzing time-
lapse data are based on interpretation such as picking changes in travel time for seismic
images. While effective in practice, the interpretation relies on highly specialized skills
and the process is not fully automatic. In addition, quantitative comparison of attributes
is challenging because of the scale of different reservoir data types, which increases the
difficulty of integrating optimization-based seismic imaging methods such as wave equation
migration velocity analysis and FWI.

Full waveform inversion estimates the high-resolution subsurface models by minimiz-
ing the mismatch between the observed seismic data and the synthetic data (Tarantola,
1984; Virieux and Operto, 2009). FWI is a useful tool for time-lapse (4D) seismic imag-
ing problems (Denli and Huang, 2009; Routh et al., 2012; Maharramov and Biondi, 2014).
Time-lapse FWI faces the challenge of detectability and non-repeatability from the seismic
surveys. Different inversion strategies, including parallel difference, sequential difference,
and joint inversion have been proposed to reduce the impact of the acquisition footprint.
Regularization techniques, such as total variation (TV) (Maharramov and Biondi, 2014)
and L1 norm optimization methods are used to recover production-induced changes from
noisy seismic data.

In this paper, we propose a regularization strategy to integrate the geomechanical mod-
eling results into the time-lapse FWI objective function. We assume a linear relation exist
between production-induced attribute changes, such as velocity and strain, while the ex-
act relation is assumed to be unknown. A non-local shaping regularization is constructed,
forcing the attributes to be visually similar.
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We test our methods on a synthetic model based on the Marmousi model, with time-
lapse changes simulating reservoir compaction and overburden dilation, inspired by previous
field data studies (Hodgson et al., 2007; Herwanger and Horne, 2009). In the absence of
noise, time-lapse FWI captures the velocity changes even without regularization, and the
use of regularization improves the accuracy of the inversion. When noise is present in the
data, minimizing the data residuals alone cannot recover the time-lapse change properly,
especially the low amplitude changes in the overburden. Our proposed methods improve
the inversion results with non-repeatable noise in the surveys.

METHODS

Time-domain full waveform inversion can be formulated as an optimization problem with
the following objective function (Tarantola, 1984; Virieux and Operto, 2009)

J(m) =
1
2
‖Su (m)− d‖22, (1)

where m is the subsurface model (velocity, anisotropic parameter, etc), S is the measurement
operator, u is the synthetic wavefield and d is the observed data. For isotropic acoustic
wave equation with m being the velocity model, the wavefield is computed by solving the
following: [

1
v2
∂2
t −∇2

]
u = f , (2)

where v is the acoustic velocity, f is the source function.

We estimate the subsurface model m∗ by minimizing the following objective function

m∗ = argminmJ(m). (3)

Time-lapse FWI estimates the production-induced change in the subsurface using seis-
mic data from a survey before production (baseline survey), and repeated surveys during
production (monitor survey). Common Time-lapse FWI strategies include parallel differ-
ence (estimating baseline and monitor model separately), sequential difference (using base-
line model as the starting model for monitor model estimation), double difference (inverting
the differential data) and joint inversion approach (estimating baseline and monitor model
simultaneously).

We use a the joint inversion approach with the following objection function:

J(mb,mm) =
1
2
‖Sbub (mb)− db‖22

+
1
2
‖Smum (mm)− dm‖22

+
α

2
‖WR (mm −mb −∆mprior) ‖22, (4)

where b is a substript indicating baseline variables, m is a subscript for monitor variables,
α is the strength of the regularization term, W is a weighting function, R is regularization
on the model difference mm −mb and ∆mprior is the a prior time-lapse model change. In
practice R can be an identity operator, promoting minimum norm solution. R can also be
the gradient operator for the recovery of blocky time-lapse change.
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The estimation of model prior ∆mprior is challenging for integrated reservoir monitoring.
In principle we can estimate ∆mprior from reservoir simulation results, based on the relation
between velocity and differential pressure (Johnston, 2013)

v = vinf(1−Ae−P/P0), (5)

where vinf, A and P0 are fitting constants. We can also estimate ∆mprior from geomechanical
modeling (Landr and Stammeijer, 2004) using the following:

dv

v
= −Rεzz, (6)

where dv
v is the fractional change in velocity and εzz is the vertical strain. The ratio R

depends on the rock properties. Without sufficient data to fix the value of those fitting
parameters, we cannot effectively integrate reservoir simulation or geomechanical modeling
results into our time-lapse FWI objective function.

In this paper we propose a non-local, non-convex regularization term on the time-lapse
model change. We assume a linear relation between time-lapse velocity change and the
prior information from geomechanical modeling as follows:

∆m ∝ ∆pprior, (7)

where ∆pprior can be vertical strain, pressure change, etc. We formulate a shaping regular-
ization term as

‖ ∆m
‖∆m‖2

− ∆pprior

‖∆pprior‖2
‖22, (8)

where the scaling factor between velocity change and attribute change is eliminated by the
normalization.

The regularization term in Equation 8 promotes time-lapse change ∆m to have the
same shape as the prior ∆pprior. As long as the linear relation in Equation 7 holds, the
regularization term in Equation 8 goes to zero.

With our proposed regularization strategies, we modify the time-lapse FWI objective
function as follows:

J(mb,mm) =
1
2
‖Sbub (mb)− db‖22

+
1
2
‖Smum (mm)− dm‖22

+
γ

2
‖ mm −mb

‖mm −mb‖2
− ∆pprior

‖∆pprior‖2
‖22, (9)

where each term in the objective function is nonlinear, non-convex.

The non-convex nature of the FWI objective could potentially lead to the convergence to
a local minimum (the cycle-skipping issue), and adding another non-convex regularization
term could be problematic. However for time-lapse FWI, where cycle-skipping issue can
be avoided even when applied to field data, the objective function in Equation 9 has the
potential of integrating the geomechanical results with the seismic data.
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NUMERICAL EXAMPLES

We tested our method based on the Marmousi model. The Marmousi velocity model in
Figure 1(a) is used as the baseline model. The production-induced changes are shown in
Figure 1(c). On the right side of the model the velocity increases and is localized in space,
thereby simulating fluid substitution by water injection. On the left side of the model, the
velocity decreases near the reservoir and also in the overburden area, thereby simulating
fluid extraction, reservoir compaction and overburden dilation, inspired by recent studies
in the Gulf of Mexico (Hodgson et al., 2007; Herwanger and Horne, 2009).

Figure 1(b) shows the starting velocity model. The starting model does not contains a
high contrast except for the water bottom.

For this synthetic study, we build the prior model based on the true time-lapse change
of the velocity model. We multiply the velocity change by a random factor as follows:

∆pprior = κ (mm −mb) , (10)

where κ is the fitting parameter and is supposed to be unknown during the optimization
process. The prior model in Equation 10 cannot be directly used in the regularization for
objective function 5; however, it provides valuable information for our proposed objective
function 9.

For the first numerical test, no noise is added to the observed data. For the second
numerical test, we add noise to the observed data, thereby simulating the non-repeatability
issues for the time-lapse problem.

We use a hierarchical multiscale approach for the optimization process. We start from
data centered at 5 Hz, and increase the frequency up to 20 Hz. The same starting velocity
model is used for both the baseline and the monitor model. For our proposed objection
function 9, the regularization is added only after the inversion with data at 5 Hz. The
reason is that our objective function goes to infinity when mm −mb → 0.

In Figure 2, we see the inversion results for noise-free data. We can see that even without
regularization we recover both time-lapse changes without difficulty. Artifacts below the
reservoir are expected because we update the whole domain before having built an accurate
model for the shallow part. Using our proposed methods, the estimated time-lapse change
approaches the true production induced change as we increase the regularization strength
from Figure 2(b), Figure 2(c) to Figure 2(d). Result in Figure 2(d) exhibits features beyond
the resolution of seismic data, showing that the regularization is too strong and that we are
not estimating the time-lapse change mainly from the seismic data.

Figure 3 shows the results with noisy data. In this case, inversion without regularization
is contaminated by the noise. The time-lapse change on the right is still observable; however,
we cannot recover the overburden dilation induced change on the left. With our proposed
method, we get better results shown in Figure 3(b), Figure 3(c) and Figure 3(d), with
increasing regularization strength. Similar to the clean data study, results in Figure 3(d)
suggest improper regularization. The optimal choice of regularization strength is still under
investigation.
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(a)

(b)

(c)

Figure 1: (a) true baseline velocity model. (b) starting velocity model. (c) time-lapse
velocity change. [CR] yinbin2/. marmTrue,marmMig,MarmV4D
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(a)

(b)

(c)

(d)

Figure 2: Estimated time-lapse change with noise-free data. (a) is the inversion
result without regularization. (b) (c) and (d) are the inversion results using our
proposed regularization method, with increasing regularization strength. [CR]
yinbin2/. cleanNoReg,cleanReg1,cleanReg2,cleanReg3
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(a)

(b)

(c)

(d)

Figure 3: Estimated time-lapse change using data with noise. (a) is the inver-
sion result without regularization. (b) (c) and (d) are the inversion results using
our proposed regularization method, with increasing regularization strength. [CR]
yinbin2/. noiseNoReg,noiseReg1,noiseReg2,noiseReg3
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CONCLUSIONS AND DISCUSSIONS

In conclusion, we propose a regularization strategy to combine geomechanical modeling
results into the time-lapse FWI objective. Assuming linear relation between attributes
from different types of reservoir data, we construct a non-local shaping regularization. The
shaping regularization forces the attributes to be visually similar without knowing the exact
scaling factor between them.

We study the shaping regularization with a simple synthetic example based on the
Marmousi model. The numerical results suggest that the shaping regularization improves
the inversion results for the production-induced change, especially in the presence of noise
in the data.

Ideally we would like the regularization term to provide guidance for the shape of the
time-lapse change, and use the seismic data to recover the amplitude of the change. There-
fore we can effectively combine different types of reservoir data for integrated reservoir
monitoring.

ACKNOWLEDGMENTS

The authors would like to thank the sponsors of the Stanford Exploration Project for their
support.

REFERENCES

Biondi, B., G. Mavko, T. Mukerji, J. Rickett, D. Lumley, C. Deutsch, R. Gundes, and M.
Thiele, 1998, Reservoir monitoring: A multidisciplinary feasibility study: The Leading
Edge, 17, 1404–1414.

Denli, H., and L. Huang, 2009, in Doubledifference elastic waveform tomography in the
time domain: 2302–2306.

Herwanger, J. V., and S. A. Horne, 2009, Linking reservoir geomechanics and time-lapse
seismics: Predicting anisotropic velocity changes and seismic attributes: GEOPHYSICS,
74, W13–W33.

Hodgson, N., C. MacBeth, L. Duranti, J. Rickett, and K. Nihei, 2007, Inverting for reservoir
pressure change using time-lapse time strain: Application to genesis field, gulf of mexico:
The Leading Edge, 26, 649–652.

Johnston, D., 2013, Practical applications of time-lapse seismic data: Society of Exploration
Geophysicists.

Landr, M., and J. Stammeijer, 2004, Quantitative estimation of compaction and velocity
changes using 4d impedance and traveltime changes: GEOPHYSICS, 69, 949–957.

Maharramov, M., and B. Biondi, 2014, in Joint full-waveform inversion of time-lapse seismic
data sets: 954–959.

Routh, P., G. Palacharla, I. Chikichev, and S. Lazaratos, 2012, in Full Wavefield Inversion
of Time-Lapse Data for Improved Imaging and Reservoir Characterization: 1–6.

Tarantola, A., 1984, in the Acoustic Approximation: 49, 1259–1266.
Virieux, J., and S. Operto, 2009, An overview of full-waveform inversion in exploration

geophysics: Geophysics, 74, WCC1.



Stanford Exploration Project, SEP172, June 6, 2018

Multicomponent deblending of marine data using a
pattern-based approach

Joseph Jennings, Robert G. Clapp, Biondo Biondi and Shuki Ronen

ABSTRACT

We present the theory and initial results for deblending multicomponent simultaneous
source data using a pattern-based approach based on multidimensional prediction-error
filters (PEFs). In using this pattern-based approach, we provide a method for PEF
estimation that makes use of the directional information recorded on the horizontal
geophone components in order to improve the source separation on the hydrophone.
We provide synthetic numerical examples and an example from a FreeCableTM data
set to demonstrate that using PEFs estimated on all data components results in better
separation than using only the hydrophone component.

INTRODUCTION

In traditional seismic acquisition, a wait time is introduced between shots to reduce the
possibility of overlap. Simultaneous source acquisition removes this constraint, therefore
introducing overlap between shots and reduces the total survey time (Beasley et al., 1998).
In order to obtain high-quality subsurface images, this overlap must be properly dealt with
in processing/imaging simultaneous source (“blended”) data.

One way to view these blended data is that in the common-shot domain the blended data
consist of signal and a sum of coherent noise sources (Berkhout, 2008). Viewing the de-
blending problem in this way helps us to think of using methods known as pattern-based
approaches used for separating signal and coherent noise (Abma, 1995). Pattern-based ap-
proaches separate signal and noise using the fact that the multidimensional spectra of the
signal and noise differ. These approaches have been successfully used in multiple removal,
ground-roll attenuation and other coherent noise removal applications (Manin and Spitz,
1995; Brown et al., 1999; Guitton, 2005). In spite of their success, perhaps the most chal-
lenging part of working with pattern-based approaches is that they require a model of the
patterns of the signal and the noise. With these models, prediction-error filters (PEFs)
are estimated and used as proxies for the multidimensional spectra of the signal and noise.
While for some coherent noise removal problems there exist systematic methods for obtain-
ing these signal and noise models, no such method exists for modeling the interfering noise
sources for the deblending problem. Because the focus of this work is on incorporating mul-
ticomponent data to improve a pattern-based approach, for all examples here we assume
ideal models for both the signal and the noise.

While these pattern-based approaches typically use PEFs estimated in the time-offset (t−x)
space, incorporating patterns from the geophone components of multicomponent data has
the potential to improve the signal and noise separation. Unlike the hydrophone component
which is an omni-directional sensor, the geophone components offer directional (polarity)
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information about the coherent noise. This is especially true for blended data where the
horizontal geophone components provide useful patterns for the interfering source depending
on the relative positions of the two sources (Jennings and Ronen, 2017).

In order to leverage the directional information offered by the multicomponent data typically
acquired during marine simultaneous source surveys, we extend the pattern-based approach
to incorporate multicomponent data and use this additonal information to improve the de-
blending on the hydrophone. We estimate non-stationary PEFs on the hydrophone and
geophone components simultaneously, providing patterns over time and offset and the di-
rectional information from the multicomponent data. On a 1D synthetic example, we show
that using the geophone data allows for separation of signal and noise where it would be
otherwise impossible using only the hydrophone data. In 2D, we show that using non-
stationary PEFs estimated on the multicomponent data provides faster convergence for
deblending blended data. Lastly, we demonstrate on a FreeCableTM dataset acquired in the
Mediterranean sea (Haumonté et al., 2016) that the usage of PEFs estimated on multicom-
ponent data provides better source separation on the hydrophone component than using
the hydrophone alone.

THEORY

For a simple case in which the blended data consists of three shots, the blended data can
be expressed as

d̃ = ds1 + ds2 + ds3, (1)

where d̃ is the recorded blended data, ds1 is the shot of interest and ds2 and ds3 are the
interfering shots (note that while all derivations here are done assuming three shots, the
theory extends to more than just three shots). The superscript s indicates that these shots
may be time-shifted. The goal of simultaneous source deblending is to recover ds1, ds2 and
ds3 from d̃. We can write this mathematically as the minimization of an objective function
of the form

J(ds1,d
s
2) =

1
2
||ds1 + ds2 + ds3 − d̃||22. (2)

Directly minimizing equation 2 will not result in a separated ds1 and ds2 due to the fact that
it is ill-posed. We need additional constraints on ds1 and ds2 in order to deblend the data. A
pattern-based approach will provide constraints derived from the multidimensional spectra
of ds1 and ds2. Obtaining the multidimensional spectra of the data requires estimating non-
stationary PEFs on models of both ds1 and ds2 which we denote as d̂s1 and d̂s2. This process
of PEF estimation can be written as the following regressions

0 ≈ r1 = D̂s
1f1, 0 ≈ r2 = D̂s

2f2, 0 ≈ r3 = D̂s
3f3, (3)

where D̂s
1f1, D̂s

2f2 and D̂s
3f3 indicates the convolution of d̂s1, d̂s2 and d̂s3 with the unknown

filter coefficients f1, f2 and f3 respectively and r1, r2 and r3 are the prediction-error residuals
for f1, f2 and f3 respectively. These fitting goals essentially state that we desire to find filters
f1, f2 and f3 that can optimally predict our data. Note that in order for these filters to
remain PEFs, we require that the first coefficient be set to unity. To enforce this, we
introduce a masking matrix during the optimization for the filter coefficients that allows all
other coefficients to be adjustable except for the first sample. Upon solving these regression
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equations, we obtain non-stationary multidimensional PEFs that contain the approximate
inverse spectra of d̂s1, d̂s2 and ds3. (Claerbout, 2014).

With these PEFs, we then form convolution operators F1, F2 and F3 and use these operators
as constraining terms in the following objective function to obtain estimates of d1 and d2

J(ds1,d
s
2,d

s
3) =

1
2
||ds1 + ds2 + ds3 − d̃||22 +

1
2
||F1ds1||22 +

1
2
||F2ds2||22 +

1
2
||F3ds3||22. (4)

Note that the first term in equation 4 is the same as stated in equation 2 and attempts to
minimize the error between our estimate for the blended data and the true blended data.
The additional three terms act as constraints in order to enforce the separation of the shots.
Due to the fact that F1, F2 and F3 contain the inverse spectra of d̂s1, d̂s2 and d̂s3 respectively
they effectively regularize the estimated ds1, ds2 and ds3 so that they contain the spectra of
d̂s1, d̂s2 and d̂s3 respectively.

One key factor in the success of the pattern-based approach just described is that it will
perform better for higher dimensional data. This is because while some events may not be
separable in temporal frequency, their spectra may differ greatly in spatial frequency (dip).
Additionally, we record multicomponent data that contain information on the polarity of
certain events which provide even more information in order to differentiate the signal from
the noise. In order to capture this information, we make the assumption that one component
can be treated as a linear combination of the other. We do this by creating a multichannel
filter with multiple inputs (the different components) and a single output (the prediction-
error on the hydrophone). For example, if we choose to estimate a PEF on the vertical and
hydrophone components, the filter will attempt to use samples from the vertical component
to make a prediction on the hydrophone component. By making this assumption the PEF
is able to capture directional patterns contained on the geophone components and we show
that this improves deblending of the hydrophone component.

RESULTS

Synthetic examples

We first tested our pattern-based approach using PEFs estimated on multicomponent data
on a simple synthetic example that contained the blended direct arrivals of two events. In
order to test the use of the directional information recorded on the horizontal components,
we positioned one source cross-line to the line of receivers and the other inline with the line
of receivers. For our homogeneous model, this resulted in two direct arrivals that are highly
polarized on the horizontal components. Figure 1 shows the multicomponent blended data.
Note that because of the polarization of the direct arrival, the Y-component does not even
appear blended (Figure 1(a)). It is this information that we desire that the PEF can use
from the multicomponent data to improve the deblending of the shots.

To test this, we extracted one trace from the location of the blue line shown on the blended
data in Figure 1. We selected this trace since the signal and noise have 100% overlap, but
exhibit different polarization on the horizontal components. Figure 2 shows the results of
the signal and noise separation of this single trace. The top row shows that while using
just the hydrophone data resulted in an inverted ds1 and ds2 that satisfy equation 1, they
are not the correct signal and noise as is evident by the mismatch between the estimated
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(a) (b)

(c)

Figure 1: Blended direct arrivals from a homogeneous 2D model. (a) Y-component
of particle velocity, (b) X-component of particle velocity and (c) hydrophone compo-
nent. Note that while the hydrophone contains both events, because of the polar-
ized nature of these direct arrivals, the Y-component did not record the inline shot
and the cross line shot is much weaker on the X-component. The blue line indicates
the position of the trace for which we performed the 1D example (Figure 2). [ER]
joseph1/. bvydalin-53,bvxdalin-53,bpdaglin-53
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(red curve) and true (blue curve) data. This was expected because the complete overlap of
the requires more information for separation. The PEF estimated on the multicomponent
data uses the different polarizations to separate the single traces of ds1 and ds2.

We then tested our approach using all traces seen in Figure 1. We found that while both
single and multicomponent approaches were able to deblend the shots, using the multicom-
ponent approach exhibited faster convergence. Figure 3 shows the result of the deblending
inversion after 20 iterations of minimizing equation 4 using a conjugate gradient solver.
Figure 4 shows the comparison of the model residual for both ds1 and ds2.

Field data example: FreeCableTM data from the Mediterranean sea

We then tested our approach on a field data set that was acquired in 2014 by Kietta in the
Mediterranean sea (Haumonté et al., 2016). These data were acquired with a FreeCableTM

technology that consists of a cable that that is suspended in the water column and equipped
with four-component receivers. This acquisition setup allows for an ideal test of our PEFs
estimated on multicomponent data as the receivers have nearly perfect coupling to the
medium and the data also are free of elastic wave propagation effects. As these data
were not blended, we synthetically blended them assuming two source vessels. Figure 5
shows the acquisition geometry for one blended shot and Figure 6a shows the resulting
blended data recorded on the hydrophone. We then deblended these shots using a pattern-
based approach. Figure 6b shows the deblended crossline shot using just the hydrophone
component to perform the deblending and Figure 6c shows the same result but used the
horizontal components in addition to the hydrophone component to deblend the data. When
comparing Figures 6b and 6c with the unblended data shown in Figure 6d, it is clear that
using the horizontal components in addition to the hydrophone component removed more of
the interfering shot. This is also evident in Figure 7 which shows the differences between the
deblended and unblended data for both single (Figure 7a) and multicomponent approaches
(Figure 7b).

Defining the signal to noise ratio (SNR) as follows,

SNR = 10 log10

( ||d0||22
||d0 − d||22

)
, (5)

where d0 is the unblended data and d is the deblended data, we find that using the hy-
drophone data alone results in an SNR of 11.65 dB (Figure 6b) and using the hydrophone
and horizontal components gives an SNR of 16.17 dB (Figure 6c).

CONCLUSION

We extended the pattern-based approach for signal and noise separation to incorporate mul-
ticomponent data and applied it to the simultaneous source deblending problem. We showed
that using the geophone components allowed for better separation of the hydrophone data
on both synthetic and field data examples. Because the pattern-based approach requires
models of the signal and noise, we used the signal and noise themselves for each of the ex-
amples shown. For future work, we plan to investigate the performance of both approaches
in the absence of accurate signal and noise models. Additionally, we plan to investigate
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(a) (b)

(c) (d)

Figure 2: Results of the signal and noise separation of one trace of the blended data (the
blue line in Figure 1) using just the hydrophone data (top row) and using all data com-
ponents (bottom row). Panels (a) and (c) show the comparison of the estimated (red
curve) and true (blue curve) ds1. Similarly panels (b) and (d) show the same compari-
son but for ds2. Note that as expected, there is a mismatch between the true and esti-
mated d1

s and d2
s for panels (a) and (b) because of the 100% overlap in using just the

hydrophone data. However, using the horizontal components (panels (c) and (d)) allows
for good recovery of ds1 and ds2 (the red and blue curves completely overlap). [ER]
joseph1/. prealsigcomp-53,prealnozcomp-53,prealsigcompmc-53,prealnozcompmc-53
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(a) (b)

(c) (d)

Figure 3: Top row: deblending results after 20 iterations of inversion (equa-
tion 4) using only hydrophone component. Bottom row: results of hy-
drophone deblending after 20 iterations using multicomponent data. [ER]
joseph1/. smmvpreal-32,nmmvpreal-32,smmvpyxreal-32,nmmvpyxreal-32
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(a) (b)

Figure 4: Comparison of hydrophone component model residuals (||dstrue − dsiter||22) for (a)
the separated inline shot and (b) the separated cross line shot. Blue curve curve represents
single component convergence. Red curve indicates multicomponent convergence. The
use of all data components allows for faster convergence to the deblended data. [ER]
joseph1/. p2modnrmcmpzm,pn2modnrmcmpzm

Figure 5: The locations of the
two sources (red stars) and receivers
(blue circles) that resulted in the
blended data shown in Figure 7a.
Note that because one shot is in the
inline direction, and the other the
cross line direction the polarization
information recorded on the horizon-
tal components can be used for im-
proving the source separation. [CR]
joseph1/. blendacqzm
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Figure 6: Deblending of the Mediterranean sea data. (a) The blended data, where the
direct arrival resulted from the inline shot and the reflections resulted from the cross-line
shot. (b) The result of deblending using only the hydrophone component. Note that
significant residual interference remains. (c) The deblended data obtained using both the
hydrophone and horizontal components. While residual interference remains, it has been
significantly reduced when compared to the single component approach. (d) The unblended
data included for comparison. [CR] joseph1/. tokietta-xhi
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Figure 7: Differences between de-
blended and unblended data. (a)
Difference between deblended data
using just the hydrophone compo-
nent and the unblended hydrophone
data (difference between Figure 6b
and Figure 6d). (b) Difference
between deblended data using hy-
drophone and horizontal compo-
nents and unblended data (difference
between Figure 6c and Figure 6d).
[CR] joseph1/. tokietta-xhi-diffs
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imposing additional sparsity constraints in order to take advantage of the success of sparse
inversion techniques (Abma et al., 2015).
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Combining direct imaging of blended data and data-space
deblending using a pattern-based approach

Joseph Jennings, Biondo Biondi, Robert G. Clapp and Shuki Ronen

ABSTRACT

We develop a new algorithm for directly imaging blended data via waveform inversion.
The algorithm relies on performing a data-space deblending step at each iteration of the
waveform inversion. Following a pattern-based approach, this data-space deblending
step is done through independent modeling of the source wavefields on which filters can
be estimated and used to deblend the blended data. As the velocity model is updated,
the filters will be estimated on increasingly more accurate data and therefore will
provide improved deblending results from iteration to iteration. We show that with
the introduction of these filters, the waveform inversion results contain significantly
fewer artifacts than those obtained with conventional waveform inversion of blended
data.

INTRODUCTION

Reducing the acquisition time of seismic surveys by reducing the amount of time between
shots of source vessels has shown to be very cost-efficient and also can provide better seismic
imaging results (Beasley et al., 1998; Berkhout, 2008; Soni and Verschuur, 2015). This
method, known as simultaneous sourcing or blending, has been successfully implemented for
large seismic exploration surveys and is now increasingly more common in seismic acquisition
(Abma et al., 2012; Kommedal et al., 2016). While simultaneous sourcing does provide a
decrease in acquisition time, it also introduces an overlap between shots that must be dealt
with in the processing and imaging of these blended data.

There are two methodologies for obtaining seismic images from blended data. One is to first
separate the overlapped shots and then image the separated data. This approach has been
widely studied and has provided high quality imaging results (Abma and Yan, 2009). The
other, less-studied approach is to directly image these blended data by way of waveform
inversion (Tang et al., 2009). While this approach has shown promise, it requires many
iterations of inversion in order to mitigate the artifacts introduced in the imaging due to
the cross-talk between sources (Leader, 2015). In some cases, depending on the extent
of blending, these artifacts may remain even after many iterations of waveform inversion
leading to poor-quality seismic images.

Previous studies on direct imaging of blended data have been successful in mitigating these
artifacts by introducing a regularization term to the waveform inversion objective function
(Xue et al., 2014; Chen et al., 2017). While effective, these approaches require a priori
knowledge of the subsurface model (i.e., practitioners must make a choice of how to style the
estimated model). In this work, we present an algorithm that does not require regularization
of the model parameters but still results in minimal artifacts in the inverted model. The
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key to our approach is an inexpensive data-space deblending step based on a pattern-based
method that is performed at each iteration of the waveform inversion.

Pattern-based approaches separate signal and noise using the fact that the multidimensional
spectra of the signal and the noise differ. These approaches have been successfully used
in multiple removal, ground-roll attenuation and other coherent noise removal applications
(Manin and Spitz, 1995; Brown et al., 2001; Guitton, 2005). In spite of their success, perhaps
the most challenging part of working with pattern-based approaches is that they require a
model of the patterns of the signal and the noise. For the simultaneous source deblending
problem, we overcome this challenge by independently modeling the source wavefields at
each iteration of the waveform inversion.

In our waveform inversion scheme, we independently model the sources and use these as
models for the unblended data. Upon these models, we estimate non-stationary multidi-
mensional prediction-error filters (PEFs) which then are used as proxies for the spectra
of the unblended data in order to approximately deblend the shots. We then update the
velocity using gradients calculated on these approximately deblended shots. As the inver-
sion proceeds, the deblending improves and therefore the image contains increasingly fewer
artifacts. We show for a linearized waveform inversion (LWI) on the Marmousi model that
our proposed algorithm results in an inverted subsurface model with significantly fewer
artifacts, and one that is comparable to performing LWI on unblended data.

THEORY

Waveform inversion of blended data

A single unblended shot gather observed in recorded seismic data can be mathematically
expressed by the following non-linear operation:

fu(m,xi) = dui , (1)

where fu(m,xi) is the unblended non-linear wave equation modeling operator for a partic-
ular earth model m and spatial source location xi, and dui represents the ith shot gather
of a seismic survey. The superscript u indicates that these data are unblended (never have
been blended). With this representation of a single shot gather, we can then form a column
vector of non-linear operators to represent n shots and recorded data in a single seismic
survey as




fu(m,x1)
fu(m,x2)

...
fu(m,xn)


 =




du1
du2
...

dun


 ,

fu(m) = du. (2)

In order to express non-linear blended modeling we introduce the blending operator Γ. This
operator is linear and its primary function is to describe the blending of the data performed
during the acquisition. In matrix form, it can be written as a rectangular matrix with many
more columns than rows (n >> m) where the number of rows (m) represents the extent
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of the blending, and the number of columns (n) is determined by the number of shots.
Applying this operator to equation 2 results in the following expression

Γfu(m) = Γdu,

f b(m) = db, (3)

where f b(m) and db are the blended non-linear modeling operator and blended data respec-
tively. Now that we have defined the blended modeling operator and data, we can write
the objective function for waveform inversion of blended data as

J(m) =
1
2
||f b(m)− db||22. (4)

It is well known that directly minimizing equation 4 will result in a subsurface model that
can be highly contaminated with artifacts. This is due to the fact that when calculating
the waveform inversion gradient via the cross-correlation of the source (forward) wavefield
and back-propagated data residual (adjoint wavefield), artifacts will be created if the mixed
source and receiver wavefields present in the blended wavefields interact (Jiang et al., 2010).
While these artifacts can be attenuated with iteration, it can require many iterations to
do so and in some cases no amount of iteration will suppress them, leading to low-quality
seismic images.

Combining direct imaging and data-space deblending

In order to mitigate the strong artifacts contaminating our estimated model parameters,
we introduce two primary changes to the traditional blended waveform inversion algorithm.
The first of these changes is that as opposed to performing blended modeling, we inde-
pendently model the source wavefields. The second change is that on these independently-
modeled shots we estimate multidimensional non-stationary PEFs which are then used to
deblend the blended data at each iteration of the waveform inversion. With these changes,
we can write a modified version of equation 4 as

J(m) =
1
2
||fu(m)−Adb||22, (5)

where A is a linear filter that is estimated and applied at each iteration of the waveform
inversion and has the following property:

Adb = dd ≈ du. (6)

This approach of estimating multidimensional non-stationary PEFs on the independently-
modeled data (i.e., models for the true unblended data) and then using these PEFs to
separate the shots is known as a pattern-based method for signal and noise separation
(Abma, 1995). The key to pattern-based approaches is that there exist models for the
signal and noise, and that the multidimensional spectra of the signal and noise differ. As
previously stated, the first step is to estimate PEFs on the independently-modeled data
which can be mathematically expressed as solving the following regressions

0 ≈ r1 = D̂s
1a1, 0 ≈ r2 = D̂s

2a2, 0 ≈ r3 = D̂s
3a3, (7)
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where D̂1, D̂2 and D̂3 are the independently-modeled (proxy) shots formed into convolution
operators, a1, a2 and a3 are vectors that upon solving these regressions, contain the PEF
coefficients and r1, r2 and r3 are the prediction-error residuals. While here we have assumed
that three shots have been blended, this theory extends to more than just three shots. Note
that when solving for these filter coefficients, we force that the zero-lag coefficient be unity
in order for these filters to remain PEFs. Upon solving these regressions, the estimated
PEF coefficients will contain the approximate inverse spectra of d̂1, d̂2 and d̂3 (Claerbout,
2014). We then form convolution operators (A1, A2 and A3) with these filter coefficients
and use them in the following objective function in order to deblend the data

J(dd1,d
d
2,d

d
3) =

1
2
||dd1 + dd2 + dd3 − db||22 +

1
2
||A1dd1||22 +

1
2
||A2dd2||22 +

1
2
||A3dd3||22, (8)

where dd1, dd2 and dd3 are the desired deblended data. The first term of this objective
function is the familiar data-space deblending objective function that requires that the sum
of the deblended shots be equal to the blended data. The other three terms can be seen
as additional constraints and effectively act to enforce the separation of the three shots.
Because A1, A2 and A3 contain the inverse spectra of d̂1, d̂2, and d̂3, the additional terms
constrain dd1, dd2 and dd3 so that they take the spectra of d̂1, d̂2 and d̂3 respectively. We
also point out that minimizing equation 8 is equivalent to applying a filter that optimally
separates the shots in the least-squares sense (equation 6).

This process of pattern-based deblending occurs at each iteration of the waveform inversion.
The key to the waveform inversion with pattern-based deblending algorithm is that it uses
both waveform inversion as well as the pattern-based deblending step in order to simulta-
neously provide high-quality deblended data as well as seismic images. As the subsurface
parameters are updated and improved, so will the deblending at each iteration. We sum-
marize the process of waveform inversion of blended data with pattern-based deblending in
algorithm 5.

Algorithm 5 Waveform inversion of blended data with pattern-based deblending
Require: m0 (starting/background model) and db

1: for iter=1 to n iter do
2: Compute independently-modeled data fu(miter) = d̂iter
3: Estimate non-stationary, multidimensional PEFs on d̂iter
4: With the PEFs, deblend db via the minimization of equation 8 resulting in the

deblended data dditer
5: Compute the data residual: riter = d̂iter − dditer
6: Compute gradient using riter
7: Update model with gradient
8: end for

RESULTS

In order to test our algorithm, we performed a linearized waveform inversion (LWI) on
synthetic data generated using the Marmousi velocity model. To create the blended data,
we modeled blended data via acoustic finite difference modeling where each blended shot
consisted of two shots with randomly dithered shot times and a 1.4 km shot spacing. In
total, we had 23 blended shots with receivers at each grid point on the surface.
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(a)

(b)

(c)

Figure 1: Comparison of (a) direct LWI of blended data, (b) LWI with a pattern-based
method and (c) conventional LWI. Note that the image resulting from direct LWI of blended
data (panel (a)) is contaminated with a number of artifacts. Also note that using the
pattern-based method with LWI results in a clean image that is comparable to LWI of
unblended data. [CR] joseph2/. blwimarm-40,lwiwfmarm-40,lwimarm-40
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Using a smoothed version of the true Marmousi model as our background velocity model
(m0), we then performed 30 iterations of LWI with pattern-based deblending as well as 30
iterations of blended LWI. The results of these inversions are shown in Figure 1. Comparing
the results of blended LWI (Figure 1(a)) with those of LWI with pattern-based deblending
(Figure 1(b)) we observe that the inverted result from LWI with pattern-based deblending
has significantly fewer artifacts. In fact, the inverted result from LWI with pattern-based
deblending is comparable to the result obtained from LWI of unblended data shown in
Figure 1(c).

Figure 2: Comparison of conver-
gence of deblended data obtained
from blended linearized waveform in-
version (blue curve) and deblended
data obtained from the iterative de-
blending performed during the LWI
with the pattern-based approach
(red curve). Note that after 30 iter-
ations direct imaging of the blended
data only provides deblended data
within approximately 25% of the
true data whereas using the pattern-
based approach brings the error
down to approximately within 10%.
[CR] joseph2/. dblnormcomp

Next we compared the deblended data obtained using each approach. To obtain the de-
blended data from the blended LWI, we performed independent modeling (after completing
the inversion) on the estimated models from each iteration. For our LWI with pattern-based
deblending, we used the deblended data at each iteration of the LWI. Figure 2 shows the
convergence of the deblended data from each algorithm to the true unblended data. The
blue curve shows the convergence of blended LWI and the red shows the convergence of
LWI with pattern-based deblending. When comparing the two curves, it is clear that the
pattern-based approach demonstrates superior convergence. Additionally, we observe from
the convergence of LWI with pattern-based deblending that the filtering improves slightly
with iteration. This shows that indeed both inversions (equations 5 and 8) are working
together thus providing faster convergence than conventional blended LWI.

Figure 3 shows the deblended data from both blended LWI and LWI with pattern-based
deblending. Note that while both algorithms successfully deblend the data, the difference
between the deblended and unblended data shown in Figures 3(e) and 3(f) shows again that
using the pattern-based deblending results in deblended data that is closer to the unblended
data. In terms of the signal to noise ratio (SNR) defined as

SNR = 10 log
( ||du||22
||du − dd||22

)
, (9)

we find that the deblended data obtained from blended LWI has an SNR of 7.10 dB whereas
the deblended data obtained from LWI with pattern-based deblending has an SNR of 10.65
dB. This amounts twice the increase in SNR from our proposed algorithm.
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(a) (b)

(c) (d)

(e) (f)

Figure 3: Comparison of deblended data obtained from blended LWI and LWI with a
pattern based approach. (a) Two blended shots, (b) the true unblended data, (c) the
deblended shot obtained via linearized modeling after 30 iterations of blended LWI. (d) The
deblended shot after 30 iterations of LWI with a pattern-based approach, (e) the difference
between (b) and (d) and (f) the difference between (c) and (d). Note in panel (e) that
there remains signifiant residual noise due to slow convergence in fitting the data. [CR]
joseph2/. blddat,ublddat,blwidblsht,lwiwfdblsht,blwidbldiff,lwiwfdbldiff
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In spite of this increased performance, when compared to direct imaging of blended data,
our proposed algorithm is more computationally demanding due to the need for the inde-
pendent modeling of the shots. However, our algorithm requires approximately the same
computational cost as traditional waveform inversion, as the data-space deblending step is
negligible when compared to the compuational cost of an iteration of waveform inversion.

CONCLUSION

We presented a new algorithm for directly imaging simultaneous source blended data that
uses a computationally inexpensive data-space deblending step at each iteration of the
waveform inversion. This data-space deblending step is performed using a pattern-based
approach that requires that we independently-model the source wavefields. Filters then are
estimated on these independently-modeled data and then are used to deblend the blended
data at each iteration of the waveform inversion. We showed for a linearized waveform
inversion example on the Marmousi model that introducing the pattern-based deblending
at each iteration resulted in an inverted subsurface model with fewer artifacts and deblended
data with more reliable amplitudes. For future work, we plan to move beyond the linearized-
waveform inversion example and solve the full-waveform inversion problem with pattern-
based deblending.

REFERENCES

Abma, R. and J. Yan, 2009, Separating simultaneous sources by inversion: 71st EAGE
Conference and Exhibition Abstracts.

Abma, R., Q. Zhang, A. Arogunmati, G. Beaudoin, et al., 2012, An overview of BP’s marine
independent simultaneous source field trials: 82nd Ann. Int. Mtg, SEG.

Abma, R. L., 1995, Least-squares separation of signal and noise using multidimensional
filters: PhD thesis, Stanford University.

Beasley, C. J., R. E. Chambers, and Z. Jiang, 1998, A new look at simultaneous sources:
SEG Technical Program Expanded Abstracts, 133–135.

Berkhout, A. J., 2008, Changing the mindset in seismic data acquisition: The Leading
Edge, 27, 924–938.

Brown, M., R. G. Clapp, and K. Marfurt, 2001, Predictive signal/noise separation of ground-
roll-contaminated data: STANFORD EXPLORATION PROJECT, 111.

Chen, Y., H. Chen, K. Xiang, and X. Chen, 2017, Preserving the discontinuities in least-
squares reverse time migration of simultaneous-source data: Geophysics, 82, S185–S196.

Claerbout, J., 2014, Geophysical image estimation by example: Lulu. com.
Guitton, A., 2005, Multiple attenuation in complex geology with a pattern-based approach:

Geophysics, 70, V97–V107.
Jiang, Z., R. Abma, et al., 2010, An analysis on the simultaneous imaging of simultaneous

source data: Presented at the 2010 SEG Annual Meeting.
Kommedal, J., G. Alexander, S. Wagner, and L. Wyman, 2016, Iss on ice: Seismic acquisi-

tion in the arctic, 6–10.
Leader, C., 2015, The separation and imaging of continously recoded seismic data: PhD

thesis, Stanford University.
Manin, M. and S. Spitz, 1995, 3d attenuation of targeted multiples with a pattern recogni-

tion technique: Presented at the 57th EAGE Conference and Exhibition.



SEP-172 Direct imaging and deblending 271

Soni, A. and D. Verschuur, 2015, Imaging blended vertical seismic profiling data using
full-wavefield migration in the common-receiver domain: Geophysics, 80, R123–R138.

Tang, Y., B. Biondi, et al., 2009, Least-squares migration/inversion of blended data: Pre-
sented at the 2009 SEG Annual Meeting.

Xue, Z., Y. Chen, S. Fomel, J. Sun, et al., 2014, Imaging incomplete data and simultaneous-
source data using least-squares reverse-time migration with shaping regularization: Pre-
sented at the 2014 SEG Annual Meeting.



272 Jennings et al. SEP-172



Stanford Exploration Project, SEP172, June 6, 2018

Adaptive prediction error filters

Rustam Akhmadiev

ABSTRACT

The theory and the applications of prediction error filters are well known. Most of
the time, however, they are built to be stationary (not varying in space and time) and
therefore, they carry some global statistical information of the signals. Hence, these
filters cannot be expected to be optimal in a nonstationary environment.
Here I address the problem of designing a nonstationary prediction error filter (PEF)
using a gradient adaptive lattice and recursive least-squares filters. Their one- and two-
dimensional applications (deconvolution) to nonstationary signals show better whiten-
ing properties compared to conventional stationary PEFs.

INTRODUCTION

Signals recorded on seismic records are not stationary. The frequency content of the seismic
waves change as they propagate through the subsurface because of the anelastic attenuation
and scattering. At the same time recorded data is nonstationary in space because different
events have different slopes that change with time as well. That is why it is natural to try
to find filters that adapt to the local characteristics of the signals.

Prediction error filters arise from the theory of linear prediction, which deals with the
problem of estimating the future samples of the signal using a linear combination of its
previous samples weighted by sought-for filter coefficients. The error of this prediction
turns out to be white (not correlated), while the filter has the inverse spectrum of the
signal (that allows estimation of the original signal). Consequently, one of the most common
applications of these filters is deconvolution – the process that tries to widen the spectrum
by removing the convolutional effects of the bandlimited signal. Having the information of
the original signals, these filters can also be used for multidimensional interpolation.

There are different ways of finding a PEF, all based on minimizing the norm of the pre-
diction error. Probably the very first successful way of solving this problem was based on
an efficient way of solving normal equations (finding the inverse of a Toeplitz matrix) using
the Levinson-Durbin algorithm (Claerbout, 1985). This problem can also be approached
using optimization theory tools such as methods of steepest descent, conjugate gradient, etc
(Claerbout, 2014). While being very efficient and stable, the gradient-based methods, how-
ever, require significant effort to be implemented in a nonstationary environment. On the
other hand, it turns out that the methods based on the original Levinson-Durbin recursion
are very fast, efficient and easily adjusted to account for nonstationarity.

One of these filters considered herein is called the lattice predictor filter and arises from
the Levinson-Durbin algorithm. It is well studied in the electrical engineering society, it
can be easily extended to be adaptive and it is known to be the most efficient structure to
give orthogonal (not correlated) forward and backward prediction errors.
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Another popular adaptive algorithm is called recursive least squares (RLS) that essen-
tially is a way of adaptively finding the inverse correlation matrix (coming from the normal
equations) as the data streams through the filter.

LATTICE FILTER

The lattice filter can be understood from the point of view of the Levinson-Durbin recursion.
The filter coefficients are updated in a following way:

am =
[
am−1

0

]
+Km

[
0

aBm−1

]
, (1)

where am−1 is the prediction-error filter of order (m−1) and size m on the previous iteration,
aBm−1 has the same coefficients in the reverse order, Km are reflection coefficients and am is
the updated prediction-error filter of order (m) and size m+ 1. Let us consider the action
of the PEF of order m to the input um+1 = [u(n), u(n− 1), . . . , u(n−m)] of size m+ 1 and
with corresponding lags equal to [0, 1, . . . ,m]. This produces a forward prediction error of
order m:

fm(n) = aTmum+1(n)

Looking at the terms in the Equation 1 separately:

[
aTm−1 0

]
um+1(n) =

[
aTm−1 0

] [ um(n)
u(n−m)

]
= aTm−1um(n) = fm−1(n),

[
0 aBTm−1

]
um+1(n) =

[
0 aBTm−1

] [ u(n)
um(n− 1)

]
= aBTm−1um(n− 1) = bm−1(n− 1).

Therefore, to estimate the forward prediction error fm(n) (where m represents the filter
length m + 1 at time n), we need the forward prediction error fm−1(n) at time n corre-
sponding to the lower filter of order m − 1 and backward prediction error bm−1(n − 1) at
the previous sample n− 1:

fm(n) = fm−1(n) +Kmbm−1(n− 1),
bm(n) = bm−1(n− 1) +Kmfm−1(n)

(2)

For this procedure and the resulting filter to be stable (and minimum-phase) the prediction-
error power should be decreasing or at least stay the same. Update equations for the
prediction-error of the Levinson recursion (Yilmaz, 2001) show that this requires the reflec-
tion coefficients |Ki| ≤ 1 at every iteration i = 1, . . . ,m.

To find the coefficients Km, we should find the minimum of objective function:

Em(n) = ||fm(n)||2 + ||bm(n)||2,

where fm(n) and bm(n) are now the vectors containing the forward and backward prediction
errors of m-order accumulated up to the n-th sample.

Em(n) = ||fm(n)||2 + ||bm(n)||2 =

= ||fm−1(n) +Kmbm−1(n− 1)||2 + ||bm−1(n− 1) +Kmfm−1(n)||2 =

= (||fm−1(n)||2 + ||bm−1(n)||2)(1 +K2
m) + 4KmbTm−1(n− 1)fm−1(n).
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Taking the derivative of the previous expression with respect to Km:

∂Em
∂Km

= 2Km(||fm−1(n)||2 + ||bm−1(n)||2) + 4bTm−1(n− 1)fm−1(n).

Therefore, the optimal Km minimizing the power of forward and backward errors can
be chosen by equating the derivative to zero:

Km = − 2bTm−1(n− 1)fm−1(n)
||fm−1(n)||2 + ||bm−1(n)||2 .

What this says is that the reflection coefficients (controlling the PEF and the prediction
error) are computed based on all the previous samples. The idea for making this process
adaptive is to introduce a ”forgetting” parameter 0 < β < 1 for the denominator estimate
at a current sample n to become (taking single-pole average):

Em−1(n) = ||fm−1(n)||2 + ||bm−1(n)||2

= βEm−1(n− 1) + (1− β)(f2
m−1(n) + b2m−1(n)).

(3)

Treating the numerator in the same manner and allowing reflection coefficients to depend
on the sample numberKm(n) it is possible to obtain the following recursive formula (Haykin,
2002):

Km(n) = Km(n− 1)− 1− β
Em−1(n)

(fm−1(n)bm(n) + bm−1(n− 1)fm(n)), (4)

which is similar to the update equations of the normalized LMS algorithm (Paleologu et al.,
2008). This allows the algorithm to respond accordingly depending on the powers of forward
and backward errors. If the errors are small (E(n) is small) then the step-size (1−β)/E(n)
is large and the filter adapts rapidly and if the errors are large, the step-size is small and
the filter doesn’t respond to variations as quickly.

To imitate nonstationarity, I created a simple single trace with four damped sinusoids
with four distinct frequencies increasing with time (Figure 5(a)). We can see that after
filter is applied, the signal has indeed been compressed, the amplitudes, however, are not
really reliable. The effect of forgetting parameter β is also obvious – the smaller its value,
the more adaptive the filter is, which results in overfitting (Figure 1(d)).

I then applied this filter to the field stacked data on Figure 2. Again, after filtering,
we can see increased resolution. However, we have to be careful again with the forgetting
parameter so as to not create ”fake” reflections.

Multidimensional lattice filter

Lattice filters are implicitly solving the problem of finding the inverse of the autocorrelation
matrix of the signal involved in the normal equations of linear prediction. Therefore, as
PEFs they are carrying information of the signal spectra. Multidimensional filters are
similar and probably even more important for the real applications.
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(a) (b)

(c) (d)

Figure 1: Lattice filter applied to single nonstationary trace (with a filter size m = 5, β–
forgetting parameter): (a) – original trace, (b) – β = 0.9, (c) – β = 0.5, (d) – β = 0.1.
[ER] arustam2/. nst0,nst0.9,nst0.5,nst0.1

Extending lattice filters to two dimensions is not a trivial task. There have been several
successful attempts of solving this problem (e.g. (Parker and Kayran, 1984)). If in the one-
dimensional case there are two fields involved (forward and backward prediction errors), in
2D there are even more fields that need to be updated (4 in case of a 2x2 quarter-plane
filter). Naturally, the reflection coefficients now become vectors depending on the filter size.
Finding optimal values for them in this case involves a matrix inversion at every lattice stage
m and at every sample n. However, it was shown in (Kayran, 1996) that the problem of
finding multidimensional lattice filter may be solved using one-dimensional lattice approach.

The first step is to locally order the 2D signal into a 1D array (Figure 3). In this case,
ordering corresponding to an assymetric plane was used. After this, the first iteration of
the algorithm is to combine all the neighboring pairs within this 1D vector to give the
first estimate of the forward and backward errors at all the points. The second iteration
combines the pair of points jumping across one sample, the third – jumping across two
samples, etc. We iterate until the jump is equal to the whole filter length. To make this
filter adaptive, the reflection coefficients are updated by the same Equation 4.

The result of applying a 2D lattice filter of size 2x3 on the stacked data is shown in Figure
4. Two-dimensional prediction error filters destroy the correlation in two dimensions, which
is why the continous reflections are suppressed. However, because the dip of the events
is changing in space and time, crossing events are harder to predict. By changing the
forgetting parameter it is possibe to control the adaptiveness of the filter and significantly
remove the correlated (in space and time) events. Making this parameter even smaller than
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(a)

(b)

(c)

Figure 2: Lattice filter applied to raw stack (with a filter size m = 5, β–forgetting
parameter): (a) – original stack, (b) – β = 0.9, (c) – β = 0.7. [ER]
arustam2/. WGstack0,WGstack0.9,WGstack0.7
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Figure 3: Ordering of 2D signal into 1D array: (a)–quarter-plane model, (b)–assymetric
plane. Evaluating the prediction error at the 0-th sample (shown by black circle) involves
previous samples (shown in white circles). Numbers correspond to ordering of the samples
involved in calculations. [NR] arustam2/. q-plane,a-plane

shown in the figure removes most of the events, making the output white noise. Increasing
the filter size might also help in predicting more slopes, because it will be capturing more
spatial information.

RECURSIVE LEAST-SQUARES (RLS) FILTER

The recursive least-squares algorithm is a general extension of the least-squares method that
allows computation of adaptive filters as the data streams through the filter. It is known to
have better convergence properties (towards optimal Wiener solution) than the least-mean
square (LMS) algorithm due to the intrinsic use of the inverse correlation matrices.

The first step to allow RLS filter adaptation is to introduce a forgetting parameter
0 < λ ≤ 1 in the error-norm estimate at a given sample n:

E(n) =
n∑

i=1

λn−i|e(i)|2

=
n∑

i=1

λn−i|d(i)− y(i)|2

=
n∑

i=1

λn−i|d(i)−wT (n)u(i)|2,

(5)

where d(i) is the desired response at i-th sample, y(i) = wT (n)u(i) is the output of adaptive
filter w(n) = [w0(n), w1(n), . . . , wm−1(n)]T estimated at sample n acting on the past m
input samples u(i) = [u(i), u(i− 1), . . . , u(i−m+ 1)]T .

Because of the ill-posed nature of the problem, a regularization term is included in the
cost function as follows

E(n) =
n∑

i=1

λn−i|e(i)|2 + δλn||w(n)||2.
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(a)

(b)

(c)

Figure 4: 2D lattice filter applied to raw stack (with filter size m1 = 2,m2 = 3, β–
forgetting parameter): (a) – original stack, (b) – β = 0.99, (c) – β = 0.92. [ER]
arustam2/. WGstack0,WGstack-2-0.99,WGstack-2-0.92
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Finding the zeroes of derivative of this cost function with respect to the filter coefficients w
leads to normal equations with an autocorrelation matrix R(n), and cross-correlation x(n)
of the desired output d(i) with the input vector u(i):

R(n)w(n) = x(n),

R(n) =
n∑

i=1

λn−iu(i)uT (i) + δλnI,

x(n) =
n∑

i=1

λn−iu(i)d(i).

It is straightforward to see now that adding the regularization term has essentially
the effect of adding white noise to the data and makes the correlation matrix diagonally
dominant to assure its stable inverse. It is also easy to note the following recursion relations
(Haykin, 2002):

R(n) = λR(n− 1) + u(n)uT (n),
x(n) = λx(n− 1)u(n)d(n).

Computing the optimal filter weights requires the inverse correlation matrix R−1(n) =
P(n). An efficient way of finding it is using the previously shown recursion and the Wood-
bury matrix inversion lemma. The resulting formulas are:

P(n) = λ−1P(n− 1)− λ−1k(n)uT (n)P(n− 1),

k(n) =
λ−1P(n− 1)u(n)

1 + λ−1uT (n)P(n− 1)u(n)
= P(n)u(n),

w(n) = w(n− 1) + k(n)[d(n)− uT (n)w(n− 1)] = w(n− 1) + k(n)ξ(n).

(6)

Here, ξ(n) is the a priori estimation error – the error at a current sample n estimated
using the old filter weights from the previous sample n− 1; k(n) is the gain vector that is
the input u(n) transformed by the inverse correlation matrix P(n). We see that the filter
weights are updated by adding in a priori prediction error scaled by k(n).

The equations 6 constitute the RLS algorithm. We start off from the initial filter w(0) =
0 and initial correlation matrix R(0) = δI. Then, after choosing the forgetting parameter
λ ,the algorithm proceeds to giving the prediction errors.

We applied the RLS filter to a single nonstationary trace (Figure 5). Here, we observe
different results by choosing different initialization constants δ. Apparently, decreasing it
leads to faster convergence, however in the high signal-to-noise environment this might lead
to instabilities.

Applying the filter to the raw stacked data (Figure 6) increased resolution throughout
the whole section since the filter was changing along the time axis and adapting to the
changes in the signal.

Adding filter coefficients in the spatial direction leads to suppressing spatially correlated
events (mostly reflections). Ideally the output of the PEF should be uncorrelated white
noise. This can be achieved by modifying the forgetting parameter and making the filter
adapt faster.
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(a) (b)

(c) (d)

Figure 5: RLS filter applied to single nonstationary trace (with a filter size m = 5, forgetting
parameter λ = 0.9 and initialization constant δ: (a) – original trace, (b) – δ = 100, (c) –
δ = 10, (d) – δ = 1. [ER] arustam2/. nst0,nst-rls100,nst-rls10,nst-rls1

CONCLUSION

Prediction error filters are powerful tools for capturing statistical information about the
signals. I have implemented nonstationary versions able to adapt to local (multidimensional)
changes of the waves. Gradient adaptive lattice and recursive least-squares prediction-error
filters have shown to be efficient and fast. However, their stability, parametrization and
whitening properties are yet to be investigated.
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(a)

(b)

(c)

Figure 6: 1D RLS filter applied to raw stack (with filter size m = 5, forgetting parameter
λ and initialization constant δ = 10: (a) – original stack, (b) – λ = 1, (c) – λ = 0.9). [ER]
arustam2/. WGstack0,WGstack-rls1-1,WGstack-rls1-0.9
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(a)

(b)

(c)

Figure 7: 2D RLS filter applied to raw stack (with filter size m1 = 2,m2 = 3, forgetting
parameter λ and initialization constant δ = 10: (a)– original stack, (b) – λ = 0.99, (c) –
λ = 0.9). [ER] arustam2/. WGstack0,WGstack-rls2-0.99,WGstack-rls2-0.9
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Front matter

It is not that I’m so smart. But I stay with the questions much longer. -A.E.

0.1 PREFACE

After what in 2014 was to be my final book, Geophysical Image Estimation by Example
(GIEE), I stumbled on an approach to a large amount of geophysical data model fitting that
is much simpler than traditional approaches. Even better, it avoids the often unreasonable
academic presumption of stationarity (i.e., time and space invariant statistics). Not only
that, but, as I was finishing GIEE, I was horrified to realize that I had invested much in
managing scalar data on an irregular grid, but the method did not scale well to signal data.
Altogether, I could not resist embarking on this booklet. And it worked.

I am now ready to share further development with any and all. Any participant is
welcome to contribute illustrations (and ideas)—perhaps becoming a coauthor, even taking
over this manuscript. (I’m 80 years old.) The first need now is more examples. Ultimately,
all the examples should be presented in reader rebuildable form.

My previous book GIEE is freely available at http://sep.stanford.edu/sep/prof/
or in paper for a small price at many booksellers, or at the printer, Lulu.com. It is widely
referenced herein.

For teachers: I recommend covering material in this order: (1) GIEE Chapter 1 on
adjoints, (2) this booklet on PEFs, (3) GIEE conjugate gradients and subsequent chapters.

Early beta versions of this booklet will fail to provide rebuildable illustrations. I am no
longer coding myself, so if there are ever to be rebuildable illustrations, I need coauthors.
I set for myself the goal to take this booklet out out of beta when 50% of the illustrations
can be destroyed and rebuilt by readers.

The most recent version of this manuscript should be at the website Jon Claerbout’s
classroom. Check here: http://sep.stanford.edu/sep/prof/. The manuscript you are
now reading was formed May 16, 2018.

i
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0.2 INTRODUCTION

The word nonstationary is commonly defined in the world of time signals. Signals become
nonstationary when their mean or their variance changes. More interestingly, and the focus
herein, signals become nonstationary when their spectrum (frequency content) changes.

The word nonstationary is also taken to apply to images, such as earth images, and also
to wavefields seen with clusters of instruments. Wavefields are nonstationary when their
arrival direction changes with time or location. They are nonstationary when their 2-D
(two-dimensional) spectrum changes.

Herein the word nonstationary also refers to sampling irregularity. All signal recording
instruments cost money; and in the world we study, we never have enough. Further, we
are often limited in the locations we can place data recorders. In Chapter 4, the word
nonstationary refers to our inability on the earth surface to acquire adequate numbers of
uniformly spaced signals.

We require uniformly spaced signals for three reasons: First, to enable pleasing displays
of them. Second, the equations of physics are generally represented in computers using
finite differences. Third, we learn by subtracting observed data from model derived data.
That difference we call the residual. From the residual we are able to make discoveries.
Before residuals are minimized to learn the best fitting model, a principle of statistics says
residuals should be scaled to uniform strength in both physical space and in Fourier space.
We achieve this by a means that requires uniform sampling of data. Since spatial sampling
uniformity often cannot be achieved with real data, this booklet explains how observed
data on a nonuniform grid can be used to make pseudo data that is on a uniform grid; and
further, linear interpolation of the pseudo data yields the observed data.

0.2.1 What can you do with these methods?

1. Build models to fit data with nonstationary statistics.

2. Perform blind deconvolution (estimate and remove a source wavelet).

3. Fill data gaps. Interpolate beyond aliasing (sometimes).

4. Transform residuals to IID (Independent, Identically Distributed) while fitting.

5. Swap easily among `1, `2, hyperbolic, and inequality penalties.

6. Stretch a signal unevenly to match another. Images too.

7. Predict price based on diverse aspects.

8. Remove crosstalk in multichannel signals (vector data).

9. Model robustly (i.e., multivariate median versus the mean).

10. Shave models with Occam’s razor outdoing the `1 norm.

11. Bring randomly positioned data to a uniform Cartesian grid.
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0.3. PREDICTION ERROR FILTER = PEF iii

12. Join the world of BIG DATA by grasping multiple aspects of back projection.

This booklet is novel by attacking data what is nonstationary, meaning that its statistical
characterization is not constant in time and space. This approach works by including a new
data value to a previously solved imaging problem. The newly arrived data value requires
us to make a small adjustment to the previous solution. Then we continue with all the
other data values.

Although we begin here narrowly with a single 1-D scalar signal yt, we soon expand
broadly with yt(x, y, z) representing multidimensional data (images and voxels) and then
multicomponent (vector-valued) signals ~yt.

Many researchers dealing with physical continua use “inverse theory” (data model fit-
ting) with little grasp of how to supply the “inverse covariance matrix.” The needed algo-
rithms including pseudo code are here.

0.3 PREDICTION ERROR FILTER = PEF

Knowledge of an autocorrelation is equivalent to knowledge of a spectrum. Less well known
is that both are equivalent to knowledge of a Prediction Error Filter (PEF). PEFs share
many properties with differential equations. A PEF is like a differential equation that when
driven by a random noise source, it produces data with the spectrum of interest. The word
spectrum refers not only the temporal spectrum, but also to 3-D spatial spectra. The PEF
is derived from data by least squares procedures that we soon see.

0.3.1 PEF history

The name “Prediction Error Filter” appears first in the petroleum exploration industry
although the idea emerges initially in the British market forecasting industry in the 1920s
as the Yule-Walker equations (a.k.a. autoregression). The same equations next appear in
1949 in a book by Norbert Wiener in an appendix by Norman Levinson. Soon after, Enders
Robinson extended the PEF idea to multichannel (vector-valued) signals. Meanwhile, as the
petroleum exploration industry became computerized it found a physical model for scalar-
valued PEFs. They found a lot of oil with it; and they pursued PEFs vigorously until about
1970 when their main focus shifted (to where it remains today) to image estimation. My
friends John Burg and John Sherwood understood a 2-D extension to the PEF idea but
it went unused until I discovered the helix interpretation of it (in about 1998) and used it
extensively in my 2014 book Geophysical Image Estimation by Example (GIEE). Beyond
2-D, the PEF idea naturally extends to any number of dimensions. (Exploration industry
data exists in a 5-D space, time plus two Earth surface geographical coordinates for each
energy source plus another two for each signal receiver.) I expected the study of submarine
warfare to result in conceptual advances with acoustic antennas; etc, but, I am not aware
of whatever fundamentals it may have uncovered.
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0.3.2 PEFs present and future

From an application perspective the weakness of autocorrelation, spectrum, and classic PEF
is the lack of a natural extension to nonstationarity. Like autocorrelation and spectrum, the
PEF theory became clumsy when applied to real-world data in which the statistics varied
with time and space. Since my 2014 book, Sergey Fomel and I have found a way to extend
the PEF concept to nonstationary data. Not only have we discovered an extension, it is
also easier to understand and to code! This ease promises quick results and, it looks like
fun! Although I recently turned 80, I cannot stop thinking about it.

In addition to all the old-time activities that are beginning to get easier and better,
progress will be rapid and fun for even more reasons. The emerging field of Machine
Learning shares strong similarities and differences with us. Both fields are based on many
flavors of back projection. Herein find about twelve back-projection pseudo codes all based
on the (x, y, z, t) metric. Machine learning back projections are not limited to that metric,
however they can be slow, and they can be spectacularly fragile. Never-the-less, the Machine
Learning community brings a young, rapidly-growing, energetic community to the table, and
that is another reason we will make progress and have have fun.

0.4 CREDITS AND THANKS

Sergey Fomel triggered this direction of research when he solved the nonstationarity problem
that I had posed but could not solve. Bob Clapp ran an inspiring summer research group.
Stewart Levin generously welcomes my incomplete thoughts on many topics. He page edited
and provided a vastly cleaner 1-D whiteness proof. John Burg set me on the track for
understanding the 2-D PEF. Kaiwen Wang worked with me and made all the illustrations
in the multichannel chapter. Joseph Jennings provided the field-data debubble example and
commented on early versions of the multichannel chapter. Jason Chang assisted me with
LaTeX. Anne Cain did page editing.

Finally, my unbounded gratitude goes to my beloved wife Diane, who accepted to live
with a kind of an alien. Without her continuous love and support over half a century, none
of my books could have existed.
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Chapter 1

Nonstationary scalar signals

1.0.1 Why should residuals be IID?

A principle of Statistics is that residuals of fitting models to data should be Independent
and Identically Distributed (IID), meaning in practice that the residuals should be scaled
up to be easily visible everywhere in both physical space and Fourier space, this before
adjusting model parameters to minimize a sum of residuals. This ensures that all aspects
of the data have been probed. Scaling in physical space is easy. For Fourier space we need
Prediction Error Filters (PEFs). They come next.

1.0.2 Prediction-error filtering (deconvolution)

A widespread generic model for signal and image data is that the data originated from
independent causes that were somehow smoothed, filtered, or convolved before reaching us
as data. Because the PEF returns us to uncorrelated and apparently independent sources,
it is said to be “deconvolved.”

Start with a channel of data (a signal of many thousands of values). We denote these
data numbers by y = (y0, y1, y2, · · ·). A little patch of numbers that we call a “filter” is
denoted by a = (a0, a1, a2, · · · , anτ ). In pseudo code these filter numbers are denoted by
a(0), a(1),...,a(ntau). Likewise code for the data. The filter numbers slide across the
data numbers with the leader being a(0). An equation for sliding the filter numbers across
the data numbers obtaining the output rt is rt =

∑nτ
τ=0 aτyt−τ . In a stationary world, the

filter values are constants. In our nonstationary world, the filter values change a tiny bit
after the arrival of each new data value.

Several computer languages allow the calculation x← x+ y to be represented by x+=y.
We use this notation herein, likewise x-=y for subtraction. Pseudo code for finding r(t) is:

# CODE = CONVOLUTION

r(....) = 0.

for all t {

do tau = 0, ntau

r(t) += a(tau) * y(t-tau)

}

1
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2 CHAPTER 1. NONSTATIONARY SCALAR SIGNALS

With each step in time we prepare to change the filter a(tau) a tiny bit. To specify the
change, we need a goal for the filter outputs r(t) to have minimum energy. To prevent the
filter a from becoming all zeros, we constrain the first filter coefficient to be unity.

a = [ 1, a1, a2, a3, · · ·] (1.1)

To contend with the initial unit “1.0” outputting an input data value, the remaining filter
coefficients try to destroy that data value. They must attempt to predict the input value’s
negative. The filter output rt is the residual of the attempted prediction. The name of the
filter itself is the Prediction-Error Filter (PEF). PEFs are slightly misnamed because their
prediction portion predicts the data negative.

Intuitively, PEF output has sucked all the predictability from its input. Appendix 5.1.1
Why 1-D PEFs have white output shows the PEF output tends to be spectrally white—to
be a uniform function of frequency. The longer the filter, the whiter the output. The name
deconvolution came about from a hypothetical model that the original sources were random
impulses, but the received signal became spectrally colored (convolved) by reasons such as
wave propagation. Thus, a PEF should return the data to its original state. It cannot restore
any delays—because the PEF is causal, meaning it has only knowledge of the past; therefore
[· · · , a−2, a−1] = 0. P.E. filtering is sometimes called blind deconvolution—stressing that
a is estimated as well as applied.

For now yt and aτ are scalar time functions at a point in space. Before we finish, they
will become time functions in a physical space like the quadruple indexed array yt(x, y, z).
Beyond that we will revert to a point in space, but extend to a vector-valued signal. Theory
proceeds somewhat like with scalar signals, but data and prediction error are vector func-
tions like ~rt = (ut, vt, wt), where the PEF begins not with a 1.0 but with a three component
identity matrix I.

1.1 THE HEART OF NONSTATIONARY PEF WITH NO CALCULUS

At any moment in time, we may think of the PEF output rt =
∑
τ aτyt−τ , as a dot product

of the filter a onto some backwards piece of input data. Denote that backwards piece by
d. (Other moments in time have other values in the d vector.) At that moment, the PEF
output is a · d. Consider the exploratory filter a − εd, where ε is a tiny positive number.
Its output rt is (a − εd) · d = (a · d) − ε (d · d). To reduce the size |rt| of the new output
residual, these two terms must have opposite polarity; but rt = (a · d) may have either
polarity. Try instead the filter update (a − ε rtd). Its output is (a · d) − ε rt(d · d), which
on rearrangement is (a · d)(1− ε (d · d)), is easily assured smaller than rt = (a · d). Thus,

∆a = − ε rt d = − ε rt yt−τ (1.2)

In summary:

Filter Definition Output
rt =

∑
τ aτyt−τ

a = aτ d = yt−τ rt = a · d
a− εd First trial a · d− ε (d · d)

a− ε rt d Revision a · d− ε rt (d · d)
a + ∆a Success! (a · d)(1− ε (d · d))

Evolving document. Save the link, not the PDF. May 16, 2018
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1.1. THE HEART OF NONSTATIONARY PEF WITH NO CALCULUS 3

The last line says the filter change reduces the size of the residual rt = (a · d). Clearly we
want to choose 0 < ε < 1/(d · d), but might want it much smaller than that, because our
numerical choice of ε balances fitting the present versus fitting the past.

We arrived at Equation (1.2) by guesswork and logic, no calculus. Appendix 5.2 The
heart of nonstationary PEF using calculus derives the same result with two pages of cal-
culus, but it does so under the limitation of the `2 norm. You might notice that rt and
each component of d in the expression ε rt d can be stretched or shrunken by any polarity
preserving function, such as r ← r/|r|. After we finish with the basics, we will return
to specialized applications that take advantage of this extra flexibility. (Hint: We will go
beyond `1.)

1.1.1 Code for prediction error = deconvolution = autoregression

The following code does “deconvolution,” also known as “autoregression.”

r(...) = 0. # CODE = NONSTATIONARY PREDICTION ERROR

a(...) = 0.

a( 0 ) = 1.0

do over time t { # r(t) = nonstationary prediction error.

do tau= 0, ntau

da(tau) = 0

r(t) += a(tau) * y(t-tau) # forward

do tau= 0, ntau

da(tau) += r(t) * y(t-tau) # adjoint

da(0) = 0. # constraint

do tau= 0, ntau

a(tau) -= da(tau) * epsilon

}

The #forward line in the code preceeding applies the filter to get the residual. The #adjoint
line in the code is building Equation (1.2). The adjoint operation is also called back-
projection. The code preceeding, based on little more than the definition of dot product, is
a example of a deeper principle in classroom mathematics. The line #forward is a matrix
times a vector. The line #adjoint is also a matrix times a vector. It is the same matrix
y(t-tau), but one tau loop does the matrix transpose of the other because one carries
tau space to t space, while the other carries t space to tau space. The transpose of any
matrix is M∗

ij = Mji. The line da(0)=0 is a constraint to prevent changing the a(0)=1
maintaining the definition of r(t) as a residual. Common sense has given us the above
example of classroom fundamentals: Put the residual into the adjoint (transpose) to get the
gradient; then go down. We got the gradient without ever calculating a derivative, without
needing a function to take the derivative of! If coding adjoints is new to you, I recommend
Chapter 1 in GIEE (Claerbout, 2014). It is free on the internet.

Suppose while running along time t, we find the line in the code above computing
∆a saying for practical purposes da(tau)=r(t)*y(t-tau) vanishes for all tau>0. This
statement would delight any stationary theorist, because the gradient vanishing ∆a = 0
says we are finished. It is saying the residual r = rt is orthogonal to all the fitting functions
yτ = yt−τ . (A particular fitting function is y9 = yt−9.) With our nonstationary technology,
we do not expect ∆a ever to be exactly zero, but we do expect it to get small and then
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4 CHAPTER 1. NONSTATIONARY SCALAR SIGNALS

bounce around. The fluctuation in size of |∆a| is not simply epsilon, but the fluctuations
diminish as the residual becomes more and more orthogonal to all the fitting functions. We
are too new at this game to know precisely how to choose ε, how much bouncing around to
expect, or how to characterize nonstationarity; but, we will come up with a good starting
guess for ε. While theorizing, there is much we will learn by experience.

1.1.2 The outside world—real estate

The regression updating approach introduced here is not limited to convolutional matrices.
It applies to all regression equations. For each new regression row, subtract from the solution
a tiny suitably scaled copy of the new row. Move along; keep doing it. When you run out of
equations, you can recycle the old ones. By cycling around a vast number of times with an
epsilon tending to zero, you converge to the stationary solution. This updating procedure
should be some long-known principle in mathematics. I have stumbled upon something
called the Widrow-Hoff learning rule, which feels just like this updating.

For example, imagine a stack of records of home sales. The i-th member of the stack is
like the t-th time of a signal. The first column contains the recorded sales prices. The next
column contains the square footages, the third column contains the number of bathrooms,
etc. Because many of these variables have all positive elements, we should allow for removing
their collective means by including a column of all “ones.” In the signal application, the
i-th column contains the signal at the i-th lag. Columns containing all positive numbers
might be replaced by their logarithms. The previously shown code finds ai coefficients to
predict (negatively) the signal. Associating lags with real-estate aspects, the code would
predict (the negative and possibly the logarithm of) the sales price. You have made the
first step towards a learning machine.

1.1.3 Why does the residual into the adjoint give the gradient?

Basic geophysical model m estimation is summarized by the residual minimization 0 ≈
r(m) = Fm − d. In the special case in which F is a convolution matrix (downshifted
columns of data d), this formulation fits the estimation of a prediction filter m. But, for
many applications we want a prediction-error filter a. Thus, we think of PEF estimation
as the constraint a0 = 1 along with the augmented matrix Y = [d|F] where Y is also a
convolution matrix.

This tutorial document shows twelve pseudo codes for diverse applications of PEFs;
therefore let us be sure that everyone is onboard with the idea that the gradient is a
residual dumped into a transposed modeling operator. Chapter 2 of my textbook GIEE
(Claerbout, 2014) guides you through every step with a 2 × 3 matrix. In summary, the
quadratic form you are minimizing is r · r = (m∗F∗ − d∗)(Fm− d) with derivative by m∗

being ∆m = F∗r. Likewise, the derivative of a∗Y∗Ya by a∗ is ∆a = Y∗r.
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1.2. ESTIMATING TOGETHER MISSING DATA WITH ITS PEF 5

1.2 ESTIMATING TOGETHER MISSING DATA WITH ITS PEF

One of the smartest guys I have known came up with a new general-purpose nonlinear
solver for our lab. He asked us all to contribute simple test cases. I suggested, “How about
simultaneous estimation of PEF and missing data?”

“That is too tough,” he replied.

We do it easily now by appending three lines to code preceeding. The #forward line
is the usual computation of the prediction error. To understand that the lines labeled
#adjoint are adjoints (transposes), compare each to the forward line, and observe that
input and output spaces have been swapped. At the code’s bottom are the three lines for
missing-data estimation. The code “looks canonical” (by sticking a residual into an adjoint),
but what is it doing?

# CODE = ESTIMATING TOGETHER MISSING DATA WITH ITS PEF

# y( t) is data.

# miss(t) = "true" where y( miss(t)) is missing (but zero)

r(...) = 0; # prediction error

a(...) = 0; a(0) = 1. # PEF

do t = ntau, infinity {

do tau= 0,ntau

r(t) += y(t-tau) * a(tau) # forward

do tau= 0,ntau

if( tau > 0)

a(tau) -= epsilonA * r(t) * y(t-tau) # adjointA

do tau= 0,ntau

if( miss(t-tau))

y(t-tau) -= epsilonY * r(t) * a(tau) # adjointY

}

We can easily say what the program does, but that does little to explain why it is doing
something logical. It is easier to assert that it must work because a residual r(t) is going
into the transpose of forward modeling, the spaces swapped being r(t) and y(t-tau).

It would be fun to view the data, the PEF, and the inverse PEF as the data streams
through the code. It would be even more fun to have an interactive code with sliders to
choose epsilonA, epsilonY, and our ∆t viewing rate.

It would be still more fun to have this happening on images (Chapter 2). Playing with
your constructions cultivates creative thinking, asserts the author of the MIT Scratch com-
puter language in his book Lifelong Kindergarten (Resnick, 2017). Sharing your rebuildable
projects with peers cultivates the same.

PEF estimation proceeds quickly on early parts of the data. Filling missing data is not
so easy. You may need to run the above code over all the data many times. To maintain
continuity on both sides of large gaps, you could run the time loop backward on alternate
passes. (Simply time reverse y and r after each pass.) To speed the code, one might capture
the t values that are affected by missing data, thereafter iterating only on those.

The above code is quite easily extended to 2-D and 3-D spaces. The only complication
(explained later) is the shape of PEFs in higher dimensional spaces.
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6 CHAPTER 1. NONSTATIONARY SCALAR SIGNALS

It is a near certainty this method works fine if a small percentage of data values are
missing. But, what if a large percentage of values were missing? It might work, or it might
fail. There should be strategies to help it work better. There are valuable uses for data
restoration. Figure 2.4 illustrates the idea.

I wondered if our missing data code would work in the wider world of applications—the
world beyond mere signals. Most likely not. A single missing data value affects τn regression
equations while a missing home square footage affects only one regression equation.

1.2.1 Old 1-D examples I have done in the stationary world

Figure 1.1 shows an appealing test case. The conclusion to draw is that PEF interpolation
preserves the character of the given data, unlike linear or cubic interpolation. a PEF re-
sembles a differential equation (more like the finite difference representation of a differential
equation) which may account for the more “physical” look of the interpolation.

Figure 1.1: Top is given data, taken
to be zeros off the ends of the axis.
Middle is the given data with inter-
polated values. The restored data
has the character of the given data.
Bottom shows the best fitting fil-
ter. Its output (not shown) has
minimum energy. (Claerbout, PVI)
signal/. missif

Another problem of missing data with unknown PEF that I once solved is copied in
Figure 1.2. It clearly shows interpolation beyond aliasing. I took it from page 197 of 2012
version of GIEE. A sinusoid was sampled densely on the left and sparsely on the right.
Toward the right, the interpolated function is well sampled despite widely separated data
values, i.e., data sampled beyond aliasing.

Figure 1.2: Simultaneous estima-
tion of PEF and stationary missing
data (taken from the 2012 version
of GIEE, on page 197) (Claerbout)
signal/. subsine390

1.3 CHOOSING THE STEP SIZE

1.3.1 Epsilon

An application parameter like epsilon requires some practitioner to choose its numerical
value. This choice is best rationalized by making sure ε is free from physical units. Let us
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1.3. CHOOSING THE STEP SIZE 7

now attend to units. From the past of y, the filter a predicts the future of y, so a itself
must be without physical units. The data yt might have units of voltage. Its prediction
error rt has the same units. To repair the units in ε we need something with units of voltage
squared for the denominator. Let us take it to be the variance σ2

y . You might compute it
globally for your whole data set y, or you could compute it by leaky integration (such as
σ2
t ← .99σ2

t−1 + .01y2
t ) to adjust itself with the nonstationary changes in data yt. The filter

update ∆a with a unit-free ε is:
∆a = − ε rt

σ2
y

d (1.3)

That is the story for epsilonA in the code above. For the missing data adaptation rate,
epsilonY, no normalization is required because r(t) and y(t) have the same physical
units; therefore the missing data yt−τ updates are scaled from the residual rt by the unit-
free epsilonY.

Epsilon ε is the fractional change to the filter at each time step. In a process called
“leaky integration,” any long-range average of the filter at time t is reduced by the (1− ε)
factor; then it is augmented by ε times a current estimate of it. After λ steps, the influence
of any original time is reduced by the factor (1 − ε)λ. Setting that to 1/e = 1/2.718
says (1 − ε)λ = 1/e. Taking the natural logarithm, 1 = −λ ln(1 − ε) ≈ λε, so to good
approximation

ε = 1/λ (1.4)

By the well known property of exponentials, half the area in the decaying signal appears
before the distance λ—the other half after.

I often think of the memory function (1− ε)t as a rectangle function of length λ. Least
squares analysis begins with the idea that there should be more regression equations than
unknowns. Therefore, λ should roughly exceed the number of filter coefficients ntau. To
avoid overfitting, I suggest beginning with λ = 100× ntau.

There is a pitfall in the paragraph above. With synthetic data, you may have runs of
zero values. These do not count as data. Then, you need a bigger λ because the zeros do
not provide the needed information.

Mathematicians are skilled at dealing with the stationary case. They are inclined to
consider all residuals rt to carry equal information. They may keep a running average mt

of a residual rt by the identity (proof by induction):

mt =
t− 1
t

mt−1 +
1
t
rt =

1
t

t∑

k=1

rk (1.5)

This equation suggests that an ε decreasing proportional to 1/t (which is like λ proportional
to t) may in some instances be a guide to practice, although it offers little guidance for
nonstationarity other than that ε should be larger; it should drop off less rapidly than does
1/t.

Given an immense amount of data, a “learning machine” should be able to come up
with a way of choosing the adaptivity rate ε. But, besides needing an immense amount of
data, learning machines are notoriously fragile. We should try conjuring up some physi-
cal/geometric concepts for dealing with the kind of nonstationarity that our data exhibits.
With such concepts we should require far less data to achieve more robust results. We need
examples to fire up our imaginations.
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8 CHAPTER 1. NONSTATIONARY SCALAR SIGNALS

You might like to skip to Chapter 2.

1.4 HYPERBOLIC PENALTY FUNCTION

Most people do data fitting by minimizing the sum of the squared residuals—called “least
squares” or the `2-norm approach. Computations are generally easy, but a single outlandish
residual ruins everything. The `1-norm approach minimizes the sum of absolute values of
residuals. The median is a child of `1. Occasional humongous residuals detract little from
the solutions. Regressions solved by `1-norm fitting are described as “robust.”

GIEE has many examples of practical use of the hyperbolic penalty function. Loosely,
we call it `h. For small residuals it is like `2, and for large ones it is like `1. Results with `h
are critically dependent on scaling the residual, such as q = r/r̄. Our choice of r̄ specifies
the location of the transition between `1 and `2 behavior. I have often taken r̄ to be at the
75th percentile of the residuals.

A marvelous feature of `1 and `h emerges on model space regularizations. They penalize
large residuals only weakly, therefore encouraging models to contain many small values,
thereby leaving the essence of the model in a small number of locations. Thus we build
sparse models, the goal of Occam’s razor.

Happily, the nonstationary approach allows easy mixing and switching among norms.
In summary:

Name Scalar Residual Scalar Penalty Scalar Gradient Vector Gradient
`2 q = r q2/2 q q
`1 q = r |q| q/|q| sgn(q)
`h q = r/r̄ (1 + q2)1/2 − 1 q/(1 + q2)1/2 softclip(q)

From the table, observe at q large, `h tends to `1. At q small, `h tends to q2/2 which
matches `2. To see a hyperbola h(q), set h − 1 equal to the Scalar Penalty in the table,
getting h2 = 1 + q2. The softclip() function of a signal applies the `h Scalar Gradient
q/(1 + q2)1/2 to each value in the residual.

Coding requires a model gradient ∆m or ∆a that you form by putting the Vector
Gradient into the adjoint of the modeling operator, then taking the negative. If you want
`2, `1, or `h, then your gradient is either ∆a = −Y∗q, −Y∗sgn(q), or −Y∗softclip(q).
You may also tilt the `h penalty making it into a “soft” inequality like “ReLU” in machine
learning.

(Quick derivation: People choose `2 because its line search is analytic. We chose epsilon
instead. For the search direction, let P (q(a)) be the Scalar Penalty function. The step
direction is −∆a = ∂P

∂a∗ = ∂P
∂q∗

∂q∗
∂a∗ = ∂q∗

∂a∗
∂P
∂q∗ = Y∗ ∂P∂q∗ where for ∂P

∂q∗ you get to choose a
Vector Gradient from the table foregoing.)

An attribute of `1 and `2 fitting is that ‖αr‖ = α‖r‖. This attribute is not shared by
`h. Technically `h is not a norm; it should be called a “measure.”
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1.5. DIVERSE APPLICATIONS 9

1.4.1 How can the nonstationary PEF operator be linear?

Formally, finding the PEF is a = argmina(Ya) subject to a0 = 1, while using it is r = Ay.
The combination is a nonlinear function of the data y. But it is nearly linear. Notice that
A could have been built entirely from spatially nearby data, not at all from y. Then A
would be nonstationary, yet a perfectly linear operator on y.

I am no longer focused on conjugate-direction solutions to stationary linear problems,
but if I were, I could at any stage make two copies of all data and models. The solution copy
would evolve with iteration while the other copy would be fixed and would be used solely
as the basis for PEFs. Thus, the PEFs would be changing with time while not changing
with iteration, which makes the optimization problem a linear one, fully amenable to linear
methods. In the spirit of conjugate gradients (as it is commonly practiced), on occasion we
might restart with an updated copy. People with inaccurate adjoints often need to restart.
(ha ha)

1.5 DIVERSE APPLICATIONS

1.5.1 Weighting

More PEF constraints are common. PEFs are often “gapped” meaning some aτ coefficients
following the “1” are constrained with ∆aτ = 0. There is an example in Chapter 2, Figure
2.1.

In reflection seismology, t2 gain and debubble do not commute. Do the physics right by
applying debubble first; then get a bad answer (because late data has been ignored). Do
the statistics right; apply gain first; then violate the physics. How do we make a proper
nonstationary inverse problem? I think the way is to merge the t2 gain with the ε.

1.5.2 Change in variables

Because all we need to do is keep d · d = d∗d positive, we immediately envision more
general linear changes of variables in which we keep d∗B∗Bd positive, implying the update
∆a = −ε rt d∗B∗B. I conceive no example for that yet.

1.5.3 Wild and crazy squeezing functions

The logic leading up to Equation (1.2) requires only that we maintain polarity of the
elements in that expression. Commonly, residuals like r are often squeezed down from the
`2-norm derivative r, to their `1 derivative, sgn(r) = r/|r|, or the derivative of the hyperbolic
penalty function, softclip(r). Imagine an arbitrary squeezing function RandSqueeze() that
squeezes its argument by an arbitrary polarity-preserving squeezing function. Each τ might
have its own RandSqueezeτ () mixing signum() and softclip() and the like. The possibilities
are bewildering. We could update PEFs with the following:

∆aτ = − ε RandSqueeze(rt) RandSqueezeτ (yt−τ ) (1.6)
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10 CHAPTER 1. NONSTATIONARY SCALAR SIGNALS

Recall the real estate application. It seems natural that each of the various columns with
their diverse entries (bathrooms, square footages) would be entitled to its ownRandSqueezeτ ().
Given enough data, how would we identify the RandSqueezeτ () in each column?

1.5.4 Deconvolution of sensible data mixed with giant spikes

The difference between sgn(rt) and sgn(yt−τ ) is interesting. Deconvolution in the presence
of large spike noise is improved using sgn(rt) to downplay predicting corrupted data. It
is also improved by downplaying—with sgn(yt−τ )—regression equations that use corrupted
data to try predicting good data. On the other hand, because a humongous data value
is easy to recognize, we might more simply forget squeezing and mark such a location as
missing data value.

Convex functions do not have banana-shaped contours, a problem for many method-
ologies, but not a problem herein. However, arbitrary squeezing and stretching functions
could lead to multiple minima.

1.5.5 The wide world of applications

What is the most general formulation? With vector-valued signals after Chapter 3 we
may find unexpected opportunities, such as vorticity in the ocean1, or Alfven waves in the
ionosphere. In time, diverse applications will crop up.

1.5.6 My favorite wavelet for modelers

I digress to view current industrial marine wavelet deconvolution. Because acoustic pressure
vanishes on the ocean surface, upcoming waves reflect back down with opposite polarity.
This reflection happens twice, once at the air gun (about 10 meters deep), and once again
at the hydrophones yielding roughly a second finite-difference response called a “ghost.”
Where you wish to see an impulse on a seismogram, instead you see this ghost.

The Ricker wavelet, a second derivative of a Gaussian, is often chosen for modeling.
Unfortunately, the Gaussian function is not causal (not vanishing before t = 0). A more
natural choice derives from the Futterman wavelet (GIEE) which is a causal representation
of the spectrum exp(−|ω|t/Q) where Q is the quality constant of rock. Figure 1.3 shows the
Futterman wavelet and also its second finite difference. I advocate this latter wavelet for
modelers because it is solidly backed by theory; and I often see it on data. The carry-away
thought is that the second derivative of a Gaussian is a three-lobed wavelet, while that is
hardly true of the second derivative of a Futterman wavelet.

1.5.7 Sparse decon results that I aspire to reconquer

Antoine Guitton (Guitton and Claerbout, 2015) analyzed five data sets getting amazing
results on all five. Two are shown in Figures 1.4 and 1.5. The clarity of polarity in every
case is wonderful for geologic interpretation.

1 See the youtube for “Perpetual ocean.”

Evolving document. Save the link, not the PDF. May 16, 2018

304 Claerbout & Wang SEP-172



1.5. DIVERSE APPLICATIONS 11

Figure 1.3: The causal constant Q response and its second finite difference. The first two
lobes are approximately the same height, but the middle lobe has more area. That third lobe
is really small. Its smallness explains why the water bottom could seem a Ricker wavelet
(second derivative of a Gaussian) while the top of salt would seem a doublet. (Claerbout)
signal/. futter

Guitton’s examples were done with a stationary theory that allows the inverse shot
wavelet being slightly noncausal. This suggests we should always try to spike not at the
wavelet onset (which is what PEFs do), but somewhere more like the center lobe of the
Gaussian, namely, at the second lobe of the second derivative of the Futterman.

The nonstationary method has the ability to seek sparseness as Guitton did with the
hyperbolic penalty function. Unfortunately for us (and many others before us) PEF outputs
lose their whiteness when extended non causally. But, the goal of lucid polarity is a truly
rewarding one.

Guitton’s work did not extend readily to wider shot-hydrophone separations, a feature
naturally exploitable by the nonstationary approach. If we could get everything together,
we could reasonably hope to make millions. We should begin guessing!

As a side issue, for each travel time depth τ = z/v, we wish the phase correction of
exp(−|ω|τ/Q). Is that easy (like Stolt migration) or harder like downward continuation?
Hmm. In any case it is not difficult.
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12 CHAPTER 1. NONSTATIONARY SCALAR SIGNALS

Figure 1.4: Gulf of Mexico. Top is before sparse decon, bottom after. Between 2.25s to
2.70s, the right side is salt (no reflectors). Notice salt top reflection is white, bottom black.
Notice that sparse decon has eliminated bubble reverberation in the reflection-free salt zone
(as well as elsewhere). (Antoine Guitton) signal/. antoineGOM2
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1.5. DIVERSE APPLICATIONS 13

Figure 1.5: Offshore west Australia. Notice how the sparse decon creates many events
that are pure white or pure black. White denotes a hard reflector, black a soft one.
signal/. antoineAustralia
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Chapter 2

Spatial deconvolution

2.1 AVERAGING OVER TIME AND SPACE

1A streaming 1-D prediction filter is a decaying average of earlier prediction filters; however,
these earlier filters need not all be saved in memory. Because they vary smoothly, we may
simply use the most recent one. Call it ā. In two dimensions, ā becomes some average of its
previous value on each of its two axes. For example, instead of updating from the previous
moment a(t−∆t, x), we could update from the previous location a(t, x−∆x). That would
be learning over x while filtering over t. More generally, an update could leap from a base
that is a weighted average over time and space. We would update a ← a + ∆a with the
following:

a = a(t−∆t, x)
λ2
t

λ2
t + λ2

x

+ a(t, x−∆x)
λ2
x

λ2
t + λ2

x

(2.1)

Notice that the weights sum to unity. The averaging region is an area roughly λxλt pixels
squared in size. The coding requires not only saving a at the previous time, it requires at
the previous x, namely at x − ∆x, all lags of a saved over all time. The memory cost is
nt × nτ , not bad.

In 3-D, it looks like we will need a plane of saved PEFs. In higher dimensional spaces,
we need store PEFs only in the zone of the transition from the filtered to the unfiltered.
Thus, in 5-D, we need to store a 4-D volume of PEFs. Do not let that trouble you though.
Because the PEFs are generally smoothly variable, they can be linearly interpolated from
a sparse grid.

PEFs on the previous trace a(t, x − ∆x) can be smoothed symmetically on the time
axis. Such smoothing expands the averaging region from the quadrant behind (t, x) to the
halfspace behind x.

Stationary decon should remove a shot waveform. Nonstationary decon starts from
there but has the added opportunity of removing the waveform of the propagating wave.
It evolves with travel time (Q and forward scattered multiples). It also evolves with space,
especially shot to receiver separation.

1Drawn from Fomel et al. (2016).
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16 CHAPTER 2. SPATIAL DECONVOLUTION

2.1.1 Bubble removal

The internet easily yields slow-motion video of gun shots under water. Perhaps unex-
pectedly, the rapidly expanding exhaust gas bubble soon slows; then, collapses to a point,
where it behaves like a second shot—repeating again and again. This reverberation pe-
riod (the interval between collapses) for exploration air guns (“guns” shooting bubbles
of compressed air) is herein approximately 120 milliseconds. Imagers hate it. Inter-
preters hate it. Figure 2.1 shows marine data and a gapped PEF applied to it. It is a
large gap, 80 milliseconds (ms), or 80/4=20 samples on data sampled at 4 ms, actually,
∆a = (1, 0, 0,more zeros, 0, a20, a21, · · · , a80).

Figure 2.1: Debubble done by the nonstationary method. Original (top), debubbled (bot-
tom). On the right third of the top plot, prominent bubbles appear as three quasihorizontal
black bands between times 2.4s and 2.7s. Blink overlay display would make it more evident
that there is bubble removal everywhere. (Joseph Jennings) image/. debubble-ovcomp
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2.1. AVERAGING OVER TIME AND SPACE 17

2.1.2 Two-dimensional PEF

We have seen 1-D PEFs applied to 2-D data. Now for 2-D PEFs. Signal analysis extends to
image analysis quite easily except for the fact that the spike on the PEF is not in the middle
or on a corner of the 2-D filter array but on its side. This old knowledge is summarized in
Appendix 5.1.2 Why 2-D PEFs have white output.

Figure 2.2: A PEF is a function
of lag a(tl,xl). It is lying back-
ward herein—shown as crosscorre-
lating seismic data with t down,
x to the right. On the filter, τ
runs up, x runs left. (Claerbout)
image/. pef2-d

Unlike the 1-D code herein, we use negative subscripts on time. As in 1-D, the PEF
output is aligned with its input because a(0,0)=1. To avoid filters trying to use off-end
inputs, no output is computed (first two loops) at the beginning of the x axis nor at both
ends of the time axis. At three locations below the lag loops (tl,xl), cover the entire
filter. First, the residual r(t,x) calculation (# Filter) is simply the usual 1-D convolution
seen additionally on the 2-axis. Next, the adjoint follows the usual rule of swapping input
and output spaces. (Then the constraint line preserves not only the 1.0, but also the zeros
preceeding it.) Finally, the update line a-=da is trivial.

# CODE = 2-D PEF

read y( 0...nt , 0...nx) # data

r( 0...nt , 0...nx) =0. # residual = PEF output

a(-nta...nta, 0...nxa)=0. # filter Illustrated size is a( -2...2, 0...2).

a( 0 , 0 )=1.0 # spike

do for x = nxa to nx

do for t = nta to nt-nta

do for xl= 0 to +nxa

do for tl= -nta to +nta

da(tl,xl) = 0.

r (t ,x ) += a(tl,xl) * y(t-tl, x-xl) # Filter

do for xl= 0 to +nxa

do for tl= -nta to +nta

da(tl,xl) += r(t , x) * y(t-tl, x-xl) # Adjoint

do for tl= -nta to 0 # Constraints

da(tl, 0) = 0.

do for xl= 0 to +nxa

do for tl= -nta to +nta

a (tl,xl) -= da(tl,xl) * epsilon/variance # Update

This code whitens (flattens) nonstationary spectra in the 2-D frequency (ω, kx)-space. The
local autocorrelation tends to a delta function in 2-D lag (tl,tx)-space. Everybody’s 2-D
image estimations need code like this code to achieve IID residuals.
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18 CHAPTER 2. SPATIAL DECONVOLUTION

2.1.3 2-D PEFs as plane wave destructors and plane wave builders

Two dimensional PEFs are useful in seismology. Convolving an image with the PEF in
Figure 2.3 would destroy aspects of the image with slope 2. Nearby slopes would merely
be suppressed. Linear interpolation suggests that a PEF with a slightly lesser angle can be
specified by spreading the −1, by moving a fraction of it from the −1 to the pixel above it.
Newcomers often feel the +1 should be in a corner, not on a side, until they realize such a
PEF could not suppress all angles.

Convolving two PEFs with two different slopes makes a PEF able to destroy simulta-
neous presence of two differently sloped plane waves. In reflection seismology the vertical
axis is time and the horizontal axis distance, so steep slopes are slow velocities.

Figure 2.3: Plane wave destructor
for events of slope 2. Applied to
data it destroys that slope in the
data. Used in a missing data pro-
gram, that slope is produced where
the data is missing. (Claerbout)
image/. DippingPEF5

t

x

A PDF can be specified, as I did in making Figure 2.3, or it can be learned from earlier
codes. After a PEF is known, it may be used to fill in missing data as on page 5. Using
the PEF in Figure 2.3 in a filtering program, that slope is destroyed. Using that PEF in a
missing data program, that dip is built. (Outside our present topic of nonstationary data,
traditional stationary methods can fill large holes much more rapidly than herein by using
polynomial division.)

Figure 2.4 shows an old stationary example from GIEE. In the stationary case, a global
PEF is computed first; then, it is used to fill missing data.

Figure 2.4: (left) Seabeam data of mid-Pacific transform fault. (right) After interpolation
by stationary 2-D PEF. The purpose herein is to guess what the ship would have recorded
if there were more hours in a day. (GIEE) image/. seapef90
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2.1. AVERAGING OVER TIME AND SPACE 19

2.1.4 Why 2-D PEFs improve gradients

This example shows why PEFs improve gradients. Figure 2.5 shows a shot gather d before
and after stationary PEFing Ad. Notice the back scattered energy. Near zero offset, it
almost vanishes on the raw data whereas it is prominent after the PEF. The backscatter
energy tells us a great deal about reflectors topping near 2.5-2.8s. This is why PEFs
improve gradients. Strong and obvious but redundant information is subdued, enabling
subtle information to become visible, hence sooner to come into use, not waiting until
quirks of the strong are over interpreted.

It disappoints me that I am not aware of formal tests of the assertion that PEFs improve
model fitting. Sensible priors for any test may be expressed by regularization, or by a
suitably gapped PEF (because we are not seeking to model near the Nyquist). How might
such tests be framed objectively?

Figure 2.5: (left) Shot gather; (right) mirror imaged after global 2D PEF (20×5). (Antoine
Guitton, GIEE) image/. antoinedecon2
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20 CHAPTER 2. SPATIAL DECONVOLUTION

2.2 INTERPOLATION BEYOND ALIASING

Wavefields are parameterized by their velocity, namely, their slope in (x, t)-space. Slope is
a one parameter space. PEFs in (x, t)-space have two parameters. Consequently, with a
PEF, we have more adjustable coefficients than needed to characterize waves. PEFs can
characterize stuff we might well consider to be noise. Herein however, PEFs are measured
in such a manner that forces them to be more wave-like.

The scalar wave equation template has the property of “dilation invariance,” meaning
that halving all of (∆t,∆x,∆y,∆z) on a finite difference representation of the scalar wave
equation leaves the finite differencing template effectively unchanged. Likewise we may
impose the assumption of dilation invariance upon a PEF. We may apply it with all of
(∆t,∆x,∆y,∆z) doubled, halved, or otherwise scaled. In other words, we may interlace
both x and t axes with zeros. A PEF that perfectly predicts plane waves of various slopes
can be interlaced with zeros on both time and space axes still predicting the same slopes.
Such a PEF scaling concept was used in my book (Claerbout, 1992) Earth Soundings Anal-
ysis, Processing versus Inversion (PVI) with the assumption of stationarity to produce
Figure 2.6. It shows badly spatially aliased data processed to interpolate three intermedi-

Figure 2.6: Left is five signals, each showing three arrivals. An expanded PEF from the left
was compressed to create interpolated data on the right. There are three new traces between
the given traces. The original traces are preserved. (Claerbout, PVI) image/. lace3

ate channels. Naturally, an imaging process (such as “migration”) would fare much better
with the interpolated data. Sadly, the technique never came into use, both because of the
complexity of the coding, and because of the required stationarity assumption. Herein both
those problems are addressed and (I believe) solved. Starting from our earlier pseudo code
for missing data on page 5, and the pseudo code 2-D PEF on page 17, let us combine these
ideas into three additional lines of pseudo code to do the job in a nonstationary world, a
world of curving event arrivals.

2.2.1 Dilation invariance interpolation

The 2-D PEF code on page 17 contains line (1) below. Line (2) is likewise, but it accesses
prediction signals at double the distance away from the data being predicted. These two
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2.2. INTERPOLATION BEYOND ALIASING 21

lines produce two different residuals r1 and r2, each of them densely sampled on time t and
x. We should create and study three frame blink movies [y|r1|r2] of miscellaneous seismic
data to gain some insights I cannot predict theoretically: Which of r1 and r2 is better? Is
that true for all kinds of data? Is r2 a reasonable proxy for r1?

Loops over t and x:

Loops over filter (tl,xl):

(1) r1(t ,x ) += a(tl,xl) * y(t-tl , x-xl )

(2) r2(t ,x ) += a(tl,xl) * y(t-tl*2, x-xl*2) # Dilated PEF

Loops over filter (tl,xl):

Only where da() is unconstrained:

(3) da(tl,xl) -= r1(t , x) * y(t-tl , x-xl ) * epsilon1

(4) da(tl,xl) -= r2(t , x) * y(t-tl*2, x-xl*2) * epsilon2

Line (3) updates the PEF from r1, while line (4) updates it from r2. It does not hurt to
use both the updates, although only one is needed. We could average them, or weight them
inversely by a running norm of their residual, or find some reason to simply choose one of
them.

2.2.2 Multiscale missing data estimation

Observe the form of missing data updates in one dimension from pseudocode on page 5.
Express it in two dimensions, without and with trace skipping.

Loops over t and x:

Loops over filter (tl,xl):

r1(t) = same code as above # usual PEF

r2(t) = same code as above # Dilated PEF

Loops over filter (tl,xl):

Only where data is missing:

(5) y(t-tl, x-xl ) -= r1(t,x) * a(tl, xl) * epsilon3

(6) y(t-tl*2,x-xl*2) -= r2(t,x) * a(tl, xl) * epsilon4

(I am embarrassed that I am unsure of the negative signs in (5) and (6), likewise in Chapter
1. Can anyone help?)

We intend to use only lines (2), (4), and (5), with all the usual looping statements and
constraints.

# CODE = INTERPOLATION BEYOND ALIASING

(2) r2( t , x ) += a( tl,xl) * y(t-tl*2, x-xl*2)

(4) da( tl, xl ) -= r2( t ,x ) * y(t-tl*2, x-xl*2) * epsilon2

(5) y ( t-tl, x-xl ) -= r1( t ,x ) * a( tl, xl ) * epsilon3

Our goal is finding data for the odd-numbered channels, originally zero valued. The code
should use only the data on even-numbered channels to find the PEF. Lines (2) and (4)
give us a 2-D PEF. Line (5) uses that PEF and requires the presumption r1 ≈ r2 to spray
out data to the odd numbered channels. The success of this method depends on r2 being a
satisfactory proxy for r1; it depends on dilation invariance.
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22 CHAPTER 2. SPATIAL DECONVOLUTION

Viscosity breaks the dilation invariance of the scalar wave equation. I wonder what
would break it on PEFs (r1 6= r2). I await someone to perform tests. Should dilation
invariance fail on field data, the excellent stationary result in Figure 2.6 suggests a pathway
remains nearby to be found.

2.3 STRETCH MATCHING

Sometimes we have two signals that are nearly the same but for some reason, one is stretched
a little from place to place. Tree rings seem an obvious example. I mostly encounter
seismograms where a survey was done both before and after oil and gas production, so there
are stretches along the seismogram that have shrunken or grown. A decade or two back,
navigation was not what it is now, especially for seismograms recorded at sea. Navigation
was one reason, tidal currents are another. Towed cables might not be where intended.
So, signals might shift in both time and space. A first thought is to make a running
crosscorrelation. The trouble is, crosscorrelation tends to square spectra which diminishes
the high frequencies, those being just the ones most needed to resolve small shifts. Let us
consider the time-variable filter that best converts one signal to the other.

Take the filter a to predict signal x from signal y. Either signal might lag the other.
Take the filter to be two-sided, [a(-9),a(-8),...,a(0),a(1),...,a(9)]. Let us begin
from a(0)=1, but not hold that as a constraint.

r(...) = 0. # CODE = NONSTATIONARY EXTRAPOLATION FILTER

a(...) = 0.

a( 0 ) = 1.

do over time t { # r(t) = nonstationary extrapolation error

do i= -ni, ni

r(t) += a(i) * y(t-i) - x(t) # forward

do i= -ni, ni

a(i) -= r(t) * y(t-i) * epsilon # adjoint

do i= -ni, ni

shift(t) = i * a(i)

}

The last loop is to extract from the filters a time shift. Here I have simply computed the
moment. That would be correct if signals x and y had the same variance. If not, I leave it
to you calculate their standard deviations σx and σy and scale the shift in the code above
by σx/σy thus yielding the shift in pixels.

Do not forget, if you have only one signal, or if it is short, you likely should loop over
this code multiple times while decreasing epsilon.

Besides time shifting, the filtering operator has the power of gaining and of changing
color. Suppose, for example that brother y and sister x each recited a message. This
filtering could not only bring them into synchronization, it would raise his pitch. Likewise
in 2-D starting from their photos, he might come out resembling her too much!
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2.4. DISJOINT REGIONS OF SPACE 23

2.4 DISJOINT REGIONS OF SPACE

2.4.1 Geostatistics

Figure 2.7 illustrates using PEF technology refilling an artificial hole in an image of the Gulf
of Mexico. This illustration (taken from GIEE) uses mature stationary technology. The
center panel illustrates filling in missing data from knowledge of a PEF gained outside the
hole. The statistics at the hole in the center panel are weaker and smoother than the statis-
tics of the surrounding data. Long wavelengths have entered the hole but diminish slowly
in strength as they propagate away from the edges of known data. Shorter wavelengths
are less predictable and diminish rapidly to zero as we enter the unknown. Actually, it is
not low frequency but narrow bandedness that enables projection far into the hole from its
boundaries.

Figure 2.7: A 2-D stationary example from GIEE. A CDP stack with a hole punched in it.
The center panel attempts to fill the hole by methodology similar to herein. The right panel
uses random numbers inverse to the PEF to create panel fill with the global spectrum while
assuring continuity at the hole boundary. (Morgan Brown) image/. WGstack-hole-fillr

The right panel illustrates a concept we have not covered. This panel has the same
spectrum inside the hole as outside. Nice. And, it does not decay in strength going inward
from the boundaries of the hole. Nice. Before I ask you which you prefer, the central panel
or the right panel, I should tell you that the right panel is one of millions of panels that
could have been shown. Each of the millions uses a different set of random numbers. A
statistician (i.e., Albert Tarantola) would say the solution to a geophysical inverse problem
is a random variable. The center panel is the mean of the random variable. The right panel
is one realization of the many possible realizations. The average of all the realizations is
the center panel.

Geophysicists tend to like the center panel; geostatisticians tend to prefer an ensemble
of solutions, such as the right panel. In stationary theory, the center panel is a solution to a
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24 CHAPTER 2. SPATIAL DECONVOLUTION

problem such as 0 ≈ Fm− d with regularization 0 ≈ Am, The solution to the right panel
uses a different regularization, 0 ≈ Am − r, where r is random numbers inside the hole
and zeros outside. The variance of the prediction error outside would match the variance
of the random numbers inside. Got it? Good. Now it is your turn to write a nonstationary
program. Let’s call it “CODE = GEOSTATISTICS.”

Start from my missing data program. Debug your code. Clean it up a little and give
it to me. Maybe I can use it. Better yet, make me a nice illustration and your name will
go in the caption. Still better, make sure your illustration and code is presented in reader
rebuildable form.

2.4.2 Gap filling

When filling a 1-D gap, I wonder if we would get the same fill if we scanned time backward.
Stationary theory finds a PEF from the autocorrelation function. In that world, the PEF
of forward-going data must be identical with that of backward-going data. But, when it
comes to filling a gap in data, should we not be using that PEF going in both directions?
We should experiment with this idea by comparing one direction to two directions. Would
convergence run faster if we ran alternating directions? After each time scan we would
simply time reverse both the input and the output, yt and rt, for the next scan. In 2-D,
reversal would run over both axes.

You might like to jump to Chapter 3.

2.4.3 Rapid recognition of a spectral change

This booklet begins with with the goal of escaping the strait jacket of stationarity, intending
merely to allow for slowly variable spectral change. Real life, of course has many important
examples in which a spectral change is so rapid that our methods cannot adapt to it—
imagine you are tracking a sandstone. Suddenly, you encounter a fault with shale on the
other side and permeability is blocked—this could be bad fortune or very good fortune!

Warming up to an unexpectedly precise measurement of location of spectral change
consider this 1-D example: Let T = 1 and o = −1. The time function

(...., T, T, T, o, o, o, T, T, T, o, o, o, T, T, T, o, o, T, T, o, o, T, T, o, o, T, T, o, o....)

begins with period 6 and abruptly switches to period 4. The magnitude of the prediction
error running to the right is quite different from the one running to the left. Running
right, the prediction error is approximately zero, but, it suddenly thunders at the moment
of spectral change, thunder gradually dying away again as the PEF adapts. Running left,
again there is another thunder of prediction error; but, this thunder is on the opposite
side of the abrupt spectral change. Having both directions is the key to defining a sharp
boundary between the two spectra. Let the prediction variance going right be σright and
going left be σleft. The local PEF is then defined by a weighted average of the two PEFs.

a =
σright

σright + σleft
aleft +

σleft

σright + σleft
aright (2.2)
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A weight is big where the other side has big error variance. The width of the zone of
transition is comparable to the duration of the PEFs, much shorter than the distance of
adaptation. This is an amazing result. We have sharply defined the location for the spectral
change even though the PEF estimation cannot be expected to adapt rapidly to spectral
changes. Amazing! This completes your introduction for the image of Lenna, Figure 2.9.

2.4.4 Boundaries between regions of constant spectrum

There is no direct application to predicting financial markets. But, with recorded data, one
can experiment with predictions in time forward, and backward. Including space with time
makes it more intriguing. In space, there is not only forwards and backwards but sideways
and at other angles. The PEF idea in 3-D (Figure 2.8) shows that sweeping a plane (the top
surface) upward through a volume transforms an unfiltered upper half-space to a filtered
lower one. Whatever trajectory the sweep takes, it may also be done backward, even at
other angles.

Figure 2.8: The coefficients in a 3-D
PEF. (GIEE) image/. 3dpef

1

You are trying to remove noise from the test photo of Lenna (Figure 2.9). Your sweep
abruptly transitions from her smooth cheek to her straight hair, to the curly fabric of her
hat. To win this competition, you surely want sweeps in opposite directions or even more
directions. Fear not that mathematics limits us to slow spectral transitions. The location of
a sharp spectral transition can be defined by having colliding sweeps, each sweep abruptly
losing its predictability along the same edge. But Lenna is not ours yet.

How should we composite the additional sweeps that are available in higher dimensional
spaces? Obviously, we get two sweep directions for each spatial dimension; but, more might
be possible at 45◦ angles or with hexagonal coordinates.

Unfortunately, Equation (2.2), is actually wrong (one of the PEFs needs to be reversed),
and, obviously, PEFs of various rotations cannot be added. The various angles, however,
do help define regions of near homogeneity, but putting it all together to best define Lenna,
remains a challenge.

2.4.5 What physical phenomena gives the spectra of a 3-D PEF?

Although it is clear how to fit a single 3-D PEF to data, it might not be relevant to seismic
data. Waves fill a volume with pancakes, not with noodles. When I see 3-D data, y(t, x, y),
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26 CHAPTER 2. SPATIAL DECONVOLUTION

Figure 2.9: Lenna, a widely
known photo used for testing en-
gineering objectives in photometry.
(Wikipedia) image/. Lenna

I visualize it containing planes. A plane in 3-D looks like a line in both (t, x) and (t, y)
space. It is more efficient to fit two planes each with a 2-D PEF [a(t, x), b(t, y)] than with a
single 3-D PEF a(t, x, y). If you have been thinking about a regularization, it now becomes
two regularizations. What physical 3-D fields call for 3-D PEFs? I could guess, but this is
not the time and place.
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Chapter 3

Vector-valued signals

1We have done much with PEFs on scalar-valued signals. Vector-valued signals are for
3-component seismographs and the like. The idea of deconvolution with a PEF extends
to multicomponent signals. In ideal geometries, different wave types arrive on different
channels; but in real life, wave types get mixed. Pressure waves tend to arrive on verti-
cal seismographs, and shear waves arrive on horizontals; but, dipping waves corrupt each
channel with the other. The main goal herein is to disentangle this channel crosstalk.

Scalar blind deconvolution is widely used in the seismic survey industry. The simple
information flow in the upper quarter of Figure 3.1 is pretty much what we have done in
Chapter 1 with the addition of the bandpass filter at the end. Oversimplifying, the idea
is that Earth layers have random densities (impedances), therefore random echo polarities
at a fine scale. This layering zt gets smeared by the source wavelet, which is not an ideal
impulse, instead being a mixture of air bubbles, ghosts, and weathered-layer reverberations
leading to the observed output yt. Those corrupting processes amount to causal filters, best
undone with a PEF producing the output rt. The bandpass filter at the end is there for
subjective reasons, mainly we do not want to clutter our view with the highest possible
frequency that a grid can hold because we know it is just noise. A popular alternative to
the bandpass filter is gapping the PEF. Instead of limiting high frequencies, it does much
the same by broadening the autocorrelation spike of the “white” output.

3.0.6 Multi channels = vector-valued signals

Widespread adaptation of multicomponent recorders leads to new opportunities indicated
by the lower bulk of Figure 3.1. Hypothetical statistically independent channels z1 and
z2 become colored making our ideal unpolluted channels x1 and x2, which unfortunately
“crosstalk” before giving us our observations y1 and y2. Learning herein the theory of matrix
valued PEFs, we design a matrix of filters, say A = aij attempting to achieve the original
purity of z. Normally, we do not wish to achieve the pure whiteness of z. Rather than
apply a bandpass filter herein, we use our estimates b̂11 and b̂22 to find x̂ as our attempt to
restore the original colored signals x.

Others may make other choices, but we are choosing to display x̂ for a reason. We want
1This chapter draws from (Claerbout and Wang, 2017).

27
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z1(t)
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Figure 3.1: Top is scalar decon. Bottom is vector decon. In nature, two uncorrelated white
random signals z get colored thereby creating x, which then gets mixed and creates our
observations y. Vector decon converts y to uncorrelated white signals r, which hopefully
are a reasonable approximation to z. If r ≈ z, then AB ≈ I, therefore, recoloring r without
mixing gives us x̂, which should match the original colored signals x. (Kaiwen Wang)
vector/. diagram

tests of whether or not our method works in practice. If it does, we can expect to see the
S-wave channel coming out lower frequency than the P-wave channel, because the Earth
acts as a wavelength filter. It is generally believed the Earth dissipates waves proportional
to their spatial frequencies. Cutting both P and S at the same spatial frequency implies S
cuts off at a lower temporal frequency than P because its velocity is lower. The scalar wave
equation explains it ω2 = v2k2.

The multichannel structure of Figure 3.1 arises in diverse physical settings. Not only
does the Earth contain pressure waves and shear waves, where we measure vertical and
horizontal motions, additionally, ocean bottom recordings contain pressure as well as three
component velocity sensors. It is useful to extract upgoing from downgoing waves. Because
pressure and velocity are sensed in different but overlapping frequency bands, the idea of
b11 and b22 having different passbands is another valuable aspect of this model.

Fourier analysis suggests a crude approach to Figure 3.1. For scalar waves, given the
spectrum Y (ω)∗Y (ω), the solution to the problem is A(ω) = 1/

√
Y (ω)∗Y (ω). But, a

symmetric function of frequency implies a symmetric function of time which is not causal.
Fourier space requires stationary statistics, and forbids `1-norm. The square root of a matrix
of Fourier functions is easily found, but the disadvantages of Fourier space are overwhelmed
by the simplicity of the time domain. Causality is easily expressed with Z-transforms,
equivalently either as a matrix of polynomials or as a polynomial of matrix coefficients.
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3.1 MULTI CHANNEL PEF

This mathematical model applies to one point in space, where it is based on causality and
simultaneity of the two channels responding to the world around. The two-component signal
model herein is not suitable for two scalar signals recorded at separate locations. At separate
locations, there naturally would be time delays between the locations. If the underlying
model B were to introduce delay, its hypothetical inverse A would need to contain inverse
delay (anticausality!). Because A, a PEF, is casual by construction, it cannot function
anticausally. Whatever A would come out of this process, it could not satisfy BA = I. In
other words, there are many ways B could contain delays without changing its covariance
BB∗. Our inverse operator A is fundamentally based on BB∗, which contains no phase.
We get phase by insisting on causality for A.

If you are processing a string of multicomponent recorders (e.g., down a well) each
multicomponent recorder yields statistics that may be shared and averaged with neighboring
recorders, but the signals themselves do not mix. The process described herein is simply
a vector-valued, time variable linear operator. The same process could be independently
applied to other channels.

Delay causes the method of this paper to fail in principle. In marginal cases (tiny delay)
the notion of sparsity has helped for scalar signals (Claerbout and Guitton, 2013). There is
an example in Chapter 1. Minuscule delays are a promising area beyond our present scope.
Differential equations apply to a point in space. Their finite difference representations cover
slightly more than a point. There may be some ticklish but promising aspects of merging
finite difference operators with vector signals.

The multichannel model would seem to extend to three and more physical dimensions
though we will never know until we try. Whether or not it is suitable for many channel
market signals, I cannot predict.

3.1.1 Vector signal scaling

When components of data or model are out of scale with one another, bad things happen,
such as the adjoint operator will not be a good approximation to the inverse, physical
units may be contradictory, and the steepest descent method creep along slowly. These
dangers would arise with vector-valued signals if the observations y1 and y2 had different
physical units such as pressure and velocity recorded from up-going and down-going waves,
or, uncalibrated vertical and horizontal seismograms.

We need to prepare ourselves for channels being out of scale with one another. Thus,
we scale each component of data y and residual r by dividing out their variances. Recall
that any component of a gradient may be scaled by any positive number. Such scaling is
merely a change in coordinates.

With scalar signals, we updated using ∆a = − (ε r/σ2
y) yt−τ . With multiple channels, we

are a bit more cautious and allow for data variance to differ from prediction-error variance.
More importantly, the two components of y might have differing physical units. Let σr be
an estimate of the standard deviation of the prediction error in each channel. The following
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code resembles this update

∆a = −
(
ε r

σrσy

)
yt−τ (3.1)

Our original code contained leaky integrations for σy and σr, but we had no vision of
data to test that aspect. It also gave odd behavior when we adapted too rapidly. Because
we had more pressing areas in which to direct our attention, the code exposition below
simply replaces σy and σr by their global averages.

3.1.2 Pseudocode for vector signals

Compared with earlier pseudocode for scalar signals in which the gradient is a scaled adjoint,
the gradient herein divides out the variances σr and σy. That because we may always scale
gradient components by positive numbers, say sigy and sigr. Look at the code below for
the four do loops following Happy streaming. You see a matrix full of PEFs at work. The
three loops next below the PEF filtering are simply its adjoint (allowing for the complication
of the σr and σy scaling)—something you easily recognize by the interchange of inputs and
outputs, r and a.

# CODE = PREDICTION ERROR FOR VECTOR SIGNALS

#

integer it, nt=1000, tau, ntau=10, gap=0, ic, jc, nc=2

real y(nc,nt), r(nc,nt), aa(nc,nc,na), sige(nc), sigy(nc), eps

e (*,*) = 0.

aa(*,*,*) = 0.

do ic=1,nc {

aa(ic,ic,0) = 1. # Make a 2x2 identity matrix.

}

read input y(nc,nt) # Read multichannel data.

#

do ic=1,nc { # Initial variance estimates.

sumsq=0

do it=0,nt

sumsq += y(ic,it)**2

sigy(ic) = sqrt(sumsq/nt)

sigr(ic) = sigy(ic)/2.

}

# Here we go! Happy streaming. Wheee!

do it= ntau, nt {

do tau=1,ntau { # lag axis.

do ic =1,nc { # Take a signal vector into a filter matrix.

do jc =1,nc { #

r(ic,it) += aa(ic,jc,tau) * y(jc, it-tau)

}}}

# Optionally update sigy and sige

do tau=gap+1, ntau { # adjoint = r * y’ (outer product)

do ic= 1, nc { #

do jc= 1, nc { #

aa(ic,jc,tau) -= eps * (r(ic,it)/sigr(ic)) * ( y(jc, it-tau) /sigy(jc))

}}}

}
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Now, it is easy to say that the code above is really quite trivial, but I breathed a sigh of relief
when Kaiwen showed me the first results. (It worked on the first try!) Before I conceived
the calculation as explained above, I had quite a struggle attempting the derivative of a
quadratic form by a matrix filter, and even more doubts that I would be able to explain my
analysis to other people, as well as a debt to Mohammed Hadidi, whose derivation showed
that my derivative was the transpose of the correct one. Then I tried thinking carefully
about Figure 3.1. But, it was better not to think at all; instead simply code the modeling,
its adjoint, and stuff in the residual! Phew.

3.1.3 How the conjugate gradient method came to be oversold

Textbooks often illustrate the solution to a two component regression by comparing the
steepest-descent method to the conjugate-gradient method. Conjugate gradient winningly
obtains the exact solution on the second iteration while steepest descent plods along zig-
zagging an infinite number of iterations. But, is this a fair comparison? Is it not true that
axis stretching completely alters the picture? So, what exactly is the axis stretching that
makes a more fair comparison? I suspect it is the kind of stretching done in the preceding
code with variance divisors.

3.1.4 The PEF output is orthogonal to its inputs

Let us try to understand what this program has accomplished. If the program ran a long
time in a stationary environment with a tiny ε eps, the filter A, namely aa(*,*,*) would
no longer be changing. The last line of the code would then say the residual r(ic,it) is
orthogonal to the fitting functions y(jc,it-tau+1). We would have a square matrix full
of such statements. The fitting functions are all channel combinations of the shifted data.
That is the main ingredient to Levin’s whiteness proof for scalar signals in Chapter 5. I
believe it means we can presume Levin’s whiteness proof applies to vector signals. As we
subsequently see, however, the situation at zero lag does bring up something new (Cholesky
factorization).

3.1.5 Restoring source spectra

White signals are not ideal for display. Before corruption from channel 2, channel 1 had
the spectrum of b11. Consider restoring r1 to the original spectrum, namely b11. Because
B = A−1, we can deduce b11.

B =

[
b11 b12

b21 b22

]
=

[
a11 a12

a21 a22

]−1

=
1

a11a22 − a21a12

[
a22 −a12

−a21 a11

]
(3.2)

Under the assumption that the crossover filters are less significant than the pass-through
filters, we may simplify the result for initial trials:

b11 = a22/(a11a22 − a21a21) ≈ 1/a11 (3.3)
b22 = a11/(a11a22 − a21a21) ≈ 1/a22 (3.4)
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The result of polynomial division x̂(Z) = r(Z)/A(Z) is recognizable in the code by x̂t =
xhat(ichan,t). Here is the polynomial division code fragment:

# CODE = POLYNOMIAL DIVISION

xhat(1,t) = r(1,t)

do tau=1,ntau # xhat1(Z) = r1(Z)/a11(Z)

xhat(1,t) -= aa(1,1,tau) * xhat(1,t-tau)

xhat(2,t) = r(2,t)

do tau=1,ntau # xhat2(Z) = r2(Z)/a22(Z)

xhat(2,t) -= aa(2,2,tau) * xhat(2,t-tau)

}

We have been doing this polynomial division for some time with no stability issues yet.

3.2 CHOLESKY DECORRELATING AND SCALING

The two independent channels of unit-variance random numbers in r entering filter B in
Figure 3.1 have the identity matrix I as a covariance. Herein we arrange to have the same
identity covariance for the values r exiting from A on the right.

By construction, the multicomponent PEF output chews up nonzero lagged correlations
within and among channels. By construction, it does not chew up correlations among
channels at zero lag. With two components we are left at the zero lag with a nice 2 × 2
matrix of prediction-error variances W.

W(τ = 0) =

[
σ2
r11 σ2

r12
σ2
r21 σ2

r22

]
≈

[
(r1 · r1) (r1 · r2)
(r2 · r1) (r2 · r2)

]
(3.5)

Consider the expectation (leaky sum over time) E[ r r∗]. Theoretically it is a three
component (3-C) function of lag and the two channels. We are going to assume our PEFs
do their job, so, it is no longer a function of lag. Thus, we presume that E[ r r∗] is like the
W(τ = 0) we computed with Equation (3.5) at zero lag τ .

Use the Cholesky method to factor W into a triangular matrix V times its transpose. We
express this as: W = VV∗. (The Cholesky method is nearly trivial: [1] write a triangular
matrix of unknown elements, [2] multiply it by its transpose, and [3] notice a sequential
method that unravels the unknown elements.) Starting from W = VV∗ we have:

W = V V∗ (3.6)
V−1W(V∗)−1 = I (3.7)

CWC∗ = I (3.8)

where we have defined C = V−1. Using this new matrix operator C we get a new vector
signal q.

q = C r (3.9)

Using Equation 3.8 the expectation of this new variable q is as follows:

E[qq∗] = E[C rr∗C∗] = C E[rr∗] C∗ = CWC∗ = I (3.10)

This proves Cholesky meets our goals: (1) it descales, and (2) it decorrelates r at zero lag.
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3.3 ROTATING FOR SPARSITY

Intrigue is what comes last, something wholly unfamiliar. As the universe marches on,
things get mixed and entropy increases. We seek the opposite. Even after solving the
problem posed in Figure 3.1, the solution is unique only within an arbitrary unitary matrix.
(With scalar signals the arbitrariness is in a scale factor eiφ.) We get to choose the unitary
matrix U having minimum entropy r output. Luckily, this two-channel problem, although
nonlinear, is easily amenable to a one-parameter exhaustive search. That search can be
done to maximize sparsity of the final signals. We humans love the simplest representation
of our data. This should be it. Hooray!

Rotations and reflections are called “unitary operators.” For now, we are ignoring
reflections (polarity changes). (Consider that to be an application labeling issue.) Scanning
a single parameter θ through all angles allows us to choose the one with the most sparsity
(least clutter). A general form for a 2× 2 rotation operator is

U =

[
cos θ sin θ
− sin θ cos θ

]
(3.11)

We will meet our goal of finding A and r of Figure 3.1 with the following:

r = Uq = UCr = U C E y = A y (3.12)

A unitary operator U does not change the length of any vector. It satisfies U∗U = I,
therefore for any v we see (Uv)∗Uv = v∗U∗Uv = v∗v. Let us check that the covariance
of r = Uq is constant independent of θ. Equation (3.10) leads to rr∗ = U E[qq∗] U∗ =
UIU = I, which says the energy stays constant as we sweep through θ.

3.3.1 Finding the angle of maximum sparsity (minimum entropy)

Given any angle θ for Equation (3.11), we have r = Uq. We can scan θ over one degree
increments. Defining the entropy at any particular time as (|r1|+ |r2|)/

√
r2

1 + r2
2, we easily

choose the angle of minimum entropy for that time. We may define the entropy for the
entire time range of the signal as follows:

Entropy(θ) =
∑∞
t |r1(t)|+ |r2(t)|√∑∞
t r2

1(t) + r2
2(t)

(3.13)

Because the denominator should be a constant function of θ, we may as well define entropy
simply by the numerator Entropy(θ) =

∑∞
t |r1(t)|+ |r2(t)|.

Retrospectively, the authors have come to understand that the unitary operator U is
not only a mathematical tool, but, it also models rotation in the physical world. It should
be done at beginning of the process (as well as again at the end) because it often has the
power to diagonalize the matrices right at the beginning.

Why the scan works

Why does this U process of scanning θ lead to sparsity? Suppose the vector signal element
qN at time at t = N has all its energy in its first component. Say the vector signal is
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[−1, 0]∗ with energy and magnitude both now equal unity. The rotated signal is now as
follows:

[
cos θ sin θ
− sin θ cos θ

] [
−1
0

]
=

[
− cos θ

sin θ

]
(3.14)

Let the rotation angle be 45◦ so sine and cosine are both 1/
√

2. The sum of the magnitudes
becomes 2/

√
2 =
√

2 > 1. As expected the rotation took away the original sparsity.

We experimented with taking the matrix U to be time variable. That has pitfalls we
are not yet prepared to explain.

3.3.2 3-component vector data

For 3-component vectors, the scan would run over two angles; therefore the u(itheta)
would be expanded to u(itheta,iphi).

3.3.3 Channel order and polarity

Although our first synthetic data had the strongest pressure wave on the first channel,
our first successful run yielded the pressure wave on the second channel. The channel flip
operation is as follows: [

0 1
1 0

]
(3.15)

Now, we flip channels when we find the expression |r1 · y1|+ |r2 · y2| < |r1 · y2|+ |r2 · y1|.
Our initial P-wave result had a flipped polarity. The operation for flipping the polarity

for Channel 1 is as follows: [
−1 0

0 1

]
(3.16)

We change the polarity of Channel 1 when (y1 · r1) < 0 and likewise for Channel 2.

It is easy to show for signals with an identity I correlation matrix, that channel flip and
polarity change operations do not change the I correlation matrix. It is easy to imagine
situations in which flip and polarity should change with time. For example, there may be
more than two wave types present. One may die out, while another grows. We have not
yet synthesized such data for testing and are unclear how we might proceed. We will, no
doubt, be strongly influenced by the data at hand.

3.4 RESULTS OF KAIWEN WANG

Figure 3.2 is our first test data, synthetic data with a vertical component and a horizontal
component. Both a P wave and an S wave are emerging at a fairly steep angle; so the
vertical is mostly a P is corrupted by a little S, while on the horizontal it is the opposite.

On Figure 3.3, we notice that the spike estimates become sharper and sharper with time
as the filter A adapts with time. Oddly, there is some crosstalk on the P channel that does
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Figure 3.2: Synthetic data input is
vertical and horizontal components.
Model is a mix of sharp, unipolar P
waves and S waves of lower frequency
with alternating polarity. Stronger P
waves on the vertical, and stronger
S waves on the horizontal. (Kaiwen
Wang) vector/. y-cropped
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Figure 3.3: Output results: Decon-
volved P wave on vertical compo-
nent (top), S on horizontal (bottom).
Spiking improves with time. (Kai-
wen Wang) vector/. z-cropped
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not seem to be diminishing with time. I do not know why that is. Perhaps, we should
repeatedly run the program over the panel.

On Figure 3.4, the P and S channels contain two signals—the original spikes and their
estimates. We notice that crosstalk nearly diminishes to zero on the P channel, likewise on
the S channel.

Figure 3.5 is like Figure 3.4 but with denser spikes—a spike every 4 pixels, each spike
topped by a small circle. Vertical lines primarily connect to the dots. Ideally, between the
dots are vertical lines of zero height, the nonzero height exhibiting the limitations of the
overall process.

Notice the vertical trace (top in upper panel) being dominated by P waves is a higher
frequency than the horizontal trace “H” (top in lower panel) which is dominated by S
waves. Results are about the same quality as Figure 3.4—proving that having so much
wavelet overlap creates no real problems. Fitting on the S channel (bottom in lower panel)
gets much better with time. Fitting on the P channel is so good near the beginning that
we hardly notice improvement with time.
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Figure 3.4: V=vertical, H=horizontal. The traces P and S are overlays of the original
impulsive waves and their attempted reconstruction from (V,H). The pulses get sharper
with time as the PEFs adapt. (Kaiwen Wang) vector/. tracesOrdered-cropped
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Figure 3.5: The top panel refers to the vertical motions V and the pressure waves P.
The second signal in that panel is a superposition of the sparse original impulses (tiny
circles) that made the data and the pulses as estimated by the entire process. These should
match. They mostly do match, but small nonzero values appear between the dots. The
lower panel is likewise for the horizontal H seismograph and the S wave (Kaiwen Wang)
vector/. denseSpikes-cropped
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Chapter 4

Universal problems in Geophysics

Until now, we have limited our operators to convolutions. In reality, Physics gives us many
other operators, say F, in which we are fitting 0 ≈ r(m) = Fm− d. While pursuing such
a fitting, we should also be finding a PEF A to achieve IID residuals, so we should be
fitting 0 ≈ q(m) = A(Fm − d) simultaneously finding m while finding A. Beyond this
problem is a second problem that for logistical reasons, Geophysical field data d often fails
to occupy a regular grid, mostly because many locations on the earth are not available for
measurements. For this second problem we assemble a process to create pseudo data on a
regular grid from the reality of “sprinkled” data.

4.1 UPDATING MODELS WHILE UPDATING THE PEF

Let the misfit of theoretical data Fm to field data d define the raw residual r = Fm − d.
Statistical principles assert we should put r through a PEF A before minimizing some
norm of q = Ar. So, we minimize q(m) = A (Fm − d). For the special case m = 0, this
regression 0 ≈ Ad is none other than the PEF problem that we solved in earlier chapters.
The energy E in the residual q(m) is expressed as:

E = q · q = q∗ q = (m∗F∗ − d∗)A∗A(Fm− d)). (4.1)

The model update direction is the negative of the energy gradient.

−∆m =
∂E

∂m∗
= F∗A∗A(Fm− d) = F∗A∗Ar. (4.2)

So, the new problem is to apply A∗A to the residual r simultaneously with finding the
PEF, A. Following are the steps to update the model grid:

r = (Fm− d) (4.3)
q = A(Fm− d) = A r (4.4)
s = A∗A(Fm− d) = A∗q = A∗Ar (4.5)

−∆m = F∗A∗A(Fm− d) = F∗s (4.6)

Equations above are in code below for computing s = A∗Ar while finding A.

Regularization augments the data fitting penalty (4.1) with another PEF B for the
regularization ε2m∗B∗Bm. The role of B∗B resembles that of an inverse Hessian.

37
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4.1.1 Applying the adjoint of a streaming filter

We often think of adjoint filtering as running the filter backward on the time or space axes.
That view arises with recursive filters in which the adjoint must indeed run backward.
With nonrecursive filters, such as the prediction error filter, there is a more basic view. In
a (nonrecursive) linear operator code, the inputs and outputs can simply be exchanged to
produce the adjoint output. For example, the following pseudocode applies a PEF a(tau)
to the physical residual r(t) to get a statistical (whitened) residual q. We get the adjoint
by the usual process of swapping spaces getting s. The time t loop could run forward or
backward.

# CODE = CONVOLUTION AND ITS ADJOINT

do t= ntau, nt

do tau = 0, na

if( forward operator )

q(t) += r(t-tau) * a(tau) # one output q(t) pulls many

if( adjoint )

s(t-tau) += q(t) * a(tau) # one input q(t) pushes many

4.1.2 Code for applying A∗A while estimating A

# CODE = DATA FITTING WITH PEFed RESIDUALS.

a(*) = 0; da(*) = 0; a(0) = 1.

r(*) = 0; q(*) = 0; s(*) = 0 # You compute r=Fm-d.

do t= ntau, nt

do tau = 0, ntau

da(tau) = 0

q(t) += a(tau) * r(t-tau) # q = A r

do tau = 0, ntau

da(tau) += q(t) * r(t-tau) # da = q r

do tau = 0, ntau

s(t-tau) += q(t) * a(tau) # s = A’ A r

do tau = 1, ntau

a(tau) -= da(tau) * epsilon # Update the filter

# You apply F’ to s

The code organization assures us that A and A∗ apply the same filter. Notice that the
program also works when the time axis is run backward. In two dimensions, either or
both the axes may be run backward. Flipping axes flips the region in which statistics are
gathered.

4.1.3 Streaming

The approach herein has the potential for “streaming,” meaning that the entire data volume
need not be kept in memory—it all flows through the box defined by the codes herein. For
the overall process, streaming depends on the physics operator F allowing it.
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4.2 REGRIDDING: INVERSE INTERPOLATION OF SIGNALS

Figure 4.1 illustrates a universal problem in Geophysics and in many other fields. We
wish a dense uniform grid on the Earth surface from which linear interpolation would give
our raw data found sprinkled on the surface. (Reflection seismology using physics and math
explains the transformation t→ z).

Figure 4.1: Please, pretty please,
build me a dense uniform grid on
the Earth surface (x, y) plane. From
that grid, I want to draw by in-
terpolation my observed data sprin-
kled in the (x, y) plane. Those two
gray boxes must be magic 2-D PEFs.
They sweep through the entire vol-
ume, updating themselves as they
go. uniform/. WorldOfSignals5

To achieve IID estimation, we can always use PEFs on model space (since we define it),
but we often wish likewise for data space where PEFs could fill data gaps. Our goal here
is to make pseudo data on a uniform grid from the real data sprinkled about. Since this is
an inversion problem, the pseudo data is the model space. The model m is located at xi =
x0 + i∆x, namely x=x0+ix*dx. Components of the observed signal data d each have with
them a location xd, namely xx(id)—likewise for 2-D space (x,y). Generally, the pseudo
data m is gridded into somewhat more locations than the real data d so regularization is
essential.

The 1-D linear operator L is defined by the following code. (2-D is similar.) Code
elements dd and mm are 1-D arrays of signals.

# CODE = LINEAR INTERPOLATION OF 1-D SIGNALS

integer 0 <= d <= nd # nd data signals

integer 0 <= m <= nm # nm grid locations

real mm(m) # components of mm are signals on a uniform grid

real dd(d) # components of dd are signals, recorded data.

real xx(d) # locations of dd signal raw data recordings.

real ox, dx # origin and delta of x grid coordinates.

do d = 0, nd # Data scan over all recorded signals.

x = (xx(d)-x0)/dx # the value x points within the grid.

ix = integer(x) # the value ix points to a place on the grid.

if ( 0<ix< nm-1 ) # include only data signals inside the grid

f = x-ix # 0<f<1. closeness to ix+1

g = 1.-f # 0<g<1. closeness to ix f+g=1.

do t = 0, nt # Both dd and mm are functions of time.

if forward

dd(d) += ( g * mm(ix) + f * mm(ix+1))

else adjoint

mm(ix) += g * dd(d)

mm(ix+1) += f * dd(d)
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Geophysics requires data, most often acquired on land (although also often at sea or in
space). On land it is often difficult or impossible to acquire data on a regular grid, because
we have limited access to land. But, mathematical algorithms are normally expressed in
a form requiring a regular grid. And, PEFs require a uniform Cartesian grid. And more,
PEFs are the only easy, large scale method of achieving IID. (Singular-value decomposition
is much slower, suitable only for much smaller problems.) Resolving the data/theory grid
conflict requires a process to synthesize pseudo data on a regular grid, from the given signals
on a non regular grid. Such processes are a class of “inverse problems.”

4.2.1 Sprinkled signals go to a uniform grid via PEFed residuals

Sprinkled signals d means at arbitrary (xi, yi) lies your ith signal d = di,t. Herein we
make synthetic signals m = mt(x0 + j∆x, y0 + k∆y). The algorithm for building m is the
following:

1: Background
2: m1 = Random trial model
3: d1 = Lm1 trial data
4: m2 = L∗ d1 first guess model
5: m3 = αm2 second guess, but α unknown
6: r = m1 −m3 test model residual
7: r = m1 − αm2 test model residual, but α unknown
8: 0 = d(r · r)/dα
9: 0 = m2 · (m1 − αm2)
10: α = (m2 ·m1)/(m2 ·m2) α is now a known property of L.

11: Initialization
12: m = αL∗ d estimated m assuming α,L∗ and raw data d
13: d̂ = Lm estimated data
14: r = d − d̂ residual is raw minus estimated data
15: r = d − Lm Given any m, this is the residual update rule.

16: Iteration
17: r = d − Lm residual update rule
18: m←m + εdαL∗r use data to expand the model (fitting)
19: m←m − εmAm use PEF to shrink the model (regularizing)

Regularization being the flat-earth model

To see energy spreading out from a signal to surrounding model space locations, take the
PEF A to be simply the space derivative dm/dx. We may call dm/dx ≈ 0 the “flat-earth”
fitting goal.

r ← d − Lm (4.7)

m ← m + εd αL∗ r − εm
d

dx
m (4.8)

To simplify testing codes, we may use signals each consisting of a single scalar value.
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Once the preceeding code works on scalar valued signals, we can upgrade to signal
duration longer than a single scalar value. Signals would be placed somewhat randomly
along a 1-D line on the earth surface. The test data d might be dipping layers. Some layers
would be thin (short on the time axis) others fat; some steeply dipping, some gentle. On
m space, fat gentle bedding should interpolate smoothly and continuously in space. Thin
steep bedding would break up into a series of fattened dots.

Learning the PEF while using it to interpolate

Going beyond the flat-earth assumption, let us interpolate a seismic receiver line. The wave
arrival slope changes with time and space. Remember from page 18 that 2-D PEFs can
kill linear events like wavefronts. Waves of differing slopes and differing frequencies often
arrive at the same time. We need local PEFs to handle these complications occurring all
together. Think of this:

m ← m + εd αL∗ r − εm Am (4.9)

Consider the effect of the two terms, L∗r and Am. First, r is the raw data minus the data
our model predicts. If our model m is too weak, its predicted data will be too weak, so the
term L∗r will push more raw data into m. While the εd term adds essentials to the model,
the εm term cuts back some “bad” spectrum from the model—here is how: The PEF A
has removed the dominent spectrum, the good, from m, so what comes out of Am is its
bad spectrum, that to be subtracted. (This term also obligates us to the side project of
updating the PEF A.)

I suggest the PEF estimation be done in a subroutine where its residual r is kept internal,
so not to be confused with the present residual r going into L∗.

A wistful note: The 2-D PEF captures two frequencies, while many applications are
concerned only with their ratio. In seismology’s (x, t) space the frequency ratio is the
velocity.

Manufacturing super-resolution does not work, but we can go far.

Mathematically, the pulling apart of the product Am is a nonlinear activity, therefore it
is susceptible to multiple solutions. That happens with too fine a grid. An attractive
always-available starting solution is defining an initial m on a coarse grid, and interpolating
that.

We cannot build spatial resolution that is not in the data, however, the tacit assumption
that we envision the world being made up of planes (because our physics gives us plane
waves) has saved us from needing a 3-D PEF. This leads to some magic: Without going into
a lengthy discussion, in reflection seismology we often encounter very slow waves (ground
roll) that are adequately sampled on the time axis, but inadequately sampled on a distance
axis. Never-the-less, after we nail down the velocity (slope), the space axis comes easily
from the neighboring time axis. Good understanding of one dimension is valuable, but not
fully adequate to understand higher dimensional spaces.
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We give up on recursion because our gaps are small.

Take data organized somewhat like the model space, but with a substantial gap of missing
signals in it. Enough iterations of (4.9) should eventually fill the gap, albeit somewhat
tediously. Stationary theory has a seductive method of filling long gaps commonly known
as recursion or polynomial division. This method is fast for covering long gaps, such as at
cable ends. But in most applications, we have more modest goals, such as data sampling
irregularities and gaps the size of streamer separations. Moreover, the speed of the method
herein might render itself irrelevant, even on larger gaps. Do not give much credence to
synthetic data far from real data. My dear old Russian friend Boris would say, “Do not
trust what you have not paid for.”

3-D flat-earth regularization

For 3-D data, an (x, y)-plane of signals, we penalize slopes in both x and y with the following
iteration:

m ← m + εd αL∗ r − εm [
d

dx

d

dy
]

[
I
I

]
m (4.10)

This fills holes with the 3-D flat-earth model.

3-D locally constant dip regularization

For the first time now, we do that which is not easy to do by any other method. Use two
2-D PEFs, A and B, one for the (t, x)-plane, the other for the (t, y)-plane. In principle, a
10 × 2 PEF in the (t, x) plane, likewise for the (t, y)-plane, adapts to dipping planes. In
practice, 10×3 might work better. This and longer filters on the space axes allow for several
plane wave angles appearing simultaneously on the time axis. The fitting iterations are:

m ← m + εd αL∗ r − εm [A B]

[
I
I

]
m (4.11)

We have not discussed the double PEF estimation algorithm necessary in this circumstance.
Well, I need to leave some fun examples for my readers to map out. To get started, recall
Figure 4.1.

Seismologists (they work to map t → z) who have lived for years in (x, t) space, upon
arriving in (x, y, t) space find themselves in awe at how much different the world feels.
Without me speculating more on why, (which I easily could), I feel users of Equation (4.9)
will be amazed when they first encounter results of Equation (4.11). Compare a solitary
picture on your retina, to a radiologist swimming throughout your body with a PET scan.
She can glide anywhere she likes, all the while viewing down, forward, and sideways.

4.2.2 Is the theory worthwhile?

Questions

1. Are these really universal problems in Geophysics?
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2. Is the foregoing method of data infill worthwhile?

3. At each iteration, PEFs go one direction. Should they be going opposite ways on
alternate iterations?

4. What are conventional methods of infill?

5. We could average nearby data signals weighted inversely with distance. What is wrong
with that?

6. When traces have dipping events on them, how should they be interpolated?

7. Near a growth fault various dips may be simultaneously present. Does it work?

8. Does the new method act like dip or azimuthal moveout?

9. On a very dense grid in model space, we could nearest neighbor the data, then some-
thing...

Answers

No, satellite data has good spatial coverage. I don’t know. I don’t know. I dunno. I dunno.
I dunno. I dunno. I dunno. I dunno. Looks like we are not going to find out, either.

4.2.3 Repairing the navigation

Occasionally, data location is inaccurate. Historically, we have often seen that. Today
navigation is usually quite good, but not universally so. Multicomponent seismometers
along with a pressure gauge are called “nodes.” Nodes may be placed on the ocean bottom
with a Remote Operated Vehicle (ROV), or alternately with a maned underwater vehicle.
The surface boat knows its location well enough, but it may not be very certain where the
node is. I’m willing to work on this problem, but not until after I find colleagues to work
on it with me.

The Galilee data set in GIEE is an example of data that gave me good reason to doubt
the navigation. But, it is 1990 vintage data with pre-satellite navigation.

4.2.4 Daydreams

I like to daydream about equation (4.9) and its relationship to the land surface of the USA.
Many kinds of geophysical recorders lay sparse and irregular on the ground, so the factor
(Fm−d) seems central to our efforts. Of course we need to flatten the Earth sphere giving
us to wonder whether PEF concepts are limited to Cartesian spaces. The land surface
m is somewhat smooth in the plains whereas rough in the mountains. Where m in the
plains is very smooth, there A must turn out to be a powerful roughener. There can be the
occasional sharply defined texture in the plains, so we will want softclip(Am) in the plains
as much as in the mountains.
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Have a look with Google Earth or satellite maps. In the Appalachians there is a pattern
to the mountains not found in the Rockies. Follow the track from Harrisburg, Pennsylvania
to Birmingham Alabama. Occasionally these rolling mountains are broken through by
rivers. After the land, look at the bottom of the oceans.

Ocean bottoms are tough places to get data. Many kinds of data (and data gaps!) affect
the images we are able to see of the ocean floor. Everywhere there are stories to be told,
half geological, and half about data acquisition limitations. Awesome! Let your imagination
run.
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Chapter 5

Appendices

5.1 WHY PEFs HAVE WHITE OUTPUT

It is somewhat intuitive that 1-D PEFs have a white output, but it is really amazing that
2-D PEFs tend to spectral whiteness in a 2-D space; yet, this whiteness is extensively
demonstrated in GIEE (Claerbout, 2014), while herein it is simply introduced and has its
whiteness proven.

5.1.1 Why 1-D PEFs have white output

1The basic idea of least-squares fitting is that the residual is orthogonal to each of the fitting
functions. Applied to the PEF, this idea means the output of the PEF is orthogonal to
lagged inputs. The orthogonality applies only for lags in the past, because prediction knows
only the past while it aims to the future. What we soon see herein is different; namely,
the output is uncorrelated with itself (as opposed to the input) for lags in both directions;
therefore, the autocorrelation of the output is a delta function and the output spectrum is
white. Knowing the PEF and having output whiteness has many applications.

Let d be a vector with components containing a time function. Let Znd represent
shifting the components to delay the signal in d by n samples. The definition of a PEF is
that it minimizes ||r|| by adjusting filter coefficients aτ . The PEF output is as follows:

r = d + a1Z
1d + a2Z

2d + a3Z
3d + · · · (5.1)

We set out to choose the best aτ by setting to zero the derivative of (r · r) by aτ . After the
best aτ are chosen, the residual is perpendicular to each of the fitting functions as follows:

0 =
d

daτ
(r · r) (5.2)

0 = r · dr
daτ

= r · Zτd for τ > 0. (5.3)

Given that 0 = r · Zτd, we examine r · Zτr and see that it also vanishes. Using Equation
(5.1), we have for any autocorrelation lag k > 0,

r · Zkr = r · (Zkd + a1Z
k+1d + a2Z

k+2d + ...)
1This subsection draws from Levin et al. (2013), and is also included in Claerbout (2014).
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= r · Zkd + a1r · Zk+1d + a2r · Zk+2d + ...

= 0 + a10 + a20 + ...

= 0 .

Because the autocorrelation is symmetric, r · Z−kr is also zero for k < 0; therefore, the
autocorrelation of r is an impulse. In other words, the spectrum of the time function rt is
white. Thus, d and a have mutually inverse spectra. Because the output of a PEF is white,
the PEF itself has a spectrum inverse to its input.

5.1.2 Why 2-D PEFs have white output

Chapter 4 in my GIEE book (Claerbout, 2014) extends 1-D signal analysis to 2-D and 3-D
physical space. There are also many examples in GIEE Chapter 7. In summary, to visualize
the 2-D idea of a 1-D PEF, wrap a long rope tightly spiraling around a silo inching down
by covering many revolutions. The surface of the silo and coiled rope are 2-D spaces for
our 2-D imaging games. Let the silo hold the 2-D data and the rope hold the filter. Let the
rope be slippery so it can slide over the silo in a 2-D space. Such sliding may be along the
axis of the silo, or along the rope or any direction in the 2-D surface.

Figure 5.1: The “1.” at the end
of a 1-D rope wrapped on a silo.
We consider only the filter coef-
ficients inside the semicircle, out-
side coefficients supposedly negligi-
ble. appendix/. ropeEnding

1. t x

Figure 5.1 shows how you can think of the rope as either a 1-D or a 2-D filter. At the
end of the rope, one filter coefficient is constrained to be a “1.” Filter coefficients in the
semicircle near the “1.” in the 2-D space are typically the most significant ones because
being nearby the “1.” they most likely give the best predictions of what lies under the “1.”
In principle all the coefficients outside the semicircle vanish. For coding convenience, the
nonvanishing coefficients commonly lie in a box not a semicircle.

Stew Levin points out that once you have mastered the 1-D whiteness proof, you do not
need the 2-D proof in GIEE if you know about the helix. Why? Because wrapping one side
of a long, long 1-D autocorrelation spike many turns around the helix on the silo shows you
a 2-D spike of an autocorrelation which implies 2-D spectral whiteness.

I do not like proving theorems, especially those with negative consequences, but I may
save you some trouble if I tell you a curious fact. If you put adjustable (by least squares)
coefficients on both sides of the “1,” you spoil the whiteness of the output.
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5.2 THE HEART OF NONSTATIONARY PEF USING CALCULUS

2Suppose we have a PEF that represents all previous moments in time. Call it ā =
(1, ā1, ā2, ā3, · · ·). Say that ā represents the PEF (inverse spectrum) of the data values
(d1, d2, d3, · · · , d98). We seek to define the a that represents the PEF with an appended
data value d99. Consider the regression as follows:




0
0
0
0
0



≈




d99 d98 d97 d96

γ · · ·
· γ · ·
· · γ ·
· · · γ







1
a1

a2

a3


 − γ




0
1
ā1

ā2

ā3




(5.4)

The top row says we are trying to fit a new data point d99. The bottom block says the
new PEF a should be highly similar to the PEF that fit earlier data, ā. The parameter γ
should be big enough that the new data point d99 does not change a very much. Rewrite
Equation (5.4) as follows:




0
0
0
0


 ≈




dn dn−1 dn−2

γ 0 0
0 γ 0
0 0 γ






a1

a2

a3


 −




−dn+1

γ ā1

γ ā2

γ ā3


 (5.5)

or in a shortened block-matrix notation, we have the residual to minimize

0 ≈ r =

[
d∗

γ I

]
a −

[
−dn+1

γ ā

]
, (5.6)

where I is the identity matrix and

d =



dn
dn−1

dn−2


 , a =



a1

a2

a3


 ,

For decades Bernard “Bernie” Widrow (Wikipedia) attacked problems of this nature by
defining a quadratic form and finding its gradient. (Actually, he thinks in terms of circuit
diagrams.) Then he repeatedly made small steps down the gradient (not up). How big are
the small steps? Experience teaches.

The quadratic form is r∗r. We take its derivative to find the search direction.

∆a = − (some constant)
∂

∂a∗

∣∣∣∣
a=ā

r∗r (5.7)

Form the transpose of the Residual (5.6) and then, differentiate by a∗. (By a∗, we mean
the complex conjugate transpose of a.)

∂r∗

∂a∗
=

∂

∂a∗
{a∗[d γI] − [−dn+1 γā]} = [d γI] (5.8)

2This section drawn on Fomel et al. (2016) and Claerbout (2017).
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and multiply that onto r from Equation (5.6) keeping in mind that d∗ā is a scalar.

∆a ∝ ∂r∗

∂a∗
r = [d γI]

{[
d∗

γ I

]
a −

[
−dn+1

γ ā

]}
(5.9)

= d(d∗a) + γ2a + ddn+1 − γ2ā (5.10)

∆a ∝ ∂r∗

∂a∗

∣∣∣∣
a=ā

r = (d∗ā + dn+1) d (5.11)

∆a = − ε rt d (5.12)

It is certainly surprising that the analytic solution to the Regression (5.4) computationally
amounts to a single step of the optimization strategy (5.11), a strategy so crude as to be
absent from textbooks; yet true (Fomel et al., 2016). Experimentalists first notice that
Equation (5.4) demands we supply a not-given constant γ while (1.3) or (5.12) demands a
not-given constant ε (or λ).
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Multiparameter full-waveform inversion with a SBP-SAT
discretization of the first order acoustic wave equation

Joseph Jennings, Martin Almquist and Eric Dunham

ABSTRACT

We develop the theory for implementing multiparameter full-waveform inversion using
high-order accurate summation-by-parts finite difference operators and weak enforce-
ment of boundary conditions. With these discrete operators, we derive the semi-discrete
adjoint equations and gradients that closely mimic those of the continuous problem.
We provide a numerical example in which we estimate the source time function from
synthetic pressure data. We anticipate that this formulation will be useful for compli-
cated modeling scenarios such as modeling point sources directly on the ocean bottom
interface.

INTRODUCTION

As imaging targets become increasingly complex and more information is desired from the
subsurface, more advanced acquisition, imaging and modeling algorithms are required. One
such example of this is the increase in the desire to estimate the elastic parameters of the
subsurface. For marine data this requires placing either ocean-bottom nodes or cables on the
seafloor to record the elastic wavefield. Then when Zoeppritz approximation fails, methods
such as elastic full-waveform inversion (FWI) are required to obtain reliable estimates of
subsurface elastic parameters (Biondi et al., 2016). To perform elastic FWI, in addition to
accurate starting models, accurate finite-difference modeling schemes are needed to ensure
adequate data-fitting.

FWI is a partial differential equation (PDE)-constrained optimization problem that is com-
monly minimized via gradient-based methods (Bradley, 2013). The gradient calculation of
the FWI objective function requires a solution to what is known as the forward (PDE) and
an adjoint PDE. Using a standard least-squares misfit, the source of the adjoint PDE is the
mismatch between the predicted data and the actual data and is injected at the receiver lo-
cations. For the ocean-bottom acquisition setup, this requires solving the adjoint PDE with
a source directly on a fluid-solid interface. Handling this interface in the correct manner has
not been well-studied in the context of FWI. Ober et al. (2016) use a discontinuous-galerkin
scheme and impose that the normal component of velocity is continuous across the bound-
ary and that the tangential component of the traction along the boundary is zero. While
there have been several case studies in which elastic FWI has been performed with ocean-
bottom multicomponent data,((Sears et al., 2010; Prieux et al., 2013; Ober et al., 2016;
Alves, 2017)) none provide a rigorous treatment of how to solve the elastic wave equation
with a source at the fluid-solid interface and a finite-difference discretization.

The work herein describes how to systematically perform complex forward and adjoint
modeling with a finite difference scheme known as summation-by-parts (SBP) with the si-
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multaneous approximation term method that weakly enforces the boundary conditions. It
has been successfully used in modeling situations with complex geometry that require accu-
rate solutions to the PDE at the boundary (Lotto and Dunham, 2015; Duru and Dunham,
2016; Karlstrom and Dunham, 2016). Additionally, the scheme is energy stable and can be
generalized beyond just cartesian grids allowing for an undulating ocean bottom. While this
SBP finite difference scheme is not new and has been used in solving a FWI for estimating
a moment tensor source (Sjögreen and Petersson, 2014), as well as reverse-time migration
(Wang et al., 2017), what is new in this work is that we derive the adjoint equations and
gradients for SBP operators that operate on staggered grids. We show that the use of these
operators lead to self-adjoint spatial derivative operators. Moreover, we demonstrate that
in using this scheme, we achieve dual-consistency which indicates that the discretization
of the continuous adjoint equations is consistent with the discrete derivation of the adjoint
equations (Berg and Nordström, 2012).

We begin with first setting up the FWI optimization problem for the continuous case. We
derive the adjoint equations and the gradient for the medium parameters and source for a
first-order acoustic wave equation. We then discretize the forward equations in space using
a SBP discretization and derive the adjoint equations and gradient for the semi-discrete
problem in the case in which we do not consider the boundaries. We show that as for the
continuous problem, the semi-discrete differential operators are self-adjoint. We also show
this for the scenario in which we have a free-surface boundary condition. We then show a
1D numerical example in which we estimate a source time function from synthetic pressure
data.

ADJOINT EQUATIONS AND GRADIENT FOR THE CONTINUOUS
PROBLEM

We first derive the adjoint equations and gradient for the continuous problem. We do this by
first introducing the forward PDE which is a system of first-order equations that describe
wave propagation in an acoustic medium. While we limit our derivations to the case of
one-dimension, these derivations can be generalized to 3-dimensions.

The governing equations for our problem are the following momentum and mass balance

ρ
∂v

∂t
+
∂p

∂x
= 0 (1)

1
K

∂p

∂t
+
∂v

∂x
= f(t)δ(x− xs), (2)

with the following initial condition

v(x, 0) = 0, p(x, 0) = 0, (3)

and where we have not specified any specific boundary condition. These equations are the
governing equations for waves propagating in a 1D acoustic medium with a wave-speed
c =

√
K/ρ. v denotes particle velocity, p is the pressure, ρ is density, K is bulk modulus

and f(t) is a source time function positioned at the source location xs. For this example
we set x ≥ 0 and enforce boundary conditions on x = 0. We will consider the forward
problem for the free-surface boundary condition (p(0, t) = 0), a rigid boundary condition
(v(0, t) = 0) and non-reflecting boundary conditions (p(0, t) + ρcv(0, t) = 0).
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Now we desire to look at the gradient and adjoint equations for the FWI problem in which
we desire to estimate the medium parameters, namely ρ and K, and the source time function
f(t). The PDE-constrained optimization problem can be written as

minimize
ρ(x),K(x),f(t)

F (v, p, ρ,K, f(t)), where

F (v, p, ρ,K, f(t)) =
w1

2

T∫

0

(v(xr, t)− vdata(t))2 dxdt

+
w2

2

T∫

0

(p(xr, t)− pdata(t))2 dxdt (4)

subject to ρv̇ + px = 0,
1
K
ṗ+ vx − f(t)δ(x− xs) = 0,

where Ω indicates the entire spatial domain. Note that we have introduced the additional
constant weights w1 and w2 which control the contribution of residuals from pressure and
particle velocity respectively. In the case in which we have only pdata or only vdata, then
either w1 or w2 is zero. In the case in which we have both, then we might choose w1 = ρr and
w2 = K−1

r where the subscript r indicates the material property at the receiver location.
This choice of weights would result in minimizing the energy of the residuals. Another
possible choice could be w1 = 1 and w2 = zr where zr is the acoustic impedance at the
receiver location. Also note that while this functional is stated for a single receiver, it
can be generalized in a straightforward manner for an arbitrary number of receivers by
adding additional terms to the misfit functional. We now introduce Lagrange multipliers
λ1(x, t) and λ2(x, t) which turn this constrained optimization problem into an unconstrained
problem

L =
w1

2

T∫

0

(v(xr, t)− vdata(t))2 dxdt

+
w2

2

T∫

0

(p(xr, t)− pdata(t))2dxdt+

T∫

0

∫

Ω

λ1 (ρv̇ + px) dxdt

+

T∫

0

∫

Ω

λ2

(
1
K
ṗ+ vx − f(t)δ(x− xs)

)
dxdt. (5)

We first desire to calculate first variation of the functional denoted as δL. The first variation
is the change in the functional L when the parameters of interest are changed (δρ, δK and
δf(t)). For our problem, we can write this as

δL =
∫

Ω

δL
δρ(x)

δρ(x)dx+
∫

Ω

δL
δK(x)

δK(x)dx+

T∫

0

δL

δf(t)
δf(t)dt (6)
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where the terms δL/δρ(x), δL/δK(x) and δL/δf(t) are known as functional derivatives.
When using the adjoint method in the geophysics community, they are also referred to as
sensitivity kernels (Liu and Tromp, 2008). Due to the fact that the wavefields v and p are
dependent on these material properties and source time function, we will also have terms
δp and δv in our calculation of the first variation. The first variation of equation 5 can be
expressed as

δL = w1

T∫

0

∫

Ω

(v(x, t)− vdata(xr, t)) δ(x− xr)δvdxdt

+ w2

T∫

0

∫

Ω

(p(x, t)− pdata(xr, t))δ(x− xr)δpdxdt

+

T∫

0

∫

Ω

λ1 (δρv̇ + δv̇ρ+ δpx) dxdt

+

T∫

0

∫

Ω

λ2

(
−K−2δKṗ+K−1δṗ+ δvx − δf(t)δ(x− xs)

)
dxdt. (7)

Now, in order to avoid computing the variations in the wavefields δv and δp we first integrate
by parts in space and in time all terms associated with spatial and temporal derivatives of
δv and δp. This will switch the derivatives on δp and δv to λ1 and λ2 and also introduce
boundary terms. Performing this integration by parts and grouping terms associated with
δp and δv we obtain the following expression for the augmented functional

δL =

T∫

0

∫

Ω

(
w1 (v − vdata) δ(x− xr)− ρλ̇1 − λ2x

)
δv

+

T∫

0

∫

Ω

(
w2(p− pdata)δ(x− xr)−K−1λ̇2 − λ1x

)
δpdxdt

+
∫

Ω

ρ (λ1(x, T )δv(x, T )− λ1(x, 0)δv(x, 0))

+
∫

Ω

K−1 (λ2(x, T )δp(x, T )− λ2(x, 0)δp(x, 0)) dx

+

T∫

0

λ1(0, t)δp(0, t) + λ2(0, t)δv(0, t)dt

+

T∫

0

∫

Ω

λ1δρv̇ −K−2δKλ2ṗ− λ2δf(t)δ(x− xs)dxdt (8)

Now that we have factored out the wavefield variation terms we can impose conditions on
the Lagrange multipliers in order to avoid the computation of these terms. The conditions
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we impose are written as follows

ρλ̇1 + λ2x = w1(v − vdata)δ(x− xr), (9)
1
K
λ̇2 + λ1x = w2(p− pdata)δ(x− xr), (10)

λ1(x, T ) = 0, λ2(x, T ) = 0. (11)

We observe that equations 9 and 10 are PDEs of the same form as equations 1 and 2 and
make what are known as adjoint PDEs with terminal conditions 11. We next consider the
conditions that we need to place on the Lagrange multipliers to derive the adjoint boundary
conditions.

Adjoint boundary terms

We now examine the boundary terms that appear in the expression

T∫

0

λ1(0, t)δp(0, t) + λ2(0, t)δv(0, t)dt. (12)

In order to obtain the adjoint boundary conditions from this expression, we first impose a
boundary condition on p(x, t) and v(x, t) which then implies a boundary condition on δv(x, t)
and δp(x, t) (Liu and Tromp, 2006) and then we derive the resulting adjoint boundary
condition by setting the Lagrange multipliers to force the integrand to zero. We show this
for the rigid, free surface and absorbing boundary conditions.

Rigid boundary

For the rigid boundary, we impose that v(0, t) = 0 ⇒ δv(0, t) = 0. Using this fact we find
the adjoint boundary condition as λ1(0, t) = 0.

Free surface

Being that the free surface boundary condition (p(0, t) ⇒ δp(0, t) = 0) is the complement
of the rigid boundary condition, we find then that λ2(0, t) = 0.

Absorbing boundary

For the absorbing boundary, we have that p(0, t) + ρcv(0, t) = 0⇒ δp(0, t) + ρcδv(0, t) = 0.
Using this expression along with the integrand in equation 12, we find the adjoint absorbing
boundary to be

−λ1(0, t)ρcδv(0, t) + λ2(0, t)δv(0, t) = 0
⇒ −ρcλ1(0, t) + λ2(0, t) = 0.
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Gradients of the continuous problem

As equations 9 and 10 form a system of PDEs with terminal conditions 11, we perform
a change of temporal coordinates τ = T − t ⇒ dτ = −dt. This results in the following
time-reversed PDEs

−ρλ′1 + λ2x = w1(v − vdata)δ(x− xr), (13)

− 1
K
λ′2 + λ1x = w2(p− pdata)δ(x− xr), (14)

λ1(x, τ = 0) = 0, λ2(x, τ = 0) = 0, (15)

where the λ′1 indicates a derivative of λ1 in τ . Additionally, we let −λ1 = λ3 which results
in the following system of PDEs

ρλ′3 + λ2x = w1(v − vdata)δ(x− xr), (16)
1
K
λ′2 + λ3x = − w2(p− pdata)δ(x− xr), (17)

λ3(x, τ = 0) = 0, λ2(x, τ = 0) = 0. (18)

Note that this system is of the exact same form as the forward PDE shown in equations 1
and 2. Upon satisfying conditions 16-18 (solving the adjoint equations) the calculation of
the first variation can be written as

δL =

T∫

0

∫

Ω

λ1δρv̇ −K−2δKλ2ṗ− λ2δf(t)δ(x− xs)dxdt (19)

Recalling that the first variation has the form of equation 6, we can write the gradients
(functional derivatives) as follows

δL
δρ(x)

=−
T∫

0

λ3(t)(x, t)v̇(x, t)dt, (20)

δL
δK(x)

=−
T∫

0

1
K2

λ2(x, t)ṗ(x, t)dt, (21)

δL
δf(t)

=−
∫

Ω

λ2(x, t)δ(x− xs)dx. (22)

Equations 20-22 are consistent with what is observed in the literature (Plessix, 2006) and
amount to solving the forward PDE, calculating the residual, then injecting the residual at
the receiver locations as a source to the adjoint equations and finally either cross-correlating
the adjoint solution with a time-derivative of the forward solution (equations 20-21) or
restricting the adjoint solution to the source location (equation 22).

ADOINT EQUATIONS AND GRADIENT FOR THE
SEMI-DISCRETE PROBLEM

We now provide the derivation of the semi-discrete adjoint equation with SBP operators
and the SAT method. We first begin by introducing SBP-SAT for both staggered and non-
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staggered grids. We then pose the optimization problem and derive the adjoint equations
and gradient.

Summation-by-parts (SBP) finite-difference operators

SBP finite-difference operators are very useful in that they allow for the derivation of a
numerical energy balance that closely resembles that of the continous energy balance. This
in turn allows for explicit proofs of stability of the numerical scheme (Karlstrom and Dun-
ham, 2016). In this section, we give basic definitions of SBP operators and summarize
useful properties that we use in the derivations of the adjoint equations with staggered SBP
spatial derivative operators.

For a semi-discrete PDE, a SBP spatial derivative has the form:

D = H−1Q (23)

where H is a diagonal positive-definite matrix and Q is an almost skew-symmetric matrix
such that QT + Q = −E0 + EN , where E0 and EN are diagonal matrices with one non-zero
element in either the first or last element of the diagonal respectively. As an example, the
second-order accurate (on the interior) SBP operator is given by:

H = hdiag
[

1
2 1 1 · · · 1 1

2

]
, (24)

Q =
1
2




−1 1
−1 0 1

. . . . . . . . .
−1 0 1

−1 1



, (25)

though of course higher-order methods can be utilized. Note also that the structure of
Q will change depending on the treatment of the boundary conditions. For example, for
periodic boundary conditions, Q is in fact skew-symmetric. Additionally, we can neglect to
treat either the top or bottom boundary of the domain therefore leaving QT + Q = −E0.

The beauty of these operators is in the discrete analogy they make to integration-by-parts.
First, notice that we can write:

HD = −(HD)T −E0 + En (26)

because Q = HD. Now if we define the inner-product between two continuous functions
as:

(u, v) =

b∫

a

u(x)v(x)dx

and therefore,
(
u,
dv

dx

)
=

b∫

a

u(x)
dv

dx
dx = −

(
du

dx
, v

)
+ u(x)v(x)|ba .
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where we used integration by parts. In the discrete case, we can write the inner product of
two vectors as:

(u,v) = uTHv, (27)

and now analogously, we can expand the inner product between a vector and the derivative
of vector using SBP operators as:

(u,Dv) = uTHDv = uT (−(HD)T −E0 + En)v

= −uT (HD)Tv − uTE0v + uTEnv

= −uTDTHv − u0v0 + unvn

= −(Du,v) + unvn − u0v0.

As is clear in the above example, the summation-by-parts operators enable the switch of
the derivative from v to u just as in integration-by-parts and additionally evaluate the
difference of the product of the two functions at two points.

In addition to standard grids used in finite difference solutions to PDEs, the SBP property
has also been extended to finite difference operators that operate on staggered grids. Fol-
lowing the work done by OReilly et al. (2016) the staggered SBP operator can be defined
as

D± = H−1
± Q±

where ± indicates the fact that we now have two grids (the + grid and the - grid). These
operators satisfy the following SBP property

H+D+ + (H−D−)T = B+ = BT
− = B, (28)

where the B matrix restricts the grid functions to the boundary

φTBψ = φNψN − φ0ψ0.

Again, these two expressions therefore allow us to mimic integration-by-parts in the follow-
ing manner

(φ,D+ψ)H+ = φTH+D+ψ = φT (−(H−D−)T + B)ψ

= −φT (H−D−)Tψ + φNψN − φ0ψ0

= −(D−φ)TH−ψ + φNψN − φ0ψ0

= −(D−φ,ψ)H− + φNψN − φ0.ψ0

Simultaneous approximation term (SAT) method

The SAT method used in conjunction with SBP operators for finite-difference methods,
allow for weak enforcement of the boundary conditions (Karlstrom and Dunham, 2016).
These terms are placed as penalty terms on the differential equation. As an example,
consider equations 1-2 but without a source term. In the SBP-SAT framework, penalty
terms change equations 1 and 2 in the following manner:

ρ
∂v
∂t

= · · · − cH−1 [e0(v0 − v̂0) + en(vn − v̂n)] , (29)

1
K

∂p
∂t

= · · · − cH−1 [e0(p0 − p̂0) + en(pn − p̂n)] , (30)
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where c is a diagonal matrix containing values of the acoustic wave speed ci =
√

Ki
ρi

and
v̂0, v̂n and p̂n, p̂n are target values for the particle velocity and pressure at the first and last
gridpoints respectively and are specified depending on the desired boundary condition.

In order to solve for the target values we first write out the following system of equations:

p0 − ρcv0 = p̂0 − ρcv̂0 (31)
pn − ρcvn = p̂n − ρcv̂n, (32)

which are the characteristics of the original PDE (equations 1-2). With equations 31-32
we can specify the desired boundary condition as a function of the target (“hat”) variables
and then solve for the penalty term. The inclusion of these penalty terms based on the
different boundary conditions, will change the semi-discrete PDE and therefore how the
spatial derivative operator and its adjoint are applied at the boundaries. Later in this
report we provide an example of how this is done with the free-surface boundary condition.

Semi-discrete adjoint equations

In order to derive the adjoint equations and gradient for the SBP-SAT discretization, we
first discretize the PDE in space so that it is semi-discrete. Then, we define the constrained
optimization problem and derive the adjoint equations for periodic boundary conditions.

As we chose to perform the discretization with staggered grids, we have two different grids,
which we denote as the (+) grid and the (-) grid. We define the solution vectors v and p
on the (+) and (-) grids respectively. This then means that the material properties ρ and
K will also be defined on the (+) and (-) grids respectively. We can explicitly write out the
solution vectors and diagonal matrices containing the material properties as

v =




v0

v1
...
vN


 , ρ = diag

([
ρ0 ρ1 · · · ρN

])

p =




p0

p1/2
...

pN−1/2

pN



, K = diag

([
K0 K1/2 · · · Kn−1/2 KN

])

Figure 1 shows a pictorial description of the different grids. Note that with the staggered
grids, the solution vectors (and therefore also the differential operators D+ and D−) no
longer have the same dimension. Therefore, we find that for a grid of N + 1 points we have
that D+ ∈ R(N+1)×(N+2) and H+ ∈ R(N+1)×(N+1). Similarly, we find that for the (-) grid
we have D− ∈ R(N+2)×(N+1) and H− ∈ R(N+2)×(N+2). Now we can write a semi-discrete
version of the continuous forward problem without boundary terms (equations 1-2) as

ρv̇ + D+p =0 (33)

K−1ṗ + D−v =ds− (34)
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Figure 1: Solution vectors p and v positioned on staggered grids. Replicated after a similar
figure in OReilly et al. (2016) joseph3/. staggered-grids

where the discrete delta function ds− is a high-order discretization of the delta function
that restricts the source time function to the (-) grid (Petersson et al., 2016).

In order to setup the optimization problem, we first define the discrete parameters that
we desire to estimate as vectors ρ ∈ RN+1 and K ∈ RN+2 (because the problem remains
continuous in time, we still estimate a source time function f(t)). These are related to the
diagonal matrices used in our semi-discrete PDE as ρ = diag(ρ) and K−1 = diag(K)−1.
We now can write the optimization problem as

minimize
ρ,K,f(t)

F (v,p,ρ,K, f(t)), where

F (v,p,ρ,K, f(t)) =
w1

2

T∫

0

(
(H+dr+)Tv − vdata(t)

)2
dt

+
w2

2

T∫

0

((H−dr−)Tp− pdata(t))2 dt

subject to ρv̇ + D+p = 0,

K−1ṗ + D−v − f(t)ds− = 0, (35)

where dr+ and dr− are again high-order discretizations of the delta function at the receiver
location and for the (+) and (-) grids respectively. As for the continuous problem, w1

and w2 are scalar weights that can be chosen depending on the data that we desire to
fit. Now, introducing the semi-discrete Lagrange multipliers λ1 and λ2 we can write the
unconstrained problem as

L =
w1

2

T∫

0

(dTr+H+v − vdata(t))2dt+
w2

2

T∫

0

(dTr−H−p− pdata(t))2dt

+

T∫

0

λT1 H+ (ρv̇ + D+p) dt+

T∫

0

λT2 H−
(
K−1ṗ + D−v − f(t)ds−

)
dt. (36)

Note that we have introduced the Lagrange multipliers with the inner products λ1H+ and
λ2H−. This is to remain consistent with our definition of the inner product between two
vectors (u,v)H = uTHv where H is the quadrature operator as defined in equation 24.
Again we calculate the first variation of the misfit functional. For the semi-discrete PDE
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problem the first variation will have the following generic form

δL =
N∑

i=0

∂L
∂ρi

δρi +
N+1∑

j=0

∂L
∂Kj

δKj +

T∫

0

δL
δf(t)

δf(t)dt. (37)

We can then write the first variation of equation 36 as

δL = w1

T∫

0

(
dTr+H+v − vdata(t)

)
dTr+H+δvdt

+ w2

T∫

0

(
dTr−H−p− pdata(t)

)
dTr−H−δpdt

+

T∫

0

λT1 H+

((
N∑

i=0

∂ρ

∂ρi
δρi

)
v̇ + ρδv̇ + D+δp

)
dt

+

T∫

0

λT2 H−





N+1∑

j=0

∂K−1

∂Kj
δKj


 ṗ +K−1δṗ + D−δv − δf(t)ds−


 dt (38)

Note that because the diagonal matrices ρ and K−1 contain the same parameters as the
vectors ρ and K, we can simplify these sums as follows

δL = w1

T∫

0

(
dTr+H+v − vdata(t)

)
dTr+H+δvdt

+ w2

T∫

0

(
dTr−H−p− pdata(t)

)
dTr−H−δpdt

+

T∫

0

λT1 H+ (δρv̇ + ρδv̇ + D+δp) dt

+

T∫

0

λT2 H−
(
−K−2δKṗ +K−1δṗ + D−δv − δf(t)ds−

)
dt, (39)

where,

δρ =



δρ1

. . .
δρN+1


 , (40)

−K−2δK =−



K−2

1
. . .

K−2
N+2






δK1

. . .
δKN+2


 . (41)
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Now as with the continuous case, we must integrate by parts in time to remove the time
derivatives on δṗ and δv̇. Doing so and combining all terms associated with the variations
δv and δp we have the following

δL =

T∫

0

(
w1

(
dTr+H+v − vdata(t)

)
dTr+H+ − λ̇T1 H+ρ+ λT2 H−D−

)
δvdt

+

T∫

0

(
w2

(
dTr−H−p− pdata(t)

)
dTr−H− − λ̇T2 H−ρ+ λT1 H+D+

)
δpdt

+ λ1(T )TH+δv(T )− λT1 (0)H+δv(0) + λ2(T )TH−δp(T )− λT2 (0)H−δp(0)

+

T∫

0

λT1 H+δρv̇ − λT2 H−K−2δKṗ− λT2 H−ds−δf(t)dt. (42)

Again, we impose conditions on the Lagrange multipliers to avoid calculating δp and δv.
This results in the following adjoint equations with terminal conditions

λ̇T1 H+ρ− λT2 H−D− = w1

(
dTr+H+v − vdata(t)

)
dTr+H+, (43)

λ̇T2 H−K−1 − λT1 H+D+ = w2

(
dTr−H−p− pdata(t)

)
dTr−H−, (44)

λ1(T ) = 0, λ2(T ) = 0. (45)

Again, we use the fact that v(0)⇒ δv(0) and p(0)⇒ δp(0) which eliminates the need for
imposing conditions on λ1(0) and λ2(0). Now we transpose both adjoint equations and use
the staggered SBP property (D−H−)T = −H+D+ (equation 28) to obtain the following
equations

H+ρλ̇1 + H+D+λ2 = w1H+dr+
(
dTr+H+v − vdata(t)

)
, (46)

H−K−1λ̇2 + H−D−λ1 = w2H−dr−
(
dTr−H−p− pdata(t)

)
. (47)

Multiplying equation 46 through by H−1
+ and equation 47 by H−1

− we obtain

ρλ̇1 + D+λ2 = w1dr+
(
dTr+H+v − vdata(t)

)
, (48)

K−1λ̇2 + D−λ1 = w2dr−
(
dTr−H−p− pdata(t)

)
. (49)

Again, we change temporal coordinates τ = T − t and let λ3 = −λ1 which results in the
following self-adjoint equations

ρλ′3 + D+λ2 = w1dr+
(
dTr+H+v − vdata(t)

)
, (50)

K−1λ′2 + D−λ3 = −w2dr−
(
dTr−H−p− pdata(t)

)
, (51)

λ1(τ = 0) = 0, λ2(τ = 0) = 0. (52)

Upon satisfying equations 50-52, our expression for the first variation becomes

δL =

T∫

0

λT1 H+δρv̇ − λT2 H−K−2δKṗ− λT2 H−ds−δf(t)dt

=

T∫

0

−
N∑

i=0

λ3iH+iiv̇iδρi −
N+1∑

j=0

1
K2

λ2jH−jj ṗjδKj + λT2 H−ds−δf(t)dt. (53)
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We can now write the expressions for the gradients for our parameters ρ, K and f(t) as

∂L
∂ρi

=−
T∫

0

λ3i(t)v̇(t)iH+iidt, (54)

∂L
∂Kj

=−
T∫

0

1
K2
j

λ2(t)ṗj(t)H−jjdt, (55)

δL
δf(t)

=− λT2 (t)H−ds− (56)

where as for the continuous case, we compared equation 53 with equation 37 in order to
determine the expression of the gradients. Comparing equations 54-56 with equations 20-
22 we observe that our gradients for the semi-discrete problem are consistent with the
continuous problem. We also observe that our semi-discrete adjoint equations (50-51) are
consistent with the continuous adjoint equations (16-17).

Adjoint SBP operator

If we combine v and p into a single composite vector q we can write a single composite
semi-discrete PDE as

Cq̇−Aq = dsf(t), (57)

where

q =
[

v
p

]
, A =

[
0 −D+

−D− 0

]
, C =

[
ρ 0
0 K−1

]
, ds =

[
0

ds−

]
. (58)

The adjoint equations (equations 50-51) can then be written in the following composite
form

Cλ′ −H−1ATHλ = dra(t), (59)

where

λ =
[
λ3

λ2

]
, H =

[
H+ 0
0 H−

]
, dr =

[
dr+ 0

0 dr−

]
, (60)

a(t) =
[

w1

(
dTr+H+v − vdata(t)

)

−w2

(
dTr−H−p− pdata(t)

)
]
. (61)

Comparing equations 57 and 58, we observe that equation 58 differs in that it is solved in a
reverse time coordinate system with an adjoint spatial derivative operator A† = H−1ATH
and with an adjoint source a(t) that is injected at the receiver location. We point out that
the adjoint operator A† is not simply AT which is what is commonly found when deriving
adjoint equations via the adjoint method. The reason for this is because we have defined
our inner product as defined in equation 27 as opposed to the standard L2 inner product.
This therefore leads to a different norm and different way of defining the adjoint operator.

In fact, here we show that A† = H−1ATH is skew self-adjoint. We can check for the
adjointness of this operator by simply expanding H−1ATH as follows H−1ATH

H−1ATH =
[

H−1
+ 0
0 H−1

−

] [
0 −DT

−
−DT

+ 0

] [
H+ 0
0 H−

]
,
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=
[

H−1
+ 0
0 H−1

−

] [
0 −(H−D−)T

−(H+D+)T 0

]

=
[

H−1
+ 0
0 H−1

−

] [
0 H+D+

H−D− 0

]

=
[

0 D+

D− 0

]
= −A

where again we used the staggered SBP property (D−H−)T = −H+D+. Thus the staggered
adjoint operator A† = H−1ATH is skew self-adjoint.

Example with a free-surface boundary condition

Finally, we demonstrate how to write out the forward problem for the free-surface boundary
condition at the 0th gridpoint and obtain the forward operator A. As stated before, we start
from the incoming/outgoing characteristic of the PDE at the left boundary (0th gridpoint)

p0 − ρcv0 = p̂0 − ρcv̂0. (62)

To enforce the free-surface boundary condition, we set the target variable p̂0 = 0⇒ v0−v̂0 =
ρc(v0− v̂0) and then substitute these expressions into equations 29 and 30. Then then gives
us the following semidiscrete ODE

ρv̇ + D+p−H−1
+ B+p = 0, (63)

K−1ṗ + D−v + c0K
−1H−1

− E0−p = 0. (64)

Writing equations 63 and 64 in block form, we have the following expression
[
ρ 0
0 K−1

] [
v̇
ṗ

]
−
[

0 −D+ + H−1
+ B+

−D− −c0K
−1H−1

− E0−

] [
v
p

]
= df(t). (65)

Note now that our spatial derivative operator A no longer has zeros on the diagonal and
also has an additional term added to the derivative operator. By definition, the adjoint
operator is

A† =
[

H−1
+ 0
0 H−1

−

] [
0 −DT

−
−DT

+ + BT
+H−1

+ −c0K
−1H−1

− E0−

] [
H+ 0
0 H−

]

=
[

H−1
+ 0
0 H−1

−

] [
0 −DT

−H−1
−

−DT
+H+ + BT

+ −c0K
−1E0−

]

=
[

H−1
+ 0
0 H−1

−

] [
0 H+D+ −B+

H−D− −c0K
−1E0−

]

=
[

0 D+ −H−1
+ B+

D− −c0K
−1H−1E0−

]

With this adjoint operator, we obtain the following adjoint equations

ρλ′3 + D+λ2 −H−1
+ B+λ2 = 0,

K−1λ′2 + D−λ3 + c0K
−1H−1

− E0−λ2 = 0,

which are a consistent approximation of the adjoint equations with the dual boundary
condition λ2(0, t) = 0.
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NUMERICAL EXAMPLE

We verified our derived adjoint equations and gradient with a numerical example in which
we estimate a source-time function f(t) from a synthetic pressure time series. The true data
(pdata) were modeled with a Gaussian wavelet injected with our discrete form of the delta
function ds−. This Gaussian wavelet is shown in Figure 2(a) and is the wavelet we desire to
estimate from the modeled data. The time-stepper we used in the modeling was a fourth-
order Runge-Kutta stepper. For the boundary conditions, we used absorbing boundary
conditions. Figure 2(b) shows the wavelet used for the initial source in the inversion which
was a time-shifted version of the true wavelet. Figure 2(c) shows the adjoint source input
to the adjoint equations (the right hand side of equation 51). While not shown in Figure
2, solving the adjoint equations with the adjoint source will result in a wavefield that will
effectively cancel the location of the initial source and put a source at the location of the
true source. The estimated source wavelet after running a steepest-descent optimization is
shown in Figure 2(d).

(a) (b)

(c) (d)

Figure 2: The results of the numerical test. (a) The true source wavelet we desire to
estimate. (b) The initial source used in the optimization which is just a time-shifted version
of the true source. (c) The adjoint source that is input to the adjoint equations. (d)
Estimated Gaussian wavlet. [CR] joseph3/. trusrc,initsrc,adjsrc,srcomp
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DISCUSSION AND CONCLUSION

We applied the theory of high-order finite-difference operators that satisfy the summation-
by-parts property to the FWI problem (a PDE-constrained optimization problem). We used
the adjoint method to find gradient of this optimization problem which requires first solving
a system of adjoint equations and then with the solution of the adjoint solution the gradient
can be calculated. The derivation of the semi-discrete adjoint equations using SBP operators
is mathematically an intuitive extension of the continuous derivation. For the continuous
problem, an integration by parts in space and in time is required in order to derive the
adjoint equations. For the semi-discrete problem, an integration by parts in time and a
summation-by-parts in space was required to derive the adjoint equations. We showed for
our example that these SBP operators lead to self-adjoint spatial discretizations. Therefore,
only one code was required to solve both forward and adjoint equations. Additionally, we
showed how to derive the adjoint operator for a free-surface boundary condition. For a
simple numerical example we estimated a source wavelet from synthetic pressure data. In
the future, we plan to provide numerical examples estimating the medium parameters ρ and
K and additionally show examples of modeling the adjoint source at a fluid-solid interface
that must be done for elastic FWI for ocean-bottom node data.
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Minimizing wave propagation dispersion by optimal
parameter search in mimetic finite differences.

Miguel Ferrer

ABSTRACT

The discrete nature of the numerical operators used in wave propagation leads to dis-
persion errors in the simulation. The effects of dispersion can be mitigated by resorting
to high-order operators, which yield more precise results at a greater computational
cost. The mimetic finite-difference method introduced by Castillo et al. consists of
finite-difference operators that retain a high order of accuracy when tackling Dirichlet
boundary conditions, such as the free-surface condition in onshore acquisitions. The
mimetic operators can be constructed by adjusting six free parameters. I present a
study of the impact that varying the parameters has on the dispersion of a wave prop-
agating in a 1-D medium, while looking for the optimal combination to minimize the
numerical error at no increased computation cost.

INTRODUCTION

One of the most ubiquitous problems in geophysical imaging is simulating the propagation
of seismic waves through the Earth’s crust. Seismic waves enable us to compose images of
the upper layers of the earth by providing information about the structures that lie beneath
the surface. The wave propagation should be modeled as accurately as possible to obtain
images that better represent the underlying geology.

More often than not, an analytical solution to the wave equation cannot be found
because of the complexity of the simulation; and thus, we favor numerical approximations.
The accuracy of the approximated solution is determined, among other factors, by the order
of the numerical method used. A higher-order method yields results with reduced dispersion
compared to its lower-order counterpart, often at the expense of increased computing cost.

The most prevalent method in seismic modeling is the Finite-Difference (FD) method
because of its simplicity. Moreover, the FD operator can be designed in a straightfor-
ward manner for a desired order of accuracy, and it is easy to optimize compared to other
methods. Nevertheless, this method has some downsides: high-order FD operators struggle
to incorporate solutions with Dirichlet boundary conditions with accuracy, as well as to
deal with irregularly-shaped domains—for instance, when including faults or surfaces with
topographic features.

Onshore seismic simulations typically include a free-surface Dirichlet boundary condition
to represent the tractionless interface between ground and air. On the surface, the wave does
not exert traction in the vertical direction. By incorporating this condition, we introduce
in our simulation surface phenomena, such as Rayleigh and Love waves, that need to be
accurately modeled.
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To model the free-surface condition without compromising the precision of our results,
we use a class of FD operators called the Mimetic Finite-Difference (MFD) operators
(Castillo et al. (2001)). The MFD method defines two operators that preserve the or-
der of accuracy when Dirichlet boundary conditions are present. The MFD operators can
be constructed from a set of three parameters for each operator.

The present work constitutes a study of the effect of varying the parameters when
constructing the MFD operators, for the 1-D case. In particular, I analyze the impact that
different MFD operators have on the dispersion of elastic waves in the presence of a free-
surface condition, while searching for an optimal set of parameters to minimize numerical
dispersion in the 1-D case.

ELASTIC WAVE PROPAGATION USING MIMETIC
FINITE-DIFFERENCE OPERATORS

The velocity-stress formulation of the elastic equation is a system of coupled differential
equations. For the 1-D, isotropic case, the system can be described as follows:

ρ
∂vx
∂t

=
∂σxx
∂x

+ Fx(t)

∂σxx
∂t

= (λ+ 2µ)
∂vx
∂x

,

(1)

where ρ is the density of the medium, vx represents the velocity component, σxx represents
the compressional stress, Fx(t) is the force originating the wave, and λ and µ are the Lamé
parameters, which depend on the material properties of the propagating media. Typically,
in a 2-D or 3-D domain, the free-surface boundary condition aligns with the top plane of
our domain, where the vertical traction becomes zero. In our case study, we set both limits
of our 1-D domain (x = 0 and x = L, where L is the length of the array) as free surfaces,
σxx|x=0,L = 0.

Figure 1: Staggered-grid formulation in a one-dimensional array. Blue nodes hold the veloc-
ity values, while red nodes represent stresses. The grid is staggered because stress and veloc-
ity nodes are separated by half of the spatial discretization. [NR] mferrer1/. staggeredgrid

We discretize the domain using two interleaved grids: one holding the stress nodes,
and the other holding the velocity nodes, following Levander (1988). This schema, called
staggered-grid formulation, is illustrated in Figure 1. To compute the derivatives in space
from Equation (1), we apply the fourth-order FD operator to the stress and velocity grids,
as follows:

∂xpk ≈
c1 (pk+ 1

2
− pk− 1

2
) + c2 (pk+ 3

2
− pk− 3

2
)

∆x
= Sx[pk]. (2)
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S is the centered FD stencil operator, pk is the variable to differentiate at node k (stress
or velocity); ∆x is the spatial discretization; and c1 and c2 are the fourth-order stencil
coefficients, (c1 = 9

8 and c2 = 1
24), as seen in Levander (1988) and Fornberg (1988).

Because there are no nodes beyond the boundaries of the array, we have to resort to
one-sided stencil operators to update the boundary values. However, one-sided standard
FD operators are less precise than their centered counterparts. To preserve the order of
accuracy, we employ the MFD operators, following Castillo et al. (2001).

Figure 2: Staggered-grid formulation including the mimetic extra nodes (in green), collo-
cated on the boundary. [NR] mferrer1/. mimeticstaggeredgrid

The mimetic operators require one extra node to compute the derivative at the boundary.
This extra node is collocated on the grid with the boundary node, as illustrated in Figure
2. Velocity nodes are differentiated using the Mimetic Divergence operator, G, while stress
nodes compute their derivatives using the Mimetic Gradient operator D, as explained in
de la Puente et al. (2014):

∂vx
∂x
≈ D[vx]

∂σxx
∂x

≈ G[σxx]. (3)

Each operator is constructed from three free parameters, αθ, βθ, and γθ (θ = G if we are
referring to the Gradient operator, θ = D for the Divergence operator), as introduced by
Castillo et al. (2001). These operators have a limited mimetic bandwidth. When computing
derivatives near the boundaries, the coefficients are particular to the mimetic method. As
the operator moves to the interior points of the grid, the stencil coefficients become those
of the standard FD operator previously discussed. In the specific case of the compact
fourth-order operator, the mimetic bandwidth is limited within the first four grid points.

We have a myriad of methods to perform the time integration to retrieve the values of
stress and velocity at a certain time step. In general, higher-order methods offer improved
precision and reduced dispersion in the wave propagation, but in return require us to either
perform more complex calculations or to store more information, such as values at previous
time steps, in memory (Moczo and Kristek (2014)). For this study, we use a second-order
leapfrog integration. Using this explicit method on Equation (1), and omitting the force
term, we obtain the following:

∂σxx
∂x

= ρ
∂vx
∂t
≈ ρv

m+1
x − vmx

∆t
,
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where ∆t represents the time discretization. Finally, using (3)

vm+1
x ≈ vmx +

∆t
ρ
G[σmxx]. (4)

Similarly, to update stresses,

σ
m+ 3

2
xx ≈ σm+ 1

2
xx + ∆t (λ+ 2µ) D[vm+1

x ]. (5)

OPTIMIZING THE MIMETIC OPERATORS

Analyzing the behavior of the MFD operators requires assembling a test to compare different
operators and measuring their impact. My test consists of a 1-D domain discretized using
a staggered grid, with a free-surface boundary condition at both ends. Instead of using a
force term, as seen in Equation (1), I initialize the values in the stress nodes with a Ricker
wavelet centered in the domain. Once the simulation begins, the wave propagates both
ways in the x direction toward the boundaries located at x = 0 and x = L, where it is
reflected back toward the center of the domain. After several reflections, we reconstruct the
wave in the center of the domain by superposition.

If the propagation was modeled analytically, the reconstructed wave should be identical
to the initial pulse; as there are no dissipative effects in the problem. However, because
of the numerical nature of the simulation, we can expect some errors in phase (numerical
dispersion) and some errors in amplitude (numerical dissipation).

To assess the quality of the operators, I consider two criteria: (1) the misfit function
and (2) the maximum Courant number of the operator. The misfit function allows us to
quantify the dispersion and dissipation error, while the maximum Courant number gives us
an idea of how numerically stable the operators are.

The misfit function evaluates the discrepancy between the original and the reconstructed
wave in phase and envelope. Less dissipative operators produce results with lower envelope-
misfit than their more dissipative counterparts, while operators that are less dispersive
produce results with lower phase-misfit.

To estimate how stable the operator is in relation to the others, we turn to its maxi-
mum Courant number Cmax. For a FD simulation to be stable, it is necessary that C, as
determined by the grid parameters, is lower than the maximum Courant number allowed by
the operator, Cmax. This necessary condition is referred to as the Courant-Friedrichs-Lewy
condition,

C =
vp ∆t
∆x

≤ Cmax, (6)

with vp representing the maximum P-wave velocity. Therefore, we can use the maximum
Courant number of an operator, Cmax, as a measure of the stability limit in terms of the
wave propagation parameters, vp, ∆x, and ∆t. For constant discretization and wave velocity
of our problem, operators with greater Courant number require fewer iterations to simulate
the wave propagation, as larger time steps can be used.
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With these testing criteria established, I need to define the optimization problem. The
parameter space is every set of αG, βG, γG, αD, βD, and γD used to construct an MFD
operator. To search for less dispersive operators, I developed a code that explores the pa-
rameter space, generating new operators, evaluating them using the test previously defined,
and finding those operators that further reduce the misfit function.

The algorithm can be refined for a specific size of the parameter space to explore,

P = [pαGmin, p
αG
max]× [pαDmin, p

αD
max]× . . .× [pγDmin, p

γD
max], (7)

with pmin, pmax representing the parameter domain limits for each of the six parameters.
This space is discretized,

dpk =
pkmax − pkmin

N
k ∈ {αG, βG, γG, αD . . .}

pki = pkmin + i · dpk i ∈ {0, 1, . . . , N − 1, N}, (8)

and the discrete domain to explore is

P ′ = {(pαGi1 , p
βG
i2
, pγGi3 , p

αD
i4
, pβDi5 , p

γD
i6

)}. (9)

Because of the large number of free parameters to consider, the number of solutions to
test can be prohibitive: N6. By choosing pmin = −1, pmax = 1 and N = 20, which yields
a coarse discretization dp = 0.1, we need to run the test 64 million times, for more than
40 days of computing time. However, we can reduce the total execution time by taking an
iterative approach to the optimization process, and by parallelizing the program.

Instead of solving for the complete parameter space with fine sampling, I adopt an
iterative approach. I progressively reduce the limits of the parameter domain, thereby
adapting pkmin and pkmax to leave out regions that yield more dispersive or unstable operators
to test an increasingly finer discretization. Additionally, I parallelized the code so that it
runs simultaneously on multiple computing nodes using Message Passing Interface (MPI),
each instance running tests on disjoint regions of the parameter space. I also use OpenMP
to perform intranode parallelism.

RESULTS

For the purpose of this study, the test case had a fixed P-wave velocity, vp = 3000 m/s,
constant spatial discretization ∆x = 10 m, and constant Courant number C = 0.5; which
yields a temporal discretization of ∆t = 1.67 ms. I propagate the wave for sufficient time
for it to reflect against the boundaries on 10 occasions. Using the program previously
described with different considerations as to the search direction of the parameter space, I
obtain various mimetic operators that merit further analysis. Their attributes, along those
of other previously established FD operators are summarized in Table 1.
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Operator Parameters (αG, βG, γG, αD, βD, γD) Cmax
Taylor Not applicable (non-mimetic) 0.81

Compact (0, 0, − 1
24 , 0, 0, − 1

24) 0.81

Adjoint ( 142
3715 , −624

15839 , −21
23707 , 488

10121 , −367
7075 , −167

7167 ) 0.85

Alpha (−799
999 , 0, −21

23707 , 233
999 , 0, −1

24 ) 0.50

Beta (0, −699
999 , −1

24 , 0, −227
999 , −1

24 ) 0.64

Optimal (5
9 , −259

999 , −629
999 , 2

9 , −1
9 , −370

999 ) 0.68

Table 1: Parameters used to construct each operator and their maximum Courant number.

The Taylor operator is a standard one-sided fourth-order FD operator, constructed
according to Fornberg (1988). The Compact mimetic operator is presented in Castillo et al.
(2001) as a fourth-order MFD operator with the smallest mimetic bandwidth possible—one
point in the D operator and two points in the G operator. It constitutes our reference when
measuring improvement in reducing dispersion with our operators.

The Adjoint operator is an approximation of the mimetic operator with a negative
adjoint, so that G ≈ −DT . This quasi-adjoint MFD operator is presented in Córdova et al.
(2016). A benefit of using the quasi-adjoint operator is its increased numerical stability.

The Alpha operator is obtained by using our algorithm to search in the αG and αD
parameter space, keeping the rest with the same values as the Compact operator. In similar
fashion, we can compose the Beta operator by optimizing for the βG and βD parameters.
Finally, the Optimal operator is obtained by searching concurrently for the optimal values
of all the parameters.

When considering stability, the MFD operators obtained using our algorithm are more
restrictive on the problem parametrization, in order to fulfill Equation (6). The Cmax of
the Optimal operator is 16% smaller than that of the more stable Compact operator. For
comparison, with a constant vp and ∆x, the ∆t of the Optimal operator needs to be 84%
smaller, which results in an increase of 19% in the number of time iterations.

However, our operators outperform the rest when examining the accuracy of the re-
sults. Figure 3 illustrates the wave reconstruction. The wave profiles obtained depend on
the operator used to model the propagation. The effect on dispersion is apparent in the
reconstructed wave, especially for the Compact operator.

The effects that each operator has in reducing the dispersion on the test case are illus-
trated in Table 2.

Dissipation (on wave envelope) and dispersion (on wave phase) are minimized using
our operator, as illustrated by Figures 4 and 5. After 10 reflections, the Optimal operator
exhibits a 92% decrease in phase misfit and a 87% decrease in envelope misfit. The improved
accuracy is preserved as the number of reflections grows, with an 80% and 84% reduction
in envelope and phase misfit respectively, at 20 reflections.

The rate of convergence of an operator with the analytical solution increases as the
grid becomes denser. Figure 6 highlights the superior convergence of the Optimal operator.
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Figure 3: Initial pulse (stress component) and its reconstruction after propagating with
different operators. The Taylor and Adjoint results are omitted, since they are almost
indistinguishable from Compact. [NR] mferrer1/. reconstruction

Figure 4: Misfit due to dissipation increases with the number of reflections against the free
surface. Operator Optimal is less dissipative. [CR] mferrer1/. envelopevsreflections
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Operator Envelope misfit Phase misfit
Taylor 43.6% 14.9%

Compact 42.9% 14.9%
Adjoint 42.8% 14.9%
Alpha 8.1% 2.0%
Beta 17.0% 2.8%

Optimal 5.7% 1.1%

Table 2: Envelope and phase misfit results for each operator after propagation in the test
case.

It is important to remark that the fourth-order operator requires at least six points per
wavelength to correctly model the wave propagation, as explained in Levander (1988).

DISCUSSION

The MFD method provides alternative operators to the standard FD method. These op-
erators are constructed from a family of six free parameters, and can retain the order of
accuracy in the presence of Dirichlet boundary conditions.

Using a parallel scanning algorithm, I searched for sets of parameters to construct MFD
operators with reduced dispersion and dissipation effects, on a 1-D medium with free-surface
boundary conditions.

The resulting Optimal operator outperforms the standard Taylor FD operator and other
mimetic operators in reducing wave dispersion and dissipation on the simulation. This
increase in numerical accuracy has no impact in the computational cost, because it only
requires adjusting the value of the coefficients used to compute the derivative.

There is a trade-off in terms of stability, as the resulting operator is less tolerant to
problems with a higher Courant number. Nonetheless, the limits to the stability of the
Optimal operator are well within typical values used in geophysical applications.

FUTURE WORK

The optimization of the mimetic operator has successfully been applied to the 1-D case.
The 1-D domain has been chosen for its simplicity and inexpensive validation. It remains
as future work to find the corresponding operator in 2-D. It should be remarked that the
testing methodology will be different, since in a 2-D domain the wave reconstruction and
comparison with the initial pulse is not possible, and the analytical solution is difficult to
obtain.

The velocity-stress formulation of the elastic wave equation using staggered grids re-
quires two different layouts in the vertical direction: (1) one for which the extra mimetic
node on the boundary is a velocity node, and (2) one for which it is a stress node. Be-
cause these nodes compute their derivatives with different mimetic operators (D or G), the
Optimal operator differs between layouts. Thus, the operator obtained by searching for
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Figure 5: Phase misfit due to dispersion also increases with the number of reflections.
Operator Optimal outperforms the other operators across the range of reflections. [CR]
mferrer1/. phasevsreflections

Figure 6: Convergence of the operators as the domain sampling becomes more dense (the
number of points per wavelength (PPW) increases). [CR] mferrer1/. envelopevsppw
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parameters to minimize dispersion in 1-D is not the same as the 2-D case.

Furthermore, it would be of interest to compute the dispersion curves for every operator,
both in 1-D and 2-D, as an extra measure to quantify numerical dispersion.

REFERENCES

Castillo, J. E., J. M. Hyman, M. Shashkov, and S. Steinberg, 2001, Fourth and sixth-order
conservative finite-difference approximations of the divergence and gradient: Mathematics
of Computation, 37, 171–187.
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Multi-parameter waveform inversion on GPUs: A pipeline
approach

Huy Le, Robert G. Clapp, and Stewart A. Levin

ABSTRACT

We adopt a pipeline approach to accelerate 3D time-domain finite-difference waveform
inversion codes using graphics cards (GPUs), without having to do domain decompo-
sition. The key designs include streaming through the volume one block at a time
and propagating this block as many time steps as possible while it is on the device.
This approach allows us to process an arbitrarily large volume with a single GPU,
which is particularly suitable in a cloud environment where fast inter-nodal connection
is not guaranteed. Moreover, two parameters, block size and number of updates, give
developers flexibility to adapt to available resources at hand. The most significant
advantage that the pipeline approach offers, in our opinion, is the ability to compute
subsurface offset gathers on GPUs. In this paper we describe our implementation on
the pseudo-acoustic anisotropic wave equations and show that the pipeline technique
achieves nearly linear scaling with number of GPUs.

INTRODUCTION

The majority of GPU implementations of seismic modeling and migration codes are based
on the conventional domain decomposition technique when memory requirement exceeds
GPU’s limit. This technique, though relatively easy to implement, put great demands on
hardware resources, especially when the industry is now moving toward multi-parameter
settings such as elasticity and anisotropy. Extended domains used in waveform inversion
methods such as Wave Equation Migration Velocity Analysis (WEMVA) stress this problem
even more.

Johnsen and Loddoch (2014) present a particularly interesting approach that can over-
come the problem of GPU memory limit. In their design, the wave propagation process is
implemented as a pipeline that streams through the computational volume. By dividing
this volume into small blocks and taking advantage of the finite difference stencil structure
to update these blocks as many time steps as GPU memory allows, the host-device com-
munication can be completely overlapped with computation. This makes it possible for one
single GPU to process an arbitrarily large volume. In a way, the pipeline approach can be
considered as an out-of-core algorithm in which CPU memory is used as bulk memory.

Outside of GPU context, similar algorithms have been applied to array processors and
vector computers when CPU memory was not enough for large-scale problems. Levin (1993)
introduces this algorithm in solving Laplace’s equation. Graves (1996) uses it in simulations
of earthquakes. Etgen and O’Brien (2007) apply to 3D acoustic finite difference modeling.
Here we implement the pipeline algorithm to the pseudo-acoustic anisotropic wave equations
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and determine that it not only scales well with number of GPUs but also allows us to
compute extended images on device.

PIPELINE ALGORITHM

Single GPU implementation

Figure 1(a) depicts how a computational volume is divided into small blocks along an axis
(z in this case). The number of depth slices in each block is at least equal to half of the
stencil length so that three consecutive blocks contain all necessary data to compute spatial
derivatives in the middle block. For finite difference schemes that are second-order in time,
updating this middle block also requires a velocity block and a block of wavefield at the
previous time step.

Figure 1(b) schematically shows how the pipeline algorithms works. At each iteration of
the pipeline, one velocity block and two wavefields blocks at two consecutive time steps are
transfered from CPU to GPU. The compute kernel updates the wavefield blocks as many
time steps as possible using the blocks that already exist on GPU. This kernel is implemented
in a similar fashion to Micikevicius (2009) using a 2D front of thread blocks that advances
throuh depth slices to process derivatives in horizontal directions while derivative in the
vertical direction is handled by an array of registers local to each thread. Once GPU
memory is exhausted, the wavefield blocks at the two most current time steps are tranfered
back to CPU. When it reaches the bottom blocks, the pipeline continuously feeds in the
updated blocks for another round of time steppping. Note that spatial derivatives of the
top and bottom blocks require data that is outside of the computational domain, where we
assume zeros.

Figure 4(a) shows a performance comparison of pipeline approach and a CPU code on
the scalar acoustic wave equation with second order in time and 8th order in space. The
computational volume is 1000×1000×500. The optimal performance is measured when the
whole volume fits in a single K80 GPU (12 GB memory) so that no domain decomposition or
host-device transfer is needed. The CPU code is optimized by explicit blocking, parallized
with Intel Thread Building Blocks (TBB) library, and vectorized with Intel SIMD Program
Compiler (ISPC). We observe that the pipeline algorithm achieves more than double the
performance of the CPU code and is very close to the optimal performance. The reason for
sub-optimal performance, besides overheads in host-device communication, is the fact that
the pipeline takes a finite number of iterations to initialize and drain. The total number of
iterations is NT

NUPDATE × NBLOCK, where NT is the number of time steps, NUPDATE

is the number of updates per host-device transfer, and NBLOCK = NZ
BLOCK SIZE is the

number of blocks. In our implementation, it takes NUPDATE+5 iterations to initialize and
drain. Whether the initialization and drainage times are negligible depends on volume’s
size, NZ, and number of time steps, NT.

Parameter tuning

Two adjustable parameters are the number of depth slices per block, BLOCK SIZE, and
number of update, NUPDATE. The number of depth slices per block has to be at least half
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Figure 1: (a) Division of the computational volume in blocks of half-stencil-length size.
(b) Pipeline algorithm works by streaming through the volume block by block and up-
date as many time steps as possible. Two updates are shown in this figure. [NR]
huyle2/. cube,pipeline1gpu

Number of updates GPU Memory (GBs)
2 0.736
4 1.024
8 1.6
16 2.752
32 5.056
64 9.664

Table 1: GPU Memory for the pseudo-acoustic wave equations for different number of
updates.

the length of the stencil, BLOCK SIZE ≥ k
2 , where k is the order. Increasing BLOCK SIZE

reduces the redundancy in the computation of vertical derivative and the host-device trans-
fer overheads, at the expense of GPU memory. The redundancy is the ratio between the
number of grid points accessed and the number of grid points processed, k+BLOCK SIZE

BLOCK SIZE .
With k = 8, the redundancy is 3, 2, and 1.5 respectively for BLOCK SIZE = 4, 8, 16.

The number of updates, NUPDATE, is bounded below by the cost of host-device trans-
ferring and is bounded above by GPU memory. We have implemented the pipeline algorithm
for the pseudo-acoustic wave equations and experimented with diferent numbers of updates.
Table 1 shows GPU memory usage. Figure 4(b) shows the performance result. The algo-
rithm’s performance improves as NUPDATE increases and approaches an asymptote after
8 updates. This is when the compute time completely overlaps host-device IO.

Multiple GPU implementation

The easiest and most efficient way to extend the algorithm to multiple GPUs is to replicate
it on all devices, in which the output wavefield and velocity blocks of one device are trans-
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fered to the next device for more updates. Figure 2 sketches an implementation on two
GPUs. Note the additional transfer between GPUs. Now the total number of iterations
is NT

NUPDATE×NGPU × NBLOCK and the pipeline takes more iterations to initialize and
drain, NGPU × (NUPDATE + 5). Figure 4(c) shows that the pipeline algorithm achieves
nearly linear scaling with number of GPUs.
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Figure 2: Pipeline algorithm for 2 GPUs. [NR] huyle2/. pipeline2gpu

Application to imaging and inversion

At the heart of any waveform inversion method is the computation of the objective function’s
gradients, which is the zero-lag cross-correlation of the source wavefields and the receiver
wavefields. To avoid storing a 4D wavefield, we adopt random boundary condition (Shen
and Clapp, 2015) by doing one extra propagation. As a result, the source and receiver
wavefields can be propagated simutaneously on two pipelines and the gradients are formed
on the fly (Figure 3).

The biggest benefit of the pipeline approach is in the computation of extended images.
Due to the need for huge memory storage for these images, it is almost imposible for
conventional domain decomposition methods to perform the extended imaging condition
on device. Previous numerical experiments show that it takes 8 updates to overcome host-
device IO, which means 1.6 GB of GPU memory for one propagation pipeline (i.e. 3.2 GB for
both source and receiver wavefields). The K80 GPU is equiped with 12 GB memory. This
opens the possibility to compute extended images on GPUs. In fact, our implementation
with 32 subsurface offset lags for the pseudo-acoustic anisotropic wave equations requires 8
GB of GPU memory. Note that even though the host-device communication cost increases
significantly to accommodate these extended images, the number of updates, NUPDATE,
need not increase because each update now takes more time performing propagations of
source and receiver wavefields and imaging condition.
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Figure 3: Pipeline algorithm for computing the gradients: (a) source wavefield pipeline and
(b) receiver wavefield pipeline. [NR] huyle2/. pipelinesou,pipelinerec
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Figure 4: Performance reports. (a) Comparison of CPU, pipeline, and optimal codes for
isotropic scalar wave equation. (b) Performance of pipeline algorithm with different numbers
of update for 1 GPU. (c) Performance of pipeline algorithm with different numbers of GPUs.
[CR] huyle2/. timing1,timing2,timing3
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CONCLUSIONS

We have implemented a pipeline algorithm for 3D time-domain finite-difference waveform
inversion on GPUs and showed that this algorithm scales well with number of GPUs. This
algorithm also allows us to process a large volume using a small amount of memory, which
makes possible to compute extended images on GPUs. Furthermore, the pipeline approach
is advantageous to conventional domain decomposition techniques in cloud environments
where inter-nodal connection might be slow.
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Snell tomography using quantum annealing

Stewart A. Levin and Rahul Sarkar

ABSTRACT

By restricting the constituent materials in a horizontally stratified medium to a specific
set with well-known acoustic (or elastic) properties, transmission tomography can, in
principle, provide the relative fraction of each material within the set of beds over which
the rays traverse. In this paper, we formulate an algorithm for this “super-resolution”
calculation suitable for quantum computing.

INTRODUCTION

In a horizontally stratified medium, one may arbitrarily permute the layers between source
and receiver without changing the recorded traveltime of the direct arrival. This permu-
tation is easily understood because the fixed Snell parameter for any one layer ordering
results in a fixed horizontal extent traversal across the layer and a fixed traveltime across
the layer. As the horizontal extent of the ray is the sum of the individual horizontal extents
of the layers and the total traveltime is the sum of the individual layer traveltimes, any
permutation of the layers results only in a permutation of the terms in the sums.

Clearly, a single ray crossing the layers cannot distinguish their arrangement. However,
if the velocities of possible layer materials are known or at least tightly bracketed, it may
well be possible to determine the fraction of each material in the total package. Of par-
ticular interest is net-to-gross or the percentage of sand in, say, a sand-shale package. In
that particular two material setting we have two constraints—total traveltime and total
horizontal distance traveled by the ray—against which to adjust the fraction of sand versus
the fraction of shale. Indeed, for pure vertical propagation time T through a macro-layer
thickness Z consisting of materials with velocities v1 and v2, the fraction of material 1 is
given by

(
T

Z
− 1
v2

)
/

(
1
v1
− 1
v2

)
.

(The case of nonvertical propagation through two materials is worked out in Appendix
B.) Similarly, with N distinct constant velocity materials and a corresponding number of
at least N − 1 independent rays there is no a priori reason not to expect a unique set of
fractions for a larger number of material compositions.
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In the setting of transmission surveys there are often additional measurements to match
that span various ranges of layers. This theoretically reduces uncertainty in the calculations,
albeit at the cost of a combinatoric explosion of possible layer fractions to resolve. Quantum
computing holds the promise of exploring many combinations of parameters at the same
time. A naive example would be to finely divide each layer into many minilayers and
calculate the traveltime misfit for every possible choice of distinct material for each layer.

ALGORITHMS

As the ordering of fine layering is immaterial to calculating traveltimes, the first simplifi-
cation is to assume materials are ordered from slowest to fastest within each layer being
subdivided. A continuous variable formulation for a layer of thickness Z posits unknown
sublayer thicknesses δi, i = 1 . . . N that total Z and seeks the constant Snell ray parameter
p that allows a ray to reach from source to receiver and match the known traveltime T .
Of course, measurement errors mean we may not be able to precisely match the known
endpoint at the known traveltime; therefore we formulate the problem as a least-square fit
of both horizontal deviation and traveltime deviation for a given trial Snell parameter and
sublayer thicknesses. To balance time misfit against distance misfit, we choose to divide
horizontal misfit by the fastest layer velocity.

Let the height of the macrolayer be Z and its width L. We have, as above, Z =
∑N

i=1 δi.
Denoting the material velocities of the N layers by vi, Snell’s law (Slotnick and Geyer, 1959)
states that for an individual sublayer i,

pvi = sin θi . (1)

Therefore,

tan θi =
pvi√

1− p2v2
i

(2)

and the horizontal traversal of a ray through the ith sublayer is given by

li =
pδivi√

1− p2v2
i

. (3)

Finally, the traveltime through the sublayer is

ti =
δi

vi

√
1− p2v2

i

. (4)
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Our least-squares formulation asks that, given K traveltime-offset measurements, we mini-
mize

J =
∑

rays

1
2

[
1

v2
max

(Lray −
N∑

i=1

l
ray
i )2 + (T ray −

N∑

i=1

t
ray
i )2

]
(5)

over p values for the K rays and the set of thicknesses δi. Of course the δi’s must not be
negative.

Before we continue, there are two things to note. First, using reciprocity as needed,
we can take p to be nonnegative, e.g., traversing left to right; and therefore, limit the
value of p between 0 and 1/vmax. The lower bound of 0 can be improved by noting that
the straight line between source and receiver is the smallest value possible with the fastest
material velocity, and so, pmin = L/(vmax

√
Z2 + L2). Second, there is a possibility that some

sublayer thickness should be zero. To handle this possibility, we need to also progressively
drop the fastest sublayer velocity and recalculate with the new sub-stack and new p upper
and lower bounds.

The δi occur linearly in the li and ti variables; and therefore, for a fixed guess for p, the
minimization leads to a linear problem, quite suited for a conventional computer. For our
choice of continuous algorithm, we solve for the δi’s using the MATLAB R© lsqlin approach,
alternating between that and searching over possible p’s.

Searching over p is not as simple as it might seem, which is because ray tracing can be
discontinuous as a layer shrinks to zero thickness. For example, consider a two layer model
with composite dimensions 1 km vertically and 2 km horizontally and ask for the ray that
connects the top left to the bottom right. Let the two materials have velocities 1 km/s and 2
km/s respectively. If the low velocity layer has zero thickness, p = 1/

√
5 = 0.4472136. If the

high velocity layer has zero thickness, p = 0.5/
√

5 = 0.223607. Calculating for intermediate
fractions of lower-velocity material yields the following table:

Z p
0.00 0.4472136
0.25 0.4640339
0.50 0.4802597
0.75 0.4938107
0.99 0.4999877
1.00 0.2236068

The discontinuity arises because the equations permit near horizontal propagation in the
fastest velocity. This discontinuity emphasizes why we include an outer iteration that drops
materials one at a time from fastest to slowest.

However, Levin (2012) has noted that using Newton’s method to determine p for two
point ray tracing to match a given offset in this setting is globally convergent because the
first and second derivatives with respect to p,

dli
dp

=
δivi

(1− p2v2
i )3/2

,
d2li
dp2

=
3δipv3

i

(1− p2v2
i )5/2

,
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are positive in (0, 1/vmax), which is also true for matching a given arrival time as

dti
dp

=
δipvi

(1− p2v2
i )3/2

,
d2ti
dp2

=
δivi(1 + 2pv2

i )
(1− p2v2

i )5/2
.

This equation suggests that we might be quite effective in approximating the effect of
changing p with a quadratic derived from an initial ray and a handful1 of Newton iterations.
In particular, for a given set of layering δi and a given k, the minimum of equation 5 lies
between the ps that separately minimize the offset and arrival time terms. Our numerical
experience with the three material, single macrolayer case has been that initializing p to its
minimum feasible value and Newton iterating only over the traveltime fit has so far led us
to a global minimum.

COMBINATORIAL OPTIMIZATION

In this section, we leverage ideas from the previous section to formulate a combinatorial
optimization problem that in principle seeks to minimize the same quantity J , as in equation
5. Let us assume that all the N sublayer thicknesses are equal, which we denote as δ; and
therefore, we have δ = Z/N . Let V be the finite set of M material velocities. The velocity
of the jth material is denoted as vj , and we assume that all the vjs are unique. We introduce
binary decision variables xij ∈ {0, 1} to represent the assignment of sublayer i to material
j, and define as follows:

xij =

{
1 if sublayer i is material j
0 otherwise,

(6)

for all i = 1, . . . , N and j = 1, . . . ,M . To ensure that each sublayer gets assigned to one
and only one material we will additionally need the family of constraints

M∑

j=1

xij = 1 , for all i = 1, . . . , N. (7)

Assuming that we have a total of K ≥M−1 rays that can be used in the fitting process, we
denote the ray parameter for the kth ray by pk, the horizontal traversal of the ray through
the ith sublayer by lki, the traveltime through the ith sublayer by tki, the known total
horizontal traversal by Lk, and the known traveltime by Tk. Then, analogous to formulas
(3) and (4), we have

lki =
M∑

j=1

αkjxij , tki =
M∑

j=1

βkjxij , (8)

where

αkj =
δpkvj√
1− p2

kv
2
j

, βkj =
δ

vj
√

1− p2
kv

2
j

. (9)

1While globally convergent, the first few Newton iterations may swing around a fair amount and only
converge quadratically in the later iterations.
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Our misfit function Jk for the kth ray is

Jk =
1

v2
max


Lk −

N∑

i=1

M∑

j=1

αkjxij




2

+


Tk −

N∑

i=1

M∑

j=1

βkjxij




2

, (10)

and we seek to minimize the sum of these misfit functions over all the K rays, which is the
quantity J =

∑K
k=1 Jk, where the minimization takes place over all the binary variables xij

and all the ray parameters pk, thereby leading to the optimization problem

minimize
K∑

k=1

Jk

subject to xij ∈ {0, 1} , ∀ i ∈ {1, . . . , N}, ∀ j ∈ {1, . . . ,M},
M∑

j=1

xij = 1 , ∀ i ∈ {1, . . . , N}.

(11)

Invariance under symmetry of composition

The number of binary variables involved in the optimization problem in equation 11 is NM .
For typical applications, the number of materials, M , is a small number and is fixed for
a given problem which we will think of as a constant, but we want to be able to study
the behavior of solutions as we refine our layer discretization δ, by increasing N . Clearly
it raises the question of whether or not we can reduce the dependency of the number of
binary variables needed to encode the problem. As we show next, this reduction is indeed
possible by exploiting a symmetry of the objective function.

We start by noticing that we can interchange the order of summation over i and j in
equation 10, and introducing the integer variables yj =

∑N
i=1 xij for all j = 1, . . . ,M , we

have

Jk =
1

v2
max


Lk −

M∑

j=1

αkj

N∑

i=1

xij




2

+


Tk −

M∑

j=1

βkj

N∑

i=1

xij




2

=
1

v2
max


Lk −

M∑

j=1

αkjyj




2

+


Tk −

M∑

j=1

βkjyj




2

.

(12)

This equation suggests an important symmetry, namely the “symmetry of composition,”
which states that the quantity Jk is invariant with respect to permutations of the sublayers
as long as the number of sublayers of each material type is kept constant. Moreover, this is
true for each k, which means that it is true for the quantity J =

∑K
k=1 Jk. Such permutations

also do not lead to any constraint violations in equation 11 as it simply involves relabeling of
the binary variables. Thus, any feasible solution of equation 11, not necessarily optimal, has
the property that permuting the sublayers leads to another feasible solution with exactly
the same objective function value.

It is possible to remove this redundancy by formulating an optimization problem that is
equivalent to equation 11, in terms of the new variables yj . Transformation of the objective
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function has already been carried out in equation 12; and therefore, we only need to worry
about the constraints, which follow immediately by noticing that each integer variable yj is
confined to the range 0 ≤ yj ≤ N because

M∑

j=1

yj =
M∑

j=1

N∑

i=1

xij =
N∑

i=1

M∑

j=1

xij =
N∑

i=1

1 = N . (13)

This observation leads to the equivalent optimization problem

minimize
K∑

k=1


 1
v2

max


Lk −

M∑

j=1

αkjyj




2

+


Tk −

M∑

j=1

βkjyj




2


subject to yj ∈ {0, . . . , N} , ∀ j ∈ {1, . . . ,M},
M∑

j=1

yj = N .

(14)

Notice that once we have yj for all j, any assignment of sublayers to materials that satisfy∑N
i=1 xij = yj will be a valid assignment. For example, such an assignment can be trivially

generated by assigning the first y1 sublayers to material 1, the next y2 sublayers to material
2, etc.

Binary encoding trick

Although the optimization problem in equation 14 is an improvement over equation 11 in
terms of the number of variables, we now have integer variables that are no longer binary
and instead take values from the set S = {0, . . . , N}. However, because the elements of S
are uniformly spaced, an additional “binary encoding” trick can be employed that converts
the optimization problem in equation 14 into one involving binary variables, at the expense
of increasing the number of variables by a factor of roughly log2N . The binary encoding
trick involves writing each yj in its base-2 representation. For each j, we introduce r binary
variables bj1, . . . , bjr, such that

yj =
r∑

l=1

bjl2l−1 , ∀ j = 1, . . . ,M , (15)

where r = blog2Nc+ 1. Direct substitution into equation 14 gives the equivalent optimiza-
tion problem

minimize
K∑

k=1


 1
v2

max


Lk −

M∑

j=1

r∑

l=1

αkjbjl2l−1




2

+


Tk −

M∑

j=1

r∑

l=1

βkjbjl2l−1




2


subject to bjl ∈ {0, 1} , ∀ j ∈ {1, . . . ,M} , ∀ l ∈ {1, . . . , r} ,
M∑

j=1

r∑

l=1

bjl2l−1 = N.

(16)

The optimization problem in equation 16 is still over all the ray parameters pk and all
the binary variables bjl, but the important difference is that compared to the optimization
problem in equation 11, which required MN binary variables; we now only require Mr
binary variables, which is approximately M log2N , a logarithmic improvement in N .
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Alternating minimization

The optimization problem in equation 16 is a mixed-integer non-convex optimization prob-
lem and is difficult to solve in general. However, if we fix the binary decision variables
bjl subject to the constraints, then the objective function becomes separable in each ray,
indexed by the variable k, and the resulting minimization problem for fixed k only involves
searching over a single ray parameter pk. This can be done using one of the two methods
described in Appendix A.

Otherwise, once we fix the ray parameters for all K rays, the objective function in
equation 16 becomes a quadratic function of the binary variables bjl, subject to the linear
constraints. This problem can be written in an equivalent Quadratic Unconstrained Binary
Optimization (QUBO) form, as outlined in Appendix C, which can then be solved using
a quantum annealer. These observations motivate us to formulate a heuristic for solving
equation 16 using an alternating minimization strategy, outlined in algorithm 6.

Algorithm 6 Alternating minimization algorithm
1: procedure Alternating QUBO
2:

3: // Random assignment
4: xij ← 0 , for all i = 1, . . . , N and j = 1, . . . ,M
5: for i = 1 to N do
6: j ← Randomly choose from the set {1, . . . ,M}
7: xij ← 1
8: end for
9: Compute yj =

∑N
i=1 xij , for all j = 1, . . . ,M

10: Compute bjl as binary representation of yj , for all j = 1, . . . ,M and l = 1, . . . , r
11:

12: // Alternating minimization
13: while Not converged do
14: pk ← arg min

pk

Jk , for all k = 1, . . . ,K, and with all bjl fixed.

15: bjl ← solution of QUBO in (16) with all pk fixed.
16: end while
17: Compute yj =

∑r
l=1 bjl2

l−1, for all j = 1, . . . ,M
18:

19: return pk, yj for all k = 1, . . . ,K and j = 1, . . . ,M
20: end procedure

For comparison, we use algorithm 7 in our numerical experiments to seek a continu-
ous variable solution on a conventional computer using convex optimization and Newton’s
method for traveltime fit and iterates over the set of compositions of N minilayers to avoid
getting trapped in local minima.

In the general case of inverting Nray arrivals from Nmacro macro-layers divided indi-
vidually into Nmini minilayers consisting of up to M materials, the complexity of algorithm
7 is

O
(
Nray ·

(
M +Nmini − 1

M − 1

)Nmacro
)

.
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Algorithm 7 Continuous minimization with Newton refinement algorithm
1: procedure Alternating QUBO with Newton refinement
2:

3: // Iterate over different number of materials
4: for µ = M to 1 materials, ordered fastest to slowest do
5:

6: // Iterate over all compositions
7: for Each composition of N layers into µ materials do
8:

9: // Assign layer thicknesses
10: yj ← Assign based on composition, for all j = 1, . . . , µ
11:

12: // Iterate over the rays and perform Newton refinement
13: for k = 1 to K rays do
14: while Not converged do
15: pk ← pk − (T (pk)− Tk)/T ′(pk), with all yj fixed
16: end while
17: end for
18:

19: // Relax layer thicknesses to take continuous values
20: ỹj ← solution of constrained convex optimization with all pk fixed
21:

22: Record (pk, µ, ỹj) pairs with the best fit, for all k = 1, . . . ,K and j = 1, . . . , µ
23: end for
24: end for
25:

26: return pk, µ, ỹj for all k = 1, . . . ,K and j = 1, . . . , µ
27: end procedure
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NUMERICAL EXPERIMENTS

In this section we provide some numerical results obtained by running algorithms 6 and
7 on specific instances of the tomography problem. We first present a detailed study of
the full alternating algorithm to understand how it is performing in practice on different
problem sizes, and how efficient it is at solving these problem instances. We then present
some preliminary results obtained by solving a few small problem instances of only the
QUBO subproblem on a quantum annealer.

Analysis of the overall algorithm performance

The first aspect we report on is the performance of algorithm 6 with respect to finding a
good solution. This was conducted by solving both steps of the process using a classical
CPU based computer. In particular, the QUBO problems were solved using the CPLEX R©

optimization library. The problem sizes were kept small for each QUBO instance to be
solvable in a reasonable amount of time, allowing us to generate statistics over a large
number of runs. It is to be noted that as the problem sizes grow, solving for the layer
assignments becomes increasingly more difficult using classical search heuristics, such as
those employed by CPLEX, because of the combinatorial nature of the problem.

For our experiments, we set up a single macro-layer of thickness 1 km, and three con-
stituent materials—Sandstone, Shale and Salt—with velocities given by 3.0 km/s, 2.5 km/s,
and 4.6 km/s, respectively. We considered different experimental geometries by varying the
number of minilayers N from 2 to 32; and similarly, we also varied the number of mea-
surements Nmeas to take values 2, 4, and 8. For each value of Nmeas, the ray parameters
were chosen by uniformly dividing the interval [0, 1/vmax) into that many points. Next,
we randomly assigned the minilayers to create our ground truth model, and traced rays
through it to generate the Lj and the Tj . This gave us one instance of our optimization
problem, and we generated 50 such instances for each value of N and Nmeas. We solved
each instance 50 times using algorithm 6 to gather meaningful statistics. In all the cases, the
average reduction in the objective function was close to 100%, thereby indicating that the
alternating algorithm is performing well at minimizing the objective function. We should
also note that algorithm 6 guarantees that the objective function reduction is monotonic if
the QUBOs are solved exactly, which was also confirmed in our experiments.

In Figure 1, we show several key performance indicators of the convergence properties
of the algorithm, such as the number of iterations and time taken until convergence in
a) and b), respectively, and the errors in the solved variables as compared to the actual
ones in c) and d). These plots show some obvious facts such as an increasing trend in
the runtime and the number of iterations as the number of variables increase, but it also
exhibits some phenomena that are harder to explain—for example, while the errors in the
ray parameters appear to stay flat as we increase the number of minilayers, the errors in
the layer assignments show a linearly increasing trend.

For algorithm 7, our testing was run on a 2-GHz central processing unit (CPU). Running
a single case with the same materials and all 5151 compositions of 100 minilayers took 7
minutes and 28 seconds, working out to an average of a shade less than one tenth of a
second per composition.
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Figure 1: Plots of various performance metrics for algorithm 1, averaged over runs with
the error bars representing the standard deviations of the quantities. The horizontal axis in
all the plots represent the number of minilayers N . The quantities plotted clockwise from
top-left are: a) number of iterations to convergence, b) wall clock time to convergence, c)
mean l1 error in the ray-parameter solution, and d) mean l1 error in the layer assignments.
[CR] stew1/. niter,time,pmeanerr,layermeanerr
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Initial quantum annealing results

Here we present and examine our results of solving the QUBO sub-problem on the D-Wave
2000Q quantum annealer. We consider the same experimental setup, as in the last section.
In the current annealers, a practical limitation affecting performance is the lack of hardware
coupling between all the qubits. Therefore, in order to embed a general QUBO with fully
connected topology, copies of the qubits are necessary. We refer to the total qubits after
embedding as the “qubit count,” and the number of binary variables in the original QUBO
as the “logical variable count.”. In our problem, once we fix the number of materials,
the logical variable count grows logarithmically in N , and is independent of Nmeas. The
resulting qubit counts are shown in Figure 2. We observe that Nmeas has almost no impact
on the qubit count, as we can see from the plot that the variance is near zero.
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Figure 2: Mean counts for qubits plotted with their standard deviations for different values
of N and Nmeas for three materials. The logical variable count has also been plotted. [CR]
stew1/. qubitlogical

Another important performance metric is the time taken to solution. We plot this
metric for values of N ranging from 2 to 16, and Nmeas taking values 2, 4, 8 in Figure 3.
For each parameter combination we generated 10 QUBO problem instances with random
initializations, and solved each problem 1000 times on the annealer. The time plotted is the
total time to solution that involves network communication costs, time needed to embed the
problem on the annealer, etc., in addition to the actual anneal time for all the 1000 runs.
As expected, the time increases with the problem size N ; although interestingly even with
overhead costs, the time taken per anneal cycle has a maximum value of approximately 0.5
s among the problem sizes tried, which is quite comparable to the overall runtime of the
alternating algorithm on classical computers, for similar problem sizes.

Adiabatic quantum computation by its very nature has stochasticity built into it—
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Figure 3: Total time to solution for 1000 anneal cycles plotted with their standard deviations
for different values of N and Nmeas for three materials. [NR] stew1/. timequbo

that is, the annealing process gives us a solution close to the ground state of the QUBO
objective, but not always exactly the ground state. This process is demonstrated for a
particular QUBO instance in Figure 4, where we have plotted a histogram of the QUBO
objective function (which can be negative because we drop constant terms in the QUBO
formulation) corresponding to the solutions obtained for 1000 repeated annealing trials. As
we can see, most of the solutions are clustered around the global minimum.

CONCLUSIONS AND FUTURE WORK

We formulated our Snell tomography problem for laterally homogenous media and a finite
set of material velocities as a mixed integer problem and proposed an alternating algorithm
to solve it. Our numerical studies suggest that the algorithm performs reasonably well at
solving the optimization problem. Although we can only guarantee convergence to a local
minimum, the objective function reduction is on an average over 99%, which is good for most
practical applications. We studied the solution of the QUBO sub-problem on a quantum
annealer to obtain the qubit counts after the embedding process, and get an estimate of the
runtimes, and found them to be reasonable for different problem sizes.

For future work on the quantum annealing aspect, a detailed suite of performance bench-
marking tests needs to be performed to evaluate important metrics such as the accuracy
of the solutions as compared to the ground state, statistics of the solutions with respect
to constraint satisfaction, etc. Another very interesting aspect that remains to be studied
is the impact of quantum solves for the QUBO subproblems on the complete alternating
algorithm. The inherent stochasticity of quantum annealing may allow the alternating al-
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Figure 4: Histogram of objective function values (normalized by the maximum value ob-
tained) corresponding to solutions for 1000 anneal cycles for a single QUBO instance. [NR]
stew1/. histogram

gorithm to escape local minima, and be an aspect that we study in the future. Finally, we
are exploring possible ways the full Snell tomography problem, that is including a search
over a discrete set of ray parameters such as developed in Appendix D, might feasibly be
run on the current generation of quantum annealers.
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APPENDIX A

In this appendix, we present two algorithms that can be used to perform the search over the
ray parameter pk for the kth ray given that the layer assignments are fixed, or alternatively
when the binary variables bjl in equation 16 are fixed for all j = 1, . . . ,M and l = 1, . . . , r.
The first algorithm takes a discrete sampling approach to the problem to locate the global
minima of this one dimensional search problem up to discretization errors. The second
algorithm is the descent based Newton’s algorithm that converges to a local minima.

Global search based on discretization

The optimization problem that we are solving for a fixed ray k and fixed layer assignments
is given by the following:

minimize
1

v2
max


Lk −

M∑

j=1

δpkvjyj√
1− p2

kv
2
j




2

+


Tk −

M∑

j=1

δyj

vj
√

1− p2
kv

2
j




2

subject to pk ∈ [0, 1/vmax)

(B-1)

where we have substituted the expressions for αkj , βkj and yj from equation 9 and equation
15 in the objective function of equation 16 for a single ray k. We discretize the domain
[0, 1/vmax), into P uniformly spaced values for some positive integer P , and choose the value
that attains the minimum objective function. The pseudocode is outlined in algorithm A-1,
which takes as input the index k of the ray and the discretization parameter P .

Algorithm A-1 Global ray parameter search
1: procedure Discretized global search (k, P )
2: ∆p← 1

P vmax

3: S ← {n∆p : n = 0, . . . , P − 1}

4: pk ← arg min
p∈S

1
v2max

(
Lk −

M∑
j=1

δpvjyj√
1−p2v2j

)2

+

(
Tk −

M∑
j=1

δyj

vj
√

1−p2v2j

)2

5: return pk
6: end procedure

Newton’s method

In view of the global convergence of Newton’s method for ray tracing in a horizontally
isotropic layered medium (Levin, 2012), for fixed layer assignment yj , the ray parameters
pk can be updated using algorithm A-2. It is easily seen that this is just Newton’s root
finding algorithm for a stationary point of the objective function in (B-1), with a slight
modification that forms a convex combination of the traveltime and offset misfit terms. In
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this case we are only guaranteed to converge to a local minima, as the global convergence
guarantee does not hold any more with both the offset and traveltime misfit terms present.
We finally note that we used γ = 0 in our numerical experiments as that option appeared
to avoid trapping us in a local minima of the larger optimization problem.

Algorithm A-2 Newton ray parameter search
1: procedure Continuous local search (k, γ ∈ [0, 1])

2: pmin ← Lk/(vmax

√
Z2 + L2

k) , pmax ← 1/vmax

3: pk ← pmin+pmax

2
4: while Not converged do
5: pk ← pk − ((1−γ)(T (pk)−Tk)2+γ(L(pk)−Lk)2/v2max)′

((1−γ)(T (pk)−Tk)2+γ(L(pk)−Lk)2/v2max)′′

6: pk ← max(pmin,min(pmax, pk))
7: end while
8: return pk
9: end procedure

APPENDIX B

Two material analytic formula

As noted in this report, material percentages for a two-layer system are resolvable with
one offset-time pair and a vertical ray example was shown. For an offset ray, an analytic
formulation is significantly more complex and results in a sixth order polynomial to solve.
Our derivation follows.

Let the ray traverse from (0, 0) to (L,Z) in time T , and let A and B be the vertical
division of Z into between the velocities v1 and v2. We then have four equations to combine:

Z = A+B vertical distance, (B-1)
L = A tan θ1 +B tan θ2 horizontal distance, (B-2)

T =
A

v1 cos θ1
+

B

v2 cos θ2
traveltime, and (B-3)

v1

v2
= γ =

sin θ1

sin θ2
Snell’s Law. (B-4)

Eliminating B = Z −A yields

A (tan θ1 − tan θ2) = L− Z tan θ2 (B-5)

A

(
1

v1 cos θ1
− 1
v2 cos θ2

)
= T − Z

v2 cos θ2
. (B-6)

Eliminating A
L− Z tan θ2

tan θ1 − tan θ2
=

T − 1
v2 cos θ2

Z
1

v1 cos θ1
− 1

v2 cos θ2

=
Tv2 cos θ2 − Z
v2 cos θ2
v1 cos θ1

− 1
(B-7)

and using Snell’s Law B-4 to eliminate θ1 gives us

L− Z tan θ2

γ sin θ2/
√

1− γ2 sin2 θ2 − tan θ2

=
Tv1 cos θ2 − γZ

cos θ2/
√

1− γ2 sin2 θ2 − γ
(B-8)
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to solve for sin θ2; and therefore, p. Denoting s = sin θ2 and replacing cos θ2 with
√

1− s2,
we expand

L− Zs/
√

1− s2

γs/
√

1− γ2s2 − s/
√

1− s2
=

Tv1

√
1− s2 − γZ√

1− s2/
√

1− γ2s2 − γ
, (B-9)

multiply by s/
√

1− γ2s2

L− Zs/
√

1− s2

γ −
√

1− γ2s2/
√

1− s2
= s

Tv1

√
1− s2 − γZ√

1− s2 − γ
√

1− γ2s2
, (B-10)

and simplify to obtain

L
√

1− s2 − Zs
γ
√

1− s2 −
√

1− γ2s2
= s

Tv1

√
1− s2 − γZ√

1− s2 − γ
√

1− γ2s2
. (B-11)

Subtracting the right side from the left and simplifying yields

0 =
(Tv1s− γL)

√
1− γ2s2 − (1− γ2)Zs− (γTv1s− L)

√
1− s2

[
(γ2 + 1)(1− s2)

√
1− γ2s2 + γ((γ2 + 1)s2 − 2

]√
1− s2

. (B-12)

Before continuing, we note that both the numerator and denominator vanish when
γ = 1. This is reassuring because if the two layer velocities are the same, we can choose
any boundary or boundaries between them and not change the offset and traveltime of the
(straight) ray.

Setting the numerator equal to zero, we eliminate the radicals by first moving the term
with

√
1− γ2s2 to one side, squaring both sides, rearranging to put

√
1− s2 to one side

and squaring again to generate a nominally eighth order polynomial. However, the 8th,
7th, and 1st order terms cancel, leaving the 6th order polynomial equation

0 = 4γ2(γ2 − 1)2T 2v2
1(Z2 + L2) s6

−4γ(γ2 − 1)2Tv1L[(γ2 + 1)(L2 + Z2) + T 2v2
1] s5

+(γ2 − 1)2[(γ2 − 1)2Z4 + 2(γ4 + 1)L2Z2 + (γ2 + 1)2L4

+2(γ2 + 1)T 2v2
1(L2 − Z2) + T 4v4

1] s4

+4γ(γ2 − 1)2Tv1L(L2 + 2Z2) s3

−2(γ2 − 1)2L2[(γ2 + 1)(L2 + Z2) + T 2v2
1] s2

+(γ2 − 1)2L4 (B-13)

in s = sin θ2.

Regardless of the sign of the s4 term, there are four sign changes in the coefficients.
Applying Descartes’ Rule of Signs (Gauss, 1828), we conclude that there are either zero,
two or four positive roots. One may further limit the number of roots between 0 and 1
using the change of variable u = 1/s − 1, which is the same as recasting B-13 in terms of
tan θ2

2 . For the test case (v1 = 1.7, v2 = 2.2, Z = 1, L = 2, T = 1.061728621), there are
two sign changes in the coefficients of the resulting 6th order u polynomial. One root has
sin θ2 = 0.913856216, corresponding to the ray actually traced for the test with A = 0.2 and
B = 0.8. The other root, sin θ2 = 0.874985873, corresponds to a negative value of cos θ2 and
a negative value of A. This nonphysical solution is understandable because of the repeated
squaring we did to obtain equation B-13 erased signs.
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APPENDIX C

Transformation to QUBO form

We carry out the reduction of the constrained binary optimization problem in equation 16
to a quadratic unconstrained binary optimization problem (QUBO), using a well-known
transformation process. Let b denote the vector formed by stacking all the binary variables
bjl, for all j ∈ {1, . . . ,M} and l ∈ {1, . . . , r}, and let f(b) denote the objective function
in equation 16. Then, following Hansen (1979), an equivalent optimization problem can
be obtained by adding a squared penalty term of the equality constraint to the objective
function as follows:

minimize f(b) + λ




M∑

j=1

r∑

l=1

bjl2l−1 −N




2

subject to bjl ∈ {0, 1} , ∀ j ∈ {1, . . . ,M} , ∀ l ∈ {1, . . . , r} ,

(C-1)

where λ is any suitably chosen constant that satisfies λ ≥ f̄ , with f̄ being the solution to
the following optimization problem

maximize f(b)
subject to bjl ∈ {0, 1} , ∀ j ∈ {1, . . . ,M} , ∀ l ∈ {1, . . . , r} .

(C-2)

The optimization problem thus obtained in equation C-1 is now in QUBO form. Notice
that although solving for f̄ itself involves solving another QUBO in equation C-2, one does
not need to do so to obtain a λ satisfying λ ≥ f̄ . One such choice is given by observing
that, p and Lk having the same sign in this experiment geometry,
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(C-3)

and therefore,

λ =
K∑

k=1


 L2

k

v2
max

+
22r

v2
max




M∑

j=1

αkj




2

+ T 2
k + 22r




M∑

j=1

βkj




2
 (C-4)

is a valid choice. However, if λ is too large, the objective function in equation C-1 is
dominated by the penalty term, and numerical optimization algorithms end up completely
ignoring the original objective function that we wanted to minimize. To avoid this issue,
it is better to choose a value of λ that is as small as possible that still guarantees that a
global minimum of equation C-1 satisfies the constraints. For example, notice that we can
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drop any constant term in the objective function f(b) in equation C-1 without changing
the optimization problem. This allows us to improve the bound in equation C-4 to

λ =
K∑

k=1


 22r

v2
max




M∑

j=1

αkj




2

+ 22r




M∑

j=1

βkj




2
 . (C-5)

Other choices for the parameter λ are also possible. We illustrate two such possibilities.
The starting point of these choices is the observation that because all the variables bjl
are binary, we have the identity bjl = b2jl, and therefore the objective function in the
optimization problem of equation 16 can be expressed as a quadratic form if we ignore the
constant terms, as follows:

bTQb , where Q is a symmetric matrix of dimensions Mr ×Mr given by

Qr(j−1)+l,r(j′−1)+l′ =





2l+l
′−2

K∑
k=1

(
αkjαkj′
v2max

+ βkjβkj′
)

if j 6= j′, or l 6= l′, else

K∑
k=1

[
1

v2max

(
22l−2α2

kj − 2lLkαkj
)

+
(

22l−2β2
kj − 2lTkβkj

)]
(C-6)

for all j, j′ ∈ {1, . . . ,M} and l, l′ ∈ {1, . . . , r}.
The first possibility then follows by noticing that as b is a binary vector, we have

bTQb ≤ |bTQb| ≤
M∑

j,j′=1

r∑

l,l′=1

|Qr(j−1)+l,r(j′−1)+l′ | . (C-7)

The second possibility follows from the inequality bTQb ≤ λmax(Q)bTb ≤ λmax(Q)Mr,
where λmax(Q) is the largest eigenvalue of the matrix Q. Thus, the following choices of λ
are also valid choices

λ =
M∑

j,j′=1

r∑

l,l′=1

|Qr(j−1)+l,r(j′−1)+l′ | , and λ = λmax(Q)Mr . (C-8)

Equivalent Ising spin-glass Hamiltonian

To solve the optimization problem in equation C-1 using quantum annealing, we introduce
the spin variables sjl ∈ {−1, 1} given by

sjl = 2bjl − 1 , ∀ j ∈ {1, . . . ,M} , ∀ l ∈ {1, . . . , r} . (C-9)

Let s denote the vector formed by stacking all the spin variables sjl. The Ising Hamiltonian
Hf (s), whose ground state encodes the solution to equation C-1 is obtained by directly
substituting the spin variables sjl into the objective function yielding

Hf (s) =
M∑

j,j′=1

r∑

l,l′=1

2l+l
′−4

[
λ+

K∑
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αkjαkj′
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+ βkjβkj′
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−
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λN ′ +

K∑

k=1

(
L′kαkj
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max

+ T ′kβkj

)]
sjl ,

(C-10)
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where we have introduced the quantities L′k, T
′
k and N ′ defined as follows:

L′k = Lk −
1
2

(2r − 1)
M∑

j=1

αkj

T ′k = Tk −
1
2

(2r − 1)
M∑

j=1

βkj

N ′ = N − M

2
(2r − 1) ,

(C-11)

and we have neglected the constant terms.

APPENDIX D

Full QUBO optimization problem

We present a full QUBO problem formulation for Snell tomography, that is derived from
the optimization problem in (16) by additionally discretizing the ray parameters. Let us
discretize the ray parameter range [0, 1/vmax) into P uniformly spaced values given by the
set P̂ = {p̂1, . . . , p̂P }, defined as p̂q = (q−1)/Pvmax. The parameter P is used to control the
level of discretization that we want, which in turn will affect the accuracy of the solutions.
The key step in getting a full QUBO problem formulation is to allow each ray to take all
possible values in P̂ and for each material. To achieve this goal, we start by defining α̂qj
and β̂qj as follows

α̂qj =
δp̂qvj√
1− p̂2

qv
2
j

, β̂qj =
δ

vj
√

1− p̂2
qv

2
j

, (D-1)

for all j = 1, . . . ,M and q = 1, . . . , P . We next define indicator variables x̂kq as

x̂kq =

{
1 if ray k has ray parameter p̂q
0 otherwise.

(D-2)

To ensure that each ray gets assigned an unique p̂q while propagating through each material,
we require that the following constraints be satisfied

P∑

q=1

x̂kq = 1 , ∀ k = 1, . . . ,K. (D-3)

With constraint (D-3) in place, we can now write the objective function in (16) as follows

J =
K∑

k=1

P∑

q=1

x̂kq


 1
v2

max


Lk −

M∑

j=1

r∑

l=1

α̂qjbjl2l−1




2

+


Tk −

M∑

j=1

r∑

l=1

β̂qjbjl2l−1




2
 ,

(D-4)
and notice that it is a quadratic function in the variables x̂kq and bjl, which is clear from the
fact that b2jl = bjl because the variables bjl are binary. Thus, the full QUBO optimization
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problem can now be written as

minimize
K∑

k=1

P∑

q=1

x̂kq


 1
v2

max


Lk −

M∑

j=1

r∑

l=1

α̂qjbjl2l−1




2

+


Tk −

M∑

j=1

r∑

l=1

β̂qjbjl2l−1




2


subject to bjl ∈ {0, 1} , ∀ j ∈ {1, . . . ,M} , ∀ l ∈ {1, . . . , r} ,
x̂kq ∈ {0, 1} , ∀ k ∈ {1, . . . ,K} , ∀ q ∈ {1, . . . , P} ,
M∑

j=1

r∑

l=1

bjl2l−1 = N ,

P∑

q=1

x̂kq = 1 , ∀ k = 1, . . . ,K.

(D-5)

As before the equality constraints can be removed by adding them as penalty terms, for
example as outlined in Appendix C. The number of binary variables involved in solving
optimization problem in (D-5) is KP +Mr.
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