
STANFORD EXPLORATION PROJECT

Jonathan Ajo-Franklin, Gustavo Alves, Ohad Barak, Guillaume Barnier, Biondo Biondi,
Ettore Biondi, Kevin Bjella, Alejandro Cabrales-Vargas, Jason Chang, Jon Claerbout,
Robert Clapp, Steven Constable, Taylor Dahlke, Tom Daley, Shan Dou, Eric Dunham,

Sergey Fomel, Barry Freifeld, Fantine Huot, Joseph Jennings, Kerry Key, Huy Le,
Stewart Levin, Nate Lindsey, Yinbin Ma, Musa Maharramov, Eileen Martin,

Michelle Robertson, Shuki Ronen, Rahul Sarkar, Craig Ulrich, Anna Wagner, and
Leighton Watson

Report Number 163, April 2016

(a) (b) (c)

(d) (e)

Figure 1:



Copyright c© 2016

by the Board of Trustees of the Leland Stanford Junior University

Copying permitted for all internal purposes of the Sponsors of Stanford Exploration Project



Preface

The electronic version of this report1 makes the included programs and applications available
to the reader. The markings [ER], [CR], and [NR] are promises by the author about the
reproducibility of each figure result. Reproducibility is a way of organizing computational
research that allows both the author and the reader of a publication to verify the reported
results. Reproducibility facilitates the transfer of knowledge within SEP and between SEP
and its sponsors.

ER denotes Easily Reproducible and are the results of processing described in the pa-
per. The author claims that you can reproduce such a figure from the programs,
parameters, and makefiles included in the electronic document. The data must either
be included in the electronic distribution, be easily available to all researchers (e.g.,
SEG-EAGE data sets), or be available in the SEP data library2. We assume you have
a UNIX workstation with Fortran, Fortran90, C, C++, X-Windows system and the
software downloadable from our website (SEP makerules, SEPlib, and the SEP latex
package), or other free software such as SU. Before the publication of the electronic
document, someone other than the author tests the author’s claim by destroying and
rebuilding all ER figures. Some ER figures may not be reproducible by outsiders
because they depend on data sets that are too large to distribute, or data that we do
not have permission to redistribute but are in the SEP data library.

CR denotes Conditional Reproducibility. The author certifies that the commands are in
place to reproduce the figure if certain resources are available. The primary reasons
for the CR designation is that the processing requires 20 minutes or more, MPI or
CUDA based code, or commercial packages such as Matlab or Mathematica.

NR denotes Non-Reproducible figures. SEP discourages authors from flagging their fig-
ures as NR except for figures that are used solely for motivation, comparison, or
illustration of the theory, such as: artist drawings, scannings, or figures taken from
SEP reports not by the authors or from non-SEP publications.

Our testing is currently limited to LINUX 2.6 (using the Intel compiler), but the code should
be portable to other architectures. Reader’s suggestions are welcome. More information on
reproducing SEP’s electronic documents is available online3.

1http://sepwww.stanford.edu/private/docs/sep163
2http://sepwww.stanford.edu/public/docs/sepdatalib/toc html
3http://sepwww.stanford.edu/research/redoc/
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Wave-mode separation in the complex wavelet domain using
combined translational and rotational data

Ohad Barak and Shuki Ronen

ABSTRACT

Rotations are medium strains induced by seismic waves, which are independent of the
commonly-recorded translational motions. We use combined translational data from
geophones and rotational data from rotation sensors to identify and separate particular
wave modes from a six-component (6C) field dataset. We develop a polarization filter
in the complex wavelet domain in order to identify and subsequently attenuate shear
and surface wave modes. Our method does not rely on spatial continuity parameters,
and can therefore be applied to spatially aliased data.

INTRODUCTION

Rigid bodies in a three dimensional world have six degrees of freedom: three components of
translation and three components of rotation. The time derivatives of translations are the
particle velocities and the rotations are the pitch, roll and yaw, as shown in the following
table:

Axis Translation Rotation
Z Vertical vz Yaw rz
X Radial vx Roll rx
Y Transverse vy Pitch ry

where vi are particle velocities along the i axis, and ri are rotation rates around the i axis.

A hydrophone records the divergence of the particle displacement wavefield

P = κ (∇ · ~u) , (1)

where ~u are particle displacements and κ is the bulk modulus of the water to which hy-
drophones are coupled. Rotations are a measurement of the curl of the particle displacement
wavefield

~R =
1
2
(∇× ~v), (2)

and are a recording of the anti-symmetric strains of the medium (Cochard et al., 2006).

The rotational components can be used to enhance vertical geophone data (Muyzert
et al., 2012), and spatial aliasing of high-wavenumber arrivals can thus be mitigated. Edme
et al. (2014) treat rotational data as a noise model for ground-roll, and use adaptive sub-
traction in order to remove ground roll from the vertical component of geophone land data.
In Barak et al. (2014) we’ve shown that rotation data are extra information, are indepen-
dent of geophone data, and can be used in conjunction with geophone data to identify

1



2 Barak and Ronen SEP–163

and separate wave modes on all recorded components using singular-value decomposition
polarization analysis.

In this paper, we further develop our multicomponent polarization analysis method
by first transforming the data to the complex wavelet domain. The Complex Wavelet
Transform (CWT) enables us to use frequency as an additional instantaneous attribute by
which to identify and separate wave modes.

We apply our method to a 2D dataset acquired by Chevron near the Kettleman hills in
California, which included collocated 3C geophones and 3C electrokinetic rotation sensors.

Estimating rotational motion from geophone data

The stress-displacement relation for tangential stresses reads:

σij = µ (∂jui + ∂iuj) , (3)

where σij are the tangential stresses, ui are particle displacements and µ is the shear mod-
ulus.

At a free surface, or at an interface between a medium with shear strength and one
without shear strength (such as the ocean-bottom interface), the tangential stresses σij are
zero. Therefore, assuming we have receivers laid out on a flat free surface, we have

∂zuy = −∂yuz,

∂zux = −∂xuz, (4)

meaning that the vertical derivative of the horizontal displacement component is equal to
the horizontal derivative of the vertical displacement component.

Rotation is defined as the curl of the wavefield. Since our geophones record the time
derivative of displacement (particle velocity), we use the time derivative of rotation, or
rotation rate:

~r =
1
2
(∇× ~v) = X̂ (∂yvz − ∂zvy) /2

+ Ŷ (∂zvx − ∂xvz) /2
+ Ẑ (∂xvy − ∂yvx) /2, (5)

where X̂, Ŷ and Ẑ are the rotation axes. Substituting equation 4 into 5, we see that at a
free surface interface

rx = ∂yvz, ry = −∂xvz, rz =
1
2

(∂xvy − ∂yvx) , (6)

i.e., the horizontal rotation-rate components can be derived from closely-spaced vertical
geophones, and the vertical rotation-rate component can be derived from closely-spaced
horizontal geophones. The distance between geophones that will ensure reliability of the
differencing depends on the horizontal wavenumbers that present in the data. The sensors
must be close enough to each other to prevent aliasing, but not so close that the decrease
in signal to noise ratio associated with the differencing significantly degrades the signal.
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Complex wavelet transform

The complex wavelet transform is defined as:

Ci (a, b; gi(t), ψ(t)) =
∫ ∞

−∞
gi(t)

1√
a
ψ∗
(
t− b
a

)
dt, (7)

where gi(t) is the input signal of the ith data component, ψ(t) is a mother wavelet, ψ∗ is a
daughter wavelet, which is the complex conjugate of the mother wavelet stretched by scale
a and time-shifted by b. It is common to use the Morlet wavelet as a mother wavelet, and
we do so in this paper. For brevity, we will use Ci (a, b) := Ci (a, b; gi(t), ψ(t))

The complex wavelet transform effectively shows how correlated our time-series is with a
particular daughter wavelet. Since the correlation is done in running time windows (shifted
by b), the transform retains the temporal sense of the data and yet decomposes it to wavelet
scales, which are in essence similar to frequency. We use this time-frequency decomposition
to identify wave modes of particular frequencies that appear at particular times in the data.

Singular value decomposition in the complex wavelet domain

de Meersman et al. (2006) apply singular value decomposition (SVD) on the analytic signal
of three-component geophone data in order to estimate the polarization of P-wave arrivals
and extract them from noisy data. The use of the analytic signal enables a determination of
the ellipticity of a particular arrival, which is an attribute associated with Rayleigh waves.

SVD, however, is a mathematical tool that can be applied to any data series, and it
is similarly possible to apply SVD on 6-component data comprising 3C geophone and 3C
rotation sensor data. The resulting polarization vectors indicate not only linear polarization,
but also rotational polarization, though there is no intuitive understanding of the particle
motion these polarization vectors represent.

We posit that rotational motion is a better indicator of wave modes than are elliptical
particle motions, since rotations are medium strains (eq. 2), whereas particle displacements
are not. Particularly, when considering the different nature of the strains induced by P-
waves versus shear or surface waves, we would expect to see significant differences in the
relative amounts of rotation generated by each wave mode.

Wave modes may also be differentiated by their frequency bands. One mechanism that
can account for this effect is attenuation, which affects shear waves and surface waves
more than it does P-waves as a result of the shorter wavelengths that shear and surface
waves have. Using the complex wavelet transform of the multicomponent translational and
rotational data, we combine multiple attributes by which wave modes may be separated.

We apply SVD to a time slice of a single complex-wavelet transformed 6C trace Ci(a, bk),
where bk is the time index of the slice, a are the wavelet scales and i represents the data
component. Therefore, we have an Na×6 data matrix where the rows are the wavelet scales
and the columns are the components
D = [vz(a), vx(a), vy(a), rz(a), rx(a), ry(a)]. SVD is a method of finding the waveform u,
magnitude σ, and polarization v of the signal that is present in the data D. The SVD of
the data D is given by
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D = UΣVT , (8)

where D is the product of the Na × 6 matrix U, the 6x6 diagonal matrix Σ, and the
transpose of the 6x6 matrix V. The unit left and right singular vectors ui and vi are the
six column-vectors of U and V. The singular values σi are the diagonal elements of Σ.
They are ordered such that |σ1| is the greatest and |σ6| the smallest. The left and right
singular vectors are mutually orthogonal, such that UTU = I and VVT = I.

The right singular vectors vi display the polarization of the data within the particular
frequency window along the six axes. We transpose and multiply the matrix V by the
singular value matrix Σ, to obtain the scaled polarization vectors:

s = σvT . (9)

Applying CWT to a time window of a particular multicomponent trace in the data
where an undesired wave mode dominates, and then applying SVD to the transformed
data, we arrive at the frequency-dependent template polarization of the undesired wave
mode stemp(a).

We scan the data searching for polarizations similar to the particular wave mode’s
polarization template on a trace by trace basis. The similarity measure is configurable,
and can be tuned to be more restrictive or more permissive. Where we find energy with
complex polarization similar to the template, we attenuate the first polarization vectors
s1(a). Attenuation is done by applying a weighting function only to the first singular value
of Σ. The weighting is both a function of the similarity of the current frequency window’s
polarization to the template polarization, and also of the wavelet scale a, where greater
damping is applied to higher scales (lower frequencies).

After weighting the first singular value, the data are reconstructed:

D = UWΣVT . (10)

An inverse CWT is then applied to the reconstructed data. Since we do not rely on any
additional spatial considerations, the method is effectively insensitive to spatial aliasing in
the data.

THE KETTLEMAN SIX-COMPONENT SURVEY

The 2D Kettleman survey comprised four types of sources and multiple types of receivers,
both on the surface and at depth. The shot line length was 1.6 km long. At one end of
the shot line there were five 3C linear accelerometers, which were closely spaced at a 2.1
m interval inline. In between the accelerometers in the inline direction there were four 3C
elecrokinetic rotation sensors. The rotational components were aligned to coincide with
the direction of the linear components, so that the positive sense of rotations around the
vertical, radial and transverse axes was according to the right-hand rule.

The following figures show the 6C receiver gather for the four source types at one receiver
station. Figures 1(a)-1(f) are accelerated weight-drop data, Figures 2(a)-2(f) are vibroseis
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data, Figures 3(a)-3(f) are 25 m depth dynamite data, and Figures 4(a)-4(f) are 50 m depth
dynamite data. All data are clipped at 93%.

(a) (b) (c)

(d) (e) (f)

Figure 1: 6C receiver gather of the accelerated weight-drop source, clipped at 93%. Shot
spacing was 6.25 m. Six shots were executed at each station, and then diversity stacking
was applied to increase the signal to noise ratio. The data observable in these sections at
this clip level consist entirely of various Rayleigh wave modes, which are not aliased due to
the very close shot spacing. [ER] ohad1/. A-v0,A-v1,A-v2,A-r0,A-r1,A-r2

The strong ground roll in the accelerated weight-drop data is not aliased due to a very
small shot interval of 6.25 m. All other sources were shot with a 25 m shot interval, and
therefore exhibit significant aliasing of the ground roll. The best reflection signal appears
on the dynamite data, as it excites less ground roll than surface sources.

However, note how the rotation-sensor data for the dynamite sources in Figures 3(d)-
3(f) and Figures 4(d)-4(f) have a very low signal to noise ratio. This would make any
multicomponent analysis involving rotational data difficult. We therefore opted to use
vertical geophone-differencing (eq. 6) in order to extract a better-quality pitch rotational
signal.

Figures 5(a) and 5(c) are the pitch component acquired by the rotation sensor for the
vibroseis and dynamite sources, respectively. Figures 5(b) and 5(d) are the pitch component
calculated by differencing the two vertical accelerometers adjacent to the rotation sensor
(in the inline direction). Note how the pitch component derived from the differencing has
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(a) (b) (c)

(d) (e) (f)

Figure 2: 6C receiver gather of the vibroseis source, clipped at 93%. Shot spacing was 25
m, and so the various Rayleigh wave modes are aliased. Some P-wave reflections are visible
at early times. [ER] ohad1/. V-v0,V-v1,V-v2,V-r0,V-r1,V-r2
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(a) (b) (c)

(d) (e) (f)

Figure 3: 6C receiver gather of the 25 m depth dynamite source, clipped at 93%. Shot
spacing was 25 m. Compared to the accelerated weight drop and vibroseis surface sources,
the amount of ground roll in these data is much lower, though aliasing is still very sig-
nificant. Some reflections are visible at early times from offset 200 m and on. Note how
the signal to noise ratio of the rotation-sensor data is low in (d), (e) and (f). [ER]
ohad1/. D82-v0,D82-v1,D82-v2,D82-r0,D82-r1,D82-r2



8 Barak and Ronen SEP–163

(a) (b) (c)

(d) (e) (f)

Figure 4: 6C receiver gather of the 50 m depth dynamite source, clipped at 93%.
Shot spacing was 25 m. Reflection data are more visible in these sections vs the 25
m depth dynamite source. We note a particular low-frequency arrival starting from
t = 0.35 s at offset=200 m, which appears to be shear-induced energy. Again, note
the low signal to noise ratio for the rotational data in (d), (e) and (f). [ER]
ohad1/. D164-v0,D164-v1,D164-v2,D164-r0,D164-r1,D164-r2
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a better signal to noise ratio than the rotation-sensor at larger offsets.

Unfortunately, there were no accelerometers placed in the crossline direction, therefore
we were not able to similarly calculate the roll or the yaw rotational components by geophone
differencing as in equation 6.

(a) (b) (c) (d)

Figure 5: Comparison of pitch component acquired by rotation sensor and pitch calculated
by differencing adjacent geophones. (a) Rotation sensor pitch for vibroseis source. (b)
Geophone-differencing pitch for vibroseis source. (c) Rotation sensor pitch for 50 m depth
dynamite source. (d) Geophone-differencing pitch for 50 m depth dynamite source. Note
that for both source types, the signal to noise ratio of the pitch derived from geophone
differencing is much higher at larger offsets than the pitch measured by the rotation sensor.
AGC with a window size of t = 0.2 s has been applied to the data for display. [ER]
ohad1/. V-gc0,V-gc1,D164-gc0,D164-gc1

POLARIZATION IN THE COMPLEX WAVELET DOMAIN

Our purpose is to separate wave modes in the data using all components. There are desirable
wave modes which we term “data”, and undesirable ones which we call “noise”. Most
commonly in seismic data, the wave modes of interest are the P-wave reflections, as these
provide information about the subsurface at depth. Surface waves and shear induced energy
appearing on the vertical component are considered to be noise, as they obscure the P-wave
reflections.

Figures 6(a)-6(d) are the vertical component receiver gathers for the four source types,
after application of NMO to flatten the P-wave reflections. In this display, events that are
not close to being flat are necessarily noise.

Note the strong ground roll in Figures 6(a) and 6(b), which prevents us from observing
the near-offset reflections (a common issue in seismic land data). However, it would not
be possible to use filters that rely on spatial sampling to remove the ground roll from the
vibroseis data because they are aliased. A low-pass filter would first need to be applied
to remove all the aliased energy. However, that would result in sginificant elimination of
reflection data as well.
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The 50 m depth dynamite source data in Figure 6(d) has the best reflection signal.
However, observe the non-flat lower frequency arrival starting at t = 0.3 s and at offset=200
m. This event is the result of shear-induced energy, possibly a scattering off an anomaly in
the near surface. It is visible on all components in Figures 4(a)-4(f) and, like the ground roll
for the surface sources, it obscures the P-wave reflections. We therefore target this arrival
for removal from the 50 m depth dynamite data.

We do not, however, have reliable rotation data for the yaw and roll components. There-
fore, for the analysis that follows we used only three components out of the available six:
the vertical, radial and pitch. Since the survey was 2D, most of the seismic energy appears
on these components.

(a) (b) (c) (d)

Figure 6: Receiver gathers of the vertical geophone component of the 4 source types in the
Kettleman survey, after NMO with velocity v = 1700m/s. (a) Accelerated weight drop.
(b) Vibroseis source. (c) Dynamite charge at 25 m depth. (d) Dynamite charge at 50 m
depth. Source (a) was acquired with 6.25 m shot spacing, while (b), (c) and (d) were done
with 25 m shot spacing. Observe the generally higher quality reflections acquired with the
dynamite sources. The two surface sources (a) and (b) generate much more ground roll.
AGC with a window size of t = 0.2 s has been applied to the data for display. [ER]
ohad1/. A-nmo,V-nmo,D82-nmo,D164-nmo

Filtering of a particular wave mode from the 50 m depth dynamite data

Figure 7(a) is the three-component trace comprising the vertical, radial and pitch compo-
nents from the 50 m depth dynamite source at offset 280 m. The pitch component was
derived by vertical-geophone differencing as a result of the low SNR on the pitch rotation
sensor data.

Figures 7(b), 7(c) and 7(d) are the CWT of the respective three components of the
trace. For wavelet scale 0 the corresponding frequency is 125 Hz, and at wavelet scale 8
the corresponding frequency is 0.5 Hz. Observe that between t = 0.2 s and t = 0.3 s there
are P-wave reflections, and that these reflections correspond to lower wavelet scales (higher
frequencies) in the complex wavelet domain of all the components. At t = 0.4 s there is a
shear-induced arrival, which appears in the wavelet domain as a higher scale feature (lower
frequency). However, this feature is more significant on the vertical and radial components



SEP–163 Wave-mode separation 11

than on the pitch component.

These two distinguishing attributes of the shear arrival: lower frequency and different
appearance in the wavelet domain of the various data components, are what we use to
identify and attenuate it.

Figure 8(a) shows the time slice of the CWT of the three data components of the same
trace, at time t = 0.22 s where there are P-wave reflections. We apply SVD to this slice
as described in equation 8, and display the scaled polarization vectors as in equation 9 in
Figures 8(b), 8(c) and 8(d). Each row in these figures represents one polarization vector.
Note the pattern visible for the first polarization vectors, which indicates that the energy
at this time has both high frequency and lower frequency polarization.

Figure 9(a) shows the time slice of the CWT of the three data components at time
t = 0.42 s, which is the shear-arrival time. The scaled polarization vectors are shown in
Figures 8(c), 8(c) and 8(c). For this arrival, the first polarization vectors show a very
different pattern compared to Figure 8(b), and indicate that for this time the polarization
is largely on the lower frequencies and on the vertical and radial components.

The 2nd polarization vectors, however, have higher frequencies, more like the 1st polar-
ization vectors of the P-wave reflections. This indicates what we can already see from the
data in Figure 6(d): the shear arrival is obscuring the P reflections.

Our template polarization stemp is then Figure 8(c), and it is this polarization which we
search for in the data on a trace by trace basis.

Figure 7(e) shows the weights which are applied to the complex first polarization vectors
of the multicomponent trace. Note how the higher scales (lower frequencies) are preferen-
tially damped. However, note that this is not simply a weighting down of low frequencies.
The weighting function depends on the similarity of the first polarization vectors at each
time and at each frequency to the template polarization in Figure 8(c). Where there is a
similarity, the lower frequencies are preferentially weighted down.

Figures 10(a), 10(b) and 10(c) are the vertical, radial and pitch components before
application of the complex polarization filtering, while Figures 10(d), 10(e) and 10(f) are
the same components after application of the polarization filtering. Note that the shear-
induced arrival that we targeted for removal has indeed been attenuated, and the P-wave
reflection signal which was hidden below it has been enhanced. The P-wave reflections
appear continuous.

Note also that we used only one time window of one trace to determine the polarization
template of this shear energy, and yet after applying the filtering based on that polarization
template to the entire dataset the shear energy has been attenuated everywhere and for all
components.

Figure 11(a) is again the vertical component after the polarization filtering, while Figure
11(c) shows the frequency spectra of these data. Compare this to a low-cut filter, where
the pass band was 25 Hz - 60 Hz, shown in Figure 11(b). There is a an improvement in
continuity of the P-wave reflections, but the shear energy is still apparent. The resolution
of the P reflections, however, has been degraded because of the simple frequency filter.
Comparing Figures 11(c) and 11(d), we see that unlike standard frequency filtering, the
polarization filtering has not performed a wholesale removal of the low frequencies.
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(a) (b) (c)

(d) (e)

Figure 7: (a) Trace of the vertical geophone, radial geophone and pitch component derived
from geophone differencing, from the 50 m depth dynamite source at offset 280 m. The
absolute values of the complex wavelet transform are shown for (b) vertical component,
(c) radial component, and (d) pitch component. The wavelet scale is dyadic, beginning
from a frequency of 125 Hz at wavelet scale 0 down 0.5 Hz at wavelet scale 8. Up un-
til t = 0.32 s, the data contain P reflections, while between t = 0.32 s and t = 0.52 s
there is a shear-wave arrival. The lower frequency of the shear arrival can be discerned
at t = 0.4 s, for wavelet scale=3.5. (e) The weighting function applied to the components
in the wavelet domain to damp the shear wave mode appearing at t = 0.4 s. [ER]
ohad1/. D164-trc280,D164-trc280a0,D164-trc280a1,D164-trc280a2,D164-trc280c12w
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(a) (b)

(c) (d)

Figure 8: A 3C time slice of the complex wavelet transform of the trace at offset 280 m
at t = 0.22 s where a P-wave reflection is visible, and the corresponding absolute values of
the complex polarization vector-set for this time slice. (a) Complex wavelet time slice. (b)
1st polarization vectors. (c) 2nd polarization vectors. (d) 3rd polarization vectors. [ER]
ohad1/. D164-trc280-t1,D164-trc280-t1-V1,D164-trc280-t1-V2,D164-trc280-t1-V3
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(a) (b)

(c) (d)

Figure 9: A 3C time slice of the complex wavelet transform of the trace at offset 280 m
at t = 0.42 s where shear-wave energy dominates, and the corresponding absolute val-
ues of the complex polarization vector-set for this time slice. (a) Complex wavelet time
slice. (b) 1st polarization vectors. (c) 2nd polarization vectors. (d) 3rd polarization
vectors. Note that the 2nd polarization vectors at (c) have some higher frequency com-
ponents (lower scales), similar to the 1st polarization vectors at 8(b), indicating that the
dominant shear-wave energy in (b) is overlaying weaker P-wave reflection energy. [ER]
ohad1/. D164-trc280-t2,D164-trc280-t2-V1,D164-trc280-t2-V2,D164-trc280-t2-V3
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(a) (b) (c)

(d) (e) (f)

Figure 10: Data components before (top row) and after (bottom row) polarization filter to
damp shear energy. (a) Vertical component. (b) Radial component. (c) Pitch component.
(d) Vertical component. (e) Radial component. (f) Pitch component. Data are shown after
NMO with velocity v = 1700 m/s to flatten the P-wave reflections. AGC with a window
size of t = 0.2 s has been applied for display purposes. Observe that the shear induced
energy has been attenuated, and that the underlying P-wave reflections are visible after
filtering. [ER] ohad1/. 10a,10b,10c,10d,10e,10f
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(a) (b)

(c) (d)

Figure 11: A comparison of the filtering results using complex wavelet polarization
filter versus a standard low-cut filter on the 50 m depth dynamite receiver gather.
(a) Vertical component after application of complex wavelet polarization filter. (b)
Vertical component after application low cut filter, where the pass band was 25 Hz
- 60 Hz. (c) Vertical component (a) in the frequency domain. (d) Vertical com-
ponent (b) in the frequency domain. Observe how in (a) and (c), the polarization
filtering does not impartially remove low frequencies, unlike the low cut filter in (b)
and (d), and therefore there is no reduction in the resolution of the reflections. [ER]
ohad1/. D164-c12-nmo-vzoutb,D164-hp-nmo-vzout,D164-c12-nmo-vzoutf,D164-hp-nmo-vzoutf
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Filtering of aliased ground roll from the vibroseis data

The vibroseis data contain strong ground roll, which are much stronger than the P reflections
at near offsets. Figures 12(a), 12(b) and 12(c) are the vertical, radial and pitch components
before application of the complex polarization filtering. A very slow Rayleigh wave mode
is visible beginning from t = 0.2 s and ending at t = 0.8 s at offset 200 m.

To estimate the polarization template, we windowed out four traces containing this slow
Rayleigh wave mode around t = 0.6 s. We then applied the same polarization filtering
method as we did for the dynamite data.

Figures 12(d), 12(e) and 12(f) are the vertical, radial and pitch components after appli-
cation of the polarization filtering. Though the improvement in the data is not drastic, we
do observe that there are two horizontal events that appear from under the ground roll on
the vertical component, at times t = 0.4 s and t = 0.58 s. As before, the attenuation of the
wave mode that we targeted has occured on all components.

DISCUSSION

Throughout this paper we have referred to our method of wave-mode separation as a kind
of data domain filtering. However, note that we are targeting particular wave modes, and
are able to reliably attenuate only those wave modes. This would not work if we were not
also able to identify them.

The complex wavelet domain enables us to identify wave modes based on their mul-
ticomponent polarization vectors at each frequency, while retaining the temporal sense of
the data. Therefore, the filtering is done in a very targeted manner, exactly where it is
needed in time and space. The rotational components provide additional control by pro-
viding another orthogonal data axis along which to identify wave-mode polarizations. We
have shown that the method is successful in attenuating a particular wave mode (shear,
Rayleigh) which obscures other weaker wave modes of interest (P-wave reflections). Like all
polarization filtering methods, our method has no spatial sampling requirements, and will
work on spatially aliased data.

However, the connection between wave modes and polarization of data components is
not obvious, and we have no analytic model for determing how each wave mode should
appear on any given component at any particular offset. One method of tackling this issue
is to use data science methods, a small sample of which we show here: the polarization
template is learned from the data. A more comprehensive method would be to classify the
polarizations of all wave modes present in massive amounts of 3D seismic data, using a
machine learning approach.
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(a) (b) (c)

(d) (e) (f)

Figure 12: Data components before (top row) and after (bottom row) polarization filter to
damp ground-roll energy. (a) Vertical component. (b) Radial component. (c) Pitch compo-
nent. (d) Vertical component. (e) Radial component. (f) Pitch component. Data are shown
after NMO with velocity v = 1620 m/s to flatten the P-wave reflections. AGC with a win-
dow size of t = 0.2 s has been applied for display purposes. Observe that the slow ground-roll
energy has been attenuated, and some of the underlying P-wave reflections are visible after
filtering at near offsets at t = 0.4 s and t = 0.58 s. [ER] ohad1/. 12a,12b,12c,12d,12e,12f
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Computational optimization of Elastic Reverse Time
Migration

Gustavo Alves

ABSTRACT

The elastic forward and adjoint operators involve the computation and storage of many
wave fields and models. I present two solutions to speed up the computation time of
elastic operators. The first one uses multithread parallelization, while the second intro-
duces Intel’s Single Program Multiple Data Program Compiler (ISPC). Each solution
shows a speed-up of about three times when compared to the original algorithm. I
combine these improvements with better memory usage procedures that allow the pro-
cessing of larger data sets. I show results of an Elastic Reverse Time Migration (ERTM)
applied to the 2D synthetic Marmousi2 data set.

INTRODUCTION

Elastic imaging is an important topic in seismic exploration and seismology, due to the
additional information about the subsurface contained in shear and surface waves modes.
In seismic exploration, shear data can be used to better estimate angle versus offset (AVO)
effects (Innanen, 2014), as well as estimate shear velocities in near surface. Shear velocities
can help identify gas hydrate occurrences, which are a source of drilling hazards (Lu and
McMechan, 2004; Heggland, 2004). In global seismology, mode conversions between com-
pressional and shear waves serve to detect and characterize interfaces in the upper and lower
mantle. A mathematical description of the adjoint method for elastic data in seismology
can be found in Brytik et al. (2013).

Over the last few decades, there have been many methodologies developed to extend the
concept of Reverse Time Migration (RTM) to the elastic case (Chang and McMechan, 1987,
1994; Denli et al., 2008; Yan and Sava, 2008). However, most of these methods attempt to
apply the same scalar approach of acoustic based RTM to the elastic experiment (Yan and
Sava, 2008). Therefore, their results contain artifacts that need to be filtered out from the
final image. Such artifacts can be avoided by correctly modifying the imaging condition to
include the vectorial nature of elastic data. This modified imaging condition is described
in Alves (2015).

A caveat of the vectorial approach is an increase in memory required for storing wave
fields of multi-component data. The extended number of fields used in the computation can
make realistic 2D and 3D problems infeasible in current computer architectures, leading to
solutions that exchange memory requirements for added processing time.

I present two solutions that address the processing time involved in elastic wave prop-
agation. The goal is to reduce additional processing time created by avoiding extensive
memory use. This allows the computation of more realistically sized models in an accept-
able processing time.

21
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The first solution I propose makes better use of multithreading capabilities of current
computer architecture by changing the stencils derived for adjoint operators in spatial
derivatives.

Second, I introduce the use of Intel’s SPMD Program Compiler, which allows for a more
aggressive vectorization of operators. This makes computation of derivatives faster, leading
to speed ups in processing time.

I apply these improvements to the 2D elastic Marmousi model (Martin et al., 2002).
Marmousi2 is a multiparameter extension of the 1988 Marmousi model (Martin et al.,
2002) and includes models for density, compressional and shear velocities. It is a 17 km wide
by 3.5 km deep 2D model. It features hydrocarbon reservoirs with oil and gas anomalies,
targeted at studying angle versus offset (AVO) in simple and complex geometries. I simulate
one hundred shots along the surface, with a split-spread receiver configuration and 4 km
maximum offset.

METHODOLOGY

Optimizations in memory usage

The changes in memory requirements I introduce in my elastic algorithm are standard
practice in data processing. I make extensive use of pointers to avoid memory copies
between arrays. I also apply several linear interpolation operators which subsample the
arrays in time and space. These changes decrease the memory needed to allocate wave
fields, while increasing the total processing time of the algorithm. In the next two sections,
I describe the methods used to counter this increase.

Race conditions in Open MP

In order to calculate the adjoint of the forward modeling operator, I require the adjoints of
individual spatial derivative operators. These can be obtained in a very straightforward way
by considering that the adjoint of a stacking operator is a spreading operator. Claerbout
(2010) shows an example of a forward and an adjoint coded in this way,

subroutine igrad1( adj, add, xx,n, yy )
integer i, adj, add, n
real xx(n), yy(n)
call adjnull( adj, add, xx,n, yy,n )
do i= 1, n-1 {

if( adj == 0 )
yy(i) = yy(i) + xx(i+1) - xx(i)

else {
xx(i+1) = xx(i+1) + yy(i)
xx(i ) = xx(i ) - yy(i)
}

}
return; end
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where adj == 0 does a forward derivative (stacking), while else does an adjoint derivative
(spreading).

While this formulation is easy to understand and implement, it is not easily parallelized.
Consider the modified code below, that makes use of Open MP directives to take advantage
of multicore processors,

subroutine igrad1( adj, add, xx,n, yy )
integer i, adj, add, n
real xx(n), yy(n)
call adjnull( adj, add, xx,n, yy,n )
!$OMP PARALLEL DO DEFAULT (SHARED) PRIVATE (i)
do i= 1, n-1 {

if( adj == 0 )
yy(i) = yy(i) + xx(i+1) - xx(i)

else {
xx(i+1) = xx(i+1) + yy(i)
xx(i ) = xx(i ) - yy(i)
}

}
return; end

where i defines a private counter that is assigned individually to each thread. This imple-
mentation contains a race condition in its adjoint, where two concurring threads will try to
update the same vector positions. In the case of a 2D operator, this situation can be more
complicated, as I show for a 10th order stencil of a first order derivative,

subroutine Bx(adj,add,model,data)
logical,intent(in) :: adj,add
real,dimension(nz,nx),intent(inout) :: model,data

if(adj) then
if(.not.add) model = 0.
!$OMP PARALLEL DO SHARED(model,data) PRIVATE(ix,iz)
do ix=1,nx
do iz=5,nz-5
model(iz+5,ix) = model(iz+5,ix) + c1*data(iz,ix)
model(iz+4,ix) = model(iz+4,ix) + c2*data(iz,ix)
model(iz+3,ix) = model(iz+3,ix) + c3*data(iz,ix)
model(iz+2,ix) = model(iz+2,ix) + c4*data(iz,ix)
model(iz+1,ix) = model(iz+1,ix) + c5*data(iz,ix)
model(iz ,ix) = model(iz ,ix) - c5*data(iz,ix)
model(iz-1,ix) = model(iz-1,ix) - c4*data(iz,ix)
model(iz-2,ix) = model(iz-2,ix) - c3*data(iz,ix)
model(iz-3,ix) = model(iz-3,ix) - c2*data(iz,ix)
model(iz-4,ix) = model(iz-4,ix) - c1*data(iz,ix)

enddo
enddo
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!$OMP END PARALLEL DO
else
if(.not.add) data = 0.

!$OMP PARALLEL DO SHARED(model,data) PRIVATE(ix,iz)
do ix=1,nx
do iz=5,nz-5
data(iz,ix) = data(iz,ix) + (c1*(model(iz+5,ix) - model(iz-4,ix))+&

c2*(model(iz+4,ix) - model(iz-3,ix))+&
c3*(model(iz+3,ix) - model(iz-2,ix))+&
c4*(model(iz+2,ix) - model(iz-1,ix))+&
c5*(model(iz+1,ix) - model(iz ,ix)))

enddo
enddo

!$OMP END PARALLEL DO
endif

endsubroutine

where the private index ix again causes a race condition in the adjoint. A possible solution
to this problem is,

subroutine Bx(adj,add,model,data)
logical,intent(in) :: adj,add
real,dimension(nz,nx),intent(inout) :: model,data

if(adj) then
if(.not.add) model = 0.
do iz=5,nz-5
!$OMP PARALLEL DO SHARED(model,data,iz) PRIVATE(ix)
do ix=1,nx
model(iz+5,ix) = model(iz+5,ix) + c1*data(iz,ix)
model(iz+4,ix) = model(iz+4,ix) + c2*data(iz,ix)
model(iz+3,ix) = model(iz+3,ix) + c3*data(iz,ix)
model(iz+2,ix) = model(iz+2,ix) + c4*data(iz,ix)
model(iz+1,ix) = model(iz+1,ix) + c5*data(iz,ix)
model(iz ,ix) = model(iz ,ix) - c5*data(iz,ix)
model(iz-1,ix) = model(iz-1,ix) - c4*data(iz,ix)
model(iz-2,ix) = model(iz-2,ix) - c3*data(iz,ix)
model(iz-3,ix) = model(iz-3,ix) - c2*data(iz,ix)
model(iz-4,ix) = model(iz-4,ix) - c1*data(iz,ix)

enddo
!$OMP END PARALLEL DO

enddo
else
if(.not.add) data = 0.

!$OMP PARALLEL DO SHARED(model,data) PRIVATE(ix,iz)
do ix=1,nx
do iz=5,nz-5
data(iz,ix) = data(iz,ix) + (c1*(model(iz+5,ix) - model(iz-4,ix))+&
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c2*(model(iz+4,ix) - model(iz-3,ix))+&
c3*(model(iz+3,ix) - model(iz-2,ix))+&
c4*(model(iz+2,ix) - model(iz-1,ix))+&
c5*(model(iz+1,ix) - model(iz ,ix)))

enddo
enddo

!$OMP END PARALLEL DO
endif

endsubroutine

where the adjoint is parallelized only over the ix index. The first problem with this solution
is that the index iz is now solved as a serial and not parallel operation. The second and
more serious problem is that updates to model are non-sequential in memory, with an
inner loop over the slow index (ix) instead of the fast index iz. Both situations result in a
significant loss of performance.

To better understand the problem, I show the first order derivative operator in matrix
form, 

y1

y2

y3

y4

y5

y6

y7

y8


=



−1 1 0 0 0 0 0 0
0 −1 1 0 0 0 0 0
0 0 −1 1 0 0 0 0
0 0 0 −1 1 0 0 0
0 0 0 0 −1 1 0 0
0 0 0 0 0 −1 1 0
0 0 0 0 0 0 −1 1
0 0 0 0 0 0 0 −1





x1

x2

x3

x4

x5

x6

x7

x8


, (1)

which represents how the output vector Y is constructed from elements of vector X. The
−1 term in the last row of the matrix is excluded by looping the operation only up to row
index n− 1 of Y.

Now, I show the adjoint operator matrix, which is the conjugate transpose of the forward
operator matrix,

x1

x2

x3

x4

x5

x6

x7

x8


=



−1 0 0 0 0 0 0 0
1 −1 0 0 0 0 0 0
0 1 −1 0 0 0 0 0
0 0 1 −1 0 0 0 0
0 0 0 1 −1 0 0 0
0 0 0 0 1 −1 0 0
0 0 0 0 0 1 −1 0
0 0 0 0 0 0 1 −1





y1

y2

y3

y4

y5

y6

y7

y8


. (2)

The adjoint operator matrix is a lower triangular matrix with different boundary conditions
than the forward one. Therefore, the first row element −1 needs to be treated in a separate
loop than the one used in the forward. On the other hand, now both forward and adjoint
operators can be expressed as stacking operators,

export void Ax_c_(uniform int adj, uniform int add, uniform int nx,
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uniform int nz, uniform int ix, uniform float model[],
uniform float data[]){

uniform float c1=35.0/294912.0;
uniform float c2=-405.0/229376.0;
uniform float c3=567.0/40960.0;
uniform float c4=-735.0/8192.0;
uniform float c5=19845.0/16384.0;

if (adj==1) {
uniform int i=ix*nz;
if (add==0) {
for (uniform int iz=0;iz<nz;iz++){
model[iz+i]=0.f;

}
}
foreach(iz=5...(nz-5)) {
model[iz+i] += c1*data[iz+i-4*nz]

+c2*data[iz+i-3*nz]
+c3*data[iz+i-2*nz]
+c4*data[iz+i- nz]
+c5*data[iz+i ]
-c5*data[iz+i+ nz]
-c4*data[iz+i+2*nz]
-c3*data[iz+i+3*nz]
-c2*data[iz+i+4*nz]
-c1*data[iz+i+5*nz];

}
}
else {
uniform int i=ix*nz;
if (add==0) {
for (uniform int iz=0;iz<nz;iz++){
data[iz+i]=0.f;

}
}
foreach(iz=5...(nz-5)) {
data[iz+i] += c1*(-model[iz+i-5*nz])+

c2*(-model[iz+i-4*nz])+
c3*(-model[iz+i-3*nz])+
c4*(-model[iz+i-2*nz])+
c5*(-model[iz+i- nz])+
c5*( model[iz+i ])+
c4*( model[iz+i+ nz])+
c3*( model[iz+i+2*nz])+
c2*( model[iz+i+3*nz])+
c1*( model[iz+i+4*nz]));

}
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}
}

In this formulation, arrays are represented as continuous vectors, with the index ix taken
out of the function and parallelized through OMP routines. Memory accesses are done
sequentially for both forward and adjoint, avoiding performance losses like in the previous
example. The code above uses a variant of C programming language that was developed for
the Intel SPMD Program Compiler. I present a detailed description of this implementation
in the next section.

The Intel SPMD Program Compiler

The Intel SPMD Program Compiler (ISPC) was developed to improve performance in prob-
lems defined as Single Program Multiple Data (SPMD), where the processor executes the
same operation many times over a long sequence of values. It’s goal is to provide perfor-
mance boosts on orders of 3x to 6x, depending on computer architecture, without the need
for extensive changes to existing code. Pharr and Mark (2012) give a thorough description
of this compiler.

I implement derivative operators used in elastic forward and adjoint algorithms using
ISPC. The last code example in the previous section shows an example of ISPC optimization.
I also introduce a wrapper function that allows the interface between Fortran and C, which
I do not show here for brevity.

RESULTS

To test performance gains in the improved code, I ran an elastic non-linear modeling and
migration for 5500 timesteps on a 300 by 300 2D grid and measured total time required by
both forward and adjoint propagations. Figure 1(a) shows performance gains by re-writing
the adjoint operators as stacking operators. Even for the best performance in the previous
implementation, speed-up was about 3.4 times for 4 cores. The lowest time for ISPC (blue
line) is also at 4 cores, which might be explained by the granularity of the computation.
The linear increase of the original Fortran code as a function of number of cores shows
performance decrease due to non-sequential data writes in swapped loops.

Figure 1(b) shows the improvement in computation time of the forward operator. Again,
the best performance for both codes was at 4 cores. The ISPC implementation was about
3 times faster than the original code.

I apply the improved elastic algorithm to the the 2D Marmousi 2 model. First, I re-
parametrize the model to density and Lamé parameters. I also change the sampling distance
in space from 1.25 meters to 4 meters. Figure 2 shows the true model for density, λ and µ,
respectively.

Even after subsampling, the complete model has 876 by 4251 grid points, which roughly
corresponds to a 14.0 MB array. Forward modeling requires 30 model-sized arrays, which
would correspond to 420.0 MB of allocated memory. However, migration requires 4045
model-sized arrays due to storing the background wave fields for crosscorrelation, consider-
ing a seismogram 1000 samples long. Total memory allocation in this case would correspond
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Figure 1: Computation time as a function of number of cores for the (a) RTM and (b)
non-linear modeling algorithms. The red lines show the original codes and the blue lines
the optimized ones. The optimal runtime for the Fortran implementation is at 2 and 4
cores for (a) and (b), respectively. For the ISPC implementation, optimal runtime is at 4
cores. [NR] gcalves1/. performance-omp,performance-ispc

to 55.3 GB. Therefore, I divide the model domain into smaller 876 by 2000 grid points mod-
els and simulate 100 shots along the water surface, with a 4 km maximum offset split-spread
configuration. This allows me to reduce the RTM memory cost to 33.6 GB per shot, as
well as reduce the total number of computations required per shot. Receivers are placed at
the same depth as the source, with 4 meter spacing. The source is an explosive Ricker type
wavelet with a 20 Hz peak frequency.

(a) (b) (c)

Figure 2: (a) Density, (b) λ and (c) µ for the Marmousi 2 elastic model. [ER]
gcalves1/. marmousi-rho,marmousi-lambda,marmousi-mu

For each shot, I record seismograms for particle velocities and normal stresses. While
the average of normal stresses corresponds to hydrophone data, which is usually recorded
in marine acquisition, particle velocities are only recorded in ocean bottom surveys through
the use of geophones. Therefore, a more realistic synthetic should include only hydrophone
data or have receivers at the ocean bottom. After adding absorbing boundaries, each shot
is computed in a 1036 by 2160 grid model. Five wave fields (particle velocities and stresses)
are updated for 17017 time steps, totalling about 190.4 Giga samples computed. The
optimizations I describe above achieve a performance of 105.25 Mega samples/second.
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Figure 3 shows residual data for pressure, vertical and horizontal velocity. The shot
position is x = 8km. I generate residual data by taking the data difference between an
elastic non-linear modeling using the true (correct) model and and a background model.
The background model I use has constant water properties and a positive gradient for all
properties below the ocean floor, which makes the ocean-bottom primary weaker than in
real data.

(a) (b) (c)

Figure 3: (a) Pressure, (b) vertical and (c) horizontal particle velocity for a sample shot at
x = 8km. An absorbing boundary condition is applied at the sides for tapering the data.
[CR] gcalves1/. seis-sigmazz,seis-Vz,seis-Vx

Figure 9 is the final elastic RTM image for density, bulk and shear moduli. I apply a
vertical smoothing operator to remove low wavenumber noise close to shot positions and
also a gain as a function of depth to improve imaging of deeper targets. The property
models used in the migration are a smoothed version of the true ones, so the migrated
image is very accurate.

(a) (b) (c)

Figure 4: (a) Density, (b) bulk and (c) shear moduli images obtained after migration of
100 shots. Images were filtered with a vertical low cut to remove artifacts close to the
sources and a gain was applied as a function of depth to better show deep reflectors. [CR]
gcalves1/. drho,dlambda,dmu

These images lead to interesting observations regarding elastic RTM with this set of
parameters. First, the density image shows stronger reflectors in deeper areas than bulk
and shear. Second, there is crosstalk between images. Third, although the images for shear
and bulk moduli seem similar, they have important differences. Figure 5 shows the result
of normalizing each image by its maximum amplitude and taking the ratio of the two. The
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resulting image is stronger where AVO anomalies are expected, i.e., when the vp/vs ratio
changes drastically.

Figure 5: Image ratio between normalized bulk and shear moduli images. Notice how the
reflectors with stronger vp/vs ratios get highlighted. [CR] gcalves1/. div

CONCLUSIONS

Computational optimization using Open MP routines resulted in a speed-up of over three
times when compared to the original implementation. ISPC vectorization gave an additional
speed-up of three times, on par with expected values suggested by Intel.

Elastic RTM produces accurate images and can qualitatively show AVO anomalies.
However, crosstalk between model parameters prevents a quantitative analysis. One pos-
sibility to address this issue is to apply an iterative inversion scheme, such as elastic full
waveform inversion. Theoretically, such a scheme coupled with the correct preconditioning
could remove crosstalk. This possibility requires further study.
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Wavefield-based AVO Inversion: Elastic images from
pressure waves

Ettore Biondi, Biondo Biondi, and Robert Clapp

ABSTRACT

We introduce the concept of a wavefield-based amplitude variation with offset (AVO)
inversion scheme. With this approach we do not make use high-frequency ray approx-
imation or planar-reflector assumption used in most of the AVO inversion algorithms.
We illustrate a method to compute elastic images by simple acoustic propagation of
pressure waves, and demonstrate the equivalence with those obtained by full elastic
wavefield modeling.

INTRODUCTION

AVO inversion is a fundamental step in seismic exploration to quantitatively characterize
subsurface elastic properties (Foster et al., 2010). From the inverted physical parameters,
reservoir analysis and simulations can be conducted (Simm et al., 2014). Since the first
discussion on AVO by Ostrander (1982), many techniques have been proposed to perform
AVO inversion (Hampson, 1991; Castagna, 1993). In recent years, Bayesian non-linear
and linearized AVO inversion applications have been published (Buland and Omre, 2003;
Rabben et al., 2008), thanks to the speedup of computational resources.

Despite the capability of extensively exploring big model spaces in the context of AVO
characterization and inversion, most existing AVO schemes are affected by the assumptions
behind the full or linearized Zoeppritz equations (Aki and Richards, 2002). The first as-
sumption is that a plane wave is impinging on an interface across which elastic properties
vary; and hence, that the incident wavefield can be decomposed into a superposition of plane
waves. Secondly, the interface separating two media has to be locally planar where the plane
wave interacts with it. Considering plane waves during AVO inversion inherently assumes
the ray approximation. However, the ray approximation does not correctly account for the
Fresnel zone of the band-limited signals employed during a seismic experiment. The planar
interface assumption is critical, especially when dealing with complex subsurface geological
structures (Etgen et al., 2009), where the assumption breaks down. Therefore, given our
interest in characterization of deep and subsalt reservoirs it is necessary to develop an AVO
inversion approach that is not based on these assumptions.

We start by illustrating the mathematical background of the wavefield-based AVO inver-
sion scheme. We then describe the first step necessary to conduct such an AVO inversion,
computing elastic images (i.e., the full waveform inversion (FWI) gradient) using acousti-
cally propagated wavefields. We proceed with this operation because we are only interested
in inverting the PP reflected energy. On a single reflector model we demonstrate the equiv-
alence of these images to those generated by a full elastic FWI scheme. In our synthetic
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test the new approach is five times computationally cheaper compared to the corresponding
full elastic method.

WAVEFIELD-BASED AVO INVERSION

As shown by Innanen (2014) there exists a neat equivalence between linearized AVO inver-
sion and precritical reflection FWI based on Gauss-Newton Hessian inversion. Innanen’s
discussion is developed for non-constant density acoustic media; although we do not show
this connection for elastic reflectors, we expect it to hold for elastic media as well. In ad-
dition, when the correct background model is used to perform FWI we should obtain the
correct reflectivity by a single Gauss-Newton step (Biondi et al., 2015). Therefore, with
a single Gauss-Newton inversion step for an elastic FWI problem we expect the same re-
sult we would obtain by performing linearized AVO inversion in the case of simple planar
reflectors. However, in the former we are not considering the same assumptions as in the
latter.

The goal of both FWI and AVO inversion is to predict the amplitudes of the recorded
data with an elastic model. The primary difference is that FWI tries to invert for all the
scales of the model; whereas, in AVO inversion we are interested in finding perturbations of
the background model. We start with the usual FWI amplitude-matching objective function
defined as follows:

φ(m) =
1
2
(
dpre − dobs

)
=

1
2

(Rf(m)− dobs) , (1)

where dobs represents the recorded data, and dpre the predicted data, that is given by
a combination of the wavefield extraction operator R and the non-linear elastic modeling
operator f(m), in which m is the model vector that for the isotropic elastic case can be
parametrized in terms of first Lamé’s parameter λ, shear modulus µ, and density ρ. The
recorded data can be pressure or multicomponent data. As previously mentioned, we are
interested in performing a single Gauss-Newton step of this non-linear problem. Therefore,
our goal is to solve the following linear system:

HGN (m0)∆m = −∇φ(m0), (2)

where HGN (m0) and ∇φ(m0) represent the Gauss-Newton Hessian matrix and gradient of
the objective function in equation 1, both evaluated at the background model m0; ∆m is
the elastic reflectivity that we wish to retrieve and should match the one we would obtain by
applying an AVO inversion algorithm. Despite the higher computational cost of wavefield-
based AVO inversion, we expect this new method to correctly account for the Fresnel zone
of influence of the transmitted signals when dealing with complex subsurface geometry.
Therefore, it will go beyond the approximations made in common AVO inversion methods.

ELASTIC IMAGES FROM PRESSURE WAVES

In this section we show that we can compute an elastic FWI gradient using only acoustically
propagated P-waves when a smooth background is considered as starting model. Therefore,
we can save computational time because we do not have to proceed with any full elastic
propagation. Assuming that we are interested in only inverting PP energy recorded at our
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receivers, we are able to compute the gradient of the objective function defined in equation
1 using acoustically propagated wavefields. In fact, if our initial model does not contain
sharp property contrasts we can neglect the mode conversions and separate the propagation
of P-wave and S-wave modes from each other (Zhang and Weglein, 2009). When the spatial
derivatives of the background model are small (i.e., when the background model is smooth
enough), this approximation is valid because the nonlinear propagation operator can be
diagonalized.

For our discussion, we use the velocity-stress formulation of the isotropic elastic wave
equation (Virieux, 1986). In this formulation the effect of recording data using only hy-
drophones is that the data are given by the arithmetic average of the propagated normal
stress at the receiver positions. Alves (2015) shows how to implement the adjoint Born
operator in the velocity-stress formulation in order to compute the gradient of equation 1.
The imaging condition for each parameter of the λ, µ, and ρ parametrization can be written
as follows:

∇λφ = −
∫ t

0

(
∂vx,s

∂x
+
∂vz,s

∂z

)
(σxx,r + σzz,r) dt,

∇µφ = −
∫ t

0
2
∂vx,s

∂x
σxx,r + 2

∂vz,s

∂z
σzz,r +

(
∂vx,s

∂z
+
∂vz,s

∂x

)
σxz,r dt, (3)

∇ρφ =
∫ t

0
v̇x,svx,r + v̇z,svz,r dt,

where vx and vz are the wavefields of the particle velocities, σxx and σzz the normal stress
wavefields, and σxz the shear stress wavefield. In these equations the subscripts s and r
correspond to the source wavefields and the adjoint receiver wavefields, respectively. Each
kernel in equation 3 effectively represents an image of a given model parameter. For brevity
we have omitted the spatial and time dependence of the wavefields. The first two kernels
can be rewritten in terms of elastic strain components, yielding the following equations:

∇λφ = −
∫ t
0 (ε̇xx,s + ε̇zz,s) (εxx,r + εzz,r) (λ0 + 2µ0) dt, (4)

∇µφ = −2
∫ t
0 λ0 (ε̇xx,s + ε̇zz,s) (εxx,r + εzz,r)

+2µ0 (ε̇xx,sεxx,r + ε̇zz,sεzz,r + ε̇xz,sεxz,r) dt,

where λ0 and µ0 are the elastic parameters of the background model. It is interesting
that these two kernels have a term in common up to a scaling factor. However, the shear
modulus has a contribution from the shear strains that is not present in the λ kernel that
can separate the two parameters.

As discussed at the beginning of this section, the propagation of P-wave and S-wave
modes can be separated in a slowly varying background model. Because we are interested in
matching the PP event amplitudes we can compute the necessary source and receiver wave-
fields by propagating pressure fields. In fact, by knowing any pressure wavefield p(x, z, t)
we can easily compute the particle displacements u(x, z, t) from:

u(x, z, t) =
1

ρ(x, z)

∫ t

τ=0

(∫ τ

0
∇p(x, z, τ ′)dτ ′

)
dτ, (5)

that represents the particle movements caused by a pressure exerted on a volume element
(Aki and Richards, 2002). From the particle displacements we can compute the strain
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components generated by the propagating pressure wave as follows:

εxx(x, z, t) = ∂ux(x,z,t)
∂x ,

εzz(x, z, t) = ∂uz(x,z,t)
∂z , (6)

εxz(x, z, t) = 1
2

(
∂ux(x,z,t)

∂z + ∂uz(x,z,t)
∂x

)
= ∂ux(x,z,t)

∂z = ∂uz(x,z,t)
∂x ,

where the equalities in the shear strain follow from equation 5 and Schwartz’ theorem. From
the particle velocities and strain components of the source and receiver wavefields we are
able to compute the imaging conditions of equations 4. Now, the only problem with equation
5 is that the receiver wavefield is computed backward in time (Fichtner, 2010; Almomin,
2013; Biondi and O’Reilly, 2015). It is necessary to perform the backward propagation and
store the total adjoint wavefield in memory to compute the particle displacements. This
issue could limit the applicability of the proposed method, but it can be resolved with a
simple assumption. If we consider that at the final propagation time tf the particles are at
rest, we can write:

u(x, z, tf ) = 0 =
1

ρ(x, z)

∫ tf

τ=0

(∫ τ

0
∇p(x, z, τ ′)dτ ′

)
dτ ⇒∫ t

τ=tf

(∫ τ

tf

∇p(x, z, τ ′)dτ ′
)
dτ =

∫ t

τ=0

(∫ τ

0
∇p(x, z, τ ′)dτ ′

)
dτ, (7)

so we can integrate backward in time for the particle displacements. Therefore, we can
avoid storing the total adjoint wavefield in memory.

Equivalence of the elastic gradients: synthetic test

In this section we compare the elastic images obtained by cross-correlating acoustically
propagated wavefields with the gradient computed using the full elastic operators devel-
oped by Alves (2015). Figure 1 shows the model used to perform this synthetic test where
the background velocities are Vp = 2500m/s, Vs = 1000m/s and a single interface is placed
at 900m. In the test we used 230 sources and 485 receivers evenly spaced by 14 m and
7 m, respectively. Figure 2 displays a single shot gather in which the recorded reflection
presents a phase variation as the source-receiver distance increases. By applying an elastic
Born operator on this data we obtain the elastic images shown in Figure 3(b). In Fig-
ure 3(a) we display the elastic gradient computed by cross-correlating wavefields that have
been propagated with an acoustic propagator (Biondi and O’Reilly, 2015). The two elastic
gradients are equivalent besides negligible differences (i.e., five orders of magnitude smaller
than the energy of the images). The λ image differs from the µ image because we have
employed enough offset information so that the extra term in equation 4 is effectively con-
tributing. From a computational perspective the images on Figure 3(a) are five times less
computationally intensive compared to the images generated by full-elastic wavefields.

CONCLUSIONS AND FUTURE RESEARCH DIRECTION

We have presented a new AVO inversion scheme based on wavefield propagations. This new
method does not require all the approximations that common AVO inversion techniques
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(a) (b)

(c)

Figure 1: (a) First Lamé’s parameter, (b) shear modulus, and (c) density models
with a single interface. This model’s properties correspond to a background veloci-
ties and density of Vp = 2500 m/s, Vs = 1000 m/s, and ρ = 2000 kg/m3. [ER]
ettore1/. lambda-reflector,mu-reflector,rho-reflector
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Figure 2: Reflection data for a single shot generated by the elastic interface shown in
Figure 1. In this reflection, we have phase variations with offset that cause the wavelet
to have opposite polarity for small reflection angles compared to higher offsets. [CR]
ettore1/. pressure

usually include, such as ray approximation and flat reflection interfaces. In this paper, we
have shown how to perform the first step of this process: elastic FWI gradient computation.
For the purpose of inverting PP events only, we are able to compute an elastic FWI gradient
from acoustically propagated pressure fields. We have compared full elastic images to ones
computed by the proposed algorithm, and shown their equivalence on a one-reflector model.
In future reports, we will explore the connection between FWI and AVO inversion. In
particular, we want to understand the relation between the linearized AVO equation and
the Born approximation commonly used in FWI. We will also compare inversion results
from the AVO inversion and the proposed method on simple layered models in which the
two methods should provide the same inversion results, as well as on complex subsurface
models in which we expect the approximations of common AVO inversion to be a limiting
factor during the inversion. In addition to this comparison, we will also explore the added
value of using a Gauss-Newton Hessian as opposed to a full Hessian matrix. We believe
that the second-order scattering information given by the full Hessian matrix can help us
to resolve complex interface geometries.
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(a)

(b)

Figure 3: Comparison between elastic images generated by acoustically propagated
wavefields and full elastic ones. (a) Elastic images from acoustic pressure waves.
(b) Elastic images from full elastic pressure waves. On the left column images for
λ, in the center images for µ, and on the right column images for ρ. Besides
small difference not detectable from the figure the gradients are equivalent. [CR]
ettore1/. elastic-image-pressure,full-elastic-image-pressure
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Random boundaries for elastic medium

Robert G. Clapp and Gustavo Alves

ABSTRACT

Elastic migration, due to both sampling requirements and the need for additional wave-
fields, requires significantly more storage per saved time step than acoustic migration.
Using random boundaries that are time reversible is a solution to minimize storage
requirements. We construct a random boundary for elastic modeling using randomly
sized grains with increasingly random Lamé parameters away from the computational
domain. We demonstrate that the elastic random boundary is more effective than an
acoustic random boundary due to mode conversions.

INTRODUCTION

One of the computational challenges of Reverse Time Migration (RTM) is that the source
wavefield is propagated forward in time while the receiver wavefield is propagated backward
in time while our imaging condition requires both wavefields at the same time. For 3-D
problems these wavefields are too large to store in memory. Some people solve this problem
by writing the wavefield to disk, but disk I/O speeds have not kept up with computational
speed increases over time, making this strategy time limited. Authors have suggested
compressing the wavefield before writing to disk with some success but seismic data does
not become highly compressible until dealing with 4-D volumes (Villasenor et al., 1996).
Another strategy is to store a number of check-points in time (Symes, 2007) or along the
boundary (Dussaud et al., 2008; Clapp, 2008). Using these checkpoints, a subset of the
wavefield can be re-computed, thus allowing the imaging condition to be applied.

Clapp (2009) suggested replacing the conventional absorbing boundary with a random
boundary. The random boundary attempts to produce incoherent energy rather than decay-
ing the energy. With a random boundary term, the wave equation remains time reversible.
By changing the random boundary as a function of shot, the incoherent energy produced
by the boundary stacks out. Shen and Clapp (2011) noted that the boundary could be im-
proved by introducing the concept of grain cells to the boundary, better attenuating lower
frequencies.

In this paper we build a random boundary for elastic media. We build randomly sized
grain cells in the boundary. We then fill these grain cells with random Lamé parameter
values that increase in variability as we approach the outer boundary. We first discuss how
we construct the random boundary. We then compare the elastic random boundary to an
acoustic random boundary. Finally, we show the result of elastic migration with the random
boundary.

41
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RANDOM BOUNDARY CONSTRUCTION

First, let us define some terminology for the discussion of random boundary construction.
In Figure 1 we define the problem domain, boundary region, and computational domain.
The information we care about is in the problem domain. The boundary region is how we
are attempting to deal with the fact that we are imposing artificial limits to our simulation
(we can’t make a model that extends infinitely). The computational domain comprises both
the boundary region and the problem domain.

Figure 1: An explanation of the ter-
minology used in this section. The
problem domain refers to a region
inside the boundary. The computa-
tional domain represents the prob-
lem domain plus the boundary re-
gion. [NR] bob3/. pict

Problem domain

C
om

putational dom
ain

Random boundary

There are two main goals when constructing a random boundary. First, we want to
maximize the chaotic nature of the wavefield as much as possible at a range of frequencies.
Second, we want virtually all of the energy to be reflected back into the problem domain
before the wavefield hits the edge of our computational domain (if significant energy hits the
edge of the computational domain, it will produce a coherent, consistent artifact between
shots.)

Clapp (2009) showed that low frequencies hitting the boundary region will reflect if
the boundary is too random at the problem domain/random boundary region barrier. As a
result, it is preferable to gradually increase the randomness towards the edge of the domain.
To keep energy in the random domain as long as possible, and therefore allowing us to
introduce more incoherence, we decrease the velocity in the case of acoustic propagation.
For elastic propagation, this translates into decreasing λ and µ and increasing ρ. Shen
and Clapp (2011) noted that introducing a randomness at the size of the grid cell was
sub-optimal given the wavelengths that we were attenuating. Instead they used larger grid
cells. In this paper we build on that concept but instead use randomly sized and shaped
grid cells.

The fact that we are dealing with elastic medium gives another level to introduce inco-
herency into our wavefield. By randomly choosing λ, µ, and ρ parameters we are continually
converting between modes. Later in the paper, we will show how this significantly increases
our ability to introduce incoherence.

Algorithm 1 describes how we build the boundary with arbitrarily-sized grid cells. The
basic idea is to choose random points within the boundary for a new grain. We then
randomly decide whether or not to enlarge the grain by choosing a random direction to
expand the grain. Once the boundary is completely composed of grains, we use the starting
point’s distance from the problem domain and randomly assign it λ, µ, and ρ properties.
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Algorithm 2 outlines the procedure to assign properties to each grain.

Algorithm 1 Randomized block algorithm
1: while any(b==-1) do . While any boundary element have not been assigned
2: c=b[rand()*b.size()] . Randomly choose an unassigned element of the boundary
3: grow=true . Whether to continue growing the cell
4: while grow do
5: if rand() <s then . to whether or not to continue to grow cell
6: found=false . Whether or not we have a found a direction to move
7: d=true . Create a vector of all possible directions we could move
8: while !found && !any(d) do . Search until we find a direction
9: r=rand(dir) . Randomly chose a direction to try to grow the cell

10: d(r)=false
11: if valid(c+r) then . If unassigned cell in boundary
12: c=c+r
13: found=.true.
14: end if
15: end while
16: if !found then
17: grow=false . We could not move
18: end if
19: else
20: grow=false
21: end if
22: end while
23: end while

Figure 2 shows a closeup of a random boundary. Note the arbitrarily-sized grain cells
and how the property, in this case λ, decreases and becomes more random as we move away
from the problem domain. We found that it was important that the grain cell pattern be
the same for all three parameters. Otherwise the boundary acts too much as a reflecting
surface for low frequency components.

Figure 3 shows nine different snapshots of a wavefield as it expands and eventually hits
the boundary. Note how little coherent energy comes off the random boundary and how
little coherent energy of large amplitude remains once the reflected and transmitted wave
have hit the boundary.

Another way to assess how well the boundary works is to sum up the results of several
different simulations with different random boundaries. Figures 4 and 5 show respectively
σzz and vz gathers. The left two panels show two different simulations with different random
boundaries. The right panel shows the result of summing together 18 different simulations
with different random boundaries. Note how different the artifacts caused by the boundary
are in the left two figures. Also note how virtually no boundary-related energy remains
after summing the 18 experiments.

To test how much more effective an attenuator of coherent noise an elastic random
boundary is, we perform two different modeling experiments with an acoustic media. In
one case we only allowed random variations in the boundary in λ. In the other case we also
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Figure 2: An example of a random
boundary with random sized grains
produced using the algorithm 1.
[ER] bob3/. bound

Figure 3: Several different frames of vz using an elastic random boundary. Note the inco-
herent nature of the energy coming off the random boundary. [ER] bob3/. frames
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Algorithm 2 Grid cell assignment
1: b=1 . We don’t want to change the property much at the edge of problem domain
2: if λ —— µ then
3: e=.1666 . Low value at the edge of computational domain
4: else
5: e=6 . in the Case of density we want a high value at the boundary
6: end if
7: pct=d/size . What percentage are we into the boundary
8: base=(1.-pct)*b+pct*e . average value of property at this distance
9: found=false

10: while !found do
11: ptest=base+(rand()-.5)*pct
12: if (λ —— µ) && (ptest ¿ e/3. && ptest¡ 1.) then
13: found=true
14: end if
15: if !λ && !µ && ptest ¿ e/3. && ptest¡ 1. then
16: found=true
17: end if
18: end while
19: prop=ptest*val
20: Property was its original value scaled by ptest

allowed variation in µ and ρ. Figure 6 shows a snapshot from the same time using the two
different approaches. The left panels show the result of using an acoustic random boundary,
the right an elastic. Note how much more coherent, high amplitude noise energy is seen in
the strictly acoustic random boundary. Figure 7 shows σzz gathers using the two different
methods. Again, note how much coherent noise can be seen in the acoustic boundary case.

MIGRATION TEST

Next, we perform an elastic Reverse Time Migration using random boundaries. Our model
is a simple single layer reflector. First, we generate residual data by forward propagating

Figure 4: The left two panels are two different σzz gathers with different random boundaries.
The right panel shows the result of summing together 18 simulations. Note the significant
reduction in the noise associated with the random boundary. [ER] bob3/. sigs
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Figure 5: The left two panels are two different vz gathers with different random boundaries.
The right panel shows the result of summing together 18 simulations. Note the significant
reduction in the noise associated with the random boundary. [ER] bob3/. vzs

Figure 6: Snapshots from an acoustic modeling experiment using an acoustic random bound-
ary (left) and an elastic random boundary (right). Note how much more coherent noise
energy can be seen in the acoustic boundary case. [ER] bob3/. comp2

Figure 7: Gathers showing σzz in the case of an acoustic (left) and elastic (right) random
boundary. Note how much less coherent noise energy can be seen in the elastic case. [ER]
bob3/. comp1
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elastic wavefields for the true model and a constant properties model and taking the dif-
ference of the two. This is done to remove the direct arrivals in the residual data. At this
point, we also store the last two time steps of the propagation using the constant properties
model. Figure 8 shows what the σzz wavefield looks like at the last time step. Even though
the wavefield looks completely incoherent, there are no absorbing boundaries, so all the
initial energy is still present and the time propagation is completely reversible.

Figure 8: Last time step of the sigmazz wavefield for the constant property model. The
random boundary conserves the total energy in the model, so the time propagation is
completely reversible. [ER] bob3/. lastsigmazz

We migrate the data by simultaneously back-propagating the receiver data injected at
the receiver locations and the source data that is reconstructed from the two last time
steps stored when forward propagating. Figure 9 shows density, bulk and shear moduli for
a single shot migration of the single reflector model. Note how we are able to image the
reflector clearly, even without stacking many shots.

CONCLUSION

We have shown how to construct a random boundary for elastic propagation. We see
that the boundary is more effective than its acoustic counterpart due to mode conversions.
Finally, we see that a random boundary for elastic migration produces minimal artifacts.
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(a) (b) (c)

Figure 9: Final elastic RTM images for density, λ and µ for the single reflector example.
[ER] bob3/. drho,dlambda,dmu
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Acquiring seismic rotations with magnetometers

Ohad Barak, Kerry Key, Steven Constable, and Shuki Ronen

ABSTRACT

Induction-coil magnetometers generate current when they are rotated within the
Earth’s magnetic field. The current is proportional to the amount of rotation. We
show how to obtain seismic rotations from magnetometer recordings. To validate the
method, we performed a seismic survey where both magnetometers and inertial ro-
tation sensors were used to record waves generated by an active source. Our results
indicate that seismic rotations can be derived from induction-coil magnetometers if the
ambient magnetic noise level is low and if the rotation axis is not coincident with the
Earth’s ambient magnetic field’s direction.

INTRODUCTION

Rigid bodies in a three dimensional world have six degrees of freedom: three components
of translation and three components of rotation, as illustrated in Figure 1.

Figure 1: Sketch of the six degrees
of freedom of a rigid body in a 3D
world. [NR] ohad2/. jetrotations

The time derivatives of translations are the particle velocities and the rotations are the
pitch, roll and yaw, as shown in the following table:

Axis Particle velocity Rotation rate
Z Vertical vz Yaw rz
X Radial vx Roll rx
Y Transverse vy Pitch ry

where vi are particle velocities along the i axis, and ri are rotation rates around the i axis.

Vassallo et al. (2012) use hydrophones together with pressure gradient sensors in marine
streamer acquisition to interpolate the pressure wavefield in the crossline direction between
streamer cables. Similarly, the rotational components can be used to interpolate vertical
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geophone data (Muyzert et al., 2012), and spatial aliasing of high-wavenumber arrivals
can thus be mitigated. Edme et al. (2014) treat rotational data as a noise model for
ground-roll, and use adaptive subtraction in order to remove ground roll from the vertical
component of geophone land data. Barak and Ronen (2016) show that rotation data are
extra information and are independent of geophone data. They use rotational data in
conjunction with translational geophone data to identify and separate wave modes on land
using singular-value decomposition polarization analysis in the complex wavelet domain.
Pillet et al. (2009) discuss the effect of seismic rotations on geophone recordings for the
case of near-field earthquakes, and conclude that a direct recording of rotations is required
in order to correct the geophone measurements for tilting generated by the seismic waves.
The 2009 special issue of the Bulletin of the Seismological Society of America (Lee et al.,
2009) discuss multiple applications for seismic rotation data, of particular interest to the
earthquake seismology and earthquake engineering community.

Magnetometers as rotation sensors

One way of recording seismic rotations in field exploration surveys is with an inertial rotation
sensor, an example of which is shown in Figure 2. However, few of these field-deployable
sensors exist, and as of yet there are no industry-grade solutions for recording rotational
motion on the scale required by modern exploration seismology acquisition.

The objective of this paper is to show how rotation data can be derived from Induction-
Coil Magnetometer (ICM) recordings. This concept was explored previously in Kappler
et al. (2006) using earthquake data recorded by USGS permanent land stations in California.
We expand on this concept and conduct a seismic field survey using both rotations sensors
and ICMs, to validate if and how ICMs may be used as seismic rotation sensors.

ICMs are currently being used in large-scale magnetotelluric and controlled-source elec-
tromagnetic surveys, and are field deployable in both land and marine environments. There-
fore, the possibility of deriving seismic rotations from magnetometers is compelling, as this
acquisition technology is robust and has already seen academic and commercial use.

ICMs (Figure 3) operate according to Faraday’s law. Copper wire is wound around a
magnetically permeable core. When a change in the magnetic flux perpendicular to the
coil’s cross-section occurs, a current is induced in the wires.

We explain the connection between magnetic flux changes and seismic rotations as fol-
lows: Assume three orthogonal ICMs coupled to the ground, and rotating with the ground
as a result of a seismic wave generating a rotational deformation of the medium. The
Earth’s magnetic field, however, does not rotate and is effectively constant in direction and
in amplitude for the period of the seismic wave. The ground rotation therefore manifests
itself as a change in the projection of the Earth’s magnetic field on the orthogonal ICM
components. An illustration of this is shown in Figure 4.

The change in projection of the Earth’s magnetic field on the ICM components results
in a change of flux through the coils, and generates a current. After designature of the
ICM, and taking into account the local magnetic field at the point of measurement, we can
translate the ICM recording of magnetic flux deviations in Teslas to rotations in radians.
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Figure 2: An inertial rotation sen-
sor. The ring structure is filled with
an electrolytic fluid, which gener-
ates a current when the sensor ro-
tates around the axis perpendicular
to the ring. The amount of current
is proportional to the rotation rate.
Each sensor has three perpendicu-
lar rings, and can therefore record 3-
component ground rotations. [NR]
ohad2/. rotation-sensor

Figure 3: Induction-Coil Magne-
tometers, built by the Scripps Insti-
tute Marine EM Lab. Coils of cop-
per wire are wound around a mag-
netically permeable core. A cur-
rent is induced in the wire when the
magnetic flux perpendicular to the
coil’s cross section changes. [NR]
ohad2/. ICMs
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(b)	  (a)	  

Figure 4: Illustration of how ground rotation is recorded on the magnetic field sensor as
represented by the compass, which is coupled to the ground. (a) Before ground rotation, the
magnetic field (red) is recorded only by the North component (yellow). (b) During ground
rotation, the magnetic field (red) does not change, but its projection on the North and East
components (yellow) changes. We can calculate the amount of rotation from the change in
projection. Note that translations of the ground will not result in a change of the projection
of the magnetic field on the magnetic components. [NR] ohad2/. compass-rotation
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Rotations are medium strains

Hooke’s law of linear elasticity states that the stress σij and strain εij tensors are related
by the fourth-order stiffness tensor Cijkl as

σij = −
3∑

k=1

3∑
l=1

Cijklεkl, (1)

where the strains are the spatial derivatives of particle displacements ~u: εij = ∂jui.

Geophones record particle velocities, the time-derivative of particle displacements: ~v.

A hydrophone records the volumetric strain, which is the trace of the strain tensor. It is
proportional to the divergence of the translational wavefield: P = κ∂iui = κ (∇ · ~u), where
κ is the bulk modulus of the water to which the hydrophones are coupled.

Rigid body rotations, which do not enter into Hooke’s law, are the anti-symmetric part
of the strain tensor (Cochard et al., 2006):

Ωij =
1
2

(∂jui − ∂iuj) . (2)

Rotations are therefore a measurement of the curl of the particle displacement wavefield:
~R = 1

2(∇× ~u).

Since strains are spatial derivatives of displacements, we may conclude that geophones
do not record strains, as they measure medium displacements and not the spatial derivatives
of those displacements. In other words, just as we may not expect to record pressure with
geophones, we similarly cannot expect them to record rotations.

However, it is possible to estimate rotations by differencing closely-spaced geophones.
In Hooke’s law, the stress-displacement relation for tangential stresses reads:

σij = µ (∂jui + ∂iuj) , (3)

where σij are the tangential stresses, ui are particle displacements and µ is the shear mod-
ulus.

At a free surface, or when going from a medium with shear strength to one without
shear strength (such as the ocean-bottom interface), the tangential stresses σij are zero.
Therefore, assuming we have receivers laid out on a flat free surface, we have

∂zuy = −∂yuz,

∂zux = −∂xuz, (4)

meaning that the vertical derivative of the horizontal displacement component is equal to
the horizontal derivative of the vertical displacement component.

Rotation is defined as the curl of the wavefield. Since geophones record the time-
derivative of displacement (particle velocity), we use the time-derivative of rotation, or
rotation rate:
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~r =
1
2
(∇× ~v) =

1
2

(
X̂ (∂yvz − ∂zvy) + Ŷ (∂zvx − ∂xvz) + Ẑ (∂xvy − ∂yvx)

)
. (5)

Substituting equation 4 into 5, we see that on a free surface

rx = ∂yvz,

ry = −∂xvz,

rz =
1
2

(∂xvy − ∂yvx) , (6)

i.e., the horizontal rotation-rate components can be derived by differencing vertical geo-
phones, and the vertical rotation-rate components can be derived by differencing horizontal
geophones.

The challenge with estimating rotations from geophone differencing is the distance re-
quired between the adjacent geophones. The upper bound for the distance between the
geophones is half the horizontal spatial wavelength, in order to avoid aliasing. The lower
bound, however, depends on the level of ambient noise. Differencing the signal of two adja-
cent geophones necessarily decreases the signal to noise ratio, as we are subtracting most of
the actual signal that was recorded on the two geophones. Therefore, since we cannot make
a priori assumptions about the frequency and wavenumber of each arrival, we will never be
able to acquire rotations reliably for broadband data by geophone differencing alone. We
would ideally prefer to not rely on geophone differencing for rotational-data acquisition.

CONVERSION FROM INDUCTION-COIL MAGNETOMETER
RECORDINGS TO ROTATION RATES

Designature of magnetometer data

Faraday’s law states that the voltage V generated within a loop of wire is proportional to
the rate of change of the magnetic flux Φ passing through the loop

V = −dΦ
dt
. (7)

In an ICM, there are N loops of wire wound around a cylinder of area A. The flux can be
written as Φ = NAB, where B is the magnetic induction normal to the area of the wire
loop

V = −NAdB
dt
. (8)

The magnetic induction B is related to the magnetic field H as B = µ0µrH, where µ0 is
the magnetic permeability of free space and µr is the relative magnetic permeability of the
material that the loop of wire is wound around. The expression for an ICM which includes
a permeable core is then
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V = −NAµ0µr
dH(t)
dt

. (9)

Equation 9 shows that the output voltage is linearly related to the number of turns of the
wire N , the area of the loops A and the relative permeability of the core material in the
loop µr. The sensitiviy of the the ICM can be controlled by varying these parameters.

Assuming a harmonic time function for the magnetic field H(t) = H0e
iωt, the frequency

response of an air core ICM is

|V | = ωNAµ0H0. (10)

The air core magnetometer has a voltage sensitivity that is proportional to the frequency.
For an ICM with a permeable core, additional boundary conditions of the induced magnetic
field in the core are required to derive an accurate instrument response. These conditions
have been derived by Key (2003), and are used when designaturing the instrument response
of the ICM.

The magnetic data after designature are in the deviation of the magnetic field strength
on the 3 orthogonal magnetic components over time:

~Hdev(t) = [Hdev
x (t),Hdev

y (t),Hdev
z (t)]. (11)

In order to have the total projection of the Earth’s ambient magnetic field on each ICM
components, we add the ambient field value using data from the World Magnetic Model
(British Geological Survey, 2014) for the location and date when the data were gathered:

~H(t) = [Hdev
x (t) +Hwmm

x (t),Hdev
y (t) +Hwmm

y (t),Hdev
z (t) +Hwmm

z (t)]. (12)

The forward modeling process: Conversion from rotation-sensor data to
magnetic vector projections

In order to forward model the magnetic deviations which we would expect to record given
rotational data, we use an Euler rotation matrix. The rotation matrix applies 3D rotations
to the projections of the ambient magnetic field, as specified by the World Magnetic Model,
on each magnetometer component:

24 Hx
Hy
Hz

35 =

24 c(Ry)c(Rz) −c(Ry)s(Rz) s(Ry)
c(Rx)s(Rz) + c(Rz)s(Rx)s(Ry) c(Rx)c(Rz) − s(Rx)s(Ry)s(Rz) −c(Ry)s(Rx)
s(Rx)s(Rz) − c(Rx)c(Rz)s(Ry) c(Rz)s(Rx) + c(Rx)s(Ry)s(Rz) c(Rx)c(Ry)

35 24 Hwmm
x

Hwmm
y

Hwmm
z

35 , (13)

where c and s are cosine and sine, respectively, and R(xyz) are the measured rotations. We
subtract the ambient field in order calculate the magnetic deviations we would expect the
magnetometers to record given the ground rotations:

~Hdev(t) = [Hx(t)−Hwmm
x (t),Hy(t)−Hwmm

y (t),Hz(t)−Hwmm
z (t)]. (14)
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The adjoint process: rotations from magnetic vector projections

Application of equations 7 to 12 provides the values of the projections of a constant vector
on our 3 orthogonal components. Our components are rotating in space over time, and
therefore the vector’s projection on the 3 orthogonal components changes according to the
rotations.

The forward modeling process would be to estimate the changes in the vector projection
as a function of measured rotations. We consider the calculation of rotations from vector
projections to be the adjoint process. In order to calculate the rotations from the projec-
tions, we first convert the projection data to the axis-angle representation. The angle of
rotation between consecutive time steps is calculated by

θ(t) = cos−1

 ~H(t+ ∆t) · ~H(t)∣∣∣ ~H(t+ ∆t)
∣∣∣ ∣∣∣ ~H(t)

∣∣∣
 , (15)

while the unit vector describing the axis of rotation is

û(t) =
~H(t)× ~H(t+ ∆t)∣∣∣ ~H(t)× ~H(t+ ∆t)

∣∣∣ . (16)

Equations 15 and 16 provide the total amount of rotation and the axis of rotation.
However, in order to have meaningful rotation data, i.e., comparable to the measurements
we would expect from a three-component rotation sensor, we need to convert from the
axis-angle representation to the rotation rate around the three orthogonal axes. For that,
we must first convert to a quaternion representation of the rotation angle and axis. The
interested reader may refer to Hanson (2005) for a comprehensive explanation of the concept
of quaternions, as put forth by Hamilton (1844).

Our quaternion four-vector system state q begins with no rotation, i.e.

q(t = 0) =


qw
qx
qy
qz

 =


1
0
0
0

 . (17)

We use equations 15 and 16 to get the rotation angle θ and the rotation axis ~u, and then
we convert to a quaternion representation of the rotation p with

p(t) =


cos θ(t)

2

ux(t) · sin θ(t)
2

uy(t) · sin θ(t)
2

uz(t) · sin θ(t)
2

 . (18)

In order to rotate our system from its state at time t to its new state at time t + ∆t, we
need to apply quaternion multiplication (?) of the quaternion q by p:
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q(t+ ∆t) = p(t+ ∆t) ? q(t) =


pwqw − pxqx − pyqy − pzqz
pwqx + pxqw + pyqz − pzqy
pwqy − pxqz + pyqw + pzqx
pwqz + pxqy − pyqx + pzqw

 . (19)

We can now retrieve the rotations in terms of Euler angles around each axis using the
formulation in Diebel (2006):

~R(t) =


arctan

(
2qyqz+2qwqx

(q2
z−q2

y−q2
x+q2

w)

)
-arcsin (2 (qxqz − qwqy))
arctan

(
2qxqy+2qwqz

q2
x+q2

w−q2
z−q2

w

)
 , (20)

In order to get the rotation rate, we apply a first derivative on the time axis:

~r(t) =
d~R(t)
dt

. (21)

The null space of magnetic projections: rotations around the ambient
magnetic-field axis

To derive rotations, we rely on the changes of projection of the magnetic field on the three
orthogonal ICMs. However, if any part of the rigid-body rotation occurs directly around
the magnetic field’s axis, no change in projection will occur, and we will effectively be blind
to these rotations.

A synthetic example demonstrates this for a scenario where an ICM has sensor antennas
in the X, Y and Z directions, and where the ambient magnetic field is constant along the
Z axis with a value of 1 Tesla ~H = (0, 0, 1). The solid lines in Figures 5(b), 5(d) and 5(f)
are the true rotations applied to the ICM. We use equation 13 to forward model the change
in magnetic projections recorded by the three components of the ICM as a result of the
rotations. The forward-modeled magnetic projections are shown in Figures 5(a), 5(c) and
5(e). The dashed lines in Figures 5(b), 5(d) and 5(f) are the result of applying the adjoint
operation in equations 15 to 21 to the forward-modeled magnetic projections.

In Figure 5(a) we see the change in magnetic projections resulting from a rotation
around the X axis ~u = (1, 0, 0). Since the Y antenna is maximally coupled to the field (as
sin(θ), since it is pointing 90 degrees away from the field), we see a strong response of the Y
projection to a rotation around the X axis. There is also a weak change in the Z projection,
since the Z antenna is weakly coupled to the ambient field (as cos(θ)).

In Figure 5(b) we show the rotation rates that were applied to the system in solid lines,
and the rotation rates derived from the magnetic projections in dashed lines. The only
rotation that occured in this case is around the X axis, and it is recovered correctly.

In Figure 5(c) the rotations are around both the X and Y axes ~u = (1, 1, 0). We see a
strong response of the Y projection to a rotation around the X axis, and a strong response
of the X projection to the rotation around the Y axis. Again, there is also a weak change
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in the Z projection. Observing Figure 5(d), we see that both of the rotations around X
and around Y were recovered. Note that some rotation occurs around the Z axis as well.
This is a result of the coupling between components of 3D rotations: it is not possible to
rotate around two axes without causing the third axis to change its attitude in relation to
the external frame.

In Figure 5(e) the rotations are the X, Y and Z axes ~u = (1, 1, 1). Observe that there
is no difference in phase between Figures 5(e) and 5(c). The rotation around the Z axis
does not generate a change in projection of the magnetic field on the ICM components.
Consequently, observing Figure 5(f), we see that the rotations around the Z axis were not
recovered, as the amplitude is much lower and the phase is wrong.

Both of these effects, amplitude reduction and phase difference, are the result of the
null space of the magnetic projections. We cannot recover the amplitude correctly for the
rotations occuring around the ambient magnetic field’s direction. Additionally, and rather
surprisingly, the fact that all other rotations can be recovered correctly generates the phase
difference between the induced rotations and the recoverd rotations in Figure 5(f). What
we observe are the rotations around Z that are the result of the combined rotations around
both X and Y.

The conclusion from Figures 5(a)-5(f) is that if we rely on the Earth’s constant ambient
magnetic field to record rotations on a three-component ICM, we will likely not recover all
rotations accurately. Whether this effect is relevant depends on the application for which
we intend to use the derived rotational data.

SILVER LAKE SURVEY

We conducted a test survey at Silver Lake, near the town of Baker, California. This is a
dry lake bed in the Mojave Desert, where both seismic and magnetic noise are weak enough
for our purposes.

We measured rotations using three methods:

1. Three-component inertial rotation sensor: direct measurement of rotations

2. Three-component ICM: measurement of rotations derived from changes in magnetic
projections (Equations 7-21)

3. Geophone differencing of adjacent vertical geophones (Equation 6) (Muyzert et al.,
2012; Barak et al., 2014).

To acquire these data, we deployed three composite stations comprising the three types
of sensors, as shown in Figure 6(a). The ’X’ (roll) components of both the ICMs and the
rotations sensors were oriented in the inline survey direction, and the ’Y’ (pitch) compo-
nents were oriented in the crossline direction. The ’Z’ (yaw) was positive downward. By
differencing the two adjacent vertical geophones in the inline direction we can calculate the
roll rotational component, and by differencing the two adjacent vertical geophones in the
crossline direction we can calculate the pitch rotational component. We cannot, however,
obtain the yaw rotational component from the vertical-geophone differencing. For that we
would have needed to deploy horizontal geophones as well as vertical geophones.
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(a) (b)

(c) (d)

(e) (f)

Figure 5: (a), (c) and (e): Changes in magnetic projections on three orthogonal components
as a result of rotations of the components within a constant magnetic field ~H = (0, 0, 1)
(a vertical magnetic field, as is the case in the Earth’s North pole). (b), (d) and (f): The
rigid-body rotations (solid lines) that caused the change in magnetic projections, and the
rotations derived from the changes in magnetic projections (dashed lines). In (a) and (b),
the rotation axis is ~u = (1, 0, 0) (only around the X axis), and the rotation is recovered
correctly. In (c) and (d), the rotation axis is ~u = (1, 1, 0.) and the rotations are recovered
correctly. In (e) and (f), the rotation axis is ~u = (1, 1, 1.) The rotation around the Z axis
(the direction of the magnetic field) is not recovered correctly. Rotations around the mag-
netic field axis cannot be derived since they do not cause a change in the projections. [ER]
ohad2/. testcomp2-b,testcomp2-rall,testcomp3-b,testcomp3-rall,testcomp4-b,testcomp4-rall
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We had three composite stations, deployed using the pattern shown in Figure 6(b). The
spacing between receiver stations was 3 meters, and the shot interval was 5 meters. The
inline orientation was toward azimuth 120o, while crossline orientation was 30o. Magnetic
inclination at Silver Lake was 60o. Therefore, all components were coupled to the magnetic
field similarly.

As a seismic source, we used a Betsy gun. An example of the ignition of one Betsy gun
shot is shown in Figure 7(a). The station deployment is shown in Figure 7(b). We used a
builder’s level to ensure orthogonality between components, and a compass to measure the
orientations.

Aside from the three composite stations we used to acquire the active seismic data, we
also deployed a remote ICM station (Figure 7(c)), far from the shot locations. The purpose
if this receiver was to measure the ambient magnetotelluric noise for later removal from the
active-seismic ICM data.

(a) (b)

Figure 6: (a) The arrangement of a single composite station in the Silver Lake sur-
vey. Each station had 3 orthogonal ICMs, and a 3C inertial rotations sensor. Two geo-
phones were placed in close proximity in the inline and in the crossline directions. (b)
20 shots were executed off-end, at 5-meter intervals, for a total of 100m of offset. The
’X’ (roll) components of the rotation sensors and the ICMs were along the inline direc-
tion toward magnetic heading 30o. The ’Y’ (pitch) components of the rotation sensors
and the ICMs were along the crossline direction toward magnetic heading 120o. The ’Z’
(yaw) components are downward, while magnetic inclination was 60o. Note that the fig-
ure is not to scale. The distance between the composite stations was 3 meters. [NR]
ohad2/. silverlake-station,silverlake-shots

Detectable rotations

Consider a very simple rotation of the magnetometer axes about the z axis by an angle θ.
The magnetic field H along the sensor axes is then

H ′
x

H
′
y

H
′
z

 =

 cos(θ) sin(θ) 0
−sin(θ) cos(θ) 0

0 0 1

 =

Hx

Hy

Hz

 (22)
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(a) (b)

(c)

Figure 7: (a) Execution of one of the 20 shots using the Betsy gun. (b) One
of the 3 composite stations. The rotation sensor is housed in the grey box, while
the ICMs are the white rods arranged orthogonally. (c) We placed one remote
3-component ICM station far from where we were shooting the seismic data, to
record the ambient magnetotelluric noise for later removal in processing. [NR]
ohad2/. silverlake-betsy,silverlake-magandrot,silverlake-remote
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For a magnetic field ~H = (H0, 0, 0), the field in the rotated coordinates will be

H
′
x = cos(θ)Hx, (23)

H
′
y = −sin(θ)Hy, (24)

H
′
z = 0. (25)

The change in the magnetic field measured by the magnetometers is

∆Hx = H
′
x −Hx = (1− cos(θ))Hx, (26)

∆Hy = H
′
y −Hy = −sin(θ)Hy, (27)

∆Hz = 0. (28)

The table below shows the magnetic field changes for various amounts of rotations
assuming a nominal 50,000 nT magnetic field along x. This shows that a microradian
rotation would produce a pico-Tesla level signal on Hy, the maximally coupled orientation
direction. Since the MT magnetic field in Silver Lake in the seismic frequency band (1 Hz
- 100 Hz) is about 10−12T/

√
Hz, we can expect to be able to detect rotations down to 1

microradian.

θ (rad) |1− cos(θ)| |sin(θ)| 5 * 10−5 |sin(θ)|
1e-09 0 1e-09 5e-14
1e-08 0 1e-08 5e-13
1e-07 5e-15 1e-07 5e-12
1e-06 5e-13 1e-06 5e-11
1e-05 5e-11 1e-05 5e-10
1e-04 5e-09 1e-04 5e-09
1e-03 5e-07 1e-03 5e-08
1e-02 5e-05 1e-02 5e-07
1e-01 5e-03 0.0998 4.99e-06

1 0.46 0.841 4.21-05

Since the MT field is expected to be laterally uniform over regional spatial scales, we
planned to use the remote station to reduce the MT signal from the local measurement, with
the possibility of obtaining MT-free data with a spectrum close to the Ant-6 magnetometer
noise floor of 10−14 to 10−13 Tesla, as shown in Figure 8. This would give us an equivalent
rotational noise floor of about 10−9 to 10−8 radians.

Silver Lake Data: designature of rotation-sensor

According to instrument manufacturer specifications, the rotation sensors have a flat phase
response within the frequency band of the data. However, we were unsure whether this
was the case for the specific sensors we were using. We knew the instrument response of
the geophones however, and used it to designature the vertical geophones. We then used
vertical-geophone differencing (Eq. 6) to get an estimate of the designatured rotational
pitch signal. We calculated the phase difference between the rotations measured by the
rotation sensors and the rotations estimated by geophone differencing. We then used this
phase difference as the rotation-sensors’ instrument response.
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Figure 8: Magnetotelluric magnetic and electric fields observed at Silver Lake, Mojave
Desert in March 2015. Also shown is the public-domain noise floor of the Zonge Ant-6
magnetometer. Spikes are from 60 Hz power line noise and 0.2 Hz cathodic protection
system on a nearby gas pipeline. [NR] ohad2/. silverlake-EM-noise
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Figure 9(a) shows a receiver gather of the vertical geophone component at station 1.
The direct P-wave, propagating at a velocity of 1420 m/s, is much weaker than the ground
roll, and is therefore not visible in this section. Two surface wave arrivals are clearly visible,
propagating at velocities of 135m/s and 250 m/s. We interpret these as two modes of a
Rayleigh wave generated by the Betsy gun source.

Figure 9(c) is an estimate of the pitch component resulting from differencing the two
adjacent vertical geophones in the inline direction (Eq. 6) at station 1 (refer to Figure
6(a)). We compare the data in this figure to the rotation-sensors’ pitch component shown
in Figure 9(d). Observe that both sections show the same arrivals with similar amplitudes
of up to 0.2 mrad/s. However, the weaker Rayleigh-wave arrival appears to have been better
acquired by geophone differencing.

We expect the pitch rotational component to be dominant for the Rayleigh wave prop-
agating in the inline direction in this 2D survey, since the rotational deformation that a
Rayleigh wave generates is perpendicular to its propagation direction, i.e., rotation around
the crossline ’Y’ axis.

The phase comparison between the pitch calculated by geophone differencing and the
pitch measured by the rotation sensor is shown in Figure 10(a). There seems to be no
drastic phase difference between the signals at all 3 stations for the pitch component.

Figure 9(e) is the roll component estimated by differencing the two adjacent vertical
geophones in the crossline direction (Eq. 6) at station 1. This figure should be compared
the rotation-sensor roll component in Figure 9(f). Note again the similarity in amplitudes.
The roll estimated from geophone differencing appears slightly more coherent than the roll
from the rotation sensor.

Compared to the pitch component, the roll component is weaker, and appears less
coherent. This is again in accordance with the rotational deformation we would expect the
Rayleigh wave to generate in this survey, i.e., very little rotation around the inline axis.

Figure 10(b) shows that we are unable to obtain a consistent phase difference between
the roll from geophone differencing and the roll from the rotation sensors for the 3 receiver
stations. We attribute this to the fact that the roll signal is indeed very weak, therefore dis-
cerning the ground-roll signal’s phase difference between these two different measurements
is difficult.

Figure 9(b) is the yaw component of the rotation sensor at station 1. Note that it
exhibits mostly just the strong Rayleigh wave arrival. Like the roll component, it is much
weaker than the pitch signal. We cannot compare the rotation-sensor’s yaw component
to the yaw estimated from geophone differencing, since that would require differencing
horizontal geophones which we did not deploy in this survey.

The only reliable phase difference we have is for the pitch component (Figure 10(a)),
which does indeed show a flat response for the rotation sensors over the 3-30 Hz frequency
range. Though the phase difference is very small, we used it for designature of all rotational
components.
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(a) (b)

(c) (d)

(e) (f)

Figure 9: Receiver gathers at station 1, in the 3 - 30 Hz frequency band. (a) Vertical
geophone. (b) Yaw rotation sensor. (c) Inline vertical geophone difference, which estimates
the pitch component. (d) Pitch rotation sensor. (e) Crossline vertical geophone difference,
which estimates the roll component. (f) Roll rotation sensor. The direct wave propagating
at V=1420 m/sec is very weak and cannot be seen.. There are two strong Rayleigh wave
modes propagating at V=135 m/sec and V=250 m/sec. These are strongly present as
rotations measured by geophone-differencing and by the rotations sensors themselves. [ER]
ohad2/. vz-1-ann,rsn-1rz,geodiff-1ry,rsn-1ry,geodiff-1rx,rsn-1rx
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(a) (b)

Figure 10: The phase difference between the rotations estimated from vertical geophone
differencing and the rotations from the rotation sensors. (a) Phase difference for the pitch
component. (b) Phase difference for the roll component. Observe that for the roll we do not
get a consistent phase difference for the 3 composite stations. There is not much energy on
the roll component, therefore the signal to noise ratio is low and it is difficult to estimate the
phase difference reliably for all stations. Also, we could not get an estimation of the yaw
component from geophone differencing. Therefore, we designatured the rotation-sensors’
pitch, roll and yaw components using the pitch phase difference, which appeared to be
reliable across stations. [ER] ohad2/. ry-phasediffs,rx-phasediffs
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Silver Lake Data: denoising of magnetometer data

In order to reduce the ambient magnetotelluric noise from our magnetometer measurements,
we deployed a remote 3C magnetometer station at a distance of about 1 km from our
shooting location. The ambient magnetotelluric field varies very little within such a distance.
We had intended to use the seismic-free measurements from the remote station in order to
subtract the ambient magnetic noise from the active-seismic magnetometers.

Figures 11(a), 11(d) and 11(g) are the magnetometer receiver gather data recorded at
station 1. The data are designatured, and therefore are in terms of nanoTeslas of deviation
of the projection of the ambient magnetic field on the magnetometer components.

Note that the signal is stronger on the X (inline) and Z (vertical) components, while the
Y (crossline) component is the weakest. This is as we would expect given that the Rayleigh
wave’s rotation is mostly around the Y axis. As a result of a rotation around the Y axis, the
X and Z antennas should record a change in projection of the Earth’s constant magnetic
field.

Figures 11(b), 11(e) and 11(h) are the X, Y and Z magnetometer data recorded at the
remote station. These data do not contain any of the magnetic rotation signal generated by
the seismic wave, as they are too far away from the shooting location, but they do contain
the same magnetotelluric noise as the active seismic magnetometers. Note the similarity
between the remote station’s and active station’s X and Y components before the arrival of
the ground-roll.

Note, however, that the vertical magnetometer antenna at this remote station (Figure
11(h)) had an electronic fault, and therefore recorded much more noise than was actually
in the field. Consequently, we could not denoise the Z magnetometer component, and were
forced to use the original noisy Z magnetometer data in Figure 11(g). This had a deleterious
effect on the pitch and roll rotational components derived from the magnetometer data,
which is discussed in the following section.

Figures 11(c) and 11(f) are the X and Y magnetometer data at station 1 after subtracting
the noise recorded by the remote stations’ X and Y magnetometers.

Silver Lake Data: Conversion from magnetometer deviations to rotations

The pitch rotation is effectively recorded as deviations of the projections of the Earth’s
magnetic field on the X and Z magnetometers, the roll on the Y and Z magnetometers, and
the yaw on the X and Y magnetometers. The changes in projections are on the order of
microTeslas. In order to derive rotations from these changes in projections we use equations
7 to 21. We then compare the magnetometer-derived rotations to the rotations-sensor data,
which we treat as the “true” seismic rotation data.

Figure 12(a) is the receiver gather of the pitch rotations derived from the magnetometer
data at station 1. Compare this with Figure 12(b), which shows the rotations measured
by the pitch rotation sensor at the same station. In both figures we observe the two
strong Rayleigh-wave arrivals. The rotations derived from the magnetometers are slightly
weaker. Also, note the higher level of noise in Figure 12(a). This noise is the result of the
unattenuated ambient MT noise on the vertical magnetometer, which leaks into the derived
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(a) (b) (c)

(d) (e) (f)

(g) (h) (i)

Figure 11: Magnetometer receiver gather at station 1 after designature of the ICMs, before
and after removal of the MT field acquired by the remote station. (a) X component before
subtraction of MT field acquired by remote station. (b) X component of remote station. (c)
X component after subtraction of MT field acquired by remote station. (d) Y component
before subtraction of MT field acquired by remote station. (e) Y component of remote
station. (f) Y component after subtraction of MT field acquired by remote station. (g) Z
component. (h) Z component of remote station. (i) Intentionally blank. Note that we had
instrument problems with the Z component of the remote station (h), and therefore we did
not subtract the MT noise from the Z component of the three composite stations. [ER]
ohad2/. 11a,11b,11c,11d,11e,11f,11g,11h,11i
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pitch rotations.

The most significant difference between these data is the phase of the arrivals. This
is more obvious in Figure 13(a), which shows a wiggle-trace comparison of the pitch com-
ponent resulting from application of the adjoint to the magnetometer data vs the pitch
measured by the rotation sensors. Figure 13(b) is the average phase difference between
the magnetometer-derived pitch and the rotations-sensor pitch. It shows that within the
frequency band of 3 Hz - 30 Hz there is a phase difference between 150o and 90o.

The comparison between the magnetometer-derived roll and the rotation-sensor’s roll is
shown in Figures 12(c) and 12(d). As previously mentioned, we expect the roll component
to have the least energy in this survey, and indeed the magnetometer-derived roll is just
discernable above the noise. Just as is the case for the magnetometer-derived pitch compo-
nent, the noise on the magnetometer-derived roll is the result of the ambient MT noise on
the vertical magnetometer.

Figure 13(c) shows a wiggle-trace comparison of the roll component at station 1. The
noise is more obvious here than in the pitch component section. Figure 13(d) is the average
phase difference between the magnetometer-derived roll and rotation-sensor roll. Unlike
the pitch component, the phase difference is inconsistent between stations and shows great
variability between 90o and −90o. Since the roll signal is weak, the noise is relatively
stronger making it more difficult to draw conclusions from the phase differences for this
component.

Ideally, we would have crossline shots in the survey which would have generated a
strong rotational signal on the roll components. However, time constraints in the field did
not enable us to include crossline shots in this survey.

Figures 12(e) and 12(f) compare the magnetometer-derived yaw to the rotation-sensor
yaw. Since we were able to remove the ambient MT noise from the X and Y magnetometer
antennas, the magnetometer-derived yaw has the least noise of the magnetometer rotations.
The earlier, weaker Rayleigh-wave arrival is actually clearer on the magnetometer-derived
yaw section than on the rotation-sensor section.

In terms of phase, the difference between the yaw rotations of the magnetometers and
that of the rotation sensors is the smallest. Figure 13(f) shows that there is a consistent
phase difference of between 90o and 45o between the stations.

Converting rotations to magnetic projections

By forward-modeling recorded rotations, we can indirectly observe the effect of the null
space: the rotations around the ambient magnetic field that would prevent the recording of
those rotations by ICMs. The null-space effect depends on the orthogonality of the rotation
and ambient magnetic field axes.

Since we consider the rotational data recorded by the rotational sensors to be the “true”
rotations, we apply the forward-modeling operator in equations 13 and 14 to the rotation-
sensor data. We compare the forward-modeled magnetometer deviations to the recorded
magnetometer data.

Figure 14(a) is the comparison of the forward-modeled ’X’ magnetometer component vs
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(a) (b)

(c) (d)

(e) (f)

Figure 12: Comparison of rotations derived from ICMs to rotations measured by rotation
sensors. (a) Pitch derived from ICM. (b) Pitch measured by rotation sensor. (c) Roll
derived from ICM. (d) Roll measured by rotation sensor. (e) Yaw derived from ICM.
(f) Yaw measured by rotation sensor. Note the similarity in amplitudes of the Rayleigh-
wave arrivals between the magnetometer-derived rotations and those measured by the
rotation sensor. Also, note the large phase difference of the pitch component. [ER]
ohad2/. gcomp-1ry-mag,gcomp-1ry-rsn,gcomp-1rx-mag,gcomp-1rx-rsn,gcomp-1rz-mag,gcomp-1rz-rsn
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(a) (b)

(c) (d)

(e) (f)

Figure 13: Phase difference between the rotations measured by rotation sensors and
rotations derived from ICM components. (a) Comparison of magnetometer-derived pitch
with rotation-sensor pitch at station 1. (b) Pitch average phase difference. (c) Comparison
of magnetometer-derived roll with rotation-sensor roll at station 1. (d) Roll average phase
difference. (e) Comparison of magnetometer-derived yaw with rotation-sensor yaw at
station 1. (f) Yaw average phase difference. Trace balancing was applied to each gather
separately to enable phase comparison. The roll rotational signal is very weak (see Figure
12(d)), therefore the low signal to noise ratio makes the phase difference unreliable. [ER]
ohad2/. comp-ry1-mag2rsn,ry-mag-pd,comp-rx1-mag2rsn,rx-mag-pd,comp-rz1-mag2rsn,rz-mag-pd
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the recorded one. We see that the signals are very similar in phase. The ’X’ component is
derived from the pitch (’Y’) and yaw (’Z’) rotations. The pitch rotation is the dominant one
in the data. Additionally, the ’X’ magnetometer component is well-coupled to the field for
rotations around the ’Y’ axis, as it is nearly orthogonal to the magnetic field. Therefore, the
null-space effect is weak on this rotational component, and we indeed observe an agreement
between the recorded and the forward-modeled magnetic projections.

Figure 14(c) shows the comparison between the forward-modeled and the recorded ’Y’
magnetometer component. We observe an inconsistent phase shift between the signals over
offset. The magnetic projection deviations on the ’Y’ component are the result of the roll
and yaw rotations (around ’X’ and ’Z’ axes), which are weak in this dataset and therefore
have low SNR. Additionally, the ’Y’ component is not well coupled (i.e., not orthogonal)
to the field for rotations around the ’X’ axis. The same reasoning applies to the phase
difference we observe for the ’Z’ magnetometer component in Figure 14(e).

In conclusion, Figures 14(c) and 14(e) exhibit the effect of the null space on the mea-
surement of rotations with ICMs.

Silver Lake data: Interpretation of results

Though the results clearly show that both the magnetometers and the rotation sensors are
indeed recording seismic energy, the amplitudes and phases of the rotations recorded by the
rotation sensors and those derived from the magnetometers are not identical.

The amplitudes of the magnetometer-derived rotations are slightly lower than those
of the rotation sensors. We attribute this difference to the rotations around the Earth’s
ambient magnetic field’s axis; the projection null-space effect shown in Figure 5(f). The
rotation does not need to be perfectly parallel to the magnetic field’s axis in order for the
projection’s null space to affect the measurements. If the axis of rotation has a projection on
the axis of the magnetic field, then invariably some of the resulting magnetic projections will
be insensitive to the rotations. The effect of the null space is evident when we compare the
forward-modeled magnetic deviations derived from the rotation-sensor data to the recorded
magnetic deviations.

In the case of the Silver Lake survey, we had aligned the shot line and receiver compo-
nents so that the expected axis of the strongest rotation generated by the Rayleigh wave
(pitch) would not coincide with the axis of the magnetic field. However, we observe rota-
tions on all components of the seismic rotation sensors, indicating that at least some of the
rotations did indeed occur around the magnetic field’s axis, leading to a loss of amplitude
in the magnetometer-derived rotations.

We attribute the large differences in phase of the pitch component to the null-space
issue, since the phase differences appear consistent between receiver stations and along the
offset axis. However, the (non-seismic) noise from the vertical magnetometer component
necessarily contributed to the rotational signal derived for the perpendicular pitch and the
roll components. The case is worse for the roll component, since it has a very low signal to
noise ratio to begin with.

We see the smallest phase difference between the two types of rotational measurements
for the yaw component. This is partly due to the yaw rotations being well coupled to the
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(a) (b)

(c) (d)

(e) (f)

Figure 14: Comparison of the recorded magnetometer data to forward modeled magnetic
projections derived from the rotation sensor data. (a) Magnetometer X component
(red) vs Magnetic projection X component forward modeled from rotation sensor
data at station 1 (blue). (b) Average phase difference. (c) Magnetometer Y com-
ponent (red) vs Magnetic projection Y component forward modeled from rotation
sensor data at station 1 (blue). (d) Average phase difference. (e) Magnetome-
ter Z component (red) vs Magnetic projection Z component forward modeled from
rotation sensor data at station 1 (blue). (f) Average phase difference. Trace bal-
ancing was applied to each gather separately to enable phase comparison. [ER]
ohad2/. for-comp-bx1,for-bx-phasediffs,for-comp-by1,for-by-phasediffs,for-comp-bz1,for-bz-phasediffs
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magnetic field. It is also due to the yaw component being mostly derived from the magnetic
deviations on the X and Y magnetometer components, which we were able to denoise using
the remote station’s data.

DISCUSSION AND CONCLUSIONS

In current seismic acquisition, geophones record only the particle velocities but not rota-
tions. Rotations are part of the seismic wavefield, and contain useful information about the
seismic energy which can be utilized for a variety of applications.

There are currently very few field-deployable seismic rotation sensors, and none designed
for use on the ocean-bottom. Therefore, we presented a methodology for deriving seismic
rotations from changes in projection of the Earth’s ambient magnetic field on 3-component
induction-coil magnetometers. These magnetometers are currently being used for MT and
CSEM surveys, are available and are field-deployable in land and marine environments.

The Silver Lake survey shows that, in principle, it is possible to derive rotations from
magnetometer data. However, there are limitations to the methodology.

The first challenge is that we must remove the magnetotelluric ambient noise from the
ICM data in order to acquire only the magnetic deviations resulting from the seismic energy.
In the Silver Lake survey, we used a remote station to record and remove the ambient MT
noise from the active-seismic data.

The most critical limitation, however, is the null space of projections: since we are relying
on changes in projection of the Earth’s ambient magnetic field on the ICM components,
any rotation that occurs around the magnetic field’s axis will not be recorded. This will
cause the derived rotational amplitudes to be lower than the true seismic rotations.

We cannot a priori predict the axis of rotation of seismic waves, therefore the solution
to this problem would not involve a particular orientation of the 3C ICM. Instead, we have
considered two possible solutions to the problem.

Engineering approach

Rather than relying on the Earth’s magnetic field, it is possible to generate a strong, local
magnetic field (as is already done in CSEM surveys). This local field would be constant
in amplitude, but would rotate in a prescribed manner at a frequency much higher than
the frequency of the seismic energy. We can then effectively remove the signature of the
induced magnetometer current resulting from the local magnetic field’s rotation.

Whatever deviations are left in the magnetometer data must then be the result of seismic
rotations that rotate the ICM. This method would effectively “smear” the null space effect
over the period of measurement, thus reducing the amount of unacquired rotations at any
particular time-step. However, this solution entails an additional investment in the logistics
and operations of seismic acquisition, which may make it unviable.
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Inversion approach

A possible solution would be to estimate the amount of missing rotational energy by using
the collocated 3C geophone data. For example, we expect Rayleigh waves to generate strong
rotations. Therefore, if we observe strong Rayleigh waves on the geophone components, but
weak Rayleigh waves on the magnetometer-derived rotational components, we may deduce
that the axis of rotation is close to that of the ambient magnetic field.

What is required then is a model that provides an expectation of the total rad/sec of
rotation for a certain total of mm/sec of particle velocity, for the different types of seismic
waves (P, S, surface).

We have a forward operator that maps rotations to magnetic projections. We also have
an adjoint operator that maps magnetic projections to rotations. We can therefore invert
for the magnetic projections that are in the null space.

The objective function would try to find the model of rotations that match the recorded
magnetometer data, and would also have a regularization term that attempts to maximize
the rotational amplitudes. The regularization term would be constrained by the amplitudes
of the geophone data. The inversion would effectively attempt to recreate the rotations
missing from the ICM recording.
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Reverse-time migration using the energy imaging condition
in isotropic and VTI media

Alejandro Cabrales-Vargas

ABSTRACT

The recently proposed concept of energy imaging condition is an alternative method
for the attenuation of low-wavenumber artifacts that arise in reverse-time migration. It
can be set in terms of energy conservation of the wave equation solution, or using the
impedance kernel, and can be implemented in acoustic and elastic media. I introduce an
implementation of the energy imaging condition in vertical transverse isotropic media.
The performance of the energy imaging condition is evaluated in 2-D synthetic data,
both isotropic and anisotropic.

INTRODUCTION

Reverse-time migration (RTM) (Baysal et al., 1983; Kosloff and Baysal, 1983; Gazdag and
Carrizo, 1986; McMechan, 1983) is the best available solution in oil & gas exploration to
image the complexity of the subsurface. The capability of two-way wave propagation to rep-
resent complex wavepaths makes possible to image complex structures, formerly addressed
(often imperfectly) by distinct versions of one-way wave propagation (e.g. Stoffa et al., 1990;
Ristow and Rühl, 1994; Biondi, 2002). Notwithstanding their level of sophistication, one-
way wave equation methods cannot use prismatic trajectories to image important oil and
gas reservoirs, such as sandstones terminations against salt flanks beneath salt canopies.
RTM resolves such complexities because it accounts for upgoing and downgoing trajecto-
ries, turning waves, and headwaves. The current practice is constructing the image using
zero-lag time crosscorrelation (Claerbout, 1971) of the source wavefield and the receiver
wavefield.

However, RTM suffers from low-wavenumber artifacts, unique in this technique. The
crosscorrelation imaging condition does not distinguish the source and receiver wavefields
interacting at the seismic reflections (traveling at opposite directions), from the case when
they travel in the same direction and interact along the way, producing such artifacts.

There has been extensive research devoted to attenuating the RTM low-wavenumber
artifacts while preserving the quality of the image. One of the simplest solutions consists of
smoothing the velocity field. However, some images require preserving sharp velocity con-
trasts to maintain accuracy, such as the case of models containing salt-sediment interfaces.
Yoon and Marfurt (2006) proposed filtering propagation angles by computing Poynting
vectors, which requires accurate computations of the time derivatives of the wavefields.
Liu et al. (2011) proposed wavefield separation in the Fourier domain, thereby enforcing
correlations of wavefield components propagating in opposite directions. Despite its ef-
fectiveness, this technique requires four 1-D Fourier transforms along the z axis per time
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step (one forward-inverse transform pair per wavefield), hence considerably increases the
computational time.

A recent solution consists of an imaging condition based on the concept of the impedance
kernel. This idea is borrowed from the full-waveform inversion optimization problem (Taran-
tola, 1984), usually formulated under the concept of the adjoint-state method (Fichtner,
2011; Plessix, 2006). Zhu et al. (2011) employ such idea for elastic and time-lapse imaging
conditions, whereas Pestana and dos Santos (2014) proposed an implementation in conjunc-
tion with the Poynting vector. Meanwhile, based on the theory of seismic inverse scattering,
Whitmore and Crawley (2012) proposed virtually the same solution using approximations
of the source and receiver ray parameters. The result is two images: one based on the wave-
fields time derivatives, and other based on the spatial gradients. Adding the images cancels
almost entirely the low-wavenumber artifacts while retaining the reflectivity. More recently,
Rocha et al. (2015a) arrived to the same method with the principle of conservation of the
energy of the acoustic wave equation. This solution makes use of the energy as a norm to
define an inner-product in space-time. Components of the source wavefield and the receiver
wavefield become orthogonal under such inner-product. Choosing these components to be
backscattering and turning waves, one attenuates the low-wavenumber artifacts. The idea
is extended to the elastic case by Rocha et al. (2015b).

This report is organized as follows. I first make a review of the energy imaging condition.
Next, I introduce an energy imaging condition for VTI media. Next, I show the results
obtained for isotropic and VTI synthetic datasets. Finally, I present the conclusions of this
work.

ENERGY IMAGING CONDITIONS

Imaging in space-time or the adjoint-state method

Rocha et al. (2015a) prove that from the principle of conservation of energy of the acoustic
wave equation, if u(x, t) represents solution of such wave equation, then the energy as
function of time is given by

E(t) =
∫

Ω

[
1
v2

(
∂u

∂t

)2

+ ‖∇u‖2
]
dx, (1)

which can be regarded as a norm. Shifting the integration to the time domain, the following
inner-product can be derived for any two solutions u1(x, t) and u2(x, t):∑

t

[
(cos 2θc)

1
v

∂u1

∂t

1
v

∂u2

∂t
+∇u1 · ∇u2

]
, (2)

where v(x) is the acoustic velocity, and 2θc is a cut-off angle between the u1 and u2

wavepaths at any position.

Equation 1 constitutes an inner-product of vectors defined as ( 1
v(x)

∂u
∂t ,∇u): a gradient in

space-time. Selected components become orthogonal for an imposed reflection cut-off angle,
cos(2θc). Now we can substitute the source wavefield, S(x, t), and the receiver wavefield,
R(x, t), in Equation2. Setting θc = 0, we obtain the following inner-product (Rocha et al.,
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2015a),
I(x) =

∑
t

�S(x, t) ·�R(x, t), (3)

where I(x) represents a migrated image, and the operator � constitutes the gradient oper-
ator in space-time:

� =
(

1
v(x)

∂

∂t
,∇
)
. (4)

Equation 3 represents the energy imaging condition for θc = 0. It enhances the tomographic
component of the image, i.e., the low-wavenumber artifacts related to backscattering and
diving waves. To attenuate such tomographic component we set θ = 90◦, so the energy
imaging condition becomes

I(x) =
∑

t

�S(x, t) · �̃R(x, t), (5)

where �̃ is defined as

�̃ =
(
− 1
v(x)

∂

∂t
,∇
)
. (6)

Equation 5 is explicitly represented as

I(x) =
∑

t

[
− 1
v(x)2

∂S(x, t)
∂t

∂R(x, t)
∂t

+∇S(x, t) · ∇R(x, t)
]
. (7)

The negative sign in Equation 7 corresponds to the cosine term evaluated at 2θ = 180◦, i.e.,
when the wavepaths travel in the same direction (Whitmore and Crawley, 2012). The energy
imaging condition vanishes at such angle, so the low-wavenumber artifacts are attenuated
and the seismic reflections are preserved.

It is interesting to notice that Equation 7 can be obtained using the adjoint-state method
(Tarantola, 1984; Plessix, 2006). Setting the density and the P-wave velocity as independent
parameters (Fichtner, 2011) we can obtain the impedance kernel, KI , as a linear combination
of the density kernel, Kρ, and the bulk density kernel, KK , (after dropping the shear velocity
terms) as follows (Fichtner, 2011)

KI = Kρ + v2KK , (8)

where v =
√

K
ρ is the P-wave propagation velocity,

Kρ = −
∫

t

∂λ

∂t

∂u

∂t
dt, (9)

and
KK =

∫
t
∇λ · ∇udt. (10)

so the impedance sensitivity kernel becomes

KI =
∫

t

[
− ∂λ

∂t

∂u

∂t
+ v2∇λ · ∇u

]
dt. (11)

u represents the synthetic wavefield obtained by forward propagating a discrete source func-
tion with the acoustic wave equation, for any choice of model parameters. λ represents the
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wavefield obtained by backward propagating the data residual (difference between synthetic
data and recorded data) with the acoustic wave equation, using the same choice of model
parameters. Equations 9 and 10 are obtained applying the adjoint-state method to the
full waveform inversion (FWI) optimization problem (Tarantola, 1984; Tromp et al., 2005;
Fichtner, 2011).

Now we substitute in Equation 11 the source wavefield, S, and the receiver wavefield,
R, obtaining

I(x) =
∫

t

[
− ∂S

∂t

∂R

∂t
+ v2∇S · ∇R

]
dt, (12)

which is equivalent to Equation 7.

The energy imaging condition requires space and time derivatives of the source wavefield
and the receiver wavefield. The space derivatives can be computed using staggered grids,
which can be efficiently implemented with parallel computational schemes. The time deriva-
tives can be implemented at almost not additional cost using a simple procedure described
in the Appendix.

Energy imaging condition for vertical transverse isotropy

In this section I derive an energy imaging condition in acoustic vertical transversely isotropic
(VTI) medium. I begin with the VTI wave equations proposed by Zhang et al. (2011) (their
equation 15) in 2-D:

1
v2

∂2p
∂t2

= BDp, (13)

where p = [p r]T is the stress vector, p and r are the horizontal and vertical stress
components, respectively, matrices B and D are defined as

B =
[

1 + 2ε
√

1 + 2δ√
1 + 2δ 1

]
and

D =

 ∂2

∂x2
0

0
∂2

∂z2

 ,
and ε and δ are the Thomsen anisotropy parameters (Thomsen, 1986).

Zhang et al. (2011) derive an expression to quantify the energy of their tilted-transversely
isotropic (TTI) RTM equation, which I apply to the 2-D VTI version (Equation 13),

E(t) =
∫

Ω

{
1
v2

[Yṗ]TΛ−1Yṗ +
(
∂p

∂x

)2

+
(
∂r

∂z

)2}
dx, (14)

where ṗ is the time derivative of vector p, and matrices Y and Λ are obtained from the
diagonalization of matrix B,

B = YTΛY,

and are given by (Zhang et al., 2011)

Y =
1
d

[
a b
−b a

]
,
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and

Λ =
[
λ+ 0
0 λ−

]
,

and where λ± = 1 + ε ±
√

(1 + ε)2 − 2(ε− δ) are the eigenvalues of matrix B, a = ε +√
(1 + ε)2 − 2(ε− δ), b =

√
1 + 2δ, and d =

√
a2 + b2.

Zhang et al. (2011) use Equation 14 to prove the stability of their TTI RTM equation. I
use this expression as an energy norm (Rocha et al., 2015a,b) to derive the energy imaging
condition for VTI RTM.

Let pS = [pS rS ]T and pR = [pR rR]T be the stress vectors corresponding to the
source wavefield and the receiver wavefield, respectively. We substitute them in Equation 14,
and integrate in time rather than in space:

I(x) =
∫

t
�pS ·�pRdt =

∫
t

{
1
v2

[YṗS ]TΛ−1YṗR +
(
∂pS

∂x

)(
∂pR

∂x

)
+
(
∂rS
∂z

)(
∂rR
∂z

)}
dt.

(15)
This expression corresponds to the cut-off angle θcut = 0◦. It attenuates the reflections and
exacerbates the tomographic component. Using a similar definition of �̃ as in Equation 6,
we obtain

I(x) =
∫

t
�pS · �̃pRdt =

∫
t

{
1
v2

[YṗS ]TΛ−1YṗR −
(
∂pS

∂x

)(
∂pR

∂x

)
−
(
∂rS
∂z

)(
∂rR
∂z

)}
dt.

(16)
Equation 16 corresponds to the cut-off angle θcut = 90◦, thereby the image will preserve the
reflections and attenuate the low-wavenumber artifacts. An small inconvenient occurs in
zero-anisotropy areas because λ− is zero and matrix Λ becomes singular. On can prevent
such singularity by adding a tiny positive value.

Normalizing the image

RTM imaging conditions often require normalization to balance the amplitudes. Normal-
izations have been proposed respect to either the sources or the receivers; shot-by-shot,
global, or hybrid normalizations (Cogan et al., 2011). I use a shot-by-shot normalization
scheme.

For conventional crosscorrelation imaging condition, the normalized image can be ob-
tained as

IN (x) =
∑
shots

∑
t S(x, t)R(x, t){∑
t S(x, t)S(x, t)

} , (17)

and for the energy imaging condition,

IN (x) =
∑
shots

∑
t �S(x, t) ·�R(x, t){∑
t �S(x, t) ·�S(x, t)

} . (18)

The symbol
{}

signifies the application of smoothing imaging condition (Guitton et al.,
2007). This avoids divisions by zero by smearing the energy, with the application of a
triangle filter.
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NUMERICAL EXAMPLES

In this section I compare RTM images using the crosscorrelation imaging condition (CIC)
with the energy imaging condition (EIC). The experiments are performed on one isotropic
model (SEG/EAGE salt model) and two anisotropic models (Marmousi VTI model and
Hess VTI salt model). I slightly smoothed the model parameters (velocity and anisotropy)
so the image keeps accuracy and produces low-wavenumber artifacts.

The RTM code used in the computations is based on a finite differences solution of
the two-way wave equation, implemented with the Lax-Wendroff method. I use random
boundary conditions (Clapp, 2009, 2010) to reduce the computational memory burden.
Mild numerical artifacts derived from such boundary conditions can be observed in the
images.

2-D SEG/EAGE salt model

This isotropic model is a vertical slice of the original 3-D SEG/EAGE model, which was
extracted by O’Brien and Gray (1996).

Figure 1 shows the RTM image using CIC. Despite the velocity smoothing, low-wavenumber
artifacts still manifest. Further smoothing would progressively attenuate such artifacts, but
at the cost of accuracy loss in reflections positioning and focusing.

Figure 2 shows the RTM image using EIC with θc = 0◦. The reflections have been
attenuated and the tomographic component of the image is preserved. The reason for the
persistance of some reflections is because they are not confined to the narrow rejection band
around normal incidence.

Figure 3 shows the RTM image using EIC with θc = 90◦. This time the low-wavenumber
artifacts have been virtually eliminated from the image, and many features formerly ob-
scured become evident. Note, however, that the two steep normal faults on top of the salt
body (x ≈ 20000 ft and x ≈ 25000 m) lose definition, while they clearly manifest in Figure 2.
One explaination is that steep events are better imaged by wide reflection angles, especially
at shallow depths. The energy of such wide angles is likely to be partially attenuated. A
modified version of EIC would be needed to preserve such important features, and it is a
subject for future research.

Marmousi VTI model

This anisotropic model was created by Tariq Alkhalifah (Alkhalifah, 1997). It has only
one anisotropic parameter, η, that constitutes the entry for ε, whereas δ is set to zero
(Alkhalifah, personal communication).

Figure 4 shows the RTM image using CIC. The anisotropic solution performs well,
imaging the reflections to their correct positions. This constitutes a stable finite-difference
solution, as far as ε > δ (Zhang et al., 2011). Similarly to the previous example, the
low-wavenumber artifacts could not be prevented by slightly smoothing the velocity model.

Figure 5 shows the RTM image using EIC with θc = 0◦. In contrast to the previous
example (Figure 2), we observe comparatively less reflections “leaking” into the image, so the
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Figure 1: 2-D SEG/EAGE salt model after RTM using the correlation imaging condition
[CR]. alejandro2/. seg-cic

Figure 2: 2-D SEG/EAGE salt model after RTM using the energy imaging condition for
θ = 0◦ [CR]. alejandro2/. seg-eic1
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Figure 3: 2-D SEG/EAGE salt model after RTM using the energy imaging condition for
θ = 90◦ [CR]. alejandro2/. seg-eic2

tomographic component prevails, as expected. This image corresponds to the application
of Equation 15 plus normalization (Equation 18).

Figure 6 shows the RTM image using EIC with θc = 90◦. Most of the low-wavenumber
artifacts are attenuated. This result and the previous one prove that the proposed VTI
energy imaging condition (Equations 15 and 16) works as expected. Moreover, in this case
the steep dipping events (fault planes and fold limbs) are well preserved.

Hess VTI salt model

The Hess VTI model was created by Hess Corporation. There are two versions of the
synthetic data. I use the version without surface multiples, created with the SEP libraries.
This model has non-zero ε and δ model parameters.

Figure 7 shows the RTM image using CIC. In this case, slightly smoothing the model
parameters reduced some of the low-wavenumber artifacts, except at the salt reflection
and in the shallow part, where some backscattering is expected as consequence of the long
offset (26000 ft). Low-wavenumber streaks vertically cross deep sediments and the salt
body, around x = 20000 ft. The random boundary implementation does not address such
low-wavenumber propagations (Shen and Clapp, 2011).

Figure 8 shows the RTM image using EIC with θc = 0◦. Almost all deep reflections
are rejected. Only low-wavenumber components of shallower reflections are imaged. The
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Figure 4: Marmousi VTI model after RTM using the correlation imaging condition [CR].
alejandro2/. marm-cic

Figure 5: Marmousi VTI model after RTM using the energy imaging condition for θ = 0◦

[CR]. alejandro2/. marm-eic1
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Figure 6: Marmousi VTI model after RTM using the energy imaging condition for θ = 90◦

[CR]. alejandro2/. marm-eic2

low-wavenumber streaks become clearer.

Figure 9 shows the RTM image using EIC with θc = 90◦. In this case some low-
wavenumber artifacts leak, but the image is quite acceptable. Faults and other steep dipping
events are well preserved. The low-wavenumber streaks are virtually eliminated.

CONCLUSIONS

The energy imaging condition constitutes a viable alternative for attenuating RTM low-
wavenumber artifacts. It is derived from the principle of conservation of energy of the wave
equation. It too can be derived from the impedance kernel concept, using the adjoint-
state method. The principle behind the energy imaging condition is to selectively make
components of the source wavefield and the receiver wavefield mutually orthogonal in space-
time. The key is to make orthogonal the wavefield components that we do not want to image,
such as backscattering and direct waves.

I introduced an energy imaging condition for VTI media based on the principle of
conservation of energy (Zhang et al., 2011). It can potentially be expanded to TTI.

The numerical examples showed that the energy imaging condition generally attenuates
the low-wavenumber artifacts in a satisfactory manner. However, the application in the 2-D
SEG/EAGE salt model exhibited slight removal of useful signal. In the anisotropic models
the proposed solution worked well, although it left some weak artifacts in the Hess VTI salt
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Figure 7: Hess salt VTI model after RTM using the correlation imaging condition [CR].
alejandro2/. hess2-cic

Figure 8: Hess salt VTI model after RTM using the energy imaging condition for θ = 0◦

[CR]. alejandro2/. hess2-eic1
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Figure 9: Hess salt VTI model after RTM using the energy imaging condition for θ = 90◦

[CR]. alejandro2/. hess2-eic2

model. According to these results, future research is needed to better tune the final image.
The potential use of EIC is not limited to obtaining cleaner RTM images, but it can be
employed to isolate the tomographic component (Rocha et al., 2015a) for the computation
of the FWI gradient.
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APPENDIX

The energy imaging condition requires time derivatives of the source wavefied and the
receiver wavefield. It is inefficient (and very likely inaccurate) to obtain the derivatives
numerically out of a number of time frames stored in memory, worse yet as an independent
computation. A better idea is computing the first derivatives by “recycling” terms employed
to compute the plain wavefields. In the following derivation I omit the space dependencies
for the sake of simplicity.

Let u(t±∆t) represent both the wavefield forward stepped in time (positive sign) and
the wavefield backward stepped in time (negative sign). We can expand it in Taylor series
around u(t):

u(t±∆t) = u(t)±∆t
∂u(t)
∂t

+
∆t2

2
∂2u(t)
∂t2

± ∆t3

6
∂3u(t)
∂t3

+
∆t4

24
∂4u(t)
∂t4

+ ...

We obtain u(t+ ∆t) + u(t−∆t) to cancel the odd derivatives:

u(t+ ∆t) + u(t−∆t) = 2u(t) + ∆t2
∂2u(t)
∂t2

+
∆t4

12
∂4u(t)
∂t4

+ ...

Now we obtain the first derivative of u(t±∆t):

u̇(t±∆t) =
∂u(t)
∂t
±∆t

∂2u(t)
∂t2

+
∆t2

2
∂3u(t)
∂t3

± ∆t3

6
∂4u(t)
∂t4

+
∆t4

24
∂5u(t)
∂t5

+ ...

This time we obtain u̇(t+ ∆t)− u̇(t−∆t) in order to cancel the odd derivatives:

u̇(t+ ∆t)− u̇(t−∆t) = 2∆t
∂2u(t)
∂t2

+
∆t3

3
∂4u(t)
∂t4

+ ...

Now we have both the wavefields and their time derivatives in terms of the second and
the fourth order derivatives of the current wavefield, u(t). We truncate the series after the
fourth term, and apply the Lax-Wendroff scheme by replacing the second and fourth time
derivatives using the two-way wave equation, thus obtaining

u(t+ ∆t) + u(t−∆t) = 2u(t) + ∆t2v2∇2u(t) +
∆t4

12
v2∇2[v2∇2u(t)]

and

u̇(t+ ∆t)− u̇(t−∆t) = 2∆tv2∇2u(t) +
∆t3

3
v2∇2[v2∇2u(t)].

Now we can use the terms employed to compute the plain wavefields to compute the time
derivatives.
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ABSTRACT

In the summer of 2015 a shallow trenched distributed acoustic sensing (DAS) array
was deployed along a road north of Fairbanks, Alaska as part of an effort to develop
a low-cost system to monitor permafrost thaw under infrastructure. The dominant
vibration sources were cars passing on a nearby road parallel to the array’s dominant
direction. Source analysis including beamforming over small frequency intervals and of
the broadband recordings confirms that most noise was coming from the direction of
Fairbanks or from cars. Cross-correlations of the data show unusual apparent copies
of the primary Green’s function, and limiting data to times with no more than one car
only slightly helps these issues. Another virtual source response estimation method,
cross-coherence, yields better results even with no filtering applied to the data.

INTRODUCTION

Permafrost thaw in Arctic regions can cause costly damage to infrastructure, so we are
developing a low-cost system to continuously monitor the structural stability of the ground
under linear infrastructure such as roads, railways, runways, and pipelines. Distributed
acoustic sensing (DAS), which uses fiber optics as both a strain rate sensor and a means of
transmitting that data to a central location, is becoming increasingly popular for a variety
of reasons (Mateeva et al., 2013). In this context, DAS is an attractive option due to its low
cost per sensor, its dense spatial sampling, its environmental resilience, and its potential
for flexible geometries.

As a first step to verify that trenched DAS arrays can be used to collect anthropogenic
noise, we deployed an L-shaped DAS array at Richmond, California in the winter of 2014
(Ajo-Franklin et al., 2014, 2015). Data from this array yielded reasonable cross-correlations
that converged quickly (Martin et al., 2015). We developed a scalable, easily parallelizable
algorithm to quickly extract dispersion images from these data (Martin, 2015), which elimi-
nated the bottleneck of dispersion-domain surface wave inversion performed using the same
method as Dou and Ajo-Franklin (2014).

In the summer of 2015 a longer array was deployed in a zone of discontinuous permafrost
near Fairbanks, Alaska. The array, shown in map view in Figure 1, has a 620 meter segment
running along Farmer’s Loop Rd within about ten meters of the road, and loops back as
a mostly parallel line. The array is about one mile north of where Johansen Expressway
and Steese Highway meet, which acts as a northern boundary of Fairbanks. Steese High-
way curves up and runs mostly parallel to the array about 400 meters to the east. A few
geographic features of note: the area is heavily wooded and had to be cleared along parts of
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the array, there are some small ponds near the northern part of the array, there are several
patches of asphalt near the array, there is a fence along the middle part of the array, and
there are several culverts crossing the road along the array. The array was monitored by a
Silixa iDAS system and ambient noise was recorded with a 1 m channel spacing and 10 m
gauge length. All data analyzed in this report were collected at a 1 kHz sample rate. DAS
recording had to be limited to day time only between Aug. 5 and Aug. 10.
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Figure 1: An overhead view of the fiber layout. Channel numbering starts at the field house
and continues in the direction of the arrow. [NR] eileen1/. SiteMap

The noise collected by the array was primarily between 5 and 25 Hz, higher than many
ambient noise studies (Bensen et al., 2007; de Ridder, 2014). These higher frequencies are
sensitive to more shallow features (estimates range from 1/3 wavelength to 1/2 wavelength);
the features in the permafrost layer that we are concerned with are within the top 10 meters,
and the typical active layer (expected seasonal thawing and freezing) is in the top meter of
soil.
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First, we give an overview of the data including space-time and spectral views, and beam-
forming results for both broadband and narrow bandpassed signals. Then, we show virtual
source response estimates from cross-correlation that include some unusual features that
look like copies of the expected Green’s function. We hypothesize that these unusual fea-
tures may be an artifact of the acquisition design: a linear array alongside a road with cars
travelling parallel to the array. Then we show another virtual source response estimator,
the cross-coherence, that produces results with weaker artifacts.

NOISE SOURCE ANALYSIS

The defining feature of this dataset is the presence of vehicular traffic on Farmer’s Loop
Rd, largely cars and trucks, as seen in Figure 2. These are the strongest noise source in all
recordings because only daytime recordings are available. Using these recordings in combi-
nation with spectral stacks, we were able to pin down which channels correspond to each
part of the geometry. For example, the long mostly straight line closest to the road starts
with channel 535 on the south end, and extends to channel 1135 on the north end. The
channels immediately before and after this line are in the opposite direction, so a single car
creates a V shape in the raw data as it approaches either end of the array.

The vast majority of the noise is between 3 and 50 Hz, with most noise concentrated in the
3 to 25 Hz band, as seen in Figure 3. The increase in intensity with frequency is because the
interrogator unit measures strain rate traces (where that derivative multiplies the spectral
amplitudes by the frequency ω). Another dominant feature (secondary to the cars) is the
striping effect, which has been previously observed and is likely due to differences in the
laser over different pings of the cable (stripes on all channels at once) and the conversion
from optical to acoustic information (stripes on a single channel) (Ajo-Franklin et al., 2015;
Martin et al., 2015).

To study where energy was coming from, we performed beamforming along the long line
closest to the road. The formula used was based on Rost and Thomas (2002):

b(vy) = |
∑

t

∑
r

dr(t+ (yr − yc)vy)|, (1)

where vy is any velocity of interest in the north-south direction, yc the position of the center
of the array, dr the data recorded by receiver r at position yr, and t time. This formula
results in high b values for velocities at which there appears to be significant seismic energy
propagation.

With the convention that positive velocities correspond to energy coming from the south,
it is apparent that beamforming of the recorded broadband signals tend to have more energy
coming from the south during most one minute recordings, as seen in Figure 4. Fairbanks is
to the south of the array, so it makes sense that more noise would come from this direction.
To get a better handle on how much energy of what type is coming from different directions,
we performed beamforming on bandpassed signals, as in Figure 5.

It is possible, although not fully established, that the energy below 2.5 Hz is the veloc-
ity of a car moving by, and not actually energy from propagating surface waves. Between
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Figure 2: Several vehicles are seen passing by the array during a two minute period. First,
two trucks (starting about 15 and 30 seconds into the recording) drive towards the south at
roughly 22 m/s. Then several more cars including a larger truck drive towards the north.
The V shapes are due to the array geometry. [CR] eileen1/. trucksPassingBy
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Figure 3: For each channel, the spectrum stacked over a 1 hour 45 minute period during
the day is shown. Nyquist frequency is 500 Hz (left) but most noise was concentrated in
the 3 to 25 Hz band (right). [CR] eileen1/. stackedSpectrum,zoomedStackSpectrum
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2.5 and 15 Hz, the frequency bands that dominate the spectrum, we see a little more energy
coming from the south than from the north. In the 2.5-5 Hz range, we see peaks around
600-800 m/s, but there is much less energy in this bandwidth. These beamforming results
also suggest that in the 5-20 Hz range we expect to primarily have velocities around 300 to
500 m/s, which are reasonable for Rayleigh waves. Above 20 Hz, the beamformed energy
decays a bit, and peaks occur in the 500-700 m/s range.

CROSS-CORRELATION ANALYSIS

A standard tool for estimating virtual source responses is the cross-correlation of filtered
data recorded at all receivers with the receiver acting as a virtual source. To get good quality
virtual source response estimates, it is standard to follow steps like bandpassing, whitening
the spectrum of each trace, and performing temporal normalization (Bensen et al., 2007).
We tried a variety of combinations of filtering procedures, but still cross-correlations of
even a short time period showed unusual features that looked like copies of the expected
cross-correlation at other time lags.

One procedure involved despiking the data to remove some optical noise, bandpassing (with
taper) between 3 and 50 Hz, spectral whitening (up to a threshold set by the largest 80%
of frequency bins), temporal normalization (by average amplitude in a moving window that
is twice the longest period of interest). A result of this procedure for ten minutes of data
is shown in Figure 6, and these effects tended be coherent, so they would get stronger as
more time was stacked. This shows strong infinite velocity events as vertical lines, but these
features can easily be removed with an FK filter, as is done in the remainder of this report.

We hypothesize that these unusual effects are due to the fact that we collect a lot of noise
from car sources which are highly correlated in time. One part of this is that there are two
axles on cars which causes a bit of ringing at short time lags. Another is that many cars will
hit the same bumps in the road at the same distance apart, and these bumps act as little
point sources within the array, which can cause extra copies of the cross-correlation. This
is similar to the effect of roads within the array in Chang et al. (2014). Further modeling
is being pursued to understand these issues.

To reduce the car noise while not throwing out too much data, we hand-picked an hour
of noise (out of three hours of noise) that only contained no more than 1 car passing the
array at a time. We have since developed an image tracking tool to automatically detect
and mute cars in the near-field of any channel. Results of cross-correlation of this hour of
noise with limited cars (with the same filtering, and damping of infinite velocity events after
cross-correlation) are seen in Figure 7.

CROSS-COHERENCE

Although cross-correlations are a common tool in ambient noise, and we were able to improve
results by reducing the amount of car energy parallel to the array, there are other methods
including cross-coherence and deconvolution that can be used to estimate virtual source
response estimates. The results in Nakata et al. (2012) suggest that cross-coherence was a
more effective method than cross-correlation or deconvolution for ambient noise generated
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Figure 5: Beamforming results of bandpassed ambient noise were stacked over a 2 hour
window for velocities between -1000 and 1000 m/s (skipping 0 velocity). First row: (left) 0.1
to 2.5 Hz, (right) 2.5 to 5.0 Hz, second row: (left) 5.0 to 7.5 Hz, (right) 7.5 to 10.0 Hz, third
row: (left) 10.0 to 12.5 Hz, (right) 12.5 to 15.0 Hz, fourth row: (left) 15.0 to 20.0 Hz, (right)
20.0 to 25.0 Hz. [CR] eileen1/. beam1,beam2,beam3,beam4,beam5,beam6,beam7,beam8
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Figure 6: A cross-correlation of ten minutes of noise including any cars that were driving by
shows extreme ringing and what looks like extra copies of the main virtual source response
estimate. [CR] eileen1/. xcorrWithCars
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Figure 7: Cross-correlations are shown that estimate virtual source re-
sponses at channels 745 (top) and 844 (bottom). These are shown at a
higher clip level (left) and a lower clip (right) to emphasize artifacts. [CR]
eileen1/. xcorr745,xcorr745clipped,xcorr844,xcorr844clipped
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in the 12-16 Hz band from nearby roads. In particular, ’ringing’ artifacts in the response
estimates were reduced, although their roads intersected their array perpendicularly. Cross-
coherence between receivers A and B at frequency ω is defined as:

d̂A(ω)d̂∗B(ω)

|d̂A(ω)||d̂B(ω)|
(2)

where d̂A is the spectrum of the data recorded at receiver A. It is quite similar to cross-
correlation, but does not require us to go to such great lengths to whiten and normalize the
data before comparisons. We performed cross-coherence with no filtering on the 1 hour of
hand-picked data windows with 1 or 0 cars in them, and were able to get better results than
with cross-correlation that followed several filtering steps. After cross-coherence, infinite
velocity events (due to optical noise occuring on all channels at once) were damped by a
factor of 100, and the results are seen in Figure 8. The most noticeable improvement is
that a faster event (slightly above 500 m/s) can be easily picked while it was not visible at
all in the cross-correlations. This event tends to have more energy traveling from southern
channels to northern channels, which is consistent with beamforming results.

One way to improve on these dispersion images is to assume spatial stationarity within
small windows, then stack cross-coherence response estimates over a small number of nearby
receivers (with the virtual sources lined up and channels shifted). This is not unreasonable
considering that DAS channels already overlap. As seen in Figure 9 compared to Figure 8(d),
some of the noise starts to cancel out even with just 5 neighboring virtual source response
estimates stacked, although there still appear to be some artifacts, in particular the 0 time-
lag crossing around channel 930-950.

Note that to get dispersion images, we can use cross-coherences, although the cross-
coherences shown here were primarily for the purpose of quality control. The source spec-
trum information can be factored out of all cross-coherences, so it is easy to extend the
O(n) dispersion images algorithm from cross-correlations to cross-coherences (and even to
deconvolution strategies) (Martin, 2015).

FUTURE WORK

We are currently developing synthetic models that recreate some of the artifacts observed
in our virtual source response estimates. We are also refining the cross-coherence procedure
to include a few filters like despiking and bandpassing that may improve the quality of
the response estimates without overly modifying the data, and investigating deconvolution
as an alternative. Once we have investigated whether a few more modifications can clean
up the virtual source response estimates further, we look forward to calculating dispersion
images so that we can perform surface wave inversion in the dispersion domain. Currently
we only use information from the line closest to the road, but there are a few hundred
channels away from the road at angles and parallel to the long line that we have not yet
incorporated into this analysis.

CONCLUSIONS

This study revealed the difficulties of extracting virtual source response estimates from data
collected by a linear DAS array running parallel to a road. In particular, apparent copies of
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Figure 8: Cross-coherences at six virtual sources along the line closest to the road
stacked over 1 hour of windows picked as having 0 or 1 cars at a time. [CR]
eileen1/. xcoher545,xcoher645,xcoher745,xcoher845,xcoher945,xcoher1045
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Figure 9: Virtual source response estimates for channels 843 to 847 based on 1 hr of
limited car time windows were shifted to center on channel 845 then averaged. [CR]
eileen1/. stackXCoherAround845

Green’s functions appeared in virtual source response estimates. Cross-coherence, even with
no filtering, performed much better than cross-correlations with standard filters applied in
that cross-coherence estimates had less noticeable artifacts.
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Multicomponent ambient noise cross-correlation at Forties

Jason P. Chang

ABSTRACT

Using the passive portion of the continuous recordings from the Apache Forties data
set, I characterize the marine ambient noise field and perform ambient noise cross-
correlations on multicomponent ocean-bottom node data. Spectrograms from nodes
near and far from the operating platform suggest that the platform dominates the
ambient noise field for frequencies up to 40 Hz, particularly in the vertical geophones.
Plots of spectral power at each node as a function of distance from the operating
platform support this observation. Beamforming of the ambient noise field across
different subsections of the array confirms this widespread influence of the platform. As
Love waves often have higher signal-to-noise ratio than corresponding Rayleigh waves,
I apply the ambient noise cross-correlation method to multicomponent ocean-bottom
node recordings. In the microseism band, I am able to recover coherent Scholte waves
in the radial-radial correlations and coherent Love waves in the transverse-transverse
correlations. For frequencies between 5 and 10 Hz, Love-wave energy appears to be just
as coherent as Scholte-wave energy. Additionally, there are signs of an acoustic wave
traveling on the hydrophone and vertical geophone components at very high frequencies
(40− 80 Hz). The presence of these acoustic waves is potentially promising for future
work in passive fathometry.

INTRODUCTION

A number of studies have shown that an estimate of the interface-wave portion of the
Green’s function between two receivers can be obtained by cross-correlating simultaneous
recordings of ambient seismic noise at those receivers (Lobkis and Weaver, 2001; Snieder,
2004; Wapenaar, 2004). The resulting travel times of these waves are then often used to
tomographically image the Earth’s subsurface. While most of the successful applications
of this technique have occurred at the regional and continental scales (e.g., Shapiro et al.,
2005; Yang et al., 2008; Bensen et al., 2008), there have been more recent breakthroughs
at the local scale. In the land environment, Lin et al. (2012) used energy in the microseism
band (between 0.1 and 2.0 Hz) to image the subsurface down to hundreds of meters, while
Chang et al. (2016) used traffic energy around 3 Hz to image the subsurface down to tens
of meters at Long Beach, California. In the marine environment, de Ridder and Dellinger
(2011) and Mordret et al. (2013) processed ocean-bottom cable recordings of ambient noise
to recover inter-station Scholte waves in the microseism band at the Valhall oil field, which
were then used to tomographically image the reservoir overburden. Additionally, Mordret
et al. (2013) recovered Love waves generated by the operating platform (3 to 29 Hz), and
subsequently used those events to produce an S-wave depth profile along a seismic line.

Given that Love waves have displayed higher signal-to-noise ratio than Rayleigh waves
at high frequencies (e.g., Lin et al., 2008; Mordret et al., 2013), I build on my previous
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report (Chang, 2015) and apply the seismic interferometry technique to multicomponent
recordings of ambient noise from a small array of ocean-bottom nodes (OBNs) in the North
Sea. First, I provide a brief summary of the OBN array and its continuous recordings.
Second, I examine the temporal and spatial characteristics of the ambient noise field over
a broad frequency range using three methods: spectrograms, plots of spectral energy as a
function of distance from the operating platform, and beamforming. Third, I provide an
overview of ambient noise cross-correlation with multicomponent data. Finally, I apply the
technique to the multiple components of the OBNs at Forties to obtain estimates of inter-
station Green’s functions over a wide range of frequencies. I am able to recover Scholte
waves, Love waves, and an apparent acoustic wave.

CONTINUOUS RECORDINGS FROM FORTIES

The Forties data set, provided to SEP by the Apache Corporation, consists of three groups
of OBNs centered at three different platforms in the North Sea. The four-component nodes
were deployed as part of an active seismic survey aimed at imaging shallow gas pockets
that could pose potential drilling hazards. The nodes were continuously recording, and
because active seismic shooting had to be suspended for a couple of days due to rough
weather conditions, there is enough ambient noise data to perform seismic interferometry.
Furthermore, stormy weather conditions tend to increase the upper limit of the microseism
energy (de Ridder and Dellinger, 2011), which is ideal for ambient noise cross-correlations
given the limited aperture of each OBN cluster.

For this study, I examine all four components of the Bravo group of OBNs. This cluster of
OBNs consists of 52 nodes arranged in a hexagonal shape and centered around an operating
platform (Figure 1). The average node spacing is 50 m, and the maximum array offset is
approximately 400 m. Each node continuously records for approximately four days at 2 ms
sampling and is located roughly 120 m below the sea surface. To prepare the recordings for
ambient noise processing, I round the start times up to the nearest quarter of an hour and
round down the end times to the nearest quarter of an hour. These times are not the same
for all nodes, as they were not all deployed and operating simultaneously.

Figure 1: Map of OBNs in the Bravo
array. The platform is in the cen-
ter of the array. Red dots indi-
cate virtual source locations. They
are also the nodes that were used
to compute spectrograms. The ma-
genta nodes to the south and the
green nodes to the east are used
for beamforming analysis. [ER]
jasonpc1/. map-total2
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AMBIENT NOISE CHARACTERIZATION

In theory, noise sources must be evenly distributed around the receivers, excite all wave
modes with equal energy, and be uncorrelated to accurately estimate Green’s functions
from ambient noise (Lobkis and Weaver, 2001; Wapenaar, 2004). As these conditions are
rarely met in practice, an understanding of the ambient noise field is required for interpreting
field data results of the ambient noise cross-correlation method. Here, I characterize the
ambient noise field in three ways: spectrograms, spectral energy as a function of offset from
the operating platform, and beamforming.

Spectrograms

The spectrograms for the hydrophone and vertical component geophones in Chang (2015)
showed that microseism energy (< 1 Hz) was fairly consistent in strength across all nodes,
and that platform energy had a strong influence at frequencies between 4 and 8 Hz. Here, I
examine the same spectrograms for the full frequency range (up to 250 Hz). I use the same
procedure as outlined by Chang (2015).

In all spectrograms, the times of active seismic shooting are clear (short periods around
days 109.5 and 110, and from days 111.7-112.5). On the hydrophone components, we see
slightly more seismic energy below 40 Hz when the node is near the platform (Figure 2(b))
than when the node is far away from the platform (Figure 2(a)). The same trend is more ap-
parent in the vertical geophones near (Figure 2(d)) and far (Figure 2(c)) from the platform.
Because vertical component geophones are typically more sensitive to interface waves than
hydrophones (since geophones are coupled to the ground while hydrophones are coupled to
the water), it is very likely that the platform is generating interface waves. Above 40 Hz,
the seismic energy is roughly the same across corresponding node components, suggesting
that the influence of the platform is greatly diminished at these frequencies. It is interesting
to note that the trends in seismic energy are not the same across quiet periods (times of
no active seismic shooting). In particular, the quiet period between days 110.4 and 111.3
show relatively high energy up to 80 Hz before tapering off as frequencies increase. This
is a different trend than most of the other quiet periods, which display consistent seismic
energy across the full frequency range. The presence of seismic energy at high frequencies
during supposed quiet periods could be due to distant active seismic shooting at other ar-
rays. Overall, these spectrograms suggest that the influence of the platform extends up to
at least 40 Hz, particularly in the vertical geophones. Above 40 Hz, seismic energy is more
homogeneously distributed in space.

Platform influence

To gain a better sense of the influence of the platform over all nodes, I plot average spectral
power as a function of node distance from the platform over a number of frequency ranges.
Spectra are calculated from 30 minutes of recordings starting at Julian day 110.167. Looking
from 1.5-2.0 Hz and 5-10 Hz (Figure 3; first and second columns, respectively), we see that
average power tapers off as a function of distance from the platform. This supports our
belief that the differences in signal power in the spectrograms are caused by the platform.
When looking at frequencies between 20 and 40 Hz, the influence of the platform begins
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(a) (b)

(c) (d)

Figure 2: Full-frequency spectrograms computed at two nodes (indicated by red dots in
Figure 1). Hydrophone component for (a) western node and (b) eastern node. Ver-
tical component for (c) western node and (d) eastern node. The western node is to
the west of the operating platform in the center of the array. Warmer colors indicate
higher power. Colors in all plots are clipped the same and are shown in log scale. [ER]
jasonpc1/. sp1H,sp2H,sp1V,sp2V
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to differ depending on the node component. In the hydrophone (Figure 3(c)) the influence
of the platform is not very apparent, while in the vertical geophone (Figure 3(g)) the
influence of the platform is still clear. Again, both results support the observations from
the spectrograms and suggest that the platform has more influence on the vertical geophone
than the hydrophone. For frequencies between 40 and 100 Hz, both components show little
influence from the platform, suggesting that there is no strong, localized source at such high
frequencies. Overall, these results show that the differences in power in the spectrograms
can be attributed entirely to the platform.

(a) (b) (c) (d)

(e) (f) (g) (h)

Figure 3: Average spectral power in the hydrophone component (top row) and vertical
geophone (bottom row) as a function of distance from the operating platform. First col-
umn: 1.5-2.0 Hz. Second column: 5-10 Hz. Third column: 20-40 Hz. Fourth column: 40-
100 Hz. [CR] jasonpc1/. p1H,p2H,p3H,p4H,p1V,p2V,p3V,p4V

Beamforming

To determine whether there is any coherent platform energy traveling across the array, I
perform plane-wave beamforming (Rost and Thomas, 2002) on 30 minutes of ambient noise
recorded by the full array and two subarrays: one south of the platform and one east of
the platform (Figure 1). Beamforming of longer recordings did not produce significantly
different results. The locations of high amplitudes in the beamforming output reveal the
direction from which coherent energy is propagating and at which horizontal slowness it is
traveling. Energy along the edges of the plots are spatial aliasing artifacts. Here, I show
only the hydrophone results, as the vertical geophone results are very similar.

Beamforming of ambient noise at 1.5-2.0 Hz recorded by the full array (Figure 4(a))
reveals a centered ring of energy and an impulse at zero slowness. The former observation
suggests that energy arrives at the array from all directions at approximately 250 m/s, while
the latter observation suggests that there is energy reaching all nodes at the same time.
However, both these trends disappear when performing beamforming on the two subarrays.
Instead, coherent ambient noise at subarrays south (Figure 4(b)) and east (Figure 4(c)) of
the platform appear to arrive from the general location of the platform. These events are
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(a) (b) (c)

(d) (e) (f)

Figure 4: Beamforming results for ambient noise recorded on the hydrophone compo-
nent. Top row: 1.5-2.0 Hz. Bottom row: 5-10 Hz. Left column: using recordings from
all nodes. Middle column: using recordings from southern subset of nodes. Right col-
umn: using recordings from eastern subset of nodes. Warmer colors correspond to higher
beam power. Color in each panel is clipped independently to enhance features. [CR]
jasonpc1/. bl1H,bl2H,bl3H,bh1H,bh2H,bh3H

likely to be platform-generated interface waves traveling at 250 m/s. Because beamforming
assumes that the sources of energy are outside the array, the results when using the full
array are deceiving due to the presence of the platform in the center of the array. Thus,
at this frequency range, it appears that energy is dominated by platform-induced interface
waves.

Since we see the influence of the platform at low frequencies, I attempt to find coherent
energy emanating from the platform at higher frequencies. Beamforming of ambient noise at
5-10 Hz over the full array (Figure 4(d)) reveals a sharp impulse at zero slowness. Because
the platform is in the middle of the array, we cannot trust the features seen in this result.
However, when looking at the subarrays to the south (Figure 4(e)) and east (Figure 4(f)) of
the platform, we observe similar patterns of streaks. Since the orientation of these streaks
are aligned roughly with the orientation of the nodes, we are likely seeing artifacts related
to the acquisition geometry. Regardless, there appears to be very little coherent energy at
these high frequencies. Overall, the analysis of the ambient noise field at Forties suggests
that nearly all the energy from 2-40 Hz in the hydrophone and vertical geophone components
emanates from the operating platform.

MULTICOMPONENT SEISMIC INTERFEROMETRY

Understanding that the platform is the main source of noise at frequencies above 2 Hz,
I apply the ambient noise cross-correlation technique to all components of the data. For
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each of the four components (hydrophone; vertical, north, and east geophones), I follow
a processing step very similar to the one outlined by Chang (2015). First, I ensure that
the recordings are synchronized in time and remove all spurious nodes (leaving 49 of 52
nodes). I then divide the recordings into 30-minute time windows with 50% overlap. This
differs from the two-hour time windows used by Chang (2015). I use shorter time windows
here because cross-correlating shorter, overlapping records and then summing them leads to
more rapid convergence than when cross-correlating longer recordings (Seats et al., 2012).
Because there are only about two days of passive data, using smaller windows is particularly
advantageous; here I use 209 time windows. Next, I perform ambient noise cross-correlation
by calculating the averaged whitened coherency between each pair of nodes for each time
window. In the frequency domain, the procedure is generally expressed as:

[G(xB, xA, ω) +G∗(xB, xA, ω)] =
〈(

U(xB, ω)
{|U(xB, ω)|}

)(
U∗(xA, ω)
{|U(xA, ω)|}

)〉
, (1)

where G is the Green’s function between two receiver locations (xA, xB), U(x, ω) is the
spectrum of the wavefield at a given receiver location x, ∗ is the complex conjugate, 〈·〉 is
the time-averaged ensemble, | · | is the magnitude of the spectrum, and {·} is a 0.003 Hz
running window average used for normalizing the signal. In the case of the horizontal geo-
phone components, this procedure differs slightly in that the north and east components
are whitened together instead of individually. In particular, I choose to whiten both com-
ponents by their average smoothed spectrums. This step maintains the commutativity of
any rotation operator, which helps save computational time by delaying the rotations until
after correlating the signals.

Chang (2015) attempted to extract Scholte waves generated by the platform in the
hydrophone and vertical geophone components. Though there was correlating energy, it
was too noisy to interpret at high frequencies. Because other studies have suggested that
Love waves can have higher signal-to-noise ratios than Rayleigh (or Scholte) waves (e.g., Lin
et al., 2008; Mordret et al., 2013), I examine correlations in the transverse (T ) and radial
(R) components for each node in hopes of extracting clear seismic events generated by the
platform. To obtain correlations in these components for a single node, I transform them
from the east (E) and north (N) component correlations using:[

TT
RR

]
=

[
−cos(θ)cos(φ) cos(θ)sin(φ) −sin(θ)sin(φ) sin(θ)cos(φ)
−sin(θ)sin(φ) −sin(θ)cos(φ) −cos(θ)cos(φ) −cos(θ)sin(φ)

]
EE
EN
NN
NE

 , (2)

where θ is the inter-station azimuth and φ is the corresponding back-azimuth (Lin et al.,
2008). These angles are defined by setting the first station as the source location and the
second station as the receiver location. After this rotation, I expect to observe Love waves
in the transverse component and Scholte waves in the radial component.

Correlating one node with all other nodes creates a virtual source gather. I first examine
correlations between the two nodes near and far from the platform (red dots in Figure 1)
and all nodes between 1350 and 1500 m in the north-south direction. Gathers are sorted
by virtual source-receiver offset in the east-west direction. Looking at correlations in the
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microseism band (0.5-1.0 Hz), we see coherent events in all gathers and components (Fig-
ure 5). Given that interface waves typically dominate the energy in the microseism band,
we are likely seeing Love waves in the transverse component (Figure 5; top row) and Scholte
waves in the radial component (Figure 5; bottom row). Though Chang (2015) mentioned
that offsets at Forties were too short to reliably pick travel times of these events, these
coherent correlations at least suggest that the rotation into the transverse and radial com-
ponents is reasonable. In correlations from 5-10 Hz, we see noisy but coherent patterns
(Figure 6) that are indicative of localized noise sources. Looking at the gather where the
virtual source is to the west of the platform (Figure 6; left column), most of the energy is at
acausal times, with a corner point around receiver index 14. In these plots, the zero-offset
trace is receiver index 2. The corner point corresponds to the approximate offset of the
platform from the virtual source location. When the virtual source and the receiver are on
the same side of the platform, the corresponding acausal energy represents energy traveling
from the platform toward the virtual source. The similar moveout pattern for correlations
between nodes on opposite sides of the platform is characteristic of active noise sources.
Looking at the gather where the virtual source is at the platform (Figure 6; right column),
we see that there is clear moveout from the virtual source location (receiver index 16) at only
causal times. Since causal energy corresponds to energy traveling outward from the virtual
source location, this pattern supports the belief that the correlations at these frequencies
are dominated by energy generated by the platform. Given travel times of approximately
2 s over a distance of 200 m (the distance between the farthest node and the platform),
I estimate these events to be traveling at approximately 100 m/s. Thus, the energy from
the platform is likely appearing in the correlations as interface waves (Love waves in the
transverse component and Scholte waves in the radial component).

Because I have a small array that may be able to capture very high-frequency events,
I examine correlation results from hydrophones and vertical geophones for frequencies be-
tween 40 and 80 Hz. Unlike with the previous virtual source gathers, I plot correlations as
a function of absolute offset between the virtual source and receiver to make it easier to
identify any event. From hydrophone component correlations (Figure 7; top row), we are
able to see a noisy event with a moveout of approximately 1350 m/s (given an estimated
arrival time of 0.3 s at a receiver 400 m away for the western virtual source and an estimated
arrival time of 0.15 s at a receiver 200 m away for the eastern virtual source). This event
also appears in the vertical geophone correlations (Figure 7; bottom row), although it is
even noisier than the hydrophone correlations. This event has a velocity close to that of
water and is stronger in the hydrophone component, which suggests that this event is an
acoustic wave. Given that most of the energy is at acausal times when the virtual source
is west of the platform (Figure 7; left column), and that most of the energy is at causal
times when the virtual source is at the platform (Figure 7; right column), it is likely that
this apparent acoustic wave is also generated by the platform.

DISCUSSION

In all my analyses, it is clear that the platform dominates the ambient noise field. The
ambient noise analyses suggest that the influence of the platform goes up to 40 Hz, and my
ambient noise cross-correlations suggest that the platform is generating coherent seismic
signals up to 80 Hz. However, though we observe coherent interface waves in the radial and
transverse components, these noisy events need further analysis to verify their reliability.
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(a) (b)

(c) (d)

Figure 5: Virtual source gathers in the microseism band (0.5-1.0 Hz). Top row: transverse-
transverse correlations. Bottom row: radial-radial correlations. Left column: node west of
platform (zero-offset trace is receiver index 2). Right column: node near platform (zero-
offset trace is receiver index 16). [CR] jasonpc1/. lwT,leT,lwR,leR
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(a) (b)

(c) (d)

Figure 6: Virtual source gathers from 5-10 Hz. Top row: transverse-transverse correla-
tions. Bottom row: radial-radial correlations. Left column: node west of platform (zero-
offset trace is receiver index 2). Right column: node near platform (zero-offset trace is
receiver index 16). The moveout velocities of these events are approximately 100 m/s.
[CR] jasonpc1/. hwT,heT,hwR,heR
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(a) (b)

(c) (d)

Figure 7: Correlations showing an apparent acoustic wave at frequencies 40-80 Hz. Top row:
Hydrophone-hydrophone correlations. Bottom row: Vertical-vertical geophone correlations.
Left column: node west of platform. Right column: node near platform. The moveout
velocities of these events are approximately 1350 m/s. Note the change in the time range
compared to the previous virtual source gathers. [CR] jasonpc1/. awH,aeH,awV,aeV
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While Love waves typically travel faster than Scholte waves at a given frequency, it appears
that they are traveling slightly slower in these gathers. However, given the noisy signal
and limited maximum offset, estimating velocity directly from these gathers is unreliable.
It does appear, though, that the Love-wave event has a higher signal-to-noise ratio than
the Scholte-wave event. This observation is consistent with results from Lin et al. (2008)
and Mordret et al. (2013). Overall, it is promising that there is apparent interface-wave
energy at such high frequencies. Given the limited aperture of the array, high-frequency
interface waves (and the associated short wavelengths) will be needed to perform any sort
of tomography procedure.

Additionally, it is potentially promising that there are signs of an acoustic wave in the
correlations for passive fathometry. Briefly, passive fathometry relies on down-going acous-
tic waves generated by the sea surface and their reflections to obtain a shallow reflection
profile (Gerstoft et al., 2008; Siderius et al., 2010). Essentially, the process involves a cross-
correlation of up- and down-going passive energy. The presence of a passively-generated
acoustic wave (likely generated by the platform) is encouraging for any search for vertically-
propagating acoustic waves. Perhaps such an event could be generated by waves breaking
strongly against the platform. Note that the acoustic wave in my correlations is likely close
to horizontally propagating, though, given that the approximate velocity is slightly less
than water velocity. This sort of event would be noise in passive fathometry. Regardless, it
is promising that there appears to be passively-generated acoustic waves at Forties.

CONCLUSIONS

The location and geometry of the Apache Forties OBN survey allows for the application
of the high-frequency, multicomponent ambient noise cross-correlation technique. Spec-
trograms and plots of spectral power as a function of distance from the platform suggest
that the operating platform dominates the ambient noise field for frequencies up to 40 Hz.
Additionally, the influence of the platform at these frequencies is stronger in the vertical
geophone than the hydrophone, which indicates that the platform is primarily generating
interface waves. Beamforming of the ambient noise field recorded by subarrays also indicate
the strong influence of the platform. From correlations in the transverse and radial com-
ponents, we see indications of Love waves and Scholte waves, respectively, between 2 and
10 Hz. Though they are noisy, particularly at high frequencies, they are clearly generated
by the platform and are potentially useable in a tomography procedure. From 40-80 Hz,
there are apparent acoustic waves in the hydrophone and vertical geophone components.
The presence of passively-produced acoustic waves is promising for passive fathometry.
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Noise gradiometry and wavefield reconstruction inversion

Biondo Biondi

ABSTRACT

Noise gradiometry is a special case of wavefield reconstruction inversion when the prop-
agating wavefield is recorded at every point within the domain of interest. In this favor-
able, but typically unrealistic, case the method provides accurate and high-resolution
estimates of seismic velocities. It can recover both the short and long wavelengths of
unknown velocity perturbations. However, if the data are irregularly sampled, or the
recording is limited to the boundary of the domain (surface), the quality of the velocity
estimate depends on the quality of the wavefield reconstruction. A simple synthetic-
data example in which the wavefield is randomly subsampled by a factor of two shows
the challenges encountered by the method by poor reconstruction of the wavefield.

INTRODUCTION

In a recent report de Ridder and Biondi (2014) introduced the idea of “chaotic gradiome-
try” (then renamed noise gradiometry (NG) in de Ridder and Biondi (2015)) to estimate
wave-propagation velocity from surface-waves noise recorded by dense arrays. The method
is attractive because it requires much shorter recordings to converge towards good velocity
estimates than conventional methods based on seismic interferometry followed by tomog-
raphy (de Ridder, 2014), and is much less computationally expensive than conventional
methods. The major limitation of the new method is that it requires a dense and fairly
regular array. Furthermore, it assumes that surface wave-propagation is accurately modeled
by the 2D scalar constant density wave-equation defined at the Earth’s surface, therefore
limiting its applicability for imaging a highly heterogeneous subsurface using surface waves.
To overcome these limitations, I explore the connections of NG with wavefield reconstruc-
tion inversion (WRI) as introduced by van Leeuwen and Herrmann (2013). WRI attempts
to image acoustic properties (e.g. velocity) in a volume by solving two combined estimation
problems: 1) reconstruct the complete wavefield that propagated in the volume, and 2) esti-
mate the acoustic parameters from the reconstructed wavefield. Indeed, noise gradiometry
can be seen as a special case of WRI when the wavefield is fully recorded, and therefore it
does not need to be reconstructed before estimating the wave-equation parameters.

The potential advantages of applying WRI concepts to generalize noise gradiometry are
that: 1) data recorded from irregular arrays may be used, and 2) near-surface heterogeneity
can be imaged directly by using the appropriate 3D elastic wave equation. Beyond passive-
seismic imaging, I am interested to investigate whether the method could be applied to
image near-surface heterogeneity from surface waves recorded by modern single-sensors
dense arrays during active experiments on land. Curtis and Robertsson (2002) presented
related ideas applied to the suppression of surface-waves in land data recorded using novel
acquisition geometries.
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The results of my limited numerical experiments confirm that NG, and thus WRI, can
be used to estimate propagation velocity very accurately from data recorded by a regularly
sampled array. However, my attempts to apply the method to irregularly sampled data have
not yielded yet as encouraging results as the ones from regularly sampled data. I attribute
these results to the failure of the reconstruction step, as I implemented it, to provide a
sufficiently accurate wavefield to the velocity estimation step.

FROM CHAOTIC GRADIOMETRY TO WAVEFIELD
RECONSTRUCTION INVERSION

The main idea behind noise gradiometry is very simple. If we know the wavefield at every
location in a volume (or surface in 2D), the velocity (or slowness) at every point in the
domain can be estimated as the ratio between the second time derivatives and the Lapla-
cian of this wavefield. The estimates of this ratio might be noisy because of numerical
approximations in the computation of the time and spatial derivatives and because of noise
in the data. However, if we have sufficiently long recordings, and can assume that velocity
is stationary in time, we can take advantage of the redundant information over the time
axis to intelligently “average ” the quantities measured from the data over time and derive
a stable estimator (de Ridder and Biondi, 2015).

A little more formally, we can start from the scalar acoustic wave equation without
sources; that is,

s (~x)2
∂2p (t, ~x)
∂t2

−∇2p (t, ~x) = 0, (1)

where p is the pressure field defined at time t and position ~x, and s is the slowness function,
that we assume is heterogeneous in space but stationary in time. Ignoring the source term in
the equation is reasonable in passive imaging when we image microseism energy generated
far away from the recording array. When the data, d (t, ~x) were generated by active sources
placed within the recording array, the source term could be easily introduced in 1.

If the recorded data, d (t, ~x), sample the wavefield at every point in the domain, the
slowness-squared function can be estimated at each point in the domain by

s (~x)2 =

〈
∇2d (t, ~x)

∂2d(t,~x)
∂t2

〉
, (2)

where the symbols 〈 〉 indicate an appropriate average in time to stabilize the velocity
estimate.

If we discretize the wave equation in time and space, equation 1 can be written as:

A
(
s2
)
p = 0, (3)

where A is the discretized wave-equation operator, s2 is the vector representing the slowness-
squared uniformly distributed in space, and p is the pressure field vector.

Equation 3 immediately suggests an optimization-based approach to estimate the slowness-
square vector that is equivalent to NG; we can estimate s2 by solving the following mini-
mization problem

min
s2

JCG

(
s2
)
, (4)
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with
JCG

(
s2
)

=
∥∥A (s2)d∥∥2

2
, (5)

where d is the vector of recorded data that we assume have been recorded everywhere in the
domain, or at least sampled densely enough not to be spatially aliased. The optimization
problem formulated in 5 can be solved iteratively with a conjugate-gradient algorithm. Since
this solution is iterative and not direct, like the one in equation 2, I will refer to this method
as iterative NG (ING).

Wavefield Reconstruction Inversion

Wavefield Reconstruction Inversion was introduced as a (potentially more robust) alterna-
tive to conventional full waveform inversion (FWI) (van Leeuwen and Herrmann, 2013; van
Leeuwen T. et al., 2014). In WRI the velocity estimation problem is posed as the following
minimization problem:

min
p,s2

JWRI

(
p, s2

)
, (6)

with the objective function that is a function of both the slowness-squared vector s2 and
the wavefield p, and is defined as

JWRI

(
p, s2

)
= ‖Kp− d‖22 + λ

∥∥A (s2)p∥∥2

2
, (7)

where K is a data-sampling operator. This minimization problem can be solved, as sug-
gested by van Leeuwen T. et al. (2014), by the following procedure. We first minimize both
terms in equation 7 as a function of p, given an initial estimate of slowness-squared vector
(s2o), and obtain an estimated wavefield p̃. We can then update s2 by minimizing the second
term in equation 7 with p̃ in place of p. If needed, we could iterate on this “alternating
directions” algorithm.

In the special case when we record the data at every point in the domain of interest (i.e.
K ≡ I), we set p = d, and the objective function simplifies into the iterative NG objective
function 5.

My numerical experiments indicates that the reconstructed wavefield obtained by the
first step of the process may be severely degraded by short-wavelength noise. I therefore
added a regularization term to the objective function in 7 and minimized the following
regularized objective function:

J
ŴRI

(
p, s2

)
= ‖Kp− d‖22 + λ

∥∥A (s2)p∥∥2

2
+ ε
∥∥∆s2

∥∥2

2
, (8)

where ∆ is a discretized version of the Laplacian operator.

It is important to notice that if we minimize the WRI objective function using gradient-
based optimization methods we only need to apply the operator A and its Fréchet-derivatives
operator with respect to slowness-squared (Gs2); these operators act locally on the wave-
fields and slowness-squared. The computational cost of applying A and Gs2 is much lower
than the one associated with the computation of gradients in conventional FWI because
WRI gradients do not require wavefield propagation. Therefore, for time-domain solutions
we do not have to worry about imposing a sufficiently small time-stepping interval to ensure
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stability as we must do when propagating wavefields using efficient explicit finite-differences
propagators.

The field-data results presented in de Ridder and Biondi (2015), and the results of the
numerical experiments presented in the next sections, indicate that NG is quite robust with
respect to arbitrary wavefield blending; that is, when the data are generated by sources
overlapping in time. The reason for this attractive property is not obvious because the
gradient with respect to the model parameter contains crosscorrelations between wavefields,
much like the FWI gradients. Consequently, the gradient contains cross-terms between the
blended wavefields. The reasons why the results shown in this paper seem to demonstrate
that the cross-terms in the gradient do not derail the inversion deserve further analysis. One
intuitive explanation might be the fact that the Laplacian and the second time derivative
in equation 2 are linear with respect to the wavefield, although the ratio is not.

SYNTHETIC DATA EXAMPLES

I tested the effectiveness of ING and WRI to estimate both short-wavelength and long-
wavelength velocity perturbations, with and without blended sources. In the first set of
experiments I assumed that the data were recorded at every point within the computational
grid, and then solved the optimization problem described in 4. In the last experiment I
randomly subsampled the recorded wavefield by a factor of two in space, and estimated both
the full wavefield and the velocity perturbations by minimizing the objective function 8.

In all my experiments I used the same constant-density wave-equation for both modeling
and inversion. Furthermore, the derivative operators discretization was also the same for
both the modeling and inversion phases. Therefore, I plead guilty of inverse crime.

Estimating short-wavelength velocity perturbations

Figure 1 shows the model used for testing the capability of ING to estimate short-wavelength
perturbations from reflections and diffractions. It shows the whole computational domain,
whereas Figure 2 shows the subset where I assume to have the data recorded at every point
within the domain.

Figure 3a shows a snapshot of the data generated by one source located at x=3.5 km
and y=1.5 km; that is, outside the window where the data were recorded. Figure 3b shows
the data recorded when three sources (including the one corresponding to the data shown
in Figure 3) were active; all sources were located outside the recording array.

Figure 4 shows the results of the ING estimation obtained by a few iterations of a
conjugate-gradient algorithm applied to the optimization problem described in 4. The
panel on the left (Figure 4a) was obtained by inverting the data recorded when only one
source was active (Figure 3a), whereas the panel on the right (Figure 4b) was obtained
by inverting the data recorded when three source were active (Figure 3b). Both inversion
results are accurate and high resolution.
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Figure 1: Model used to test the
capability of ING to estimate short-
wavelength perturbations from re-
flections and diffractions. [ER]
biondo1/. VelDat-Pos-ZIG-overn

Figure 2: Subset of the model
shown in Figure 1 where the
data were recorded. [ER]
biondo1/. Wind-VelDat-Pos-ZIG-overn

Figure 3: Snapshots taken at t=2.5 s of wavefields propagating through the model shown
in Figure 1 and generated with: a) one source, and b) three blended sources. All sources
are located outside the recording array. [ER] biondo1/. WData-VelDat-Pos-ZIG-overn
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Figure 4: Inversion results obtained by a few iterations of a conjugate-gradient algorithm
applied to the optimization problem described in 4 with data generated using: a) one source,
and b) three blended sources. [ER] biondo1/. InvGradio-Vel0-Pos-ZIG-unders-1-overn

Estimating long-wavelength velocity perturbations

Figure 5 shows the model used for testing the ability of the methods to estimate long-
wavelength perturbations by exploiting the bending and distortion of the propagating wave-
fields. Figure 5 shows the velocity model in the area where the data are recorded.

Figure 6a shows a snapshot of the data recorded corresponding to one source located at
x=3.5 km and y=1.5 km; that is, outside the window where the data are recorded. Figure 6b
shows the data recorded when three sources (including the one corresponding to the data
shown in Figure 6a) were active; all of them located outside the recording array. Notice
that the low-velocity anomaly is sufficiently strong to cause triplications in the propagating
wavefields. The snapshots shown in Figure 6 is taken just after one of the wavefields went
through a caustic.

Figure 7 shows the result of the ING estimation obtained by a conjugate gradient al-
gorithm solving the optimization problem described in 4 and applied to data generated by
three blended sources. Figure 7a shows the result after one iteration, whereas Figure 7b
shows the results after 10 iterations, when the optimization had reached full convergence.
The presence of caustics in the recorded wavefield creates artifacts in the first gradient,
however the method overcomes this challenge, and converges to an accurate solution after
only a few iterations. The artifacts related to the caustics are almost completely removed
and the estimated velocity is almost identical to the one in the model used to record the
data.

WRI applied to irregularly sampled data

The previous examples assumed that the wavefields were completely and regularly sampled
by the recorded data. Therefore, the wavefield reconstruction step of WRI was not re-
quired and simple ING could be used to estimate velocity perturbations. The next example
shows the result of applying both steps of the WRI alternating-directions algorithm outlined
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Figure 5: Model used to test
the capability of the methods to
estimate long-wavelength per-
turbations by exploiting the
bending and distortion of the
propagating wavefields. [ER]
biondo1/. Wind-VelDat-Neg-GAUSS-overn

Figure 6: Snapshots taken at t=2.6 s of wavefields propagating through the model shown
in Figure 5 and generated with: a) one source, and b) three blended sources. All sources are
located outside the recording array. [ER] biondo1/. WData-VelDat-Neg-GAUSS-overn

Figure 7: Results of ING estimation from data generated by three blended
sources (Figure 6b): a) after one iteration, and b) after 10 iterations. [ER]
biondo1/. Model-Gradio-Vel0-Neg-GAUSS-unders-1-overn
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above to an irregularly sampled dataset. First, I minimized objective function 8 to estimate
a fully-sampled wavefield vector p̃, assuming that s2o was uniform and corresponding to the
unperturbed velocity of 1 km/s. The starting model for this step was the original sub-
sampled data interpolated on the uniform grid by applying a simple bi-linear interpolator.
Second, I applied the second step of WRI to p̃ for estimating velocity perturbations.

Figure 8a shows the mask (K in equation 8) that I used to randomly subsample the
wavefield generated by three sources and propagating through the Gaussian anomaly shown
in Figure 5. Figure 8b shows a time snapshot of the subsampled wavefield; it compares with
Figure 6b that shows the snapshot at the same time, but before subsampling.

Figure 8: Mask used to subsample the wavefield before recording (panel a), and snapshot
of recorded data (panel b). [ER] biondo1/. Mask-Data-unders-2-overn

Figure 9a shows the estimated velocity model after 10 iterations of conjugate gradient
applied to the reconstructed wavefield p̃. This result is dominated by artifacts related to
the caustics in the wavefield and by short-wavelength noise. These artifacts could not be
attenuated even by using a large weight ε to the regularization term in 8. Unfortunately,
letting the conjugate-gradient optimization run for more iterations did not change the final
results. As it can be surmised from the residual curve shown in Figure 9b, the inversion
had reached a high plateau, and could not advance further.

CONCLUSIONS

Wavefield reconstruction inversion (WRI) provides a natural framework for broadening the
range of problems that can be tackled by noise gradiometry (NG). To achieve this goal,
NG must at least be able to handle irregularly sampled datasets. Even more appealing,
and challenging, would be to extend the method to problems where the degree of near-
surface heterogeneity requires surface-waves to be accurately modeled by the 3D elastic
wave equation instead of being approximately modeled by a 2D acoustic wave equation.

Unfortunately, when I applied WRI to a synthetic dataset randomly subsampled by
a factor of two, the methods failed to yield good estimates of velocity perturbations. In
contrast, when I applied ING to the same data, but without subsampling, the results were
excellent. Therefore, I conclude that the problem is with the wavefield-reconstruction step
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Figure 9: Inversion results after 10 iterations of the velocity-update step of WRI
(panel a), and corresponding residual curve as a function of iterations (panel b).
Notice that the vertical axis in panel b) does not start at the origin. [CR]
biondo1/. Model-Res-Gradio-Vel0-Neg-GAUSS-unders-2-overn

of the two-step process employed in WRI.

The difficulties I encountered might be overcome by using a better implementation
of the wavefield-reconstruction step than the simple minded I employed, or they may be
caused by a fundamental problem with WRI. van Leeuwen T. et al. (2014) presented re-
sults obtained by solving the problem in the frequency domain, ad thus they were able to
apply a Gauss-Newton algorithm instead of a conjugate-gradient algorithm to minimize the
objective function.
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Did SEP discover non-volcanic tremor?

Jon Claerbout

ABSTRACT

In 1989 using cast-off industrial gear we at SEP set up for just one night a square 2-D
array of 4056 10 Hz geophones. To our utter surprise we found noise arriving from the
east all night long with an emergent velocity greater than 8 km/sec. Stratified media
seismology implies the source is continuous microearthquakes directly under Stanford
Campus at 10-20 km depth.

EXECUTIVE SUMMARY

In September 1988 we at Stanford Exploration Project (SEP) laid out 4056 geophones
uniformly in a half kilometer square grid several kilometers west of Stanford University
campus on “cow hill” marked in the map in Figure 1.

Figure 1: Experiment location.
[NR] jon4/. PassiveMap

4056 geo-
phones

We expected to see a random pattern of waves coming from the seashore west of us at
an apparent surface velocity of about 3-5 km/sec typical of rocks several kilometers beneath
the coastal mountain ranges. Big surprise! Instead we saw random signals arriving from
the east at the astonishingly high velocity of 8-12 km/sec throughout the entire night of
the experiment. Signal frequencies were in the range 8-10Hz.

Assuming horizontally stratified media, the sources should be located at continental dis-
tances because the observed emergent velocity significantly exceeds moho velocity. But this
is unlikely because 8-10Hz signals dissipate before reaching such great distance. (Although
I believed the earthquake seismologist who told me this, I claimed they never saw such
waves because they never set out 4056 sensors.)
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A revolutionary hypothesis that does explain the data is that the signals are generated
deep beneath Stanford campus at depths consistent with California earthquake habits,
roughly 10-15 km. The near and far potential source locations are black dots in Figure 2.

Figure 2: For rays emerging at the surface at angle θ, Snell’s law says dt/dx = sin θ/v is a
constant function along a ray. Hence our observations could arise from the location of the
near black dot or the far black dot. Both would arrive at an apparent surface velocity equal
the rock velocity at the bottom of the ray, namely, below the 8 km/sec at the Mohorovicic
depth. [NR] jon4/. ellipses

We understood we might have observed a quasi-continuous distribution of micro earth-
quakes being generated by stresses in the general region of the San Andreas fault. At the
time, this would have been big news.

Seeing it is all night long led us to wonder whether this phenomenon is omnipresent or
whether it comes and goes like stormy weather.

Figure 3 shows crustal surface deformation in our neighborhood observed over the inter-
val 1989-1994. Along an east-west traverse over a distance of 50-100 km, notice the earth
shearing at a rate of about 3 cm/year (Bürgmann et al., 1997).

It would have been more exciting had we been able to measure the source depth. Trian-
gulation from three arrays like ours separated 10-20 km should do the job. We calculated
that we had enough geophones to split our array into three. We had not access to two
additional array locations. We had not found academic partners to share the experimental
burden. I advertised my offer of financial contribution ($50,000) to any academic partner
interested and able to pursue studies of this nature. That advertisement remains at my
website.

I presented these results to academics in a poster session at the American Geophysical
Union in San Francisco. We reported this to our industrial sponsors. It was summarized
in the PhD thesis of Steve Cole (Cole (1995)). Because we are not funded for academic
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Figure 3: Motion of the earth sur-
face in our neighborhood over a five
year period. Notice an east-west tra-
verse over a distance of 50-100 km
shows a shear of about 3 cm/year.
[from Burgmann et al., 1997, Loma
Prieta postseismic strain] [NR]
jon4/. strain

Stanford

research, we returned to our industrial research.

Volcanic regions exhibit “seismic tremor”, a steady rumble that may continue for hours,
days, or longer. It is thought to originate from subsurface lava flow. Generally, the location
of the source of such tremor cannot be located. In 2002, Kazushige Obara published a
ground-breaking report in Science Magazine on non-volcanic tremor. He succeeded to iden-
tify its source location (Obara, 2002). A recent comprehensive review article on the topic
of tremor is published by Beroza and Ide (2011). “Non-volcanic tremor” may be the best
description of what we had observed. More recently it is being called “tectonic tremor.”

Naturally today we would be delighted to see others make such measurements with
modern equipment.

DATA FIRST VIEW

At 10-15 minute intervals over the course of the night, we triggered our recorders by radio.
Recording would then begin and run for 30 seconds. The data is three-dimensional (x, y, t).
To make it viewable on a 2-D screen, a student (Lin Zhang) made the four partial sums
shown in Figure 4. Stretching our imaginations now we see arrivals at 2.2, 7.4, and maybe
1.2 seconds. We had 47 other similar panels.1

1Although this is Steve Cole’s original plot, Nori Nakata with Steve Cole performed the heroic task of
recovering this 1989 dataset in 2016, thus making it available to interested parties. The dataset is now
named “cowhill.”
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Figure 4: Region A is the east-west sum, B the north-south sum, C and D are sums along
45◦. Do you see any horizontal alignments? Where? [HINT: View the page at a grazing
angle from its side.] [NR] jon4/. PSTACK30
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Greg Beroza asked me the penetrating question, “Is this noise continuous or episodic?”
I replied it is episodic. I should justify my reply quantitatively, but until now, I am not
able.

DATA PROCESSING AND PRESENTATION

Over 12 hours we acquired 48 groups of data (di(t, x, z) for i = 1, 48). All seismograms
had a 30 second time duration. Each group was stacked at a range of slopes (px, py) (more
precisely, a range of emergent angle stepouts) to make a “Record”.

Recordi(px, py) =
30 sec∑
t=0

∑
x

∑
y

di(t− pxx, t− pyy)2. (1)

Atop each Record in Figure 5 is drawn the ring of p2
x + p2

y = 1/(8 km/sec). A small red (or
dark) cluster near the ring center identifies the 1% of values of maximum amplitude.

ALTERNATE INTERPRETATIONS

Cars, trucks, and airplanes

It is surely true that local noises are large in strength, even in the middle of the night. But,
surface noises move slowly in horizontal directions. Our 4056 geophones do a good job of
suppressing them. We see no evidence in Figure 5 of low velocity arrivals from the freeway
east of our array in Figure 1.

Electronic pickup

When we first recognized these all-night-long events we saw them as nearly simultaneous
on all seismograms. We feared they might be electronic pickup from the Stanford Linear
Accelerator, only several hundred yards distant. But, they were not quite simultaneous
as Figures 5 and 6 show. For further confirmation we randomly scrambled the order of
our signals and found the “arrivals from the east” model immediately disappeared. This is
exhibited in Figure 7.

Lateral heterogeneity

One can always doubt the validity of the horizontally layered media assumption. Challeng-
ing this assumption, while certainly reasonable, is surely nihilistic. Give up the stratified
media assumption (deform the trajectory in Figure 2) and it becomes difficult to deduce
much of anything in earthquake seismology without a massive amount of additional spatial
data coverage, an amount virtually unknown in this field.

Late in our recording, towards morning, a local quarry set off a blast shown in Figure 8.
From the map and knowledge of the quarry location we see the great circle path to our array
is from the southeast while these arrivals come from the southwest. That adds credence
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Figure 5: The earliest 24 stacks. That the red clusters are not centered in the rings shows
the energy is not emerging straight up. It is coming from the east (right side of page). That
the clusters are inside the rings says the velocity exceeds 8 km/sec, and that the angle of
emergence is steep (unlike atmospheric noises which would arrive nearly along the earth
surface at slow speeds, hence along or beyond the radius of the display circles). [NR]
jon4/. combo1
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Figure 6: The later stacks. Signal degrades towards morning as vehicular traffic and
air traffic picks up, wind picks up, and 169 recorder batteries start going dead. [NR]
jon4/. combo2
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Figure 7: A test of whether our beam measurements are valid was done by randomly
scrambling the locations of the raw data. A good quality Record from Figure 5 was selected
(shown left) and its raw data randomly repositioned and restacked (shown right). Don’t
look for the peak on the right. Simply notice that the signal on the right, while fluctuating
with position, is generally strong in all directions by comparison with the Record on the
left. [NR] jon4/. bcomp26

to the nihilistic assumption (lateral heterogeneity). But, it is important to remember that
these near surface waves sense an entirely different portion of the earth than seen by waves
emerging nearly vertically.

ACQUISITION DETAILS

Data acquisition generally involves a human element recounted evenings afterward over
beer. I’ll see what I can recall (and pull from my friends).

I needed access to land with cows on it, land owned by the university. My purpose for the
experiment was to see something I visualized, kind of dreamed, a kind of turbulent pattern
sweeping across our array. Mainly, I hoped to see that crosscorrelation between stations
would show hyperbolic moveout trajectories. Not being able to explain such matters to
farmers and administrators, I simply said we wanted to listen to the ocean. I had no clue
we might discover something amazing!

I told the farmer about our equipment and said I saw no need for him to move the cows
off the field. He contradicted me saying cows will eat anything. He said he wouldn’t leave
cows alone with a tractor for fear they would eat it!

Since it never rains here in summer, the road through the farm was incredibly dusty.
The farmer gave me strict instructions that no vehicle was to pass his farm house at a speed
exceeding 5 mph. So most of us never did, but the farmer did complain about one car which
we figured belonged to M.P.

Figure 9 shows details of the field recording geometry. Because it never rains in summer
around here; the soil gets really hard—and friable. I feared we might not be able to stamp
the geophones into it, and then when we did, it might fracture and the phones simply fall
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Figure 8: Two arrivals from the quarry blast coming from different directions! [NR]
jon4/. beamwin
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Figure 9: We laid 169 seismic group recorders (SGRs) in a 13× 13 grid covering a one half
kilometer square. Each SGR recorded the sum of 24 geophones. The geophones were on
strings of 12. Each SGR had two geophone strings connected in series. [Cole thesis] [NR]
jon4/. array

out. This sometimes happened. When we went to tear down the whole business and put
the phones back on their hangers we found in some cases rodents had dragged the cables
down their little holes. I lugged one string (organized bundle) back to the truck and tossed
it in only to see a snake crawl out of it.

Everyone was there the first day but Francis Muir who was the only one of us with any
significant amount of field experience. I had hoped someone would take a photo from an
airplane, but that never happened. Too bad nobody took a picture the first day when we
had a genuinely large group. Plenty room here for more stories.
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Figure 10: The first day of setup nearly all of SEP researchers were present and working
hard, and too busy to take pictures. This photo is from the second day. From the left, Rick
Ottolini, Biondo Biondi, Josef Jedlicha, Dave Nichols, Martin Karrenbach, Steve Cole, Jon
Claerbout, Marta Woodward. [NR] jon4/. JugHustlers2

Figure 11: From the left, Josef Jedlicha, Carlos Cunha, Martin Karrenbach, Steve Cole,
Rick Ottolini, Dave Nichols, and Jon Claerbout. The pile of cables at our feet is one hand-
carried hanger with its cable and 12 geophones. We laid out 338 = 2× 13× 13 hangers in
all. [NR] jon4/. JugHustlers
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Quantification of diffraction artifacts in subsalt images
caused by top-salt velocity errors

Guillaume Barnier and Biondo Biondi

ABSTRACT

We present an approach to identify and quantify patterns in migrated subsalt images
caused by small-scale velocity errors in the vicinity of the top-salt interface. These
velocity anomalies, which behave as point diffractors, generate artifacts in subsalt re-
flectors that have coherent moveout information. We show that the signature of a
given velocity error in the image is the same as the impulse response of a migration
with one source at the surface and a single virtual receiver placed at the velocity error
location. Our final goal is to use the moveout information of these patterns to gradually
extract them from the image and translate them into velocity model updates (close to
the salt interface) by applying a wave equation migration velocity analysis (WEMVA)
optimization scheme.

INTRODUCTION

One of the main bottlenecks for subsalt imaging is the limitation of currently existing tech-
niques that accurately delineate the interface between the top of a salt body and its overlying
sediments. A slight misinterpretation of this interface can significantly damage the image-
quality of potential hydrocarbon-bearing subsalt layers. Modeling the salt-sediment bound-
ary and resolving its very fine-scale features with accuracy remains challenging because this
interface is usually very rugose and may take complex geometrical shapes. Moreover, the
image-quality of underlying reflectors is extremely sensitive to the accuracy of the bound-
ary location. Even a small error easily generates incoherent subsalt images (Etgen et al.,
2014a,b; Barnier and Biondi, 2015).

When wavefields cross the salt-sediment interface, high wavenumber anomalies present
at the boundary tend to behave as point diffractors, thereby generating diffraction “tails”
in the recorded data. If our salt velocity model is inaccurate and does not contain such fine-
scale features, these diffraction tails do not recollapse correctly when migrating the data.
Instead, they generate undesirable artifacts in the image space that largely contribute to
the loss of coherency.

We show that the undesired events in the image (created by small velocity errors at
the salt boundary) contain coherent moveout information that we can quantify directly
from migrated images on a shot-by-shot basis. Each small-scale velocity error generates an
artifact in the image that is equivalent to the output of a migration with the current shot
position as a source and a single receiver located at the unknown position of the missing
diffractor near the salt interface. For constant velocity medium, we present analytical
expressions that model the shape of such a response in time-lag extended images. This
allows us to scan the partially migrated images and extract these artifacts from them. Our
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next direction is to take a similar approach as in Sava and Biondi (2004) by gradually
removing the errors from the image and generating appropriate image residuals that are
robust enough to avoid cycle-skipping issues.

ORIGIN AND QUANTIFICATION OF DIFFRACTION ARTIFACTS
IN SUBSALT IMAGES

We explain the origin and the mechanism of the artifacts in migrated images when the
top-salt velocity model contains small-scale inaccuracies (i.e., errors with dimensions on
the order of the wavefield dominant wavelength). First, we illustrate the concept with a
simple test. Then, we show that if we consider a migrated image computed for one shot
(with the source at the surface), the shapes of these artifacts can be approximated as the
superposition of impulse responses of migrations with the same source, but receivers located
at the position of the unknown top-salt velocity errors.

Uncollapsed diffraction tails

If wavefields pass through small-scale anomalies, diffraction “tails” are generated and recorded
in the data. If the medium is isotropic, these tails have spherical shapes (in the (x, y, z)-
space), whose centers are located in the vicinity of the anomalies that created them. If the
data is back-propagated in time using the correct velocity model (i.e., the one containing
the anomalies), these spheres recollapse toward their centers, and their energy is greatly
attenuated. However, if the velocity model is inaccurate, these events re-expand and lead
to the presence of artifacts in the image.

To illustrate this issue, we consider a transmission problem shown in Figure 1 where we
burry a point source at zs = 0.9 km, and xs = 0.5 km. Data is recorded using 200 receivers
at the surface, spaced every 5 m. We place two anomalies in a constant background velocity
medium of 1.5 km/s. The dimensions of the anomalies are on the order of the wavefield
dominant wavelength (approximately 80 m). We use a 30-Hz Ricker wavelet as the source.
The recorded data is shown in Figure 2(a). It contains the direct event (green arrows)
and the diffraction tails coming from the scattering of the direct wavefield as it passes
through the anomalies (red arrows). As a comparison, Figure 2(b) displays the recorded
data obtained without the anomalies, which does not contain any diffraction event. Figure 3
shows a set of snapshots of the adjoint wavefields (recorded data, back-propagated in time).
The snapshots on the left column show the adjoint wavefield computed with the correct
velocity model. The diffraction tails present at later times collapse as the wavefront reaches
the anomalies, and most of their energy is cancelled out after that. The right column shows
the adjoint wavefield computed for a constant velocity medium (without the anomalies). In
that case, the diffraction tails collapse when the wavefield reaches the anomalies but expand
again as the wavefield propagates backward in time toward greater depths.

In a subsalt imaging problem, the uncollapsed diffraction tails in the adjoint wavefield
generate artifacts in the migrated image (of subsalt layers) that decrease its coherency.
Therefore, we are interested in estimating the shape or moveout of these artifacts in the
image space (i.e., after cross-correlation with the source wavefield).
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Figure 1: True velocity model. [NR] guillaume1/. pacman

Mechanism of diffraction artifacts in the image space

In order to quantify the contribution of diffraction tails in migrated subsalt images, let us
consider the migration for one shot (with the source at the surface) and let us assume that
our velocity model only contains small-scale errors at the sediment-salt boundary (and not
bulk velocity errors).

As mentioned in the previous section, the back-propagated “receiver” wavefield is con-
taminated by diffraction tails that cross-correlate with the source wavefield and generate
incoherent contributions to the image. By linearity of the cross-correlation operator, the
migrated image for this shot is the sum of two images: (1) the “main” wavefront cross-
correlated with the source wavefield, and (2) the diffraction tails cross-correlated with the
source wavefield, which gives rise to the undesired artifacts that contaminate our image. We
believe the image contribution of the source wavefield with wavefield (1) is what provides
the coherent information in the final image.

Wavefield (2) is problematic. It propagates between the top-salt and potential under-
lying reflectors as if it had been generated by a point source at the location of the missing
feature in our model (near the salt-sediment interface). Therefore, the image contribution
caused by this velocity error is the image we would obtain if we were to perform a migration
of a band-limited impulse in time (recorded at time tcol when the wavefield tail recollapses
at the point diffractor) with one source (the one giving rise to the source wavefield for this
specific shot) and one single receiver located at the unknown position of the diffractor at
the salt boundary. For instance, in a constant velocity medium and for a two-dimensional
space, the image contribution would be an ellipse whose foci are located at the source and
at the missing diffractor. Note that the shape of the ellipse is independent of the sign of
the velocity error at the salt boundary (as long as it is “small”).
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(a)

(b)

Figure 2: Recorded data at the surface generated by a point source burried at (zs = 0.9 km,
xs = 0.5 km), and receivers at the surface. (a) Data computed using velocity model shown
in Figure 1. (b) Data computed using the constant background velocity model, without the
anomalies. [ER] guillaume1/. annotatedpacdata,pacdata0
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(a) (b)

(c) (d)

(e) (f)

(g) (h)

Figure 3: True velocity model. Snapshots of adjoint wavefields (data back-propagated
in time) extracted at t4 = 0.520 s (first row), t3 = 0.360 s (second row),
t2 = 0.280 s (third row), and t1 = 0.200 s (fourth row). Left column shows
the ideal adjoint wavefield. Right column shows the wavefield computed with the
wrong velocity model. All figures are displayed with the same color scale. [ER]
guillaume1/. pacwc5,pacwb5,pacwc3,pacwb3,pacwc2,pacwb2,pacwc1,pacwb1
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Diffraction artifacts moveout in a constant velocity medium

Now that we understand how diffraction events caused by a misinterpretation of the salt
boundary translate into migrated images, we quantify them with an analytical expression
for a two-dimensional space. We can also broaden this quantification to time-lags extended
images. The purpose is to use this analytical expression to scan the migrated image for
such events, isolate them, and eventually back-project them in our model space using a
WEMVA inversion scheme.

We consider the migration impulse response of an event recorded at time tr at a receiver
R(xr, zr), excited by a source S(xs, zs). We choose a coordinate system such that zs = zr = 0
km, and we compute the response for time-lag extended images. The time-lag extended
imaging condition can be written in the discretized form as follows (Sava and Fomel, 2006):

I(x, z, τ) =
Nt∑
t=0

Ps(x, z, t− τ)Pr(x, z, t+ τ), (1)

where I is the time-lag extended image, and Ps and Pr are the source and receiver wavefields,
respectively. τ denotes the time-lag applied to the source and receiver wavefields. The
impulse response of such a migration is the set of points in the (x, z, τ)-space that satisfy
the following equation (modified from Claerbout and Green (2008)):

(x− xc)2

A2
+

z2

A2 − h2
= 1, (2)

where xc =
(xr + xs)

2
is the coordinate of the midpoint between S and R, v is the medium

velocity, tr is the time at which the event was recorded, A =
v

2
(tr − 2τ), and h =

|xr − xs|
2

is the half-distance between S and R. For a constant time-lag, the response is an ellipse
whose focus points are located at S and R, with major semi-axis A, and minor semi-axis
B =

√
A2 − h2. Note that both semi-axes decrease as τ increases. For a constant depth, the

migration response is the set of points that also satisfy Equation 2, which can be rearranged
as follows:

γ2 − γβ − (h2 + z2)γ + βh2 = 0, (3)

where γ =
v2

4
(tr − 2τ)2, and β = (x − xc)2. It can be shown that the set of points in

the (γ, β)-plane that satisfy Equation 3 are located on a hyperbola with center Ch whose
coordinates are (h2, z2).

Application to subsalt imaging

To first order, we use the diffraction moveout characterization derived for constant velocity
medium to identify diffraction patterns in partially migrated subsalt images. Our first
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analysis is only based on non-extended images in a two-dimensional space. For each image,
we search for the presence of ellipses or elliptical-shaped artifacts. We choose to parametrize
each ellipse in the following way:

• The first focus point is the (known) source position S(xs, zs)

• The second focus point is the (unknown) position of the missing diffractor Md(xd, zd)

• The major semi-axis A =
v

2
tcol, where v is the medium velocity and tcol is the time at

which the diffraction tail (of the receiver wavefield) collapses at the scattering location
near the salt boundary

We are therefore left with three unknown parameters to characterize each ellipse: the
diffractor horizontal position xd, the diffractor depth zd, and the major semi-axis A. By
selecting a range of possible values for each of those parameters, we can then scan the image
by summing along elliptical trajectories, and map each ellipse back to the (xd, zd, A)-space,
by minimizing the following objective function:

m∗
s = argmin ||Ems − Is||22, (4)

where ms = (xd, zd, A)T is the ellipse parametrization, Is is the partial image computed
for shot s, and E is a spreading operator along elliptical trajectories (linear with respect to
ms). For each shot, we can then compute an image residual expressed by:

∆Is = Em∗
s , (5)

and back-project the total image residual ∆I =
Ns∑
s=1

∆Is into a velocity model update using

a WEMVA scheme.

SYNTHETIC EXAMPLE

To illustrate our method, we consider a synthetic subsalt imaging problem. The true velocity
model, shown in Figure 4(a), is a modified version of the BP 2004 benchmark velocity model.
We assume a constant and known overburden velocity model (displayed in blue). Our goal
is to image the flat reflector located at a depth zref = 1.485 km (displayed in light blue
in Figure 4(a)). We use an inaccurate background velocity model shown in Figure 4(b)
containing a misinterpreted top-salt. The velocity error is displayed in Figure 4(c). We
use a finite-difference scheme to model wavefields, with a grid spacing of 15 m by 15 m.
The wavefields are generated using a 20-Hz Ricker wavelet. The dominant wavelength is
approximately λsed ≈ 75 m in the overlying sediment layer and λsalt ≈ 150 m in the salt
(displayed in red). The dimensions of the velocity model errors range from 50 m to 200 m.
We set 180 sources at the surface, spaced every 60 m, and 720 receivers (also at the surface)
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(a)

(b)

(c)

Figure 4: (a) True velocity model, modified from the BP 2004 benchmark model. (b)
Inaccurate top-salt velocity model. (c) Velocity error. [NR] guillaume1/. velt,vels,dvel
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every 15 m. Imaging is performed using a two-way wave-equation acoustic and constant
density engine.

We migrate the recorded data for 180 shots using the inaccurate background velocity
model. The image of the reflector is of poor quality in the (x, z)-plane (Figure 5(a)) as well
as in the (x, τ)-plane (Figure 5(b)). In Figure 5(a), the “smiles” (located slightly above
the reflector image) appear to be overmigration artifacts. In fact, they are caused by the
stacking of partial images contaminated by the diffraction events, whose moveout can be
approximated by ellipses. Similarly, we can also recognize the signature of such events in
the (x, τ)-plane.

(a)

(b)

Figure 5: Migrated images computed using the inaccurate background model shown in Fig-
ure 4(b). (a) Image displayed in the (x, z)-plane at zero time-lag (τ = 0 s). (b) Image dis-
played in the (x, τ)-plane at a constant depth z = zref . [CR] guillaume1/. rtmbtau,rtmbz

Figures 6 and 7 show migrated sections for only one shot located at x = 1.5 km. Due to
the shot position, we only display the section up to xmax = 4 km, which is where most of the
energy is located. In Figure 6(b), we can clearly see artifacts in the image coming from the
incorrect top-salt delineation, which seem to have elliptical shapes. Moreover, the diffraction
artifacts also seem to show some moveout similar to what we would obtain according to
Equation 3 in the (x, τ)-plane (Figure 7(b)). By looking at the receiver wavefield, we can
also identify the origin of the diffraction artifact present in the image. Figure 8 shows five
snapshots of the receiver wavefields back-propagated in time. Left column is the receiver
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wavefield computed with the true velocity model, and right column shows the one computed
with the inaccurate background model. On the right column, we can identify three major
uncollpased diffractions whose centers are located at approximately M1(x1 = 3 km, z1 =
0.8 km), M2(x2 = 1.5 km, z2 = 0.8 km), and M3(x3 = 0.5 km, z3 = 0.6 km), which
corresponds to the position of velocity errors in the incorrect background model (Figure 9).

(a)

(b)

Figure 6: Migrated images for one shot (positioned at x = 1.5 km and z = 0 km) displayed
in the (x, z)-plane and extracted at a constant time-lag τ = 0 s. (a) Migration using the
correct velocity model. (b) Migration using the inaccurate velocity model. Both images are
displayed on the same color scale. [ER] guillaume1/. imtc1tau,imtb1tau

For this specific shot, we solve the inverse problem proposed in Equation 4. The inverted
model in the (xr, zr, A)-space is displayed in Figure 10. Each panel corresponds to a sem-
blance plot (obtained by summing along ellipses) displayed as a function of the unknown
diffractor horizontal position xr and depth zr and given a fixed value of the major semi-axis
A of the ellipse. The scanning range for the diffractor depth zr is determined by limiting
its possible values within a window centered around the top-salt interface. We are able to
identify zones of high energy but as expected, the location of the scattering position is not
well constrained with respect to the major semi-axis value A (Figure 10(a)-(c)) as many
combinations of (xr, zr, A) points can produce the same elliptical shapes in our image. Fig-
ure 10(d) shows no match for such a high value of A. If we compute the image residual for
this shot (Equation 5), we can see that it matches the original image quite well (Figure 11).
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(a)

(b)

Figure 7: Migrated images for one shot (positioned at x = 1.5 km and z = 0 km) displayed
in the (x, τ)-plane and extracted at a constant depth zref = 1.485 km. (a) Migration using
the correct top-salt. (b) Migration using the inaccurate velocity model. Both images are
displayed on the same color scale. [ER] guillaume1/. imtc1z,imtb1z
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(a) (b)

(c) (d)

(e) (f)

(g) (h)

(i) (j)

Figure 8: Snapshots of the ideal (left column) and inaccurate (right column) back-
propagated receiver wavefields. Snapshots are extracted at t5 = 1.080 s (first row),
t4 = 0.960 s (second row), t3 = 0.840 s (third row), t2 = 0.720 s (fourth row),
t2 = 0.600 s (fifth row). All figures are displayed with the same color scale. [ER]
guillaume1/. recc6,recb6,recc5,recb5,recc4,recb4,recc3,recb3,recc2,recb2
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Figure 9: Close up of the velocity error shown in Figure 4(c). [NR] guillaume1/. dvelsmall

(a) (b)

(c) (d)

Figure 10: Inverted model in the (x, τ)-plane for four different values of the major semi-axis
A. (a) A = 0.76 km. (b) A = 0.96 km. (c) A = 1.16 km. (d) A = 1.56 km. [ER]
guillaume1/. scan1,scan2,scan3,scan4
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It captures most of the energy of the original image, except for flat events. However, the
scanning results strongly depend on the parameters’ scanning range. For instance, a flat
and correctly imaged reflector can also appear as part of an ellipse with realistic parameters
(given the source position for this shot), and can be seen as an “artifact”. Therefore, even
though this first approach manages to capture some of the elliptical features for this specific
example, it still lacks robustness. It needs to be better constrained in order to only extract
energy corresponding to uncollapsed diffractions artifacts.

(a)

(b)

Figure 11: (a) Partially migrated image using the incorrect velocity model. (b) ∆Is, which
corresponds to the inverted model ms projected in the image space. Figures are displayed
on the same color scale. [ER] guillaume1/. partialim,scanfwd

CONCLUSIONS AND FUTURE DIRECTIONS

Top-salt small-scale velocity errors in our model can cause artifacts in the image space,
making the total migrated subsalt images incoherent. We showed that diffraction events
generated by the passage of wavefields across the rugose salt boundary are not attenuated
correctly because of the missing features in our velocity model. For a given shot, we man-
aged to model their signature (or moveout) in the time-lag extended image space. It is
the superposition of migrated images using one source at the surface and receivers at the
location of the velocity errors. Our first approach was to scan the partially migrated images
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for patterns (ellipses in the (x, z)-plane) that approximately matched the signature of the
diffraction artifacts. Though encouraging, this approach lacks robustness and needs to be
improved. It can potentially be done by adding bound constrains on the proposed scanning
inversion, enforcing sparsity in the inverted model using an L1-norm scheme, and using
moveout information from time-lag extended images.

Once the diffraction artifacts can be automatically extracted from migrated images, we
will focus on developing an operator similar to the one derived in Sava and Biondi (2004),
where the image perturbations (i.e., image residuals) are “manipulated” to ensure that
they are consistent with the Born approximation (Sava and Biondi, 2004). Our operator
should be able to capture the curvature of the diffraction moveout in the (x, z, τ)-space and
gradually correct these events in a WEMVA inversion scheme.
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Anisotropic full waveform inversion

Huy Le

ABSTRACT

I develop a time-domain method for anisotropic full waveform inversion based on the
second-order system of pseudo-acoustic wave equations in vertical transverse isotropic
media. I use a synthetic model with both reflections and diving waves to test the
method’s performance. Three inversion passes are carried out in a frequency contin-
uation manner using three source wavelets with peak frequencies at 5 Hz, 10 Hz, and
20 Hz. The residual is reduced significantly after each pass, and the inverted models
converge toward the true ones. I also investigate the use of the Hessian to precondition
the objective function’s gradient and to reduce crosstalks between different parameters.
The synthetic examples show that the inverse of the Hessian spatially balances the am-
plitude of the gradients, focuses energy to the actual model perturbations’ locations,
and reduces parameter crosstalks.

INTRODUCTION

Full waveform inversion seeks to match the modeled data and the observed data in both
kinematics and amplitude. Its practical applications, however, have been focusing on the
kinematics, based on acoustic wave equations (Gholami et al., 2013b; Warner et al., 2013).
As more field data are acquired with longer offsets and wider azimuths, it is necessary to
incorporate anisotropy in order to match the kinematics accurately.

The pseudo-acoustic anisotropic wave equations were introduced by Alkhalifah (2000),
and has been demonstrated to accurately capture the kinematics of seismic waves. Several
of formualtions for these equations have been used in the industry. They differ in their
exact details but are all equivalent to the originally proposed system by Alkhalifah (2000).
Here I choose a system similar to the one used in Duneneck and Bakker (2011). Expressed
in second-order form, this system of equations has been studied for imaging and inversion
purposes (Fletcher et al., 2009; Zhang et al., 2011; Bube et al., 2012; Warner et al., 2013).
For the simplest anisotropic model, vertical transverse isotropic (VTI), the system can be
written as: {

∂2
t p = c11∂

2
xp+ c13∂

2
zq + fx,

∂2
t q = c13∂

2
xp+ c33∂

2
zq + fz.

(1)

Here p and q are the normal stresses in the x-direction and z-direction, fi are the sources, and
cij are the density-normalized stiffness coefficients, which are related to vertical P-velocity,
vpz, horizontal P-velocity, vpx, and Thomsen’s parameters, ε and δ, by:

c11 = v2
pz(1 + 2ε) = v2

px, (2a)

c13 = v2
pz

√
1 + 2δ, (2b)

c33 = v2
pz. (2c)

155
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With m being the vector of model parameters, the modeled pressure field is defined as the
average stress, d(x, t;m) = 1

2(p+ q).

There are two issues with system 1. Firstly, it suffers from a so-called shear artifact,
i.e., the diamond-shaped event shown in Figure 1a. This artifact can be reduced when the
source is placed in an isotropic region, as in Figure 1b. Secondly, for the system 1 to be

stable, the stiffness matrix, C =
[
c11 c13
c13 c33

]
, has to be semi-positive definite:

{
c11 ≥ 0,
c11c33 − c213 ≥ 0.

(3)

In terms of Thomsen’s parameters, these constraints mean:

{
ε ≥ −1

2 ,

ε ≥ δ.
(4)

Failure to maintain these constrants leads to solutions that grow unstably (Figure 1c).

(a) (b) (c)

Figure 1: Snapshots of solution wavefield for system 1: (a) showing the diamond-shaped
shear artifact, (b) with the source in water, and (c) growing unstably when the medium
properties does not satisfy constraints 4, i.e. ε < δ. [ER] huyle1/. field1,field2,field3

ADJOINT STATE METHOD FOR FIRST DERIVATIVES

Full waveform inversion aims to find a subsurface model that best describes the observed
data by minimizing an objective function. This objective function can defined as the l2-norm
of the difference between the modeled data, d(xr, t;m), and the observed data, d0(xr, t):

χ(m) =
1
2
‖d(xr, t;m)− d0(xr, t)‖22. (5)

Following the adjoint state method outlined in Fichtner (2011), the first derivatives of
the objective function with respect to model parameters are computed as cross-correlations
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of the adjoint wavefields, p1 and q1, and the forward modeling wavefields, p and q:

∂χ

∂c11
=
∫ T

0
p1∂

2
xpdt, (6a)

∂χ

∂c13
=
∫ T

0
(p1∂

2
zq + q1∂

2
xp)dt, (6b)

∂χ

∂c33
=
∫ T

0
q1∂

2
zqdt. (6c)

The adjoint wavefields are solutions to the adjoint equations, for which the sources are the
data residual injected at receivers’ locations:{

∂2
t p1 = ∂2

x(c11p1 + c13q1) + 1
2(d− d0)δ(x− xr),

∂2
t q1 = ∂2

z (c13p1 + c33q1) + 1
2(d− d0)δ(x− xr).

(7)

I use a simple synthetic model to demonstate the potential of using equations 1 to
estimate anisotropic medium parameters. The initial model for c11 are shown in Figure 2.
It consists of a water layer, a velocity gradient layer, and a basement. Initial models for
the other two parameters, c13 and c33, have similar structures. The true models include
three perturbations, shown in Figure 3, at different locations for three parameters. I use
800 receivers and 40 shots uniformly distributed on the surface. Receiver spacing is 10 m
and source spacing is 200 m. I use the nonlinear conjugate gradient algorithm (Nocedal
and Wright, 2006) to minimize the objective function. Three inversion passes are performed
using Ricker wavelets with peak frequencies at 5 Hz, 10 Hz, and 20 Hz. The final models
of the lower-frequency inversion pass are used as starting models for the higher-frequency
inversion.

Figure 4 shows the inverted model perturbations plotted at the same clip as the true
perturbations (Figure 3). The perturbations’ locations are identified correctly. The magni-
tudes of the inverted perturbations converge toward, but are still quite far from, the true
ones. c11 seems to be the best resolved parameter and c13 the least. This observation is in
agreement with a previous study by Gholami et al. (2013a), who used radiation patterns
to analyze parameter sensitivity. They showed that the amplitude of the radiation pattern
of c13 is three times less than those of the other two parameters, which indicates weak
influence of c13 to the observed data.

When plotted at a lower clip (Figure 5), the inverted perturbations show crosstalks
between parameters. Strong imprints of c11 and c33 on c13 are noticed, whereas there is
a very weak leakage from c13 to the other two parameters and between c11 and c33. This
is because these two parameters are sensitive to different wave paths. c11 is sensitive to
horizontally traveling waves while c33 is sensitive to vertically traveling waves. Figure 6
shows the normalized objective functions for three inversion passes. The objective fucntion
is reduced significantly: almost 100% after the 5 Hz inversion, 80% after the 10 Hz inversion,
and 65% after the 20 Hz inversion.

ADJOINT STATE METHOD FOR SECOND DERIVATIVES

Inversions carried out in the previous example utilize only the first-order information of the
objective function (its gradients). As a result, the final inverted models exhibit crosstalks
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Figure 2: Initial model for c11 con-
sists of a water layer, a velocity gra-
dient layer, and a basement. Initial
models for c13 and c33 are similar.
[ER] huyle1/. bgc11-6

(a) (b) (c)

Figure 3: Perturbations in (a) c11, (b) c13, and (c) c33, that are included in the true models.
[ER] huyle1/. dc11.6,dc13.6,dc33.6

(a) (b) (c)

Figure 4: Inverted model perturbations plotted at the same clip of the true
perturbations (Figure 3) for comparion: (a) c11, (b) c13, and (c) c33. [CR]
huyle1/. dc11.6.nlcg.20.65,dc13.6.nlcg.20.65,dc33.6.nlcg.20.65
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(a) (b) (c)

Figure 5: Inverted model perturbations plotted at a lower clip
to show the crosstalk: (a) c11, (b) c13, and (c) c33. [CR]
huyle1/. dc11.6.nlcg.20.65.1,dc13.6.nlcg.20.65.1,dc33.6.nlcg.20.65.1

(a) (b) (c)

Figure 6: Normalized objective functions: (a) 5 Hz inversion, (b) 10 Hz inversion, and (c)
20 Hz inversion. [CR] huyle1/. objfunc.6.nlcg.5,objfunc.6.nlcg.10,objfunc.6.nlcg.20

between different parameters. In this section, I investigate the use of second-order informa-
tion in the Hessian to reduce the crosstalks. Ajoint state methods provide an efficient way
to compute the Hessian’s application to a model perturbation without explicitly calculating
and storing it. This involves interactions between four wavefields, two of which are already
found when computing the gradients: the forward wavefields p and q , and the primary
adjoint wavefields p1 and q1, and two additional ones: the forward scattering wavefields δp
and δq, and the secondary adjoint wavefields δp1 and δq1. As a result, the cost of computing
one application of the Hessian is about twice that of computing one gradient.

The forward scattering wavefields come from the first-order Born approximation. They
are the solutions of the linearized wave equations:{

∂2
t δp = c11∂

2
xδp+ c13∂

2
zδq + δc11∂

2
xp+ δc13∂

2
zq,

∂2
t δq = c13∂

2
xδp+ c33∂

2
zδq + δc13∂

2
xp+ δc33∂

2
zq.

(8)

The secondary adjoint wavefield are the resulting wavefields from scattering of the for-
ward and adjoint wavefields off a model perturbations They are the solutions of:{

∂2
t δp1 = ∂2

x(c11δp1 + c13δq1) + 1
4(δp+ δq)δ(x− xr) + ∂2

x(δc11p1 + δc13q1),
∂2

t δq1 = ∂2
z (c13δp1 + c33δq1) + 1

4(δp+ δq)δ(x− xr) + ∂2
z (δc13p1 + δc33q1).

(9)
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The Hessian applied to a model perturbation, δm, is:

Hδm =


∫ T
0 (p1∂

2
xδp+ δp1∂

2
xp)dt∫ T

0 (p1∂
2
zδq + q1∂

2
xδp+ δp1∂

2
zq + δq1∂

2
xp)dt∫ T

0 (q1∂2
zδq + δq1∂

2
zq)dt

 . (10)

The Gauss-Newton Hessian is obtained in the same fashion as the full Hessian, except
only the first source terms are injected for the secondary adjoint wavefield (Equations 9).
This means that the computation of Gauss-Newton Hessian requires the propagation of
three wavefields: the forward wavefield, the Born wavefield, and the secondary adjoint
wavefield. Consequently, the cost of this Hessian is about 1.5 times that of a gradient.

A Newton search direction can be obtained by solving the Newton equation:

Hp = −g, (11)

where H can be either the full or approximate Hessian, p is the search direction, and g
is the gradient. This equation can be solved iteratively with the linear conjugate gradient
algorithm (Nocedal and Wright, 2006).

Figure 7 shows the steppest descent directions, −g, computed for a similar model as in
the previous example. The steepest descent directions, or the gradients, are contaminated
with undesired, strong, long-wavelength energy from the sources at the edge of the survey,
especially in the water layer. The inverse of the Hessian refocuses energy in the gradient
to where the actual perturbations exists (Figure 8). There is still quite noticeable crosstalk
between the parameters after 100 iteration of linear conjugate gradient solving the New-
ton equation (Equation 11). A better approximation to the inverse of the Hessian (after
1000 iterations of linear conjuagte gradient) significantly reduces the crosstalk (Figure 9).
Comparing the performance of the two Hessian, Figure 9 and Figure 10, the Gauss-Newton
Hessian seems to do a better job than the full Hessian in focusing energy at the true per-
turbations. However, strong energy from the perturbations in c11 and c33 are leaked into
the search direction of c13, whereas much weaker energy is leaked between c11 and c33 and
from c13 to the other two parameters. This behavior has been also observed in the inversion
results in the previous example (Figure 5).

(a) (b) (c)

Figure 7: Steepest descent directions for: (a) c11, (b) c13, and (c) c33. [CR]
huyle1/. gc11.7,gc13.7,gc33.7
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(a) (b) (c)

Figure 8: Gauss-Newton search directions for: (a) c11, (b) c13,
and (c) c33, after 100 iterations of linear conjugate gradient. [CR]
huyle1/. GNpc11.7.100,GNpc13.7.100,GNpc33.7.100

(a) (b) (c)

Figure 9: Gauss-Newton search directions for: (a) c11, (b) c13, and
(c) c33, after 1000 iterations of linear conjugate gradient. [CR]
huyle1/. GNpc11.7.1000,GNpc13.7.1000,GNpc33.7.1000

(a) (b) (c)

Figure 10: Newton search directions for: (a) c11, (b) c13, and (c) c33, after 1000 iterations
of linear conjugate gradient. [CR] huyle1/. pc11.7.1000,pc13.7.1000,pc33.7.1000
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CONCLUSIONS

I have shown that the second-order system of pseudo-acoustic anisotropic wave equations
in vertical transverse isotropic media can be used for estimating anisotropic parameters.
Tested on a simple synthetic model using a nonlinear conjugate gradient algorithm, my in-
version scheme was able to reduce the difference between the modeled data and the observed
data significantly. Eventhough the inverted models converge toward the true models, their
magnitudes are still far from the true ones. This leaves room for future improvements, for
example with regularization.

I have also presented a method to compute the Hessian for this system of wave equations
and demonstated two benefits of using the Hessian. Firstly, the Hessian improves the
frequency content and balances energy spatially in the gradient. Secondly, the Hessian
shows the ability to reduce the crosstalk between different parameters but at a very high
computational cost when its inverse is more accurately approximated. In these aspects, the
Gauss-Newton Hessian performs better than the full Hessian and it is also less expensive to
compute. I have shown that search directions obtained by solving the Newton equation show
the same crosstalk patterns as in the inversion results. In particular, when parameterized
with stiffness coefficients, cij , strong energy from c11 and c33 leaks into c13, but very weakly
in the other directions. Although using the Hessian in full waveform inversion might not be
practical, on small models in which it is affordable, crosstalk between different parameters
can be studied by observing the Newton search directions.
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Second-order updating in shape optimization for salt
segmentation

Taylor Dahlke, Biondo Biondi, and Robert Clapp

ABSTRACT

Interpretation of sharp salt boundaries can be achieved by using level sets to define
the boundary as an isocontour of a higher dimensional implicit surface. Using shape
optimization, we can evolve this surface and the boundary it represents. We derive an
update for the implicit surface that uses second-order information in the Hessian of
the FWI objective function, taking into account the effects of the acquisition, as well
as scattering and transmission energy. This approach helps us avoid local minima and
more effectively converges on the true model, both in terms of the data and model
residual norms. We demonstrate this idea using a Gauss-Newton approximation of the
Hessian on synthetic examples.

INTRODUCTION

In hydrocarbon producing regions like the Gulf of Mexico and offshore Brazil, there is
interest in exploring for resources that exist close to and below salt bodies. Seismic imaging
is the primary method of identifying these resources, but unfortunately this technology
runs into difficulties imaging around salt bodies (Leveille et al., 2011). Because salt has
a higher velocity compared to the surrounding sediments, it is quite reflective. Salt often
has complex shapes and high reflectivity, so the energy that strikes it is scattered before
it reaches the targets of interest nearby (Etgen et al., 2009). Additionally, this energy
may not be properly captured by the acquisition geometry, even with long offsets. If the
boundaries of the salt are placed improperly, it becomes especially hard to identify targets
along the flanks and base of salt. Furthermore, if a well is inadvertently placed through
salt, this could complicate drilling, or the well could fail. For these reasons, it is important
to correctly identify the boundaries of salt bodies in our earth models.

Tomographic approaches for interpreting salt bodies can be less than effective, because
the results tend to be too smooth to provide significantly accurate placement of the salt
boundaries. Manual and semi-automatic picking of salt boundaries are common approaches
for interpreting the desired sharp delineations, but these methods can be time-consuming
and tedious since expert input is necessary for either the actual picking, or the oversight
and correction. Models are usually refined iteratively, which means manual adjustment of
the salt bodies must be continuously revisited, causing a bottleneck in the overall work flow.
A robust method for further automating the salt interpretation procedure during inversion
would prove to be very useful in practice.

Some previous approaches to segmenting salt bodies use a shape optimization approach
for evolving the boundaries (Guo and de Hoop, 2013; Lewis et al., 2012). These boundaries
can be represented as the zero-isocontour of a higher dimensional surface (for example, a 2D
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boundary as a contour of a 3D surface). An updating step can be derived to evolve this shape
/ isosurface according to the Full Waveform Inversion (FWI) objective function. Unlike the
smooth boundaries produced by tomographic approaches, the isocontour resulting from
shape optimization provides a sharp boundary, which is a more appropriate way to classify
many salt-sediment interfaces. Guo and de Hoop (2013) utilize this approach using a
frequency domain forward wave operator to evolve a salt boundary and velocity model.
Their approach creates and applies a steepest-descent update, which can create problems
updating the base-of-salt (BOS) once the top-of-salt (TOS) has gotten close to convergence.
This issue has been observed in recent work (Guo and de Hoop, 2013), and is an inherent
problem with the steepest-descent update approach. In (Dahlke, 2015), we decomposed the
domain of the model so that a line search was performed for both TOS and BOS gradient,
allowing the BOS to continue updating after the TOS converged. However, splitting the
domain into more regions in order to get better resolution of updating conflicts with the
added cost from the line search that each new domain requires. Further, this approach can
never take into account the relationships between model points; its application is ultimately
a diagonal matrix constrained to n unique values (in the case of n domain regions).

To address the problem with steepest-descent updating, we utilize the second-order in-
formation provided by the Hessian of the objective function, in order to choose better search
directions in our inversion and avoid local minima. We use a Gauss-Newton approximation
to the Hessian in our inversion. Further, we suggest the potential of using the scattering
and transmission components of the Hessian in order to further improve our updating. We
also take advantage of the sparsity of our final update to reduce the I/O and computation
necessary for performing the Born and Gauss-Newton Hessian operators.

In this paper we will begin by discussing the fundamentals of the level set method,
followed by the derivation of the second-order boundary update. Next we will describe and
demonstrate the algorithm used, and discuss the assumptions and fundamental limitations
of this approach. Following, we will compare the first order updating provided by a steepest-
descent approach to a second order updating, and demonstrate the improved results that
this approach offers. Last we will discuss the compression applied to the operators used
and the future opportunities related to that.

THEORY

While it may seem counter-intuitive to add an extra dimension to our problem, by doing
so, we gain the advantage of easily merging/separating bodies as the evolution proceeds, as
well as the ability to handle sharp corners and cusps in the lower-dimensional (2D) plane
on which the boundary exists.

Osher and Sethian (1988) and Burger (2003) describe the level set of φ that represents
the salt body boundary as φ(xΓ, τ) = 0, where xΓ is the set of points along a boundary Γ,
and τ is the iteration count. By taking the derivative of this equation with respect to τ (to
find the δφ between iterations), applying the chain rule, and re-arranging terms we can get:

∂φ

∂τ
= −V (xΓ, τ) |∇φ| . (1)

The scalar speed term V (xΓ, τ) describes the magnitude of the variation of φ that is



SEP–163 Second-order shape optimization 165

normal to the boundary Γ. It determines the evolution of the implicit surface, and ultimately
the boundary implied by it. We derive this normal velocity such that the FWI objective
function is minimized

ψ = min ‖F (m)− d‖22 , (2)

where F (·) is the forward wavefield modeling operator, m is the velocity model, and d is
the observed data.

Calculus of variations

The shape derivative we use is based on a formal calculus of variations outlined in Santosa
(1996). The objective is to define the variation of the model m with respect to the boundary
variation (represented implicitly by the surface, φ).

Figure 1: The geometry of the curve {xΓ : φ = 0} for a variation δφ(x) for an evolution
step τ . δΩ is the perturbation of the salt body Ω. [NR] taylor1/. domain-pert

Figure 1 illustrates that δm(xτ ) will be ±(mint−mext), depending on the relative values
of mint and mext or the sign (direction) of the normal vector ~n. We only care about the
component of δxΓ that occurs in the normal direction, because a tangential variation of xΓ

does not affect m or φ. Because of this, we can express δm(x) as

δm = (mint −mext) ~δxΓ · ~n |x∈∂Ω . (3)

which can be considered a measure over ∂Ω.

We consider an inner product of velocity model perturbation δm with a test function f(x).
Formally, this can be written as,
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〈δm, f(x)〉 =
∫

R2

δm(x)f(x)dx =
∫

∂Ω
δm(x)f(x)dx. (4)

Because the δm(x) term equals zero in R2 \ ∂Ω, it does not contribute to the overall inner
product when integrating over that domain; therefore, we only integrate over ∂Ω where
δm(x) is non-zero.

We want to decrease our objective function (2), so we choose a second-order Newton
step such that 4m = −H−1g. In the case of the FWI objective function, we can use the
Gauss-Newton approximation of the Hessian such that

4m = −[BT (m0)B(m0)]−1g, (5)

where B(m0) is the linearized Born operator at m = m0, and g = BT (m0)r is the adjoint
Born operator applied to the data space residuals, as described in Plessix (2006). Since this
is the best search direction to decrease our objective function (2) in the quadratic sense, we
substitute it into f(x) from (4) to get

〈δm, f(x)〉 =
∫

∂Ω
δm
([
BT (m0)B(m0)

]−1
B(m0)r

)
dx. (6)

Because we are interested in the projection of this search direction on the constraining
equation for δm that we outline in equation (3), we make our substitution for δm yielding
to:

〈δm, f(x)〉 =
∫

∂Ω
(mint −mext) ~δxΓ · ~n

([
BT (m0)B(m0)

]−1
B(m0)r

)
ds(x). (7)

Because δxΓ is infinitesimal, we replace dx with ~δxΓ · ~n when we substitute into (7). We
call ds(x) the incremental arc length along the boundary Γ. We can think of ~δxΓ · ~nds(x)
as roughly the incremental area over which m varies at x.

We remember that in the previous section we stated the goal of this derivation as
being a solution of the scalar velocity function V (xΓ, τ), such that the objective function is
minimized. We recognize that the normal component of the variation δxΓ satisfies:

~δxΓ · ~n = V (xΓ, τ). (8)

In order for the inner product that we have defined in (7) to represent a decrease in the
objective function (2), we need to choose a V (xΓ, τ) such that 〈δm, f(x)〉 < 0. The choice
of V (xΓ, τ) that give us the most negative value is opposite to the other terms, i.e;

V (xΓ, τ) = −
∫

∂Ω
(mint −mext)

([
BT (m0)B(m0)

]−1
B(m0)r

)
ds(x) (9)

When we substitute (9) into (1) we get our final update equation for our implicit surface
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∂φ

∂τ
= (mint −mext)

([
BT (m0)B(m0)

]−1
B(m0)r

) ∣∣∣~∇φ∣∣∣ . (10)

General evolution algorithm

Our algorithm takes the following form:

Initialize φ, mext

r ← calculate residual
ψnew ←

∥∥r2∥∥
for it = 1,niter do

if ψnew < ψold then
gvel ← BT r
gφ ← K(gvel)
βmax ← find max step size
gDRLSE ← calculate DRLSE
φit+1 = φit + βmax · gφ + gDRLSE

r ← calculate residual
else

β ← line search
φit+1 = φit + β · gφ + gDRLSE

r ← calculate residual
end if

end for

First we initialize our implicit surface, background velocity, and subsequently our full
velocity model. Next, we compute synthetic data based on that full velocity model. After
this operation we find our data residual and calculate our objective function value. We check
to make sure the objective function value is decreasing for following iterations, but not the
first. Then we compute a gradient using the adjoint Born operator. We use the conjugate
gradient method to compute the application of the inverse of the Gauss-Newton Hessian
on the FWI gradient calculated previously. Next we compute the search direction of the
implicit surface (the K operator described in the algorithm above), as well as the maximum
step size for our line search in a manner that satisfies the Courant-Friedrichs-Lewy (CFL)
condition. By default, we take a step using the maximum β step size. But if that step
size lowers our objective function value, we proceed to calculate a new gradient. If it fails,
then we undo our update such and perform a line search to find the optimal β value. We
then use that value to scale the implicit surface search direction. We also add the DRLSE
(Distance Regularized Level Set Evolution) term in order to stabilize the evolution of the
implicit surface (Li et al., 2010). The β value is already calculated in a way that accounts
for this DLRSE term. Last, the update is applied to the model, new synthetic data and
residuals are made, and a new FWI gradient is calculated for a new iteration.
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Compressed imaging

One aspect of the problem that lends itself well to improvements in efficiency is the relatively
narrow region set of implicit surface model points that need to be updated in order to impact
the velocity model itself. Because of the nature of level set theory, typically only points that
are close to φ = 0 will actually change the boundary of the salt. It is possible for model
points that are far from the current boundary to create a new body (or inclusion), but this
behavior might be assumed to happen less frequently. If we make that assumption, then
we are really only interested in doing update calculations for the narrow region around the
existing boundary. We can take advantage of this to reduce the number of computations
we perform in our algorithm.

One particular way that this idea is incorporated is by saving wavefields. For the Born
and Gauss-Newton computations we require the source wavefield for the imaging steps of
these operators. When we calculate the synthetic data initially, we can save the wavefield
for later use, and avoid recomputing it. Depending on the model size though, reading this
saved wavefield from disk can be equally or more expensive than recomputing it again.
However, we really only need this wavefield for the imaging condition, and we only need to
perform the imaging condition on the narrow region set. For this reason, we can compress
the source wavefield to only the narrow region set of points, making it much faster to later
read it from disk. In the case of the model shown in 2(b), we are able to compress the
wavefield to about 10% of its original size, which can be read from disk much more quickly
than it can be recomputed. Furthermore, we gain a smaller advantage from the imaging
condition having to only be performed on 10% of the model points.

(a) (b)

Figure 2: (a) True model (full extent); (b) Boundary zone that was captured in compression
step. [ER] taylor1/. true-model-full,compress

APPLICATION

We begin by using a perturbed starting model, and then using a fixed step-size steepest
descent approach to get a reasonably close convergence to the true model. It is the result
of this step that is the starting model used for the following examples. This initial attempt
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at convergence gives us a model where the more difficult features (like overhangs, or steep
salt flanks) are still in need of correction (see Figure 3), and where the top of salt regions
are established, as is often the case an exploration imaging project.

We use a trailing line acquisition with 59 shots, each with 240 receivers. The receiver
spacing is 25 [m], and the shot spacing is 100 [m], giving us 6100 [m] of offset. We use
a shallow water bottom at 100 [m], making our model similar to a North Sea marine
environment.

We can see the specific areas where the two methods differ by looking at the differences
between the updates that have been made to the model using either method. This is shown
in 4. These changes are actually quite small, but show that the Hessian updating method
does a better job at model convergence on some of the areas that are otherwise poorly
illuminated, particularly at the base of salt body on the left side, as well as under the
overhang.

When we look at the decrease in the objective function with iteration, we can see that
the Gauss-Newton method correctly decreases faster than our steepest descent approach,
for both the model residual norm ( 5) and for the data residual norm ( 6). We used the same
line search algorithm (quadratic interpolation) for both cases. However, in this comparison,
the steepest descent norm curves make a notable jump at iteration 13. This rise occurs for
a case where the alogithm reaches a local minima such that the line search chooses a step
size of zero. Since making this step size is pointless, we choose a small step size that will
attempt to get us out of the local minima and continue descent. We find that in this case
the approach is successful, and we continue to decrease both norms accordingly. We choose
to use the largest stable step size for each iteration, and then check to see if a reduction
in the objective function is achieved. When it is not, then we discard that update and
redo it using a line search for the best step size parameter. Portions of the residual norm
figures where the curve is flat (no change) are iterations where the maximum step size is
not sufficient, and where the line search is performed in its place. This is done for efficiency,
as a line search for many of the iterations would otherwise choose the maximum step size
anyway.

CONCLUSIONS

In conclusion, we find that by using second order information in our updating of the implicit
surface, we gain improved convergence of our model, both in terms of the model residual
norm and the data residual norm. However, one aspect that we must contend with is the
increased cost of inverting the Hessian, and whether that cost is worth the improvement
that we see. Using compression methods on our model domain for the boundary that we
are interested in may be useful for making this Hessian inversion cheaper, and is an area to
be actively explored moving forward.
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(a)

(b)

Figure 3: (a) True model (zoomed in); (b) Difference between full true model and initial
guess. [ER] taylor1/. true-model,diff-model
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Figure 4: The difference between the absolute value of the changes made by each method,
i.e: (ABS(Hessian result - true model) - ABS(Steepest descent result - true model)). This
plot can be interpreted as red areas being regions where the Gauss-Newton method does a
better job, while blue areas are regions where the Steepest Descent method does a better
job. [CR] taylor1/. method-comp18
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Figure 5: Comparison between the norm of the model residual for each method. Red
is steepest descent method, while blue is the Gauss-Newton Hessian method. [CR]
taylor1/. MOD-objfunc-comp
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Figure 6: Comparison between the norm of the data residual for each method. Red
is steepest descent method, while blue is the Gauss-Newton Hessian method. [CR]
taylor1/. RES-objfunc-comp
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Multiparameter full-waveform inversion for isotropic acoustic
media

Yinbin Ma, Musa Maharramov, Robert Clapp, and Biondo Biondi

ABSTRACT

We implement multiparameter full-waveform inversion (FWI) in the isotropic acous-
tic media with the nonlinear conjugate gradient (CG) method. The performance of
the FWI is evaluated using different combinations of acoustic parameters, including
velocity, density and acoustic impedance. Simultaneous inversion of velocity and den-
sity leads to smoother results, when compared with the inversion results for velocity
and acoustic impedance. We discuss the crosstalk between parameters for different
parameterizations of FWI. We show the second order method can be used to reduce
the crosstalk by applying the approximated inverse of the Hessian to the gradient.

INTRODUCTION

Full-waveform inversion (Tarantola, 1984; Virieux and Operto, 2009) is a challenging tech-
nique that estimates the high-resolution subsurface model by minimizing the mismatch
between the observed data and the synthetic data. The first order derivative is needed for
FWI, and the Hessian is used in Newton-based methods. It is known that the adjoint-
state method is an efficient method to compute the Frechet derivative (Tromp et al., 2005;
Plessix, 2006) and the Hessian (Fichtner, 2011; Fichtner and Trampert, 2011) for FWI.

FWI is a useful tool for time-lapse (4D) seismic imaging problems (Maharramov and
Biondi, 2013). For this purpose, it is reasonable to use multiparameter FWI because both
the velocity and density change during production. Geomechanical effects have been ob-
served, which leads to change in the anisotropic and elastic parameters.

In this paper, we implement multiparameter FWI in the acoustic media with the nonlin-
ear CG method (Nocedal and Wright, 2006; Maharramov and Biondi, 2013). Two acoustic
parameters are estimated simultaneously. We discuss the crosstalk between different pa-
rameters, and test the feasibility of scaling/rotating the gradient using the approximated
inverse of the Hessian.

The Marmousi model with non-constant density is used to test our implementation of the
FWI. We first use the constant-density wave equation to fit the data by neglecting density
variation. The effect of density leaks into the velocity model during the inversion. We test
multiparameter FWI with different parameterizations (Operto et al., 2013). The inversion
results are smoother for the (v, ρ) parameterization when compared with the results for
the (v, Ip) parameterization, where v is the velocity, ρ is the density and Ip is the acoustic
impedance.

We study the crosstalk for (K, ρ), (V, ρ), and (V, Ip) parameterizations, where K is the
bulk modulus. For (K, ρ), the gradients for K and ρ have similar amplitude. However we
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cannot distinguish the contribution from each parameter. Proper rotation of the gradients
would improve the FWI results. For the (V, ρ) parameterization, the gradient for V has
higher amplitude when compared with the gradient for ρ, and the FWI does not update
the density model effectively unless we scale the gradient. To scale/rotate the gradient,
we apply the approximated inverse of the Hessian using the CG method. The crosstalk is
reduced significant after applying the approximated inverse of the Hessian to the gradient.

METHOD

We use the least-squares misfit function for FWI in the time domain (Tarantola, 1984) as
follows:

J(m) =
1
2

∑
r

∫ T

0
||Sru(m)− dr||22dt, (1)

where Sr is the sampling operator for the receivers, dr is the observed data at the receiver
r, u is the synthetic pressure wavefield, and m is the model parameter.

The pressure field u is computed using the acoustic approximation of the wave equation
with a non-constant density, as follows:

[
1

v2ρ
∂2

t − ∇̃ · (1
ρ∇)

]
u = f

u(r, t = 0) = 0
∂tu(r, t = 0) = 0,

(2)

where v is the p-wave velocity, ρ is the density, and f is the source wavefield. Numerically,
we solve Equation (2) in the time domain using a staggered-grid finite difference method,
starting from t = 0 to maximum recording time t = T.

We choose our model parameters as follows,

mv ≡ log (v/v0) , (3)
mρ ≡ log (ρ/ρ0) , (4)
mK ≡ log (K/K0) , (5)
mIp ≡ log (Ip/Ip0) , (6)

where K is the bulk modulus and Ip is the acoustic impedance. v0, ρ0, K0 and Ip0 are
the initial models. We can recover the physical parameters after the inversion, e.g., v =
v0 exp(mv).

The wave equation can be parametrized by choosing any two of the model parameters:
mv, mρ, mK , and mI . Different parameterizations for elastic wave equation have been stud-
ied (Alves, 2015). The gradients for (mK ,mρ), (mv,mρ) and (mv,mIp) parameterizations
can be computed as follows:

∂J

∂(mK ,mρ)
=

 ∂J
∂mK

∂J
∂mρ

 =

 1
K It(λ, u)

−1
ρIx(λ, u)

 , (7)
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∂J

∂(mv,mρ)
=

 ∂J
∂mv

∂J
∂mρ

 =


2

v2ρ
It(λ, u)

1
v2ρ

It(λ, u)− 1
ρIx(λ, u)

 , (8)

and,

∂J

∂(mv,mIp)
=


∂J

∂mv

∂J
∂mIp

 =


1

vIp
It(λ, u) + v

Ip
Ix(λ, u)

1
vIp

It(λ, u)− v
Ip

Ix(λ, u)

 , (9)

where we define two imaging operators as follows,

It(u1, u2) ≡
∫ T

0
u1∂

2
t u2dt, (10)

Ix(u1, u2) ≡
∫ T

0
(∇̃∗u1) · (∇u2) dt. (11)

While the first-order methods suffer from crosstalk between parameters, the second-
order methods can reduce the crosstalk. Suppose M is the model that we want to estimate,
where M can be (mv,mρ) or (mv,mIp), etc. Then ∆M computed from Equation (12) has
less crosstalk when compared with the gradient ∂J

∂M ,

HM∆M = − ∂J

∂M
, (12)

where HM is the Hessian with respect to M . The expression of the Hessian for (mK ,mρ)
parameters is as follows,

H(mK ,mρ)

 ∆mK

∆mρ

 =

 1
K (F It(λ, δu1) + It(µ, u)− F∆mKIt(λ, u))

1
ρ (−F Ix(λ, δu1)− Ix(µ, u)− F∆mρIx(λ, u))

 , (13)

where F = 1 for the full Hessian, and F = 0 for the Gauss-Newton Hessian. The Hessian
for other parameterizations are readily obtained from H(mK ,mρ) by linear transformation
because the Jacobian matrix is constant for different pairs of parameters,

HM1 = GTHM2G, (14)

G =
∂M1

∂M2
. (15)

The wavefields used in the expression for the gradient and the Hessian can be computed
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as follows,

[
1
v2ρ

∂2
t − ∇̃ · (

1
ρ
∇)]u = f, (16)

[
1
v2ρ

∂2
t − ∇̃ · (

1
ρ
∇)]∗λ =

∑
r

S∗r (Sru− dr), (17)

[
1
v2ρ

∂2
t − ∇̃ · (

1
ρ
∇)]δu1 = −

(
∂L

∂m
∆m

)
u, (18)

[
1
v2ρ

∂2
t − ∇̃ · (

1
ρ
∇)]∗µa = S∗rSrδu1, (19)

[
1
v2ρ

∂2
t − ∇̃ · (

1
ρ
∇)]∗µb = −

(
∂L

∂m
∆m

)∗
λ. (20)

µ = µa + Fµb (21)

SINGLE PARAMETER FULL-WAVEFORM INVERSION

The FWI code is tested on the Marmousi model in this section. The true velocity model is
shown in Figure 4(a) and the starting velocity model is shown in Figure 4(b). A constant
density Marmousi model is used for the first numerical study. The same wave equation is
used for both modeling and inversion. The limitation of our inversion results comes from
the band-limited data and incomplete illumination coverage. The velocity is first estimated
using the data with frequency centered at 5 Hz to avoid cycle skipping issues as shown in
Figure 1(c). The final inversion result using the data centered at 30 Hz is shown in Figure
1(d). Figure 2 shows the data residual before and after fitting the data centered at 5 Hz.
The data residual is reduced significantly except for the reflection from the deep corner
caused by insufficient illumination from the diving wave.

When the true model contains density variation, we can attempt to fit the data by
updating the model (mv,mρ = 0), where the density model is forced to be constant. The
wave equation used for the inversion is simpler than the wave equation used for the model-
ing. The velocity model is used to predict the kinematics and reflectivity simultaneous by
estimating,

vinversion ≈ vtrue, (22)

vinversion ≈ Iptrue/ρwater = vtrue
ρtrue

ρwater
. (23)

The effect of density on reflectivity will leak into the velocity model in the FWI workflow
as shown in a previous study (Tang and Lee, 2015), thereby contaminating the inversion
results. For the Marmousi model it is hard to identify the leakage visually because the
density and the velocity model have a similar structures. Figure 3 shows the inversion
results for velocity by forcing ρ = 1 in the FWI workflow.

MULTIPARAMETER FULL-WAVEFORM INVERSION

Two acoustic parameters can be estimated for the wave Equation (2). First we estimate
the velocity model and the density model simultaneously. The impedance Ip is obtained by
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(a) (b)

(c) (d)

Figure 1: Panel (a) shows the true Marmousi velocity model. Panel (b) shows the initial
Marmousi velocity model. Panel (c) shows the estimated velocity model using the data
centered at 5 Hz. Panel (d) shows the estimated velocity model with the data centered at
30 Hz. [CR] yinbin1/. Fig0/VT,Fig0/VM,Fig1/SingleV5,Fig1/SingleV30



180 Ma et al. SEP–163

(a) (b)

Figure 2: Panel (a) shows the data residual for the initial velocity model. Panel
(b) show the data residual after FWI using the data centered at 5 Hz. [CR]
yinbin1/. Fig1/SingleDataInit,Fig1/SingleDataFinal

(a) (b)

Figure 3: Panel (a) shows the estimated Marmousi velocity model using using
the data centered at 5 Hz, with ρ = 1. Panel (b) shows the estimated Mar-
mousi density model after using the data centered at 30 Hz, with ρ = 1. [CR]
yinbin1/. Fig2/SingleToDoubleV5,Fig2/SingleToDoubleV30
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multiplying velocity and density after the inversion. We can see the true models in Figures
4(a), 4(c) and 4(e). The initial models are shown in Figures 4(b) and 4(d). We start from
data centered at 5 Hz to to avoid cycle skipping issues. The final inversion results are shown
in Figures 5 using data centered at 30 Hz. The shallow area has been estimated properly
except for the features below resolution because we use band-limited data. The lower left
corner around z = 1200m shows a clear crosstalk between velocity and density.

Once (mv,mρ) has been estimated after inversion, we would like to know the feasibility
of predicting acoustic impedance with Equation (24) as follows,

Ip = vρ = v0e
mv × ρ0e

mρ . (24)

Figure 5(c) shows the estimated impedance model using Equation (24). In this synthetic
experiment, Equation (24) predicts the impedance model with high quality.

We also parameterize the wave equation using (mv,mIp). The final inversion results are
shown in Figure 6 after the same procedure shown in the (mv,mρ) parameterization. The
density model is computed by dividing the impedance model over the velocity model. The
acoustic impedance is sensitivity to reflection seismic data because it controls reflectivity.
Thereby the results in Figure 6 look sharper when compared with the results from (mv,mρ)
parameterization in Figure 5. The division may potentially damage the quality of the
density model (Operto et al., 2013; Tang and Lee, 2015), because the velocity model and
impedance model have different frequency content.

ρ = Ip/v = Ipe
mIpv−1

0 e−mv . (25)

REDUCING CROSSTALK USING THE HESSIAN

In this section, we study the crosstalk for different parameterizations and the feasibility of
reducing the crosstalk using second-order methods.

We build a synthetic model with Gaussian perturbations. For (mK ,mρ) parameteri-
zation, the model perturbations are placed in a checkerboard pattern as shown in Figures
7(a) and 7(b). The gradients ∂J/∂mK and ∂J/∂mρ have similar pattern with comparable
amplitudes (in the opposite direction), as can be seen in Figures 7(c) and 7(d). This simi-
larity is an indication that the off-diagonal components of the Hessian are as strong as the
diagonal components. We apply the approximated inverse of the Hessian to the gradient,
and the predicted model perturbations are shown in Figures 7(e) and 7(f). The crosstalk
has been reduced significantly.

For (mv,mρ) parameterization, the model perturbations and gradients are shown in
Figure 8. The gradient for velocity ∂J/∂mv has much higher amplitudes when compared
with the gradient for density ∂J/∂mρ. One can imagine that gradient based methods will
have a slow convergence because the density model updates less compared with the velocity
model for the first few iterations. We apply the approximated inverse of the Hessian to the
gradient, and predict the model perturbations in Figures 8(e) and 8(f). The amplitudes for
the predicted velocity perturbation and density perturbation are balanced.
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(a) (b)

(c) (d)

(e)

Figure 4: Panel (a) shows the true Marmousi velocity model. Panel (b) shows the initial
Marmousi velocity model. Panel (c) shows the true Marmousi density model. Panel (d)
shows the initial Marmousi density model. Panel (e) shows the true Marmousi impedance
model. [ER] yinbin1/. Fig0/VT,Fig0/VM,Fig0/RT,Fig0/RM,Fig0/IT



SEP–163 Multiparameter FWI 183

(a) (b)

(c)

Figure 5: Panel (a) shows the estimated Marmousi velocity model using (mv,mρ) parame-
terization. Panel (b) shows the estimated Marmousi density model using (mv,mρ) parame-
terization. Panel (c) shows the estimated Marmousi impedance model by multiplying Panel
(a) with Panel (b). [CR] yinbin1/. Fig3/JointVRV30,Fig3/JointVRR30,Fig3/JointVRI30
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(a) (b)

(c)

Figure 6: Panel (a) shows the estimated Marmousi velocity model using (mv,mIp) pa-
rameterization. Panel (b) shows the estimated Marmousi impedance model using (mv,mIp)
parameterization. Panel (c) shows the estimated Marmousi density model by dividing Panel
(b) over Panel (a). [CR] yinbin1/. Fig4/JointVIV30,Fig4/JointVII30,Fig4/JointVIR30



SEP–163 Multiparameter FWI 185

(a) (b)

(c) (d)

(e) (f)

Figure 7: Panel (a) shows the bulk modulus perturbation. Panel (b) shows the density
perturbation. Panel (c) shows the gradient for mK . Panel (d) shows the gradient
for mρ. Panel (e) shows the estimated bulk modulus perturbation by applying the
approximated inverse of Hessian to the gradient. Panel (f) shows the estimated den-
sity perturbation by applying the approximated inverse of the Hessian to the gradient. [CR]
yinbin1/. Fig10/KRDK,Fig10/KRDR,Fig10/KRGradK,Fig10/KRGradR,Fig10/KRHessK,Fig10/KRHessR
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(a) (b)

(c) (d)

(e) (f)

Figure 8: Panel (a) shows the velocity perturbation. Panel (b) shows the density
perturbation. Panel (c) shows the gradient for mv. Panel (d) shows the gradient
for mρ. Panel (e) shows the estimated velocity perturbation by applying the approx-
imated inverse of Hessian to the gradient. Panel (f) shows the estimated density
perturbation by applying the approximated inverse of the Hessian to the gradient. [CR]
yinbin1/. Fig20/VRDV,Fig20/VRDR,Fig20/VRGradV,Fig20/VRGradR,Fig20/VRHessR,Fig20/VRHessV
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(a) (b)

(c) (d)

(e) (f)

Figure 9: Panel (a) shows the velocity perturbation. Panel (b) shows the impedance
perturbation. Panel (c) shows the gradient for mv. Panel (d) shows the gradient for
mIp . Panel (e) shows the estimated velocity perturbation by applying the approxi-
mated inverse of Hessian to the gradient. Panel (f) shows the estimated impedance
perturbation by applying the approximated inverse of the Hessian to the gradient. [CR]
yinbin1/. Fig30/IVDV,Fig30/IVDI,Fig30/IVGradV,Fig30/IVGradI,Fig30/IVHessV,Fig30/IVHessI
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We repeat the same procedure for the (mv,mIp) parameterization, and the results are
shown in Figure 9. We observe similar results as in the (mv,mρ) parameterization.

CONCLUSIONS

We implemented multiparameter FWI in the acoustic media in this paper. We tested the
FWI implementation on velocity estimation problem. FWI with different combinations
of acoustic parameters were compared. Numerically, we found the (v, ρ) parameterization
leads to smoother inversion results when compared with the (v, Ip) parameterization. The
crosstalk between parameters for different parameterizations was studied. We showed that
the crosstalk can be reduced by applying the inverse of the Hessian to the gradient.
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Linearized waveform inversion with (small) velocity updating

Alejandro Cabrales-Vargas, Biondo Biondi, and Robert Clapp

ABSTRACT

Current implementations of linearized waveform inversion rely on an optimum back-
ground model, and only allow updating the high wavenumber component, a.k.a. re-
flectivity. We attempt to take one step further allowing controlled perturbations in
the background model. We propose constraining such perturbations in a way that
maximizes the stacking power, therefore improving the estimated reflectivity even fur-
ther. We introduce theoretical insight about what we have called linearized waveform
inversion with velocity updating.

INTRODUCTION

Reverse-time migration (RTM) (Baysal et al., 1983; Kosloff and Baysal, 1983; Gazdag and
Carrizo, 1986; McMechan, 1983) constitutes the best available technique to image the sub-
surface for petroleum exploration purposes. RTM performance is superior than sophisti-
cated implementations of one-way wave equation migration that flourished since the early
90s (e.g. Stoffa et al., 1990; Ristow and Rühl, 1994; Biondi, 2002). Such solutions aimed at
solving steep dipping events. RTM is based on the two-way wave equation solution, which
accounts not only for 90◦ dipping events and beyond, but also for wavepath trajectories
that are difficult, if not impossible, to recover with one-way wave equation migration, such
as prismatic waves, and even multiples (e.g. Liu et al., 2011, 2015; Wong et al., 2015).

There is an intrinsical limitation of RTM and seismic migration in general. It constitutes
the first approximation to the inverse of the seismic modeling experiment, the so-called
adjoint operator (Claerbout, 2014). As a consequence, the migration image typically suffers
from degradation in resolution and incorrect seismic amplitudes, becoming a “blurred”
version of the reflectivity image. The main reason is the limited, irregular, and/or sparse
acquisition coverage. Intense research has been devoted to producing realistic estimations
of the subsurface reflectivity. One product of such research is linearized waveform inversion
(LWI), more commonly known as least-squares migration (e.g. Nemeth et al., 1999; Duquet
et al., 2000; Ronen and Liner, 2000; Jiang and Schuster, 2003). This procedure consists
of minimizing a scalar misfit function that quantifies the mismatch between synthetic data
and recorded data, in the least-squares sense. Synthetic data are produced by applying
the Born modeling operator to reflectivity models of the subsurface. We aim at finding the
reflectivity model that minimizes the misfit function. We usually perform a gradient-based
optimization scheme (Hestenes and Stiefel, 1952) in the data space or in the model space,
iteratively updating the reflectivity. In the data space we need the modeling operator (Born
operator) and the adjoint (RTM). In the model space we need the Hessian operator, which
can be constructed by applying the modeling operator followed by the adjoint operator
to “spiky” perturbations in the model space. It is often necessary to include constraints
in both schemes, in order to reject solutions from either the model null space, or from
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the overfitting of undesired events of the data (e.g. unphysical events such as noise, or
propagation modes not accounted for by our modeling and adjoint operators). In the data
space every iteration of LWI costs somewhat more than two conventional migrations, and in
the model space every iteration cost one computation of the Hessian. Not surprisingly, the
first implementations of LWI used comparatively cheap Kirchhoff-based algorithms. Only
after RTM itself became affordable did least-squares RTM (LSRTM) become subject of
research (e.g. Ji, 2009; Dai et al., 2010; Wong et al., 2011, among many others), although
the original idea can be traced back many years earlier (Ji, 1992). Some techniques have
been proposed to tackle the intense computational burden demanded by LWI, such as source
blending and target oriented methods (Dai et al., 2013).

So far, LWI methods aim at improving the reflectivity estimation assuming that the
model parameters (particularly velocity) are optimum. Therefore, the motivation for this
report is envisioning an algorithm capable of performing LWI including controlled velocity
perturbations. Such velocity perturbations are expected to be rather small to deserve their
incorporation into the velocity model, but significant enough to promote the improvement
of the image by maximizing the stacking power. The method is conceptualized as a linear
optimization scheme that updates two aspects of the model: a perturbation on the low-
wavenumber component (related to background velocity) and a perturbation on the high-
wavenumber component (related to reflectivity). In contrast, full-waveform inversion (FWI)
is built upon a non-linear optimization scheme that updates the model parameters as a single
entity.

This report is organized in three sections. We first make a brief review about basic
concepts of LWI and FWI. We then introduce an algorithm to implement LWI with velocity
updating using the conjugate gradient method. Finally, we analyze strategies for practical
implementation, and discuss potential issues and challenges.

LINEARIZED WAVEFORM INVERSION VS. FULL WAVEFORM
INVERSION

In this section we offer a brief discussion about the differences between LWI and FWI.

Following the notation convention proposed by Barnier and Almomin (2014), we char-
acterize the subsurface using model parameters (e.g. slowness, density) encompassed by
the real variable vector m. We can split such a variable into low-wavenumber and high-
wavenumber components,

m = b + r,

which can be individually perturbed (Barnier and Almomin, 2014),

m = b0 + ∆b + r0 + ∆r.

Full waveform inversion performs the minimization of a misfit function ΦFWI that quantifies
the mismatch between the recorded data, dr, and the modeled data, d = £(m), in the least-
squares sense:

ΦFWI(m) = ‖£(m)− dr‖22. (1)

Here £(m) represents the full wave propagation operator. In the case of a constant-density
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acoustic medium, m usually represents slowness squared. Therefore, £(m) is given by
[
m
∂2

∂t2
−∇2

]
u(x, t) = s(x, t)

£(m) = u(x = xr, t)

(2)

The first term of Equation 2 represents the solution of the acoustic wave equation in a
subsurface medium with slowness squared m, excited by the source function s(x, t). The
second term samples the wavefield at the receivers positions, xr.

The operator £(m) is non-linear with respect to the model parameters, although it is
linear with respect to the source (Barnier and Almomin, 2014). The non-linearity of FWI
with respect m makes the misfit function non-quadratic, hence it generally has a global
minimum and several local minima. For such reason, current implementations of FWI rely
on initial models that are assumed to be close enough to the global minimum. FWI is
popularly implemented using non-linear conjugate gradient methods and Newton-Raphson
methods.

On the other hand, in linearized waveform inversion we keep the background model
fixed: m0 = b0 + ∆b + r0. Then we invert for the perturbation of the reflectivity, ∆r,
using the Born approximation, which consists of the linearization of the modeling operator
around r0 [See Barnier and Almomin (2014) for mathematical details]. Setting r0 = 0 is
equivalent to smoothing the background model (Barnier and Almomin, 2014). In the data
domain, such smoothing corresponds to removal of direct arrivals and diving waves from
the recorded data. Thus, the LWI misfit function is giving by

ΦLWI(m) = ‖L(m0)∆r−
[
dr −£(m0)

]
‖22 (3)

where £(m0) represents the synthetic data obtained using the background model, m0.
These data contains no reflections, just direct arrivals and diving waves. They are subtracted
from the recorded data, dr (in practice, “surgical” filters are designed to remove such seismic
events). L(m0) constitutes the Born modeling operator, which operates on the reflectivity,
∆r, as follows: 

[
m0

∂2

∂t2
−∇2

]
u0(x, t) = s(x, t)[

m0
∂2

∂t2
−∇2

]
u(x, t) = ∆r(x, t)

∂2u0(x, t)
∂t2

L(m0)∆r(x, t) = u(x = xr, t).

(4)

u0 represents the source wavefield, u represents the scattered wavefield, which uses the
source wavefield interacting with the perturbation in reflectivity as a source term. This
operator is linear with respect to ∆r(a.k.a the seismic image), so the LWI misfit function
(Equation 3) is quadratic. There is only one global minimum, although not necessarily
a unique solution. The reason is because the limited bandwidth of the data implies the
presence of a model null space, that we normally reduce with model regularization. Using
gradient-based iterative solvers one could theoretically reach the minimum after enough
iterations. In practice, seismic data are huge, allowing just few tens of iterations. Even if
we could afford more iterations, the data null space would prevent fitting exactly the data
(Aster et al., 2013). Fortunately, we do not have to fit the data exactly in order to get
useful results.
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The premise behind LWI with velocity updating is that the full FWI Hessian can be
expressed as the sum of two components (Biondi et al., 2015): the Gauss-Newton Hessian,
HGN , and the “wave-equation migration velocity analysis” (WEMVA) Hessian, HW , or
simply WEMVA operator, W. In FWI the Gauss-Newton Hessian constitutes the product
of a Jacobian matrix, J(m), pre-multiplied by its adjoint. The Jacobian matrix is obtained
by deriving the synthetic wavefield with respect to the model parameters, and evaluating
the matrix at the current model.

In the case of LWI, from Equation 3 the Jacobian matrix becomes simply

J(∆r) = L,

where L is the matrix representation of the linear Born modeling operator, L(m0). Hence,
the corresponding Gaussian-Newton Hessian is given by

HGN = LTL. (5)

The WEMVA component of the full Hessian, W, requires the derivative of Jacobian with
respect to the model parameters, so it is zero in the case of LWI. For such reason, conven-
tional LWI works exclusively with the Gauss-Newton Hessian (Equation 5). We propose the
inclusion of model (velocity) updates in the process by incorporating WEMVA to the LWI
misfit function (Equation 3). In this report we do not derive LWI with velocity updating
from FWI. Such derivation is an objective for future research.

ALGORITHM FOR LWI WITH VELOCITY UPDATING

In this section we present an algorithm to perform LWI that updates the reflectivity model,
∆r, and allows controlled updates of the background model, ∆b.

Let us consider the following optimization problem:

Φ(∆r,∆b;b0) =
1
2
‖HGN (b0)∆r+HW (b0)∆b−∆rmig‖22−

λ

2
‖HW (b0)∆b+∆rmig‖22. (6)

∆rmig represents the RTM image. Minimizing Equation 6 is interpreted as the search of the
optimal perturbation of reflectivity, ∆r, and perturbation in the background slowness, ∆b.
The smooth background slowness, b0, is fixed respect to the optimization, but spatially
variable. The reflectivity obtained from HGN∆r + HW∆b is expected to fit the RTM
image. The optimization is subject to the condition that the perturbation in the image
contributed by HW∆b, when added to the migrated image, maximizes the stacking power
(second term). This is enforced by minimizing the negative value of the second term of Φ.
We control this constraint with the parameter λ.

Let us simplify Equation 6 by dropping the explicit dependence on b0, and substitute
W for HW :

Φ(∆r,∆b) =
1
2
‖HGN∆r + W∆b−∆rmig‖22 −

λ

2
‖W∆b + ∆rmig‖22. (7)

In the first term we can express the Hessian components as a matrix product,

Φ(∆r,∆b) =
1
2
‖
[
HGN W

] [∆r
∆b

]
−∆rmig‖22 −

λ

2
‖W∆b + ∆rmig‖22. (8)
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The corresponding fitting functions (Claerbout, 2014) are

[
HGN W

] [∆r
∆b

]
−∆rmig ≈ 0

−λW∆b− λ∆rmig ≈ 0

We can re-cast the fitting functions as a matrix operation,[
HGN W

0 −λW

] [
∆r
∆b

]
≈
[

∆rmig

λ∆rmig

]
, (9)

which defines our forward modeling operator. The corresponding adjoint operator is defined
by taking the transpose of the big matrix in Equation 9,[

∆r̃
∆b̃

]
=
[
HT

GN 0
WT −λWT

] [
∆rmig

λ∆rmig

]
. (10)

Now [∆r̃ ∆b̃]T constitutes the first estimation of the perturbations in reflectivity and
background model. Equations 9 and 10 constitute the main elements to set an iterative
solution scheme.

DISCUSSION: IMPLEMENTATION AND POTENTIAL ISSUES

Figure 1 shows a flowchart with the implementation of LWI with velocity updating using the
conjugate gradient method. It follows the classic implementation of an augmented system
(e.g. Nemeth et al., 1999). The objective is to analyze which elements could be recycled
or precomputed (in trapezoid boxes), and which ones have to be computed “on the fly”
(rectangular boxes). The former are simply supplied to processes (thick arrows), whereas
the later are calculated just before they get into processes (thin arrows). Quantities in
the model space (gradient, ~g, and corresponding search direction, ~h) have one component
related to ∆r and another related to ∆b. Quantities in the data space (residual, ~f , and
corresponding search direction, ~q) have two components related to perturbations in reflec-
tivity, but the first one in turn relates to the Gauss-Newton Hessian (I will henceforth refer
to it as “the Hessian”), and the second relates to WEMVA. Such components are distin-
guished throughout using corresponding superindices. The data space is comprised of the
“migration” space, or to be more precise, the “blurred image” space (Hu et al., 2001). The
model space consists of the estimated reflectivity domain, and the estimated perturbation in
the background model domain. Finally, although the Hessian and the WEMVA operators
are symmetric, I distinguish between “forward” and “adjoint” operations for the sake of
convenience.

The flowchart shows that every iteration of the conjugate gradient method demands
two applications of the Hessian and two applications of WEMVA. For big-scale problems
it is convenient to precompute the Hessian (or some of its elements) and then supply it as
needed. In the case of WEMVA, the source wavefield, and the receiver wavefield could be
in principle precomputed and stored, for they only act upon the background model, b0.
However, the source and receiver scattered wavefields operate either on ∆b (δS and δR for
W) or ∆r (δST and δRT for WT ), which are updated every iteration. As a consequence,
such scattered wavefields must be recalculated twice every iteration.
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In practice, the precomputation and storage of the Hessian is difficult because of the
huge number of elements it contains. The simplest approach is the computation of the
diagonal elements only. Inverting the diagonal of the Hessian has the property of correcting
the amplitudes of the image. The inclusion of the off-diagonal elements additionally corrects
for the smearing effect related to sparse and/or irregular data acquisition. Totally neglecting
the off-diagonal elements of the Hessian contradicts our original intention to recover a more
accurate and crisp image by including velocity updates. Two possible solutions can be
1) computing only some off-diagonal elements, and 2) computing point spread functions
sparsely around the space domain, and interpolate as required (Fletcher et al., 2016).

The precomputation of the source and the receiver wavefields has practical issues. The
storage of the entire set of time frames is computationally overwhelming at the industrial
scale. A much better alternative is to implement random boundary conditions (Clapp,
2009, 2010), thus reducing the storage to two time frames per wavefield. This is in fact a
tremendous reduction in storage. However, one needs to recompute the source and receiver
wavefields for each iteration.

FUTURE WORK

So far, we have proposed LWI with velocity updating as an ad hoc solution. We still need a
formal mathematical derivation from a more general case, such as FWI. Numerical imple-
mentation of the algorithm in simple, comprenhensible models constitutes a must. Finally,
we need to find an optimal convergence criterion, which would very likely contemplate both
the perturbation on the reflectivity and the perturbation on the background model.
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Compressive conjugate directions: Linear theory

Musa Maharramov and Stewart A. Levin

ABSTRACT

We present a powerful and easy-to-implement iterative algorithm for solving large-
scale optimization problems that involve L1/total-variation (TV) regularization. The
method is based on combining the Alternating Directions Method of Multipliers
(ADMM) with a Conjugate Directions technique in a way that allows reusing con-
jugate search directions constructed by the algorithm across multiple iterations of the
ADMM. The new method achieves fast convergence by trading off multiple applications
of the modeling operator for the increased memory requirement of storing previous con-
jugate directions. We illustrate the new method with a series of imaging and inversion
applications.

INTRODUCTION

We address a class of regularized least-squares fitting problems of the form

‖Bu‖1 +
α

2
‖Au− d‖22 → min,

u ∈ RN , d ∈ RM , A : RN → RM , B : RN → RK , K ≤ N,
(1)

where d is a known vector (data), u a vector of unknowns1, and A,B are linear operators.
If B is the identity map, then problem (1) is a least-squares fitting with L1 regularization,

‖u‖1 +
α

2
‖Au− d‖22 → min . (2)

If the unknown vector u is the discretization of a function, and B is the first-order finite
difference operator

(Bu)i = ui+1 − ui, i = 1, 2, . . . , N − 1,

then problem (1) turns into a least-squares fitting with a total-variation (TV) regularization

‖∇u‖1 +
α

2
‖Au− d‖22 → min . (3)

On the one hand, in (2) we seek a model vector u such that forward-modeled data Au
match observed data d in the least squares sense, while imposing sparsity-promoting L1

regularization. In (3), on the other hand, we impose blockiness-promoting total-variation
(TV) regularization. Note that rather than using a regularization parameter as a coefficient
of the regularization term, we use a data-fitting weight α. TV regularization (also known
as the Rudin-Osher-Fatemi, or ROF, model Rudin et al. (1992)) acts as a form of “model

1sometimes referred to as “model”
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styling” that helps to preserve sharp contrasts and boundaries in the model even when
spectral content of input data has a limited resolution.

L1-TV regularized least-squares fitting, a key tool in imaging and de-noising applica-
tions (see, e.g. Rudin et al. (1992); Chambolle and Lions (1997); Vogel and Oman (1996);
Kim et al. (2007)), is beginning to play an increasingly important role in applications where
the modeling operator A in (1) is computationally challenging to apply. In particular, in
seismic imaging problems of exploration geophysics such as full-waveform inversion Taran-
tola (1984); Fichtner (2011) modeling of seismic wave propagation in a three-dimensional
medium from multiple seismic sources is by far the greatest contributor to the computa-
tional cost of inversion, and reduction of the number of applications of the operator A is
key to success in practical applications.

L1-regularized least-squares problems can be reduced to inequality-constrained quadratic
programs and solved using interior-point methods based on, e.g., Newton Boyd and Vanden-
berghe (2004) or nonlinear Conjugate Gradients Kim et al. (2007) methods. Alternatively,
the resulting bound-constrained quadratic programs can be solved using gradient projection
Figueiredo et al. (2007) or projected Conjugate Gradients Qiu et al. (2012). A conceptually
different class of techniques for solving L1-regularized least-squares problems is based on
homotopy methods Hastie et al. (2004); Efron et al. (2004); Osborne et al. (2000).

Another class of methods for solving (1) that merits a special mention applies splitting
schemes for the sum of two operators. For example the iterative shrinking-thresholding
algorithm (ISTA) is based on applying forward-backward splitting Bruck Jr. (1977); Passty
(1979) to solving the L1-regularized problem (2) by gradient descent Bioucas-Dias and
Figueiredo (2007); Combettes and Wajs (2005); Daubechies et al. (2004):

yk+1 = uk − γαAT (Auk − d) ,
uk+1 = shrink {yk+1, γ} ,

(4)

where γ > 0 is a sufficiently small step parameter, and the soft thresholding or shrinkage
operator is the Moreau resolvent (see, e.g., Bauschke and Combettes (2011)) of ∂γ‖u‖1,

shrink {y, γ} = (1 + ∂γ‖y‖1)−1 = argmin x

{
γ‖x‖1 +

1
2
‖y − x‖22

}
=

y
|y|

max (|y| − γ, 0) ,
(5)

and ∂ = ∂u denotes the subgradient Rockafellar (1971); Bauschke and Combettes (2011),
and the absolute value of a vector is computed component-wise. The typically slow conver-
gence of the first-order method (4) can be accelerated by an over-relaxation step Nesterov
(1983), resulting in the Fast ISTA algorithm (FISTA) Beck and Teboulle (2009b):

yk+1 = uk − γαAT (Auk − d) ,
zk+1 = shrink {yk+1, γ} ,

ζk+1 =
(

1 +
√

1 + 4ζ2
k

)
/2,

uk+1 = yk+1 +
ζk − 1
ζk+1

(yk+1 − yk) ,

(6)

where ζ1 = 1 and γ is sufficiently small.
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It is important to note that algorithm (6) is applied to the L1-regularized problem (2),
not the TV-regularized problem (3). An accelerated algorithm for solving a TV-regularized
denoising problem2 was proposed in Beck and Teboulle (2009a) and applied the Nesterov
relaxation Nesterov (1983) to solving the dual of the TV-regularized denoising problem
Chambolle (2004). However, using a similar approach to solving (3) with a non-trivial
operator A results in accelerated schemes that still require inversion of A Beck and Teboulle
(2009a); Goldstein et al. (2014) and thus lack the primary appeal of the accelerated gradient
descent methods—i.e., a single application of A and its transpose per iteration3.

The advantage of (6) compared with simple gradient descent is that Nesterov’s over-
relaxation step requires storing two previous solution vectors and provides improved search
direction for minimization. Note, however, that the step length γ is inversely proportional
to the Lipschitz constant of αAT (Au− d) Beck and Teboulle (2009b) and may be small
in practice.

A very general approach to solving problems (1) involving either L1 or TV regularization
is provided by primal-dual methods. For example, in TV-regularized least-squares problem
(3), by substituting

z = Bu (7)

and adding (7) as a constraint, we obtain an equivalent equality-constrained optimization
problem

‖z‖1 +
α

2
‖Au− d‖22 → min,

z = Bu.
(8)

The optimal solution of (8) corresponds to the saddle-point of its Lagrangian

L0 (u, z,µ) = ‖z‖1 +
α

2
‖Au− d‖22 + µT (z−Bu) , (9)

that can be found by the Uzawa method Uzawa (1958). The Uzawa method finds the saddle
point by alternating a minimization with respect to the primal variables u, z and ascent
over the dual variable µ for the objective function equal to the standard Lagrangian (9),
L = L0,

(uk+1, zk+1) = argminL (u, z,µk) ,
µk+1 = µk + λ [zk+1 −Buk+1]

(10)

for some positive step size λ. Approach (10), when applied to the Augmented Lagrangian
Rockafellar (1976), L = L+,

L+ (u, z,µ) = ‖z‖1 +
α

2
‖Au− d‖22 + µT (z−Bu) +

λ

2
‖z−Bu‖22, (11)

results in the method of multipliers Hestenes (1969). For problems (1) all these methods still
require joint minimization with respect to u and z of some objective function that includes
both ‖z‖1 and a smooth function of u. Splitting the joint minimization into separate steps
of minimization with respect u, followed by minimization with respect to z, results in
the Alternating-Directions Method of Multipliers (ADMM) Glowinski and Marroco (1975);

2with A = I in (3)
3In Beck and Teboulle (2009a) inversion of A is replaced by a single gradient descent, however, over-

relaxation is applied to the dual variable.
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Gabay and Mercier (1976); Glowinski and Le Tallec (1989); Eckstein and Bertsekas (1992);
Boyd et al. (2011). To establish a connection to the splitting techniques applied to the sum
of two operators, we note that the ADMM is equivalent to applying the Douglas-Rachford
splitting Douglas and Rachford (1956) to the problem

∂
[
‖Bu‖1 +

α

2
‖Au− d‖22

]
3 0, (12)

where ∂ is the subgradient, and problem (12) is equivalent to (1). The ADMM is a particular
case of a primal-dual iterative solution framework with splitting Zhang et al. (2010), where
the minimization in (10) is split into two steps,

uk+1 = argminL (u, zk,µk) ,
zk+1 = argminL (uk+1, z,µk) ,
µk+1 = µk + λ [zk+1 −Buk+1]

(13)

For the ADMM, we substitute L = L+ in (13) but other choices of a modified Lagrange
function L are possible that may produce convergent primal-dual algorithms Zhang et al.
(2010). Making the substitution L = L+ from (11) into (13), and introducing a scaled
vector of multipliers,

bk = µk/λ, k = 0, 1, 2, . . . (14)

we obtain
uk+1 = argmin

α

2
‖Au− d‖22 +

λ

2
‖zk − Bu + bk‖22,

zk+1 = argmin ‖z‖1 +
λ

2
‖z − Buk+1 + bk‖22,

bk+1 = bk + zk+1 −Buk+1, k = 0, 1, 2, . . .

(15)

where we used the fact that adding a constant term λ/2‖bk‖22 to the objective function does
not alter the solution. In the iterative process (15), we apply splitting, minimizing

‖z‖1 +
α

2
‖Au− d‖22 +

λ

2
‖z − Bu + bk‖22 (16)

alternately with respect to u and z. Further we note that the minimization of (16) with
respect to z (in a splitting step with u fixed) is given trivially by the shrinkage operator
(5),

zk+1 = shrink {Bu− bk, 1/λ} . (17)

Combining (15) and (17) we obtain Algorithm 1.

Minimization on the first line of (15) at each step of the ADMM requires inversion of
the operator A. In the first-order gradient-descent methods like (6) a similar requirement
is obviated by replacing the minimization with respect to variable u by gradient descent.
However, for ill-conditioned problems the gradient may be a poor approximation to the
optimal search direction. One interpretation of Nesterov’s over-relaxation step in (6) is
that it provides a better search direction by perturbing the current solution update with
a fraction of the previous update on the last line of (6). The intermediate least-squares
problem in (15) can be solved approximately using, for example, a few iterations of conjugate
gradients. However, repeating multiple iterations of Conjugate Gradients at each step of the
ADMM may be unnecessary. Indeed, as we demonstrate in the following sections, conjugate
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Algorithm 1 Alternating Direction Method of Multipliers (ADMM) for (1)
1: u0 ← 0N , zK

0 ← 0
2: b0 ← 0K

3: for k ← 0, 1, 2, 3, . . . do
4: uk+1 ← argmin

{
λ
2‖zk −Bu + bk‖22 + α

2 ‖Au− d‖22
}

5: zk+1 ← shrink {Buk+1 − bk, 1/λ}
6: bk+1 ← bk + zk+1 −Buk+1

7: Exit loop if ‖uk+1 − uk‖2/‖uk‖2 ≤ target accuracy
8: end for

directions constructed at earlier steps of the ADMM can be reused because the matrix of
the system of normal equations associated with the minimization on the first line of (15)
does not change between ADMM steps4. Therefore, we can trade the computational cost
of applying the operator A and its transpose against the cost of storing a few solution and
data-size vectors. As this approach is applied to the most general problem (1) with a non-
trivial operator B, in addition to the potential speed-up, this method has the advantage of
working equally well for L1 and TV -regularized problems.

We stress that our new approach does not improve the theoretical convergence proper-
ties of the classic ADMM method under the assumption of exact minimization in step 4 of
Algorithm 1. The asymptotic convergence rate is still O(1/k) as with exact minimization He
and Yuan (2012). The new approach provides a numerically feasible way of implementing
the ADMM for problems where a computationally expensive operator A precludes accurate
minimization in step 4. However, the rate of convergence in the general method of multi-
pliers (10) is sensitive to the choice of parameter λ, and an improved convergence rate for
some values of λ can be accompanied with more ill-conditioned minimization problems at
each step of (15) Glowinski and Le Tallec (1989). By employing increasingly more accurate
conjugate-directions solution of the minimization problem at each iteration of (15) the new
method offsets the deteriorating condition of the intermediate least-squares problems, and
achieves a faster practical convergence at early iterations.

Practical utility of the ADMM in applications that involve sparsity-promoting (2) or
edge-preserving (3) inversion is often determined by how quickly we can resolve sparse
or blocky model components. These features can often be qualitatively resolved within
relatively few initial iterations of the ADMM (see discussion in the appendix of Goldstein
and Osher (2009)). In our Section 5, fast recovery of such local features will be one of the
key indicators for judging the efficiency of the proposed method.

In the next section we describe two new algorithms, Steered and Compressive Conjugate
Gradients based on the principle of reusing conjugate directions for multiple right-hand
sides. In Section 3 we prove convergence and demonstrate that the new algorithm coincides
with the exact ADMM in a finite number of iterations. Section 4 contains a practical
implementation of the Compressive Conjugate Gradients method. We test the method on
a series of problems from imaging and mechanics, and compare its performance against
FISTA and ADMM with gradient descent and restarted conjugate gradients.

4Only the right-hand sides of the system are updated as a result of thresholding.
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STEERED AND COMPRESSIVE CONJUGATE DIRECTIONS

Step 4 of Algorithm 1 is itself a least-squares optimization problem of the form

‖Fu − vk‖22 → min, (18)

where

F =
[√

αA√
λB

]
(19)

and

vk =
[ √

αd√
λ (zk + bk)

]
(20)

Solving optimization problem (18) is mathematically equivalent to solving the following
system of normal equations Trefethen and Bau III (1997),

FTFu = FTvk, (21)

as operator (19) has maximum rank. Solving (21) has the disadvantage of squaring the
condition number of operator (19) Trefethen and Bau III (1997). When the operator A is
available in a matrix form, and a factorization of operator F is numerically feasible, solving
the normal equations (21) should be avoided and a technique based on a matrix factorization
should be applied directly to solving (18) Björk (1996); Saad (2003). However, when matrix
A is not known explicitly or its size exceeds practical limitations of direct methods, as is the
case in applications of greatest interest for us, an iterative algorithm, such as the Conjugate
Gradients for Normal Equations (CGNE) Björk (1996); Saad (2003), can be used to solve
(21). Solving (18) exactly may be unnecessary and we can expect that for large-scale
problems only a few steps of an iterative method need be carried out. However, every
iteration typically requires the application of operator A and its adjoint, and in large-
scale optimization problems we are interested in minimizing the number of applications
of these operations. For large-scale optimization problems we need an alternative to re-
starting an iterative solver for each intermediate problem (18). We propose to minimize
restarting iterations5 by devising a conjugate-directions technique for solving (18) with a
non-stationary right-hand side. At each iteration of the proposed algorithm we find a search
direction that is conjugate to previous directions with respect to the operator FTF. In the
existing conjugate direction techniques, iteratively constructed conjugate directions span
the Krylov subspaces Trefethen and Bau III (1997),

Kk = span
{
FTv0,

(
FTF

)
FTv0, . . . ,

(
FTF

)k
FTv0

}
, k = 0, 1, . . . . (22)

However, in our approach we construct a sequence of vectors (search directions) that are
conjugate with respect to operator FTF at the kth step but may not span the Krylov
subspace Kk. This complicates convergence analysis of our technique, but allows “steering”
search directions by iteration-dependent right-hand sides. Since the right-hand side in (18)
is the result of the shrinkage (17) at previous iterations that steer or compress the solution,
we call our approach “steered” or “compressive” conjugate directions.

5avoiding restarting altogether in the theoretical limit of infinite computer storage
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For the least-squares problem (18), we construct two sets of vectors for k = 0, 1, 2, . . .

{p0,p1,p2, . . . ,pk} , {q0,q1,q2, . . . ,qk} ,
qi = Fpi, i = 0, 1, 2, . . . , k,

(23)

such that
qT

i qj = pT
i FTFpj = 0 if i 6= j. (24)

Equations (23) and (24) mean that the vectors pi form conjugate directions Trefethen and
Bau III (1997); Saad (2003). At each iteration we find an approximation uk to the solution
of (18) as a linear combination of vectors pi, i = 0, 1, . . . , k, for which the residual

rk+1 = vk+1 − Fuk+1, (25)

is orthogonal to vectors qi,

qT
i rk+1 = qT

i (vk+1 − Fuk+1) = 0, i = 0, 1, . . . , k. (26)

Vector pk is constructed as a linear combination of all previous vectors pi, i = 0, 1, . . . , k
and FT rk so that the conjugacy condition in (23) is satisfied. The resulting algorithm for
arbitrary vk depending on k is given by Algorithm 2.

Algorithm 2 Steered Conjugate Directions for solving (18)
1: u0 ← 0N

2: p0 ← FTv0, q0 ← Fp0, δ0 ← qT
0 q0

3: for k = 0, 1, 2, 3, . . . do
4: for i = 0, 1, . . . , k do
5: τi ← qT

i vk/δi
6: end for
7: uk+1 ←

∑k
i=0 τipi

8: rk+1 ← vk+1 −
∑k

i=0 τiqi

9: wk+1 ← FT rk+1

10: sk+1 ← Fwk+1

11: for i = 0, 1, . . . , k do
12: βi ← −qT

i sk+1/δi
13: end for
14: pk+1 ←

∑k
i=0 βipi + wk+1

15: qk+1 ←
∑k

i=0 βiqi + sk+1

16: δk+1 ← qT
k+1qk+1

17: if δk+1 = 0 then . Use condition “δk+1 < tolerance” in practice
18: δk+1 ← 1, pk+1 ← 0N , qk+1 ← 0M+K

19: end if
20: Exit loop if ‖uk+1 − uk‖2/‖uk‖2 ≤ target accuracy
21: end for

Note that the above algorithm is not specific to a particular sequence of right-hand-side
vectors vk and its applicability goes beyond solving the constrained optimization prob-
lems (8). The algorithm requires storing 2k + 2 vectors (23), as well as one vector each
for the current solution iterate uk, variable right-hand side vk, intermediate vectors wk
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and sk. The requirement of storing a growing number of vectors makes the algorithm re-
semble the GMRES method Saad (2003) for solving linear systems with non-self-adjoint
operators. However, in our case, this is a consequence of having a variable right-hand side,
requiring re-computation of solution iterates as linear combinations of all of the previous
search directions (23). This requirement can be relaxed in applications where vector vk

is updated, for example, by the modified Lagrangian technique for solving a constrained
optimization problem, and converges to a limit. In Section 4 we describe practical appli-
cations of the algorithm achieving fast convergence while storing only a subset of vectors
(23). The algorithm requires one application of F and its transpose at each iteration and
2k + 3 dot-products of large vectors.

Combining Algorithms 1 and 2 we obtain the Compressive Conjugate Directions Algo-
rithm 3.

Algorithm 3 Compressive Conjugate Directions for (1)

1: u0 ← 0N , z0 ← 0K ; b0 ← 0K , v0 ←
[ √

αd√
λ (z0 + b0)

]
2: p0 ← FTv0, q0 ← Fp0, δ0 ← qT

0 q0

3: for k = 0, 1, 2, 3, . . . do
4: for i = 0, 1, . . . , k do
5: τi ← qT

i vk/δi
6: end for
7: uk+1 ←

∑k
i=0 τipi

8: zk+1 ← shrink {Buk+1 − bk, 1/λ}
9: bk+1 ← bk + zk+1 −Buk+1

10: vk+1 ←
[ √

αd√
λ (zk+1 + bk+1)

]
11: rk+1 ← vk+1 −

∑k
i=0 τiqi

12: wk+1 ← FT rk+1

13: sk+1 ← Fwk+1

14: for i = 0, 1, . . . , k do
15: βi ← −qT

i sk+1/δi
16: end for
17: pk+1 ←

∑k
i=0 βipi + wk+1

18: qk+1 ←
∑k

i=0 βiqi + sk+1

19: δk+1 ← qT
k+1qk+1

20: if δk+1 = 0 then . Use condition “δk+1 < tolerance” in practice
21: δk+1 ← 1, pk+1 ← 0N , qk+1 ← 0M+K

22: end if
23: Exit loop if ‖uk+1 − uk‖2/‖uk‖2 ≤ target accuracy
24: end for

CONVERGENCE ANALYSIS

Convergence properties of the ADMM were studied in many publications and are well
known. However, here we provide a self-contained proof of convergence for Algorithm 1
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that mostly follows the presentation of Boyd et al. (2011). Later, we use this result to
study the convergence of Algorithm 3.

Theorem 1. Assume that M ≥ N , operators A, B are maximum rank, and

u = u∗,

z = z∗ = Bu∗,
(27)

is the unique solution of problem (8). Assume that a vector b∗ is defined as

b∗ = µ∗/λ, (28)

where µ∗ is the vector of Lagrange multipliers for the equality constraint in (8). Algorithm 1
then converges to this solution if λ > 0, that is,

uk → u∗, zk → z∗, bk → b∗, k → ∞. (29)

Proof. Problem (8) has a convex objective function and equality constraints, hence (27,28) is
a saddle point of its Lagrangian (9) Boyd and Vandenberghe (2004). Substituting zk+1,uk+1

from Algorithm 1, we have

L0 (z∗,u∗,µ∗) ≤ L0 (zk+1,uk+1,µ
∗) ⇐⇒

p∗ = ‖Bu∗‖1 +
α

2
‖Au∗ − d‖22 = ‖z∗‖1 +

α

2
‖Au∗ − d‖22 ≤

‖zk+1‖1 +
α

2
‖Auk+1 − d‖22 + µ∗T (zk+1 −Buk+1) =

pk+1 + µ∗T (zk+1 −Buk+1) = pk+1 + λb∗T (zk+1 −Buk+1) ,

(30)

where p∗ is the optimal value of the objective function and pk+1 is its approximation at
iteration k of the algorithm. Inequality (30) provides a lower bound for the objective
function estimate pk+1. Step 4 of the algorithm is equivalent to

αATAuk+1 + λBTBuk+1 = αATd + λBT (zk + bk) . (31)

Substituting the expression for bk from steps 6 into (31), we obtain

αATAuk+1 = αATd + λBT (zk − zk+1 + bk+1) . (32)

Equality (32) is equivalent to

uk+1 = argmin
α

2
‖Au− d‖22 − λ (zk − zk+1 + bk+1)

T Bu. (33)

Substituting uk+1 and u∗ into the right-hand side of (33), we obtain

α

2
‖Auk+1 − d‖22 ≤

α

2
‖Au∗ − d‖22 +

λ (zk − zk+1 + bk+1)
T B (uk+1 − u∗) .

(34)

Step 5 is equivalent to

0 ∈ ∂z‖z‖1 + λ (zk+1 −Buk+1 + bk) = ∂z‖z‖1 + λbk+1,

zk+1 = argmin
{
‖z‖1 + λbT

k+1z
}
,

(35)
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where we used the expression for bk from step 6. Substituting z = zk+1 and z = z∗ into
the right-hand side of the second line of (35), we obtain

‖zk+1‖1 ≤ ‖z∗‖1 + λbT
k+1 (z∗ − zk+1) . (36)

Adding (34) and (36), we get

pk+1 ≤ p∗ + λbT
k+1 (z∗ − zk+1) +

λ (zk − zk+1 + bk+1)
T B (uk+1 − u∗) ,

(37)

an upper bound for pk+1. Adding (30) and (37), we get

0 ≤ λb∗T (zk+1 −Buk+1) + λbT
k+1 (z∗ − zk+1) +

λ (zk − zk+1 + bk+1)
T B (uk+1 − u∗) ,

(38)

or after rearranging,

0 ≤ λ (b∗ − bk+1)
T (zk+1 −Buk+1) − λ (zk − zk+1)

T (zk+1 −Buk+1) +

λ (zk − zk+1)
T (zk+1 − z∗) .

(39)

We will now use (39) to derive an upper estimate for

‖bk − b∗‖22 + ‖zk − z∗‖22.

Using step 6 of Algorithm 1 for the first term in (39) and introducing ρk+1 = zk+1−Buk+1,
we get

λ (b∗ − bk+1)
T ρk+1 =

λ
(
b∗ − bk − ρk+1

)T
ρk+1 = λ (b∗ − bk)

T ρk+1 − λ‖ρk+1‖22 =

λ (b∗ − bk)
T (bk+1 − bk)−

λ

2
‖ρk+1‖22 −

λ

2
‖ρk+1‖22 =

λ (b∗ − bk)
T (bk+1 − bk)−

λ

2
‖ρk+1‖22 −

λ

2
(bk+1 − bk)

T (bk+1 − bk) =

− λ (bk − b∗)T [(bk+1 − b∗)− (bk − b∗)]− λ

2
‖ρk+1‖22−

λ

2
[(bk+1 − b∗)− (bk − b∗)]T [(bk+1 − b∗)− (bk − b∗)] =

λ

2
‖bk − b∗‖22 −

λ

2
‖bk+1 − b∗‖22 −

λ

2
‖ρk+1‖22.

(40)
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Substituting (40) into (39), we obtain

0 ≤ λ

2
‖bk − b∗‖22 −

λ

2
‖bk+1 − b∗‖22 −

λ

2
‖ρk+1‖22 − λ (zk − zk+1)

T ρk+1 +

λ (zk − zk+1)
T (zk+1 − z∗) =

λ

2
‖bk − b∗‖22 −

λ

2
‖bk+1 − b∗‖22 −

λ

2
‖ρk+1‖22 − λ (zk − zk+1)

T ρk+1 +

λ (zk − zk+1)
T [(zk+1 − zk) + (zk − z∗)] =

λ

2
‖bk − b∗‖22 −

λ

2
‖bk+1 − b∗‖22 −

λ

2
‖ρk+1‖22 − λ (zk − zk+1)

T ρk+1 −

λ (zk − zk+1)
T (zk − zk+1) + λ (zk − zk+1)

T (zk − z∗) =
λ

2
‖bk − b∗‖22 −

λ

2
‖bk+1 − b∗‖22 −

λ

2
(
zk − zk+1 + ρk+1

)T (zk − zk+1 + ρk+1

)
−

λ

2
‖zk − zk+1‖22 + λ (zk − zk+1)

T (zk − z∗) =

λ

2
‖bk − b∗‖22 −

λ

2
‖bk+1 − b∗‖22 −

λ

2
‖zk − zk+1 + ρk+1‖22 −

λ

2
‖zk − zk+1‖22 +

λ [(zk − z∗)− (zk+1 − z∗)]T (zk − z∗) =
λ

2
‖bk − b∗‖22 −

λ

2
‖bk+1 − b∗‖22 −

λ

2
‖zk − zk+1 + ρk+1‖22 −

λ

2
‖ (zk − z∗)− (zk+1 − z∗) ‖22 + λ [(zk − z∗)− (zk+1 − z∗)]T (zk − z∗) =

λ

2
‖bk − b∗‖22 −

λ

2
‖bk+1 − b∗‖22 −

λ

2
‖zk − zk+1 + ρk+1‖22 −

λ

2
‖zk+1 − z∗‖22 +

λ

2
‖zk − z∗‖22,

(41)

yielding

λ

2
‖zk − zk+1 + ρk+1‖22 ≤

λ

2
(
‖zk − z∗‖22 + ‖bk − b∗‖22

)
− λ

2
(
‖zk+1 − z∗‖22 + ‖bk+1 − b∗‖22

)
.

(42)

Expanding the left-hand side of (42), we obtain

λ

2

(
‖zk − zk+1‖22 + 2 (zk − zk+1)

T ρk+1 + ‖ρk+1‖22
)
≤

λ

2
(
‖zk − z∗‖22 + ‖bk − b∗‖22

)
− λ

2
(
‖zk+1 − z∗‖22 + ‖bk+1 − b∗‖22

)
.

(43)

Let us prove that the middle term in the left-hand side of (43) is non-negatve,

0 ≤ (zk − zk+1)
T ρk+1 = (zk − zk+1)

T (bk+1 − bk)

where we used step 6 of Algorithm 1. Indeed, since zk+1 minimizes (16) with u = uk+1,
using the convexity of L1 norm, we have for z = zk+1,

∂z
λ

2
‖z−Buk+1 + bk‖22 = λ (z−Buk+1 + bk) ∈ −∂‖z‖1 ⇒

‖zk+1‖1 − ‖zk‖1 ≤ (zk − zk+1)
T (zk+1 −Buk+1 + bk) = (zk − zk+1)

T bk+1.

(44)
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Similarly, since zk minimizes (16) for u = uk and b = bk−1, for z = zk we have

∂z
λ

2
‖z−Buk + bk−1‖22 = λ (z−Buk + bk−1) ∈ −∂‖z‖1 ⇒

‖zk‖1 − ‖zk+1‖1 ≤ (zk+1 − zk)
T (zk −Buk + bk−1) = (zk+1 − zk)

T bk.

(45)

In both (44) and (45) we used step 6 of Algorithm 1 and the fact that for any convex
function f(x)

f(x0) + ξT (x− x0) ≤ f(x) ⇔ f(x0)− f(x) ≤ −ξT (x− x0) , if ξ ∈ ∂f(x0),

where ∂ is subgradient Rockafellar (1971). Summing (44) and (45) we get

0 ≤ (zk − zk+1)
T (bk+1 − bk) . (46)

From (46) and (43), we have

‖zk − zk+1‖22 + ‖ρk+1‖22 ≤(
‖zk − z∗‖22 + ‖bk − b∗‖22

)
−
(
‖zk+1 − z∗‖22 + ‖bk+1 − b∗‖22

)
,

(47)

or
‖zk+1 − z∗‖22 + ‖bk+1 − b∗‖22 ≤
‖zk − z∗‖22 + ‖bk − b∗‖22 − ‖zk+1 − zk‖22 − ‖ρk+1‖22.

(48)

From (48) we can see that the sequence ‖zk − z∗‖22 + ‖bk − b∗‖22 and consequently zk and
bk are bounded. Summing (47) for k = 0, 1, . . . ,∞, we obtain convergence of the series

∞∑
k=0

{
‖zk − zk+1‖22 + ‖ρk+1‖22

}
≤ ‖z0 − z∗‖22 + ‖b0 − b∗‖22. (49)

From (49) follows
zk − zk+1 → 0, zk −Buk → 0, k →∞. (50)

Now using (37) we obtain

pk+1 − p∗ ≤ λbT
k+1 (z∗ − zk+1) + λ (zk − zk+1 + bk+1)

T B (uk+1 − u∗) =

λbT
k+1 (zk − zk+1) + λbT

k+1 (z∗ − zk) +

λ (zk − zk+1)
T B (uk+1 − u∗) + λbT

k+1B (uk+1 − u∗) =

λbT
k+1 (zk − zk+1) + λ (zk − zk+1)

T B (uk+1 − u∗) +

λbT
k+1 (z∗ − zk) + λbT

k+1B (uk+1 − u∗) =

λbT
k+1 (zk − zk+1) + λ (zk − zk+1)

T B (uk+1 − u∗) +

λbT
k+1 (Buk+1 − zk+1 + zk+1 − zk + z∗ −Bu∗) → 0, k →∞,

(51)

where the right-hand side of (51) converges to zero because of (50), boundedness of zk and
bk and z∗ = Bu∗. Likewise, from (30) we have

p∗ − pk+1 ≤ λb∗T (zk+1 −Buk+1) → 0, k →∞. (52)
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Combining (51) and (52) we obtain pk → p∗—i.e., value of the objective function estimate
at iteration k converges to the true minimum as k → ∞. From the bounded sequence
uk ∈ RN we can extract a convergent subsequence

uki
→ u∗∗. (53)

Because our objective function is continuous, u∗∗ is a solution of (1) and (8). However,
if A is maximum rank the objective function of (1) is strictly convex, hence u∗ = u∗∗.
The sequence uk must converge to u∗ because otherwise we would be able to extract a
subsequence convergent to a different limit and repeat the above analysis.

And finally, to prove that bk → b∗, we see that from the Karush-Kuhn-Tucker (KKT)
conditions Boyd and Vandenberghe (2004) for (8) we have

αAATu∗ = ATd + λBTb∗. (54)

Passing (32) to limit as k →∞, using (50) and replacing bk+1 with a convergent subsequence
as necessary, we get

αAATu∗ = ATd + λBT limbk. (55)

Since B is maximum rank, rankB = K ≤ N , (55) means that limbk = b∗.

Note that our our proof does not depend on the selection of starting values for u0, z0

and b0, and this fact will be used later on in proving the convergence of Algorithm 3. Before
we study convergence properties of Algorithm 3, we prove one auxiliary result.

Theorem 2. Algorithm 3 constructs a sequence of subspaces of RN spanning expanding
sets of conjugate directions,

Sk = span {p0,p1, . . . ,pk} , k = 0, 1, 2, . . .
S0 ⊆ S1 ⊆ S2 ⊆ . . . ⊆ Sk ⊆ . . .

(56)

such that
lim

k→∞
Sk = S ⊆ RN . (57)

Under the assumptions of Theorem 1, solution of the constrained optimization problem

‖z‖1 +
α

2
‖Au− d‖22 → min,

z = Bu,

u ∈ S.

(58)

matches the solution of (8).

Proof. If S = RN statement of the theorem is trivial, so we assume that dimS < N . Since
our problem is finite-dimensional, the limit (57) is achieved at a finite iteration,

∃k1 ∀k ≥ k1 : Sk ≡ S. (59)

steps 4-7 of Algorithm 3 are equivalent to projecting the solution of the system of normal
equations (21) onto the space Sk. If pk+1 = 0 in steps 20-22, then the right-hand side of
(21) for any k ≥ k1 can be represented as a linear combination of vectors from Sk1 ≡ S.
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Steps 8 and 9 of Algorithm 3 are equivalent to steps 5 and 6 of Algorithm 1. Step 10
prepares the right-hand side of (21) for the minimization in step 4 of Algorithm 1 for
iteration k+1. However, since the right-hand side of (21) is a linear combination of vectors
p0,p1, . . . ,pk that span Sk ≡ S, steps 4-7 of Algorithm 3 are equivalent to the exact solution
of the unconstrained minimization problem in step 4 of Algorithm 1. Hence, starting from
iteration k1 the two algorithms become equivalent. From Theorem 1 and

∀k ≥ k1 : uk+1 ∈ S

follows that the solution of (58) coincides with that of (8).

Convergence of Algorithm 3 now becomes a trivial corollary of theorems 1 and 2.

Theorem 3. Under the assumptions of Theorem 1, Algorithm 3 converges to the unique
solution (27) of problem (8), and (29) holds.

Proof. In the proof of Theorem 2 we have demonstrated that starting from k = k1 defined
in (59) Algorithm 3 is mathematically equivalent to Algorithm 1 starting from an initial ap-
proximation uk1−1, zk1−1 and bk1−1. Convergence of Algorithm 1 does not depend on these
starting values, hence Algorithm 3 converges to the same unique solution as Algorithm 1
and (29) holds.

The result of Theorem 3 indicates that our Compressive Conjugate Directions method
matches the ADMM in exact arithmetic after a finite number of iterations, while avoiding
direct inversion of operator A. This obvously means that the (worst-case) asymptotic
convergence rate of Algorithm 3 matches that of the ADMM and is O(1/k) He and Yuan
(2012).

LIMITED-MEMORY COMPRESSIVE CONJUGATE DIRECTIONS
METHOD

Algorithm 3 (that we call “unlimited-memory” Compressive Conjugate Directions Method)
requires storing all of the previous conjugate directions (23) because in step 7 the algorithm
computes the expansion

uk+1 =
k∑

i=0

τipi, (60)

of these solution approximations with respect to all conjugate direction vectors (23) at each
iteration. It is a consequence of changing right-hand sides of the normal equations system
(18) that all of the coefficients of expansion (60) may require updating. However, in a
practical implementation we may expect that only the last m+1 expansion coefficients (60)
significantly change, and freeze the coefficients

τi, i < k −m

at and after iteration k. This approach requires storing up to 2m+ 2 latest vectors

pk,pk−1, . . . ,pk−m, qk,qk−1, . . . ,qk−m. (61)
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A “limited-memory” variant of the method is implemented in Algorithm 4 that stores
vectors (61) in a circular first-in-first-out buffer. An index variable j points to the latest
updated element within the buffer. Once j exceed the buffer size for the first time and is
reset to point to the head of the buffer, a flag variable cycle is set, indicating that a search
direction is overwritten at each subsequent iteration of the algorithm. The projection of
the current solution iterate onto the old vector τjpj (now to be overwritten in the buffer)
is then accumulated in a vector ũ; the corresponding contribution to the predicted data
equals τjqj and is accumulated in a vector ṽ,

ũ =
k−m−1∑

i=0

τipi, ṽ =
k−m−1∑

i=0

τiqi. (62)

Contributions (62) to the solution and predicted data from the discarded vectors (23) are
then added back to the approximate solution and residual in steps 8 and 12 of Algorithm 4.

Algorithm 4 Limited-Memory Compressive Conjugate Directions Method for (1)
1: m ← memory size, ũ ← 0N , ṽ ← 0N+K , j ← 0, cycle← .false.

2: u0 ← 0, z0 ← 0K ; b0 ← 0K , v0 ←
[ √

αd√
λ (z0 + b0)

]
3: p0 ← FTv0, q0 ← Fp0, δ0 ← qT

0 q0

4: for k = 0, 1, 2, 3, . . . do
5: for i = 0, 1, . . . ,min(k,m) do
6: τi ← qT

i (vk − ṽ)/δi
7: end for
8: uk+1 ← ũ +

∑min(k,m)
i=0 τipi

9: zk+1 ← shrink {Buk+1 − bk, 1/λ}
10: bk+1 ← bk + zk+1 −Buk+1

11: vk+1 ←
[ √

αd√
λ (zk+1 + bk+1)

]
12: rk+1 ← vk+1 −

∑min(k,m)
i=0 τiqi − ṽ

13: wk+1 ← FT rk+1

14: sk+1 ← Fwk+1

15: for i = 0, 1, . . . ,min(k,m) do
16: βi ← −qT

i sk+1/δi
17: end for
18: j ← j + 1
19: if j = m+ 1 then
20: j ← 0, cycle← .true.
21: end if
22: if cycle then
23: ũ ← ũ + τjpj

24: ṽ ← ṽ + τjqj

25: end if
26: pj ←

∑min(k,m)
i=0 βipi + wk+1

27: qj ←
∑min(k,m)

i=0 βiqi + sk+1
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Algorithm 4 Limited-Memory Compressive Conjugate Directions Method (continued)
28: δj ← qT

j qj

29: if δj = 0 then . Use condition “δj < tolerance” in practice
30: δj ← 1, pj ← 0N , qj ← 0M+K

31: end if
32: Exit loop if ‖uk+1 − uk‖2/‖uk‖2 ≤ target accuracy
33: end for

Trade-off between the number of iterations and problem condition number

In practical implementations of the ADMM when the operator A does not lend itself to
direct solution methods, an iterative method can be used to solve the minimization problem
in step 4 of Algorithm 1 Goldstein and Osher (2009). Algorithm 5, representing such an
approach, uses a fixed number of iterations Nc of CGNE in step 4. At each iteration of the
ADMM conjugate gradients are hot-restarted from the previous solution approximation uk.
For comparison purposes we will refer to this method as restarted Conjugate Gradients or
RCG. Note that Algorithm 5 with Nc = 1 performs a single step of gradient descent when

Algorithm 5 ADMM and hot-restarted CG (RCG)
1: u0 ← 0N , z0 ← 0K , b0 ← 0K , Nc ← prescribed number of CG iterations
2: p0 ← FTv0, q0 ← Fp0

3: for k = 0, 1, 2, 3, . . . do
4: Solve

uk+1 ← argmin
{
λ

2
‖zk −Bu + bk‖22 +

α

2
‖Au− d‖22

}
,

starting from uk and using Nc iterations of CGNE.
5: zk+1 ← shrink {Buk+1 − bk, 1/λ}
6: bk+1 ← bk + zk+1 −Buk+1

7: Exit loop if ‖uk+1 − uk‖2/‖uk‖2 ≤ target accuracy
8: end for

solving the following intermediate least-squares minimization problem in step 4,

uk+1 = argmin
α

2
‖Au− d‖22 +

λ

2
‖zk − Bu + bk‖22. (63)

The performance of Algorithm 5 depends on the condition number of the leasts-squares
problem (63) Trefethen and Bau III (1997): for well-conditioned problems only a small
number of conjugate gradients iterations Nc may achieve a sufficiently accurate approxi-
mation to uk+1. The condition number of (63) depends on properties of operators A and
B, as well as the value of λ. In applications with a simple modeling operator A, such as
is the case in denoising with A = I, a value of λ may be experimentally selected so as to
reduce the condition number of (63). However, a trade-off may exist between the condition
number of (63) and the number of ADMM iterations in the outer loop (Step 3) of Algo-
rithm 1: well-conditioned interim least-squares problems may result in a significantly higher
number of ADMM iterations. Such a trade-off is a well-known phenomenon in applications
of the Augmented Lagrangian Method of Multipliers for smooth objective functions, see,
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e.g., Glowinski and Le Tallec (1989). For example, large values of λ in (15) more strongly
penalize violations of the equality constraint, as in the Quadratic Penalty Function Method
Nocedal and Wright (2006) with a larger penalty and a more ill-conditioned quadratic mini-
mization. Of course, in the case of ADMM applied to (1), a non-smooth objective function,
arbitrary and potentially ill-conditioned operator A, and (most importantly) alternating
splitting minimization of the modified Augmented Lagrangian (15)6 complicate the picture.
In fact, for an arbitrary A, the condition number of (63) is not always an increasing func-
tion of λ. Some of the numerical examples described in the following subsections exhibit
this trade-off between the condition number of the intermediate least-squares problem (63)
and the number of ADMM iterations: the better the condition-number of (63), the more
ADMM iterations are typically required. The main advantage of our Compressive Conju-
gate Directions approach implemented in Algorithms 3 and 4 is that information on the
geometry of the objective function (63) accumulates through external ADMM iterations
thus potentially reducing the amount of effort required to perform minimization of (63) at
each step. Since our objective is a practical implementation of the ADMM for (1) with
computationally expensive operators A, the overall number of operator A and AT applica-
tions required to achieve given accuracy will be the principal benchmark for measuring the
performance of various algorithms.

APPLICATIONS

In this section we apply the method of Compressive Conjugate Directions to solving L1 and
TV-regularized inversion problems for several practical examples.

Image Denoising

A popular image denoising technique for removing short-wavelength random Gaussian noise
from an image is based on solving (3) with A = I. Vector d is populated with a noisy image,
a denoised image is returned in u,

u = ui,j , i = 1, . . . , Ny, j = 1, . . . , Nx,

with an anisotropic TV seminorm in (3) defined by the linear gradient operator

∇u =
[
∇xu
∇yu

]
=



ui,2 − ui,1

· · ·
ui,Nx − ui,Nx−1

· · ·
u2,j − u1,j

· · ·
uNy ,j − uNy−1,j


, i = 1, . . . , Ny, j = 1, . . . , Nx. (64)

Here, the dimension of the model space is N = Nx×Ny with M = N and K = N−Nx−Ny.
Since operator A = I is trivial, minimization of the number of operator applications in this
problem carries no practical advantage. The only reason for providing this example is to
demonstrate the stability of the proposed Compressive Conjugate Directions method with
respect to choosing a value of λ.

6“modified” because of the added constant term λ/2‖bk‖2
2
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Figure 1(a) shows the true, noise-free 382×382 image used in this experiment. Random
Gaussian noise with a standard deviation σ of 15% of maximum signal amplitude was
added to the true image to produce the noisy image of Figure 1(b). All low-wavenumber or
“blocky” components of the noise below a quarter of the Nyquist wavenumber were filtered
out, leaving only high-wavenumber “salt-and-pepper” noise. Parameter α = 10 was chosen
experimentally based on the desired trade-off of fidelity and “blockiness” of the resulting
denoised image. The result of solving (3) using Algorithm 5 with λ = 1, one hundred
combined applications of A and AT , and Nc = 1 is shown in Figure 1(d). The result of
applying our limited-memory Conjugate Directions Algorithm 4 for m = 50 is shown in
Figure 1(c)7. Note that Nc = 1 means that only a single step of Conjugate Gradients, or
a single gradient descent, is made in step 4 of Algorithm 5. For this choice of λ, problem
(63) is very well conditioned, with a condition number of κ = 1.8. A single iteration of
gradient descent achieves sufficient accuracy of minimization (63) and for λ = 1 there is
no practical advantage in using our method as both methods perform equally well, see
Figure 2(a). In fact, the overhead of storing and using conjugate directions from previous
iterations may exceed the cost of operator A and its adjoint applications if the latter
are computationally cheap. The approximation errors of applying the limited-memory
Compressive Conjugate Directions Algorithm 4 with m = 50 versus Algorithm 5 with
Nc = 1, 5, 10 for λ = 102, 103, 104 are shown in Figures 2(a),2(b),2(c),2(d). Note that larger
values of λ result in increasingly larger condition numbers of (63) shown on top of the plots.
The performance of Algorithm 5 here depends on a choice ofNc: increasingNc as required to
achieve a sufficiently accurate approximate solution of (63) results in fewer available ADMM
iterations for a fixed “budget” of operator A and adjoint applications. However, Algorithm 4
accumulates conjugate directions (23) computed at earlier iterations and requires only one
application of the operator and its adjoint per ADMM iteration. Note that at iteration steps
less than Nc, Algorithm 5 may still outperform Algorithm 4 as it conducts more Conjugate
Gradient iterations per solution of each problem (63). However, once the ADMM iteration
count exceeds the largestNc, and sufficient information is accumulated by Algorithm 4 about
the geometry of the objective function, the Compressive Conjugate Directions outperforms
Algorithm 5. Note that this example does not demonstrate the trade-off between the
condition number of (63) and the number of ADMM iterations. The reason for this is
that for large λ convergence is achieved relatively quickly within a number of iterations
comparable to a number of Conjugate Gradients steps required to solve (63). However, this
example demonstrate another feature of the proposed Compressive Conjugate Directions
Method: compared with a technique based on a restarted iterative solution of (63), the
method may be less sensitive to a suboptimal choice of λ.

Inversion of Dilatational Point Pseudo-sources

In our second example, we demonstrate our method on a geomechanical inversion problem
with a non-trivial forward-modeling operator A. Here, we are interested in inverting sub-
surface sources of deformation from noisy measurements of surface displacements, such as
GPS, tilt-meter and InSAR observations.

The forward modeling operator simulates vertical surface displacements in response to
distributed dilatational (e.g. pressure change) sources Segall (2010). Our modeling operator

7Here, this matches the results for any memory size m > 0 due to a well-conditioned problem (63).
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(a) (b)

(c) (d)

Figure 1: (a) Clean image [NR]; (b) Noisy image contaminated with Gaussian noise
with σ = 15% of maximum amplitude [CR]; (c) Image denoised using Algorithm 4 with
α = 10, λ = 1 and memory size m = 50 [CR]; (d) Image denoised using Algorithm 5 with
α = 10, λ = 1, Nc = 1 [CR]. musa1/. X1trueimg,X1noisyimg,X1ccd,X1rcg
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(a) (b)

(c) (d)

Figure 2: Performance of Algorithm 4 with m = 20 versus Algorithm 5 with varying Nc

for (a) λ = 1 [CR]; (b) λ = 100 [CR]; (c) λ = 1000 [CR]; (d) λ = 10000 [CR].
musa1/. X1lam1,X1lam100,X1lam1000,X1lam10000
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is defined as

Au = d(z), d(z) = c

∫ A

0

Du(ξ)dξ

(D2 + (z − ξ)2)3/2
, (65)

where we assume that u = u(ξ), ξ ∈ [0, A] is a relative pore pressure change along a hor-
izontal segment [0, A] of a reservoir at a constant depth D, d = d(x), x ∈ [0, A] is the
induced vertical displacement on the surface, and a factor c is determined by the poroe-
lastic medium properties, and reservoir dimensions. In this example, for demonstration
purposes we consider a two-dimensional model, but a three-dimensional model is studied in
the next subsection. Operator (65) is a smoothing integral operator that, after discretization
and application of a simple quadrature, can be represented by a dense matrix. Analytical
representation of the surface displacement modeling operator (65) is possible for simple ho-
mogeneous media; however, modeling surface displacements in highly heterogeneous media
will involve computationally expensive numerical methods such as Finite Elements Kosloff
et al. (1980).

In this experiment we seek to recover a spiky model of subsurface sources shown in
Figure 3(a) from noisy observations of the induced surface displacements shown in Fig-
ure 3(b). Such sparse dilatational pseudo-sources are mathematically equivalent to con-

(a) (b)

Figure 3: (a) A spiky true pseudosources [CR]; (b) the resulting true (black) and noisy
(red) surface displacements [CR]. musa1/. X2true,X2data

centrated reservoir pressure changes in hydrogeology and exploration geophysics, as well as
expanding spherical lava chambers (the “Mogi model”) in volcanology Segall (2010). We
forward-modeled surface displacements due to the sources of Figure 3(a) using operator
(65), and, as in our denoising tests, added random Gaussian noise with σ = 15% of the
maximum data amplitude. Prior to adding the noise, all low-wavenumber noise components
below a fifth of the Nyquist wavenumber were muted, leaving only the high-wavenumber
noise shown in Figure 3(b).

We set D = .1 km, A = 2 km, c = 10−2 in (65), and discretized both the model and data
space using a 500-point uniform grid, N = M = 500. We solve problem (2) with α = 10000,
and our objective is to accurately identify locations of the spikes in Figure 3(a) and their
relative magnitudes, carrying out as few applications of operator (65) as possible. Inversion
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(a) (b)

(c) (d)

Figure 4: Inversion results for CCD (red), RCG (blue), FISTA (green) after 100 operator
and adjoint applications for (a) λ = .05 [CR]; (b) λ = 0.1 [CR]; (c) λ = 1 [CR];
(d) λ = 100 [CR]. Note that FISTA does not use λ and the same FISTA results are
shown in all plots but using different vertical scales. Improving condition number of (63)
is accompanied by slower convergence. Compressive Conjugate Directions method most
accurately resolves the spiky model at early iterations, and performs well when (63) is ill-
conditioned. musa1/. X2lam005invonly,X2lam01invonly,X2lam1invonly,X2lam100invonly
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results of using the limited-memory Compressive Conjugate Directions Algorithm 4 with
m = 100, ADMM with restarted Conjugate Gradients Algorithm 5 and FISTA of (6) are
shown in Figures 4(a),4(b),4(c),4(d) for λ = 0.05, 0.1, 1, 100. In each case one hundred com-
bined products of operators A and AT with vectors were computed. We used the maximum
FISTA step size of τ = 10−4 in (6) computed for operator (65). These results indicate that
the Compressive Conjugate Directions method achieves qualitative recovery of the spiky
model at early iterations. Superiority of the new method is especially pronounced when the
intermediate least-squares minimization problem (63) is ill-conditioned (see plot tops). The
method retains its advantage after 1000 operator and adjoint applications, as shown in Fig-
ures 5(a),5(b),5(c),5(d). Note that the error plots of the CCD in Figures 6(a),6(b),6(c),6(d)
exhibit a trade-off between the convergence rate and condition number of problem (63)
discussed earlier: a more ill-conditioned (63) is associated with a faster convergence rate of
the new method.

Figures 7(a),7(b),7(c),7(d) show error plots for the CCD, ADMM with exact minimiza-
tion of (63), and FISTA. The said trade-off between the convergence rate and condition
number of (63) is exhibited by the ADMM. The CCD curves approach the convergence rates
of the ADMM once Algorithm 4 has accumulated enough information about the geometry
of the objective function in vectors (61). Note that the advantage of a faster asymptotic
convergence rate of FISTA kicks in only when the ADMM-based methods use values of λ
that are not optimal for their convergence—see Figures 6(d) and 7(d). In this case (63) is
very well conditioned, and its adequate solution requires only a single step of gradient de-
scent at each iteration of the ADMM, depriving conjugate-gradients-based methods of their
advantage. FISTA, being based on accelerating a gradient-descent method, now asymptoti-
cally beats the convergence rates of the other techniques but this happens too late through
the iterations to be of practical significance. In other words, in this particular example
FISTA can beat the ADMM (and CCD) only if the latter use badly selected values of λ.
Generalizing this observation about FISTA and ADMM for problem (2) with a general
operator A goes beyond the scope of our work.

Inversion of Pressure Contrasts

In this section we apply the Compressive Conjugate Gradients method to identify sharp
subsurface pressure contrasts in a reservoir from observations of induced surface displace-
ments. We use a 3-dimensional geomechanical poroelastostatic model of pressure-induced
deformation based on Biot’s theory Segall (2010).

We solve a TV-regularized inversion problem (3) with operator B given by (64), and
operator A given by extension of (65)

Au = d(x, y), d(x, y) = c

∫ A

0

∫ A

0

Du(ξ, η)dξdη

(D2 + (x− ξ)2 + (y − η)2)3/2
, (66)

where we assume that u = u(ξ, η), (ξ, η) ∈ [−A,A] × [−A,A] is a relative pore pressure
change at a point (ξ, η) of the reservoir at a constant depth D, 2A is the reservoir length
and breadth, d = d(x, y), (x, y) ∈ [−A,A] × [−A,A] is the induced vertical displacement
at a point (x, y) on the surface, and a constant factor c is determined by the poroelastic
medium properties and reservoir thickness.
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(a) (b)

(c) (d)

Figure 5: Inversion results for CCD (red), RCG (blue), FISTA (green) after 1000
operator and adjoint applications for (a) λ = .05 [CR]; (b) λ = 0.1 [CR]; (c)
λ = 1 [CR]; (d) λ = 100 [CR]. Note that FISTA does not use λ and the same
FISTA results are shown in all plots but using different vertical scales. Compressive
Conjugate Directions method still retains its advantage in resolving the spiky model at
earlier iterations. Asymptotically faster convergence of FISTA kicks in when λ = 100 with
a well-conditioned (63), when the ADMM convergence is slowed—compare with Figure 7(d).
musa1/. X21000itlam005invonly,X21000itlam01invonly,X21000itlam1invonly,X21000itlam100invonly
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(a) (b)

(c) (d)

Figure 6: Convergence curves for CCD (solid red), RCG (dashed), FISTA
(solid green) for (a) λ = .05 [CR]; (b) λ = 0.1 [CR]; (c) λ =
1 [CR]; (d) λ = 100—compare with Figures 5(a),5(b),5(c),5(d) [CR].
musa1/. X2lam005conv,X2lam01conv,X2lam1conv,X2lam100conv
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(a) (b)

(c) (d)

Figure 7: Convergence curves for CCD (solid red), ADMM with exact solver (blue),
FISTA (green) for (a) λ = .05 [CR]; (b) λ = 0.1 [CR]; (c) λ = 1 [CR]; (d)
λ = 100 [CR]. Limited-memory Compressive Conjugate Directions with m = 100
achieves convergence rate comparable to ADMM with exact minimization of (63).
musa1/. X2admmlam005conv,X2admmlam01conv,X2admmlam1conv,X2admmlam100conv
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In this experiment, we discretize the pressure and displacement using a 50 × 50 grid,
with A = 1.2 km, D = .455 km and c = 5.8515 × 103, based on a poroelastic model of
a real-world unconventional hydrocarbon reservoir Maharramov and Zoback (2014). We
use a least-squares fitting weight α = .1 in (3) to achieve a desirable trade-off between
fitting fidelity and blockiness of the inverted pressure change. The blocky model shown in
Figure 8(a) was used to forward-model surface displacements using operator (66). Random
Gaussian noise with σ = 0.15% of maximum data amplitude, muted below a quarter of
the Nyquist wavenumber, was added to the clean data to produce the noisy displacement
measurements of Figure 8(b).

(a) (b)

Figure 8: (a) A blocky true pressure model (MPa) [CR]; (b) the resulting surface displace-
ments (mm) with added random Gaussian noise with σ = 15% of data amplitude [CR].
musa1/. X4true,X4data

Figure 9(a) shows the result of the limited-memory Compressive Conjugate Directions
Algorithm 4 with m = 100, after a total of 100 combined applications of operator A and its
adjoint. For the same number of operator applications, Figure 9(b) shows the best result
of the ADMM with restarted Conjugate Gradients Algorithm 5. The corresponding results
after 1000 applications of A and AT are shown in Figures 9(c) and 9(d), respectively.

The Compressive Conjugate Directions method resolves key model features faster than
the ADMM using iterative solution of (63) restarted at each ADMM iteration. This advan-
tage of our method is particularly pronounced when the intermediate least-squares problem
(63) is ill-conditioned—compare Figures 10(a),10(b) with Figures 10(c),10(d). To accu-
rately resolve the blocky pressure model of Figure 8(a), the Compressive Conjugate Direc-
tions technique requires about a tenth of operator A and adjoint applications compared
with Algorithm 5 when (63) is poorly conditioned. And again, as in the previous example,
there is a trade-off between the convergence rate of the Compressive Conjugate Directions
and the condition number of (63): values of λ that result in more poorly-conditioned (63)
yield the fastest convergence.
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(a) (b)

(c) (d)

Figure 9: Inversion results after (a) 100 iterations (operator and adjoint appli-
cations) of CCD with λ = 10 [CR]; (b) 100 iterations of RCG with λ =
10 [CR]; (c) 1000 iterations of CCD with λ = 10 [CR]; (d) 1000 itera-
tions of RCG with λ = 10 [CR]. In all tests, CCD is the limited-memory
Compressive Conjugate Directions method of Algorithm 4; RCG is ADMM with
restarted Conjugate Gradients of Algorithm 5 showing the most accurate model re-
construction among the outputs for different Nc–see Figures 10(a),10(b),10(c),10(d).
musa1/. X4it100lam10ccd,X4it100lam10rcg,X4lam10ccd,X4lam10rcg
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(a) (b)

(c) (d)

Figure 10: Convergence rates for CCD and RCG with various Nc for (a) λ =
5 [CR]; (b) λ = 10 [CR]; (c) λ = 50 [CR]; (d) λ = 100 [CR].
musa1/. X4lam5conv,X4lam10conv,X4lam50conv,X4lam100conv

DISCUSSION

Compressive Conjugate Directions provides an efficient implementation of the Alternat-
ing Direction Method of Multipliers in L1 − TV regularized inversion problems (1) with
computationally expensive operators A. By accumulating and reusing information on the
geometry of the intermediate quadratic objective function (63), the method requires only
one application of the operator A and its adjoint per ADMM iteration while achieving
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accuracy comparable to that of the ADMM with exact minimization of (63). The method
does not improve the worst-case asymptotic convergence rate of the ADMM. However, it
can be used for fast recovery of spiky or blocky solution components. The method trades
the computational cost of applying operator A and its adjoint for extra memory required
to store previous conjugate direction vectors (61).

Our numerical experiments involving problems of geomechanical inversion demonstrated
a trade-off between the number of ADMM iterations required to achieve a sufficiently accu-
rate solution approximation, and condition number of the intermediate least-squares prob-
lem (63). Understanding the extent to which this phenomenon applies to solving (1) with
other classes of modeling operators A requires further analysis.

Generalizations

The primary focus of this work are L1−TV regularized inversion problems (1). However, the
Steered Conjugate Directions Algorithm 2 can be combined with the Method of Multipliers
to solve more general problems of large-scale equality-constrained optimization.

For example, consider the problem

‖Au− d‖22 → min,
Bu− c = 0,

u ∈ RN , d ∈ RM , A : RN → RM , B : RN → RK ,

(67)

where A is a computationally expensive operator. Many “coupled” systems governing two
or more physical parameters can be described mathematically as a constrained problem
(67). Of special interest are cases when K � min {N,M}—e.g., large-scale optimization
problems with a localized constraint. Applying the Augmented Lagrangian Method of
Multipliers to (67), after re-scaling the multiplier vector, we get

uk+1 = argmin ‖Au− d‖22 +
λ

2
‖c−Bu + bk‖22,

bk+1 = bk + c−Buk+1.
(68)

As before, the minimization on the first line of (68) is equivalent to solving a system of
normal equations with a fixed left-hand side and changing right-hand sides. Combining the
dual-variable updates from (68) with Algorithm 2, we get Algorithm 6.

Operator F in Algorithm 6 is given by (19) with α = 1. A limited-memory version of
Algorithm 6 is obtained trivially by adapting Algorithm 4. We envisage potential utility
of Algorithm 6 in applications where storing a set of previous conjugate direction vectors
(61) is computationally more efficient that iteratively solving the quadratic minimization
problem in (68) from scratch at each iteration of the method of multipliers.

The Compressive Conjugate Directions Algorithm 4 can be extended for solving non-
linear inversion problems with L1 and isotropic total-variation regularization. Likewise,
the Steered Conjugate Directions Algorithm 6 can be adapted to solving general equality-
constrained non-linear optimization problems. A nonlinear theory and further applications
of these techniques will be the subject of our next work.
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Algorithm 6 Steered Conjugate Directions + Method of Multipliers for solving (67)

1: u0 ← 0N , b0 ← 0K , v0 ←
[

d√
λ (c + b0)

]
2: p0 ← FTv0, q0 ← Fp0, δ0 ← qT

0 q0

3: for k = 0, 1, 2, 3, . . . do
4: for i = 0, 1, . . . , k do
5: τi ← qT

i vk/δi
6: end for
7: uk+1 ←

∑k
i=0 τipi

8: bk+1 ← bk + c−Buk+1

9: vk+1 ←
[

d√
λ (c + bk+1)

]
10: rk+1 ← vk+1 −

∑k
i=0 τiqi

11: wk+1 ← FT rk+1

12: sk+1 ← Fwk+1

13: for i = 0, 1, . . . , k do
14: βi ← −qT

i sk+1/δi
15: end for
16: pk+1 ←

∑k
i=0 βipi + wk+1

17: qk+1 ←
∑k

i=0 βiqi + sk+1

18: δk+1 ← qT
k+1qk+1

19: if δk+1 = 0 then . Use condition “δk+1 < tolerance” in practice
20: δk+1 ← 1, pk+1 ← 0N , qk+1 ← 0M+K

21: end if
22: Exit loop if ‖uk+1 − uk‖2/‖uk‖2 ≤ target accuracy
23: end for

REFERENCES

Bauschke, H. H. and P. L. Combettes, 2011, Convex analysis and monotone operator theory
in Hilbert spaces: Springer.

Beck, A. and M. Teboulle, 2009a, Fast gradient-based algorithms for constrained total vari-
ation image denoising and deblurring problems: IEEE Transactions on Image Processing,
18, 2419–2434.

——–, 2009b, A fast iterative shrinkage-thresholding algorithm for linear inverse problems:
SIAM Journal on Imaging Sciences, 2, 183–202.

Bioucas-Dias, J. M. and M. A. Figueiredo, 2007, A new TwIST: Two-step iterative shrink-
age/thresholding algorithms for image restoration: IEEE Transactions on Image Process-
ing, 16, 2992–3004.

Björk, A., 1996, Numerical methods for least squares problems: Society for Industrial and
Applied Mathematics.

Boyd, S., N. Parikh, E. Chu, B. Peleato, and J. Eckstein, 2011, Distributed optimization
and statistical learning via the Alternating Direction Method of Multipliers: Foundations
and Trends in Machine Learning, 3, 1–122.

Boyd, S. P. and L. Vandenberghe, 2004, Convex optimization: Cambridge University Press.
Bruck Jr., R. E., 1977, On the weak convergence of an ergodic iteration for the solution of



228 Maharramov and Levin SEP–163

variational inequalities for monotone operators in Hilbert space: Journal of Mathematical
Analysis and Applications, 61, 159 – 164.

Chambolle, A., 2004, An algorithm for total variation minimization and applications: Jour-
nal of Mathematical Imaging and Vision, 20, 89–97.

Chambolle, A. and P. L. Lions, 1997, Image recovery via total variational minimization and
related problems: Numerische Mathematik, 76, 167–188.

Combettes, P. L. and V. R. Wajs, 2005, Signal recovery by proximal forward-backward
splitting: Multiscale Modeling & Simulation, 4, 1168–1200.

Daubechies, I., M. Defrise, and C. De Mol, 2004, An iterative thresholding algorithm for
linear inverse problems with a sparsity constraint: Communications on Pure and Applied
Mathematics, 57, 1413–1457.

Douglas, J. and H. H. Rachford, 1956, On the numerical solution of heat conduction prob-
lems in two and three space variables: Transactions of the American Mathematical Soci-
ety, 82, 421–439.

Eckstein, J. and D. P. Bertsekas, 1992, On the Douglas-Rachford splitting method and the
proximal point algorithm for maximal monotone operators: Mathematical Programming,
55, 293–318.

Efron, B., T. Hastie, I. Johnstone, and R. Tibshirani, 2004, Least angle regression: The
Annals of Statistics, 32, 407–499.

Fichtner, A., 2011, Full seismic modeling and inversion: Springer.
Figueiredo, M. A. T., R. D. Nowak, and S. J. Wright, 2007, Gradient projection for sparse

reconstruction: Application to compressed sensing and other inverse problems: IEEE
Journal of Selected Topics in Signal Processing, 1, 586–597.

Gabay, D. and B. Mercier, 1976, A dual algorithm for the solution of nonlinear variational
problems via finite element approximation: Computers & Mathematics with Applications,
2, 17–40.

Glowinski, R. and P. Le Tallec, 1989, Augmented Lagrangian and operator-splitting meth-
ods in nonlinear mechanics: Society for Industrial and Applied Mathematics.

Glowinski, R. and A. Marroco, 1975, Sur l’approximation, par éléments finis d’ordre un, et
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Invitation to Futterman inversion

Jon Claerbout

ABSTRACT

A constant Q earth model attenuates amplitude inversely with the number of wave-
lengths propagated, so the attenuation factor is e−|ω|(z/v)/Q. We call an impulse re-
sponse in this model a Futterman wavelet. A collection of Futterman wavelets F for
all depths is a seismogram modeling operator. Applying FT to the data converts a
collection of Futterman responses to a collection of symmetric autocorrelations. In
this way it recovers event arrival time while (unfortunately) squaring the frequency
response. We build a unitary operator that compensates Futterman phase response
without changing the data spectrum. We build a quasi-analytic inverse that consid-
ers data precision while attempting to restore pulses that are late-arriving hence high
frequency weak.

INTRODUCTION

Rocks are heterogeneous at all scales and they absorb seismic energy. A rule-of-thumb valid
over many decades in frequency is that amplitude is reduced inversely with the number of
wavelengths. Define travel time distance as distance over velocity τ = z/v. Amplitude A
follows a rule like dA/dτ = −|ω|A which has the solution A = e−|ω|τ . More correctly, a
material quality property Q is needed so the spectrum is depleted by the amount e−|ω|τ/Q.
This frequency function is plotted in the top line of Figure 1.

It is widely believed that material velocity has a hard limit, viscosity slows waves, never
speeding them. Thus the change of an impulse after propagation must be spreading only
in the direction of further delay. Moving with the wave, it fattens out only behind. The
mathematical problem of finding such a function (called a causal function) given only a
spectrum (such as e−|ω|τ/Q) is subtle and was first solved only in the 20th century (most of
the math we use being older). The causal response shape with spectrum e−|ω|τ/Q we call
the Futterman wavelet. Along with working code, it may be found in Claerbout (2014).
This waveform stretches in a self-similar manner with τ and inversely with Q. It is shown
in Figure 1.

Use of the Futterman wavelet is not quite the usual process of filtering. It is not time-
invariant as filtering normally is although the variation is slow. Deconvolution is the process
of estimating a time-invariant waveform (called the “shot waveform”) in field data. That
time-invariant waveform is also present, but its estimation might be confounded [We don’t
know yet.] by the strong presence of the Futterman time-variant wavelet. Here I build tools
for dealing with the Futterman wavelet.
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Figure 1: Autocorrelate the bottom signal to get the middle whose FT is the top. Spectral
factorization (Kolmogoroff) works the other way, from top to bottom. [from GIEE page
102] [ER] jon3/. futterman

THE FUTTERMAN WAVELET

The middle function in Figure 1 is the autocorrelation that gives the constant-Q spectrum
e−|ω|τ/Q (top). The third is the spectral factorization that is the Futterman wavelet. An
impulse entering an absorptive medium comes out with this shape. It is causal. It begins
off with a strong upward curvature and ends out with a broad and gentle downward sweep.
A long wavelength (low frequency) cannot be packed in a small space, so we may say it is
spread throughout the wavelet. The high frequencies live near the strong curvature at the
beginning.

There is no physics in this analysis, only mathematics. A physical system could easily
cause the factored wave to be more spread out (effectively by an additional all-pass filter),
but physics cannot make it more compact because a long wavelength cannot be compacted
into a small space. Physical systems might exist where viscosity adds to wave speed, but
evidently they are rare, because I am not aware of them.

FUTTERMAN VERSUS RICKER

Water surface reflection at the gun and then again at the hydrophone convert what should
be a single impulse to something more like (1,−2, 1) or (−1,+2,−1) or likewise with more
blanks between the ones and twos. Hence Ricker proposed the second derivative of a Gaus-
sian as being an all-purpose estimate of the marine seismic wave source. That led me to
the attitude that the second derivative of any “blob” would be a likely candidate for an all-
purpose estimate of a seismic wavelet. Figure 2 shows that the Futterman blob contradicts
this idea. Actually, any nonsymmetric blob may have this effect.
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Figure 2: The Futterman wavelet and its second finite difference. This explains why the
water bottom could seem a Ricker wavelet while the top of salt would seem a doublet. That
third lobe is still there, but it’s mighty small. And, the first two look about the same size.
[ER] jon3/. rick

FUTTERMAN BASIS FUNCTIONS

Figure 3 shows the matrix operator that transforms a reflectivity model m vector as a
function of traveltime τ to data d as a funtion of time t. In each column hangs a Futterman
wavelet. In the absence of absorption, it would be an identity matrix. Here a pulse in model
space throws out a Futterman wavelet in data space. At later times the wavelets become
emergent, thus the bright zone in Figure 3 appears slightly below the main diagonal though
on the main diagonal it exists but is minuscle.

Figure 3: This Futterman ma-
trix operator F converts a model
space (function of traveltime depth)
to a data space (function of time)
d = Fm. For display columns are
multiplied by t, the one-dimensional
Kjartanson display gain. [ER]
jon3/. futmatrix

Kjartansson gain

Setting the damping function e−|ω|τ/Q to any constant, say e−1 gives the trajectory |ω| =
Q/τ . Kjartansson interpreted |ω| as a bandwidth dropping off as Q/τ . Thus, a pulse of
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infinite bandwidth drops off in strength as 1/τ motivating data gaining proportional to time
t with 1-D modeling (and t2 on field data). I put

√
t in both modeling and adjoint operators.

This combination keeps amplitudes roughly constant in time. In Figure 3 I scaled the earth
response by t, Kjartansson’s one dimensional gain.

Futterman adjoint

Let F be a matrix similar to an identity matrix, but let the diagonal ones be replaced
by constant Q earth responses from increasing depths. This matrix is shown graphically
in Figure 3. Let m be an earth model with several widely spaced layers. Synthetic data
is d = Fm. The synthetic data shown in Figure 4 is d = Fm with episodic Futterman
arrivals.

Before attempting to create F−1 we try out FT and discover earth impulses are replaced
by the autocorrelations of the depth dependent Futtermans. Application of the adjoint
Futterman filter gives us an estimated model m̂ = FTd = FT (Fm) = (FTF)m. For
any filter matrix F the matrix FTF has autocorrelations on the main diagonal. Thus
impulsive signals in m become shaped into autocorrelations functions in m̂ = FTd as is
shown in Figure 4. In conclusion, peaks in the autocorrelations now time align with peaks
in the underlying model. Hooray! Unfortunately, we now have squared the absorption
spectrum—not ideal for data viewing.

Figure 4: (top) A model space m with separated pulses in it. (next) A data space d = Fm.
(next) A model estimate m̂ found by filtering the data with FT , so m̂ = FTd = FT (Fm) =
(FTF)m. Matrix FTF has autocorrelations on its main diagonal. The autocorrelation
peaks precisely align with model spikes. [ER] jon3/. futadj

MAKING ADJOINTS AND INVERSES

Given F, it is easy to operate with adjoint FT , but there is another route that builds the
operator FT directly as well as enlightening us towards the building of operators that are
suitable approximations to (FTF)−1FT and better.

Delightful in practice will be a phase correction operator, one with the phase of FT
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but without its ugly squaring the frequency spectrum. Imagine this: (FTF)−1/2FT . Then
we’ll want something like (FTF)−1FT but giving us control in the ugly struggle to recover
frequencies that have been scattered, absorbed, or filtered away. Next we see how to achieve
both.

Reach into the Kolmogoroff algorithm. Its final step is to exponentiate a complex
something. After that for each frequency we have a complex number |r|eiφ = eln |r|eiφ =
eln |r|+iφ. In the Kolmogoroff program find that thing about to be exponentiated, ln |r|+ iφ,
and set its real part to zero. After exponentiating you will have a phase-only filter, a unitary
operator. What phase do we want? We want the phase of the adjoint operator. Thinking
about eiωt you understand that changing the sign of i is exactly like changing the sign of
time t, like changing convolution to correlation. So, we need to change the polarity of the
imaginary part of the complex number Kolmogoroff is about to exponentiate. The result is
shown in Figure 5.

Inverse Futterman operator

First thoughts for the inverse Futterman operator tend to traditional approaches such as
F−1 ≈ (FTF + εI)−1FT . But, another approach has something better than ε. We wish
to specify an inverse filter 1/(|r|eiφ) = (1/|r|)e−iφ = e− ln |r|−iφ given that we have its
logarithm. To do this we need to take the negative of the real part and the negative of the
imaginary part. That’s theory. In practice there is more.

If nature is diminishing signals with e−|ω|τ/Q, our inverse will be growing them back by
e+|ω|τ/Q. To add (or FT) numbers in single precision we cannot allow their range to exceed
106 or small numbers are the same as zeros. With field data we should likely keep the range
under 1000. So, we need to scan the real parts of the logarithms about to be exponentiated
and be sure their range does not exceed ln(1000). Let s be the smallest (most negative)
value among the ln |ri|, namely s = mini(ln |ri|). Then reassign the logarithms to limit their
range, ln |ri| ← min( ln |ri|, s+ ln(1000)).

Figure 5 shows that this pseudoinverse recovers the early two impulses very well, after
which thresholding increasingly broadens impulses. Nature had taken energy away propor-
tional to exponential −|ω|τ and now we are boosting it back proportional to exponential
+|ω|τ , so the thresholding takes effect at larger τ . I had anticipated setting the threshold
at ln(1000) but used ln(40) instead, the likely reason being not data precision, but data
truncation and wraparound in this tiny test case. Notice noise near the time origin. Recall
the Futterman operator itself along with its adjoint required a gain of one power of t to
bring later signals up to the same scale as the model. Now we see the converse, late arrivals
when given more bandwidth will grow, so we compensate by scaling downward with 1/t. A
side effect is divergence at t = 0 boosting any noise there. Noise distributed along the time
axis may also result from the sharp corner in the thresholding function of frequency. We
should smooth it.

CONCLUSIONS AND FUTURE WORK

Do we have sufficient motivation to continue work with Futterman? Well, the time shifts
implied by its phase are certainly nontrivial and surely affect velocity estimation. Very
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Figure 5: Successive approximations to the inverse Futterman operation applied to a spike
model. The adjoint repairs the Futterman phase but squares the amplitude spectrum. The
unitary repairs the phase without changing the data spectrum. The pseudoinverse attempts
to recover the original spikes, failing on the later ones because specified precision does not
permit restoring high frequencies at late time. [ER] jon3/. futinv

likely such shifts are on the same order as those accompanying anisotropy.

The most valuable direct result of this study is the unitary-adjoint Q correction (UAQC)
process. (Elsewhere, it may be known as Futterman phase correction.) Secondly, the inverse
Q process defined here may sound too bold to be practically useful, but having a precision
cutoff turns it into what could become a practical workhorse. It’s the natural lever for
inching up high frequencies at late times.

But, even for constant Q I haven’t yet come to definitive statements about Q estimation.
That’s embarrassing! Embarrassing again that Q estimation by spectral ratios may be the
most practical method for estimating Q despite it not seemingly related to “inverse theory.”

I have long felt that seismograms receive their essential color from the source waveform.
But, now we see the source waveform is actually quite broad band and that the essential
color in a seismogram arises from Q. I don’t know why it took me until this old age to
recognize that the Futterman functions are the natural basis functions for all seismograms.

I want seismic polarity revealing geology, not geophysical effects. My dream is to process
seismic data such that correct polarity is readily apparent, meaning that effects of offset,
Q, and shot waveform including ghost effects have been suitably removed.

When I was working on shot waveform with Antoine Guitton (Guitton and Claerbout,
2015) I always suspected, but could not confirm, that the greatest confounding aspect was
divergence correction. Then I had not realized the powerful effect of Q. I’m wishing we
had done Q correction before beginning with shot waveform estimation. I should go back
and repeat the old shot-waveform studies doing UAQC first, even better, alternate between
UAQC and shot waveform estimation.
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The last big issue is offset. My earlier shot waveform work did not adequately incorporate
offset, and it needs to. Luckily, Q fits pretty easily with offset. In a companion paper we
open the door to nonstationary PEFs. Should they be helping deal with offset? The bubble
effect is offset independent while the ghosts depend on offset in a fairly straightforward
manner. At zero offset I separated them on on the basis of phase lag where ghosts where
earlier than 60 ms and bubbles later. What is the next step?

BECOMING A COAUTHOR

Any of these should do it.

1. Assume NMO stretch is caused by shot waveform. Say how to suppress it.

2. Assume NMO stretch is caused by Futterman. Say how to suppress it.

3. This article describes a zero-offset trace. Consider a single trace at constant offset
x0. Figure 3 becomes bent into a hyperbolic shape in (τ, t)-space with first arrival at
t2 = τ2 + x2

0/v
2. What calculation produces the new waveforms for the new Figure

3? Stew confirms in a constant Q earth, attenuation is only a function of traveltime
so treat all offsets as you are treating zero offset. NMO is the usual transformation
to zero offset. What is the Futterman transformation to zero offset?

4. How to better estimate shot waveforms by understanding the effect of Q?

5. How do Q and shot waveform affect various migration and velocity algorithms?

6. Wanting to routinely use the unitary operator on field data, how do we default the
parameter Q?

7. What is the derivative of a seismogram with respect to Q?

8. Try estimating Q(τ) on field data.

9. Reorganize code here to be easily accessible with SEPLIB main program and linkable
operators. Include zero padding. Verify the dot product test.

10. My code filters by matrix multiplication. But the matrix is really very sparse. How
do we recode to take advantage of sparsity?

11. What parameters and defaults should SEP’s production anti-Futterman code have for
nonzero offset on land data? on marine data?

12. Put some sparse and semi-sparse models into Futterman and test inversion, and test
prediction error, and test missing data estimation.

13. Our present basis functions for seismograms are impulses at all lags. But, we are
oversampled at late times. Were we to switch to the model space of Futterman filters
we would not need so many late time basis functions. Suppose a sparseness opti-
mization program were able to turn off unneeded basis functions at late time, would
the remaining ones correlate with nearby seismograms illuminating event slopes? or
would we see only noise?
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14. The shot waveform operator S is a time-invariant convolution matrix clustered fairly
near the main diagonal (because the shot energy is within a few dozen millisec.) The
Futterman operator F is also a filter matrix but it changes slowly down the main diag-
onal. These matrices approximately commute, but thinking of their non-commutivity
(perhaps pedantically) one should come before the other. Describe migration or ve-
locity or tomography environments in which you know which filter comes first?
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Separation of simultaneous source blended data using
radiality and source similarity attributes

Joseph Jennings and Shuki Ronen

ABSTRACT

Deblending data from simultaneous sources is an underdetermined problem. This prob-
lem cannot be solved based on fitting blended data to unknown deblended data without
more assumptions. Useful such assumptions are, for example, that the deblended data
are continouos in common receiver gathers, or that both blended and deblended data
fit one earth reflectivity model. We point to the opportunity to use multi-component
data and different sources in addition to such assumptions. We developed a method
that assigns a probability to the existence of simultaneous source interference indicat-
ing the likelihood that at certain times, the interference originated from another active
source. To estimate this probability we compute two attributes which we call radiality
and source-signature similarity. Radiality is calculated for multi-component data with
horizontal components such as ocean bottom seismometers or multi-sensor streamers.
Source signature similarity is useful when sources have different source signatures. The
end goal of this work is to use this probability as additional information in deblending
and imaging simultaneous source data.

INTRODUCTION

To reduce acquisition time of seismic surveys, and therefore high acquisition costs, geo-
physicists have proposed reducing the wait time between shots (Beasley et al., 1998) and
to sustain seismic interference (Lynn et al., 1987). In land surveys, in which it is possible
to encode the different shots using vibroseis technology, and also in which there exists a
much higher tolerance for random noise, this reduction in wait time, known as simultaneous
source acquisition or blending, is common (Abma et al., 2012; Womack et al., 1990). In
marine surveys, where there exists a much higher expectation for data quality and vibroseis
is not yet feasible, simultaneous source acquisition is still very much a research topic in
spite of the fact that many production surveys have been done (Abma et al., 2012).

For the separation of blended-marine seismic data, there have been a number of proposed
algorithms, many of which result in high quality seismic images. These algorithms can be
grouped into two different types. The first images these data as is, in their blended state
(Tang et al., 2009). The problem with this approach is these methods are very much
dependent on a velocity model and they also suffer from significant cross-talk artifacts
(Leader, 2015). The second type methods propose to separate the blended data and then
image the data after separation.

The majority of the algorithms that “deblend” the data before imaging rely on the
fact that with random time delays in the acquisition (shot intervals) the interference from
the other shots will appear as random noise in the common-receiver, common-offset and
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common-midpoint domains (Huo et al., 2012). Under this assumption a variety of methods
can be used that can be as simple as a stack to decrease the incoherent noise. More
complicated filtering techniques have also been proposed to remove the interference as one
would remove random noise (Chen, 2014). Another sub-class of these techniques that
separate the data before imaging are known as inversion separation techniques (Abma and
Yan, 2009). While most of these techniques are done in the data space, (Leader, 2015),
proposed an image-space technique in which the data are separated in the extended image
space and then inverse demigrated to obtain the deblended data. Regardless of the domain
in which the sources are separated, all of these techniques attempt to solve an undetermined
system of equations by inverting a blending operator (Berkhout, 2008). (Abma and Yan,
2009) point out that to successfully invert this operator and recover the unblended data,
additional constraints are required. They propose the similarity of nearby shots as an
additional constraint for separation. Other authors (Leader, 2015) have proposed additional
constraints based on the fact that both blended data and unblended data are related to the
same reflectivity model. In this report, we propose an additional constraint that relies on
multi-component data and data acquired with more than one source signature. Herein, we
define two attributes that we call radiality and source signature similarity. We demonstrate
the computation of these attributes on the multi-component ocean bottom node (OBN)
data from the Forties Delta platform acquired by Apache North Sea Limited in the North
Sea (Alves, 2015). In addition to the multiple components that enable us to compute our
radiality attribute, these data have a varying source signature (Jennings and Ronen, 2015)
which also allow us to compute the source signature similarity attribute.

The outline of this report is as follows: first, we introduce the acquisition geometry and
data acquired by the Forties-Delta OBN array. Then, we perfrom a quality-check (QC) of
the radial and transverse energy as well as the source signature present within these data.
In doing this, we follow the approach of (Ronen et al., 2012) of applying normal (NMO) and
hyperbolic-moveout (HMO) corrections and computing root-mean square (RMS) maps of
the first arrival. We then introduce the radiality and similarity attributes and show results
of computing these attributes on the Forties data. With these attributes, we can then assign
probabilities over time windows in our data, where the probabilities indicate the likelihood
that the interference in a give time window originated from another active source. Lastly,
we present a toy optimization problem to show how these probabilities can be used as an
additional constraint for simultaneous source deblending.

NODE QUALITY CONTROL

As explained in (Alves, 2015), the Apache Forties oil field data were acquired as part of an
ocean-bottom node survey with the goal of imaging gas clouds under producing oil rigs. It
consisted of three platforms denoted as the Beta, Charlie and Delta platforms. The shot-
receiver geometry for the Delta platform is shown in Figure 1(a). For this report, all the
figures we show were performed with data from node 002 as indicated in Figure 1(b).

A selection of 250 shots are displayed in Figure 2. From left to right the hydrophone,
vertical, radial and transverse components are displayed. In examining the different com-
ponents of the data in this figure, is clear that the majority of multi-component energy is
radial while there does exist some energy on the second break as well as on the shear wave
arrivals. Next, in hopes to see reflections as well as multiples in our data, we apply a NMO



SEP–163 Deblending attributes 241

(a) (b)

Figure 1: (a) The shot-receiver geometry for the Apache Forties survey around the Delta
platform. The survey consisted of 14485 shots and 48 nodes. The source vessel circled
around the platform in a spiral pattern and the receivers were arranged in an approximate
hexagonal pattern around the platform with a 50 m node interval. (b) Node 002 is high-
lighted on the receiver map with the red star. This node was chosen for the minimal amount
of instrument noise introduced in the data. [ER] joseph1/. sx-rx,node-002-on-rx

correcction at water velocity. The results of the NMO are shown in Figure 3. With the
data NMO corrected, we can clearly observe several reflections, multiples and as before the
source signature and shear-wave arrivals.

We then applied a HMO to flatten the first arrival. This application allowed us to further
distinguish the bubble period from the shear waves. The application of the HMO to the raw
data is shown in Figure 4. In this figure, the source signature is flat but the shear waves still
exhibit moveout. Figure 5 is a zoom-in of the results of HMO shown in Figure 4. In this
figure, we can make two important observations. The first is that on each of the components
except the transverse, the direct arrival is seen at about 0.1 s. On the transverse it appears
a few milliseconds later. We also observe that there is some energy on the direct arrival
measured on the transverse component. As this event and other energy originating from
the water (e.g. water-bottom multiples) are purely radial (Gaiser et al., 1998), we should
not expect to see any measured energy due to these arrivals on the transverse component.
Our explanation for this unexpected energy is instrument noise (rattling of the cowling on
the node). We call this delayed instrument noise the “second break”. Another reason for
which there may exist more than usual energy on the transverse component is caused by
inaccurate rotation. For the last step of our QC, we analyze the accuracies of the rotations
applied to the data.

In Figure 6, we show the RMS of one second of each shot of the common-receiver gather
for each component of the raw data. The location of the node is indicated by the star on
the map. Observing Figures 6(c) and 6(d), we can see that the main energy lobes are not
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(a) (b) (c) (d)

Figure 2: The raw data. The hydrophone component (a), vertical component (b), radial
component (c) and transverse component (d). On the hydrophone component dipping
periodic events due to the oscillating bubble are easily observed with a period of about
200 ms. The dipping periodic events on the radial and transverse components are
due to measured shear wave arrivals (not to be confused with the bubble period). It is
clear that measured radial energy is much larger than the measured transverse energy. [ER]
joseph1/. APAC-03-002-h-raw,APAC-03-002-v-raw,APAC-03-002-r-raw,APAC-03-002-t-raw
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aligned directly north-south and east-west. This lack of alignment is most likely due to the
inaccuracies of the tilt measurements taken by the node. This inaccuracy in the rotation is
then propagated into the rotation of the radial and transverse components causing energy
that is actually radial to be rotated into the transverse component.

In performing this QC, we have shown that there does exist energy on the transverse
component where we did not expect. When computing the radiality attribute, it is key that
we understand from where the energy is coming on the radial and transverse components.
As we will show in the coming sections, in order for our radiality attribute to be useful in
simultaneous source deblending, we desire minimal energy on the transverse component.

(a) (b) (c) (d)

Figure 3: A NMO correction applied to the data shown in Figure 2. (a) Hydrophone
component, (b) vertical component, (c) radial component, and (d) transverse component.
Once again, we see a very pronounced source signature on the hydrophone component. On
each of the components we observe the direct arrival at approximately 0.1 s and the first
multiple (mirror image of the seabed) at approximately 0.25 s. As expected, these events
are very weak on the transverse as they are purely radial. We also see measured shear
waves with considerable moveout on the radial component beginning at about 0.4 s. [ER]
joseph1/. APAC-03-002-h-nmo,APAC-03-002-v-nmo,APAC-03-002-r-nmo,APAC-03-002-t-nmo

METHODOLOGY

Radiality

We define the radiality R of a seismic trace as follows:

R =
Eradial

Etransverse
, (1)
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(a) (b) (c) (d)

Figure 4: HMO applied to the data in Figure 2 in order flatten the water bottom
and distinguish the bubble period from the shear waves. (a) Hydrophone component,
(b) vertical component, (c) radial component, and (d) transverse component. On
the hydrophone component, we can clearly observe the bubble period of approximately
200 ms. On the radial component, we still observe moveout on the shear wave arrivals. [ER]
joseph1/. APAC-03-002-h-hmo,APAC-03-002-v-hmo,APAC-03-002-r-hmo,APAC-03-002-t-hmo
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(a) (b) (c) (d)

Figure 5: A zoom-in of the data in Figure 4 over a window of 80 to 200 ms. (a) Hydrophone
component, (b) vertical component, (c) radial component, and (d) transverse component.
Two important observations can be made observing the transverse component. The first
is that the first arrival appears to come later than the first arrivals measured on the other
components. The second is that the first arrival on the transverse clearly has non-zero
energy. We believe this can be explained by the incident direct arrival that when it hits the
node, causes the cowling of the node to rattle and therefore is recorded on the data. [ER]
joseph1/. 002-h-hmo-sm,002-v-hmo-sm,002-r-hmo-sm,002-t-hmo-sm
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(a) (b)

(c) (d)

(e) (f)

Figure 6: RMS of (a) hydrophone component, (b) vertical component, (c) north com-
ponent, (d) east component, (e) radial component, and (f) transverse component. The
star (white for all but panels (c) and (d)) located near the center of the energy on the
maps indicates the location of the node. The main energy lobes on both the north
and east components are clearly not aligned vertically and horizontally respectively, in-
dicating errors in the rotation. The error is also clear on the radial component as we
see that the node is not located exactly at the center of the ring of energy. As a
result of this error, we can see more than expected energy on the transverse compo-
nent map. Note that the change in color of the star was done only for display. [ER]
joseph1/. 002-comp-h,002-comp-v,002-comp-n,002-comp-e,002-comp-r,002-comp-t
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where E is the energy of the trace computed by way of leaky integration ((Claerbout, 2014)).
As we have shown that most of the energy is generally radial, especially for the early arrivals,
then we can expect that the radiality will generally be large. Consider though, the case in
which we have a simultaneous source survey as shown in Figure 7.

Figure 7: Diagram depicting the measured energy on the radial and transverse components
in a simultaneous source survey. This survey consists of two sources and one multicomponent
receiver which results in four traces as for each shot we rotate the data into the source
receiver azimuth. First, source one fires and we observe a significant amount of radial
energy measured on R1 and very little energy on T1. On R2 and T2 we see that because
T2 is oriented more in the direction of R1, then it will record more energy from source one
than will T1 and R2. After source one fires, then source two emits a pulse. As was seen for
source one, trace R2 will record more energy than T2 and T1 will record more energy than
R1. If we then compute the radiality over time windows for each of these traces we would
see areas of low radiality in the circled areas shown over the recorded data. Thus we see
that the radiality is low between R2 and T2 due to the recorded interference generated by
source one. Likewise we see low radiality on traces R1 and T1 due to interference generated
by source two. In this manner, radiality can serve as an indicator for simultaneous source
interference. [NR] joseph1/. radcartnclb

As the radial component of a multi-component trace is defined to point in the direction
of the source-receiver azimuth then, for a single experiment with two sources, four traces
will be recorded (labeled R1, T1, R2, and T2 in Figure 7). Observing both the transverse
traces, we see that the transverse component acts as an indicator for the interference from
the other source. In fact, if the sources are positioned such that R1 and R2 are orthogonal
then, all the energy from source one will be recorded on T2 and likewise for source two and
T1. If we then compute the radiality over time windows along these traces, we would find
that the radiality is low between R1 and T1 at later times and low between R2 and T2 at
earlier times. This is indicated in the circled regions in Figure 7. Thus, radiality can serve
as indicator for simultaneous source interference. We can then use this indicator to assign a
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relative probability of the presence of simultaneous source interference over a time window.

As a sanity check, we show the radiality of the unblended Forties data. To compute
the radiality, we first take the absolute value of trace; and then, apply a leaky integration.
Doing this procedure gives us the energy. Then, dividing the energy of the radial Eradial

by the energy of the transverse Etransverse gives us the radiality. In Figure 8, we show the
computed energy of the data shown in Figures 2(c) and 2(d). The resulting radiality is
shown in Figure 8(c). We then extract one trace from each of the gathers shown in Figure
8 and show the energy and radiality in Figure 9. As expected, there is significantly greater
amount of energy on the radial trace than there is on the transverse trace resulting in a
large radiality.

(a) (b) (c)

Figure 8: (a) The energy of the radial component computed by way of leaky integration.
(b) The energy of the transverse component computed by way of leaky integration. (c) The
radiality ((a) divided by (b)). From the radiality, we observe that most of the radial energy
comes from the early-arrivals. [ER] joseph1/. r-envlek-002, t-envlek-002, rad-lek-gat-002

Similarity

In addition to radiality, we introduce another attribute that could aid current simultaneous
source inversion schemes. This attribute we denote as similarity and define as follows:

S12 =
max(d1 ? d2)√

max(d1 ? d1)max(d2 ? d2)
, (2)

where S12 is the similarity between signals d1 and d2 and ? denotes the cross-correlation.
Equation (2) is simply a normalized-cross correlation recognized as a basic algorithm for
detecting waveforms in seismic data and similarly defined as coherency in (White, 1980).
Figure 10 is a diagram that explains how this attribute can be used for detecting simulta-
neous source interference. It shows that by cross-correlating the different sources with the
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(a) (b) (c)

Figure 9: (a) Trace 175 extracted from the radial component energy gather (Figure 8(a)).
(b) Trace 175 extracted from the transverse component energy gather (Figure 8(b)). (c)
Trace 175 extracted from the radiality gather (Figure 8(c)) As expected, we observe large
radiality for the early-arrivals and then the radiality slowly decreases with depth. [ER]
joseph1/. r-envleaky-002, t-envleaky-002, rad-Leaky-002

simultaneous source data, the similarity attribute will allow us to detect the presence of
simultaneous source interference and also from which source the interference originated.

For operational reasons, the Forties-delta dataset were acquired with multiple source
signatures. This unique acquisition creates an opportunity for us to test the similarity
attribute on these data. The data and their spectra with an HMO applied are shown in
Figure 11. In this figure, three zones are readily apparent in which the bubble period of
the source signature has changed. In Figure 13(a) we show the positions of the shots for
each of the zones. As the node lies in zone two, we can expect that source two will have
the greatest energy.

To compute the similarity for these data, we needed to extract the three source sig-
natures. To extract these signatures, we performed an alpha-trimmed mean stack (Watt
et al., 1983) over all of the traces in each of the zones. The computed source signatures are
shown in Figure 12. In comparing the three signatures we observe that these signatures are
noisy and we needed a more sophisticated method for extracting cleaner signatures. We also
observe that while each of the sources differed in the bubble frequency, they were not that
dissimilar. Regardless of these potential issues, we cross-correlated each of these sources
with the data shown in Figure 11. We then picked the maximum of each cross-correlation
and normalized it by the autocorrelations of the data and the source as shown in Equation
(2), thereby giving us the similarity. The similarity sorted by increasing offset is shown in
Figure 13 for source one, source two and source three.
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Figure 10: A diagram explaining how similarity can be used as an indicator for simultane-
ous source interference. The leftmost graph displays a data trace that was acquired in a
simultaneous source survey where the sources had different signatures, S1 and S2. These
signatures are shown in the legend on the far right. If we compute the similarity between the
data trace and S1 over time windows, then we would obtain the middle graph. Notice in this
plot that there are two peaks, one which corresponds maximum of the similarity between
S1 and itself, and the other which comes from the measured similarity between S1 and S2.
Likewise, we can compute the similarity between the data and S2 which would result in the
rightmost graph. Once again we observe two peaks that correspond to maxima of similarity
with itself and the measured similarity between S2 and S1. We see that the similarity
attribute has detected more than one source signature on a single data trace. Moreover, it
gave us the location of the source signature on the measured data. In this manner, source
signature similarity can serve as an indicator for simultaneous source interference. [NR]
joseph1/. srcartnclb
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Figure 11: HMO applied to node 002 (bottom) and the spectrum of the data (top). At
shot 7000 an airleak started in the airgun causing a loss of pressure. Near shot 9300 an
airgun was disconnected causing a loss of volume. Note that with each change, the bubble
period decreased and hence the bubble frequency increased causing the apparent lateral
discontinuities. [ER] joseph1/. h-hmo-spec-002, h-hmo-data-002
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Figure 12: Source signatures from the Forties survey. (a) Signature used over zone one, (b)
signature used over zone two, and (c) signature used over zone three. The signature from
zone 1 has the longest bubble period and therefore lower frequency content. As the node
was placed in zone two (Figure 13(a)), the source from this zone has the most energy. Zone
three was acquired using only two airguns resulting in a lower volume therefore giving it
the shortest bubble period and highest frequency. [ER] joseph1/. stackatsourcet-002
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(a) (b)

(c) (d)

Figure 13: (a) The shot point regions for which the data were acquired with source one
(blue), source two (green), and source three (red). The black star indicates the position of
the node. (b) The maxima of source one cross-correlated with zones one, two and three,
(b) the maxima of source two cross-correlated with zones one, two and three, and (c) the
maxima of source three cross-correlated with zones one, two and three. In each of the
figures, we expect to see the largest similarity values come from the cross correlations of
source one with zone one, source two with zone two and source three with zone three. [ER]
joseph1/. src-reg-002,xcorratt-offsetsrc1-002,xcorratt-offsetsrc2-002,xcorratt-offsetsrc3-002
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INCORPORATING THE PROBABILITIES INTO INVERSION
SCHEMES

We would like to improve current simultaneous source separation inversion schemes using
the probabilities that we obtained from computing the radiality and similarity attributes.
In the following section, we show a very simple visual example of how this can be achieved.
This example shows how incorporating probabilities changes the shape of the objective
function for a single parameter estimation problem.

For this example, we desire to minimize the following objective function:

Jk(x, y) = − x4 + y4

(x2 + y2)2
, (3)

subject to the following linear constraint:

x+ y = 2. (4)

We also know a priori that the probability that x is larger than y is 0.6. Equation (3) is
known as the zero-mean kurtosis of a signal and is commonly used as an objective function in
geophysics for obtaining sparse solutions to inverse problems (Larue et al., 2005). Combining
Equations (3) and (4), we obtain the following univariate objective function:

Jk(x) = − x4 + (2− x)4

(x2 + (2− x)2)2
. (5)

The plot of Equation (5) is shown in Figure 14(a). Observing this figure, it is clear that
there exist two solutions that that minimize Jk(x). In order to remove this ambiguity, we
can use our additional constraint that we know with 60% certainty that x is larger than y.
As an objective function, we can write this as

Jp(x, y) = (pxx)2 + (pyy)2, (6)

also subject to the linear constraint shown in Equation (4). For this objective function, we
desire to minimize Jp(x, y) and px and py are the certainties to which we know x and y
respectively. Intuitively, this objective function penalizes improbable models. As px and py

are relative probabilities, we can express these as

px = 0.4,
py = 1− px,

0 ≤ px ≤ 1,
0 ≤ py ≤ 1.

As before, we combine Equations (6) and (4) resulting in the following univariate objective
function:

Jp(x) = (pxx)2 + (py(2− x))2. (7)

This objective function plotted as a function of the model parameter x is shown in Figure
14(b). In this figure, it appears that the minimum is close to 1.3. We can then combine Jk

and Jp into a single objective function Jc in the following manner:

Jc(x) = Jp(x) + βJk(x), (8)
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where we desire to minimize Jc(x) and β is a parameter that controls the contribution of
the Jk(x) term in the optimization. The plot of Jc(x) is shown in Figure 14(c). For this
Jc(x), we let β = 4. It is clear that the global minimum is very near x = 2, which according
to our initial constraints, is the best model. Using these a priori probabilities, we are able
to remove ambiguities in the objective function and arrive at the desired solution.

(a) (b)

(c)

Figure 14: Visual deblending example. (a) The objective function Jk plotted as a function
of the model parameter x. (b) The objective function Jp plotted as a function of the model
parameter x. (c) The objective function Jc plotted as a function of the model parameter x.
[ER] joseph1/. kurt,prob-0-4,probkurt-0-4

CONCLUSION AND FUTURE WORK

In this report, we have introduced two novel attributes that we call radiality and source
signature similarity that we propose to use in simultaneous source separation inversion
schemes. We have demonstrated the computation of these attributes on a node taken from
the delta gather of the Apache Forties dataset. We have also presented two toy problems
in which relative probabilities were used to improve inversion schemes.

For our future work, we plan to blend the Apache Forties data and subsequently compute
the radiality and source signature similarity attributes on these blended data. We can then
use these attributes as additional constraints in current simultaneous source separation
inversion schemes to deblend the blended Apache Forties data.
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Cycling around Galilee

Stewart A. Levin

ABSTRACT

Inspired by loop tie interpretation of intersecting 2D seismic lines, I adjust the depths
of individual tracks from the venerable Sea of Galilee depth soundings in order to make
their depth readings (more) consistent at crossing points. I also explore the notion that
moveout along tracks is more reliable than absolute depths.

INTRODUCTION

For the last 15 years, SEP has struggled with the challenge of interpolating 1990 vintage
depth sounding data from the Sea of Galilee. (Fomel and Claerbout, 1995; Karpushin
and Brown, 2001; Guitton and Claerbout, 2003) In addition to noise spikes, the data were
acquired at different times of day and times of year, with the result that depths recorded
on intersecting tracks did not generally agree. The best results, while not totally artifact
free, were obtained by Guitton and Claerbout (Guitton and Claerbout, 2004) and further
refined by Claerbout with Fomel (Claerbout and Fomel, 2013).

While technically concerned with the Sea of Galilee dataset, the real reason for this
exercise was to explore the option of using a modern sparse matrix direct solver instead of
an iterative approach. With a direct solver, the matrix can be factored once and reapplied
very quickly to many right hand sides. In this way, methodology developed for missing scalar
data on a 2D plane may be applied to vector data, i.e. seismograms, without massively
increasing computational cost.

THEORY

Ideally, depth soundings should satisfy Kirchhoff’s Second Law; namely that following any
closed loop would return to the same value. For the Sea of Galilee, one first interpolates new
soundings where tracks cross and then should be able to follow any closed loop starting at
any of those interpolated locations and come back to the same point with the same depth.
Formally, by treating the sequence of soundings as a directed planar graph, any cycle should
satisfy Kirchhoff’s Second Law.

The Galilee depth soundings do not satisfy Kirchhoff’s Second Law, though the reasons
are not known and may be due to changes in the recording ship’s weight, tides, or seasonal
changes in fill and drainage of the Sea of Galilee. Let’s assume for now that the depths
from each track are internally consistent, i.e. not affected by tides or other intra-track sea
surface variations. In this event, by appropriately shifting each track up or down, the depth
soundings can be made consistent with Kirchhoff’s Second Law. There is, of course, an
inherent null space as all tracks can then be shifted upwards or downwards by a global

257



258 Levin SEP–163

constant and still satisfy Kirchhoff’s Second Law. I constrain this in a simple way shown
below. Any subsequent global shift may be used to honor alternative constraints such as
the depth being zero at the shore line.

First some terminology. Let zix be the depth measured or interpolated at any location
~x along track i. Let ∆ijx be the difference zix − zjx at the intersection of track i and track
j at location ~x. Finally, let σi be the to-be-determined constant adjustment to all depths
on track i that will reduce or eliminate deviations from Kirchhoff’s Second Law.

Setting up a least-squares formulation, let

F =
1
2

∑
ijx

(∆ijx + σi − σj)2 (1)

be the function we wish to minimize. Note that ∆jix = −∆ijx and so the terms are
symmetric when interchanging i and j, i.e. double counting each intersection.

Taking derivatives,

0 =
∂F

∂σk
=
∑
jkx

(∆jkx + σj − σk) ; j 6= k (2)

defining a symmetric set of equations. Rearranging, produces∑
jkx

(σk − σj) =
∑
jkx

∆jkx ; j 6= k (3)

for k = 0, . . . , N−1, where N is the number of tracks. As noted earlier, any global constant
could be added to all the σ’s without changing the solution. To avoid indeterminacy, I ask
further that the answer be minimum L2 norm, which is equivalent to adding an ε2 to the
matrix diagonal.

Points of intersection

Given adjacent pairs of points p1, p2 and q1, q2, when do the vectors from p1 to p2 and q1
to q2 intersect? Let the proposed point of intersection be αp1 + (1−α)p2 = βq1 + (1− β)q2
for some scalars α and β. If there is a solution with α and β between 0 and 1, the vectors
intersect. Denoting ∆p = p2 − p1 and ∆q = q2 − q1 and rearranging yields

(p2 − q2) =
(

∆px −∆qx
∆py −∆qy

) (
α
β

)
. (4)

In the special case that the determinant ∆py∆qx −∆px∆qy is zero, q1 must lie on the line
between p1 and p2 for there to be a solution. In particular, |(p2−p1) · (q1−p1)|2 must equal
|(p2 − p1) · (p2 − p1)| |(q1 − p1) · (q1 − p1)|. Should this hold then setting β to 0 and 1 will
determine if either q1 or q2 lies on the vector between p1 and p2.

When the determinant is not zero, we can use the explicit inverse formula(
α
β

)
=

1
∆py∆qx −∆px∆qy

(
−∆qy ∆qx
−∆py ∆px

)
(p2 − q2) (5)

to calculate α and β to see if both are in the interval [0,1].
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FIRST EXPERIMENT

In order to apply the method to the Sea of Galilee soundings, we need to determine track
boundaries. While these data are organized in sequential temporal order, there are no time
stamps in the dataset and hence no direct way to determine when recording started and
stopped. Hence the geometry of the soundings has to be used to subdivide the data. For
this we can assume that large gaps between adjacent soundings are appropriate locations
for track division. The question, of course, is what constitutes a “large” gap? The median
of consecutive point-to-point distances is 26.6 meters. (Presumably the acquisition target
was a nominal 25 meter spacing.) By taking “large” to be 10 times that median distance
results in the 450 individual tracks. This is simply too many. Increasing to a factor of 40
reduced the number of tracks to 59, closer to the right ballpark. We do have one other
guideline for track separation: boat speed. Using the median point spacing of 26.6 meters,
then it takes about 10 seconds to cover that distance at 5 miles per hour. At that rate,
there are about 360 soundings per hour and so around 4000 soundings per 12 hour day.

 

Figure 1: Plot of 44 individual tracks. [CR] stew1/. galtracks

However, even with the initial overabundance of 450 available track shift parameters, the
least-squares optimization, implemented using the Intel MKL sparse direct solver PARDISO
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rather than traditional SEP iterative conjugate gradients, improved the sum-of-squares
misfit by less than 1.25%! The reduction to 59 tracks further reduced the misfit improvement
to an even more paltry 0.13%. Clearly, I needed to manually examine the data to see whether
there were data problems I had overlooked.

To address this, I modified my code to generate X-Y plots of selected subsets of the full
dataset. As the order of X-Y-Z triplets in the dataset matched the sequence of acquisition,
albeit without time stamps, this was a sensible way to inspect and manually subdivide
the data into tracks. This led to the discovery of a few dozen that had coordinates either
outside the lake or significantly displaced relative to the track to which they would have
been expected to belong. Discarding these and using my judgment about where to separate
the remaining points into tracks resulted in the 44 tracks shown in Figure 1 and a misfit
improvement of 1.54%, still paltry.

Having cleared up X-Y locations and track separation, I then tackled issues with the
depth soundings themselves. As previously reported, there were indeed isolated depth
spikes all over the lake. Diagnosis: all the zero depth measurements were bogus because
depths were all relative to sea level and the elevation of the Sea of Galilee is, according to
Wikipedia, 212.07 meters below sea level. Cleaning out the zero depth points and rerunning
the calculations improved the misfit to 4.83%, still a paltry improvement.

Conclusion: Track depth mismatches aren’t caused by simple constant equipment ele-
vation differences from day to day.

Where from here?

One straightforward step is to examine track self-intersections. While this, of course, de-
pends upon where I placed track boundaries, any constant track shift should lead to equiv-
alent depths where a track crosses itself. On the other hand, any clear trend in mismatches
at these locations as we traverse a given track will supply a clue as to what model might
be appropriate to fit track misfits.

SECOND EXPERIMENT

Fundamentally, though, the dataset was acquired for the purpose of detecting and outlining
submerged ancient man-made structures. Finding the depth to them was secondary—
their outlines were primary. For this reason it makes sense to look at the normals to the
bathymetry; where they change rapidly and consistently is at edges. There is another very
good reason to use the normals as our unknowns: while the absolute depths are unreliable,
the differential changes in depth should be very consistent irrespective of when the boat
passed over an area.

Estimating a vector field normal to the bathymetry

Having previously located all the track intersections, each pair of intersecting tracks provides
corresponding track segments and thereby a local slope vector along of the depth topography
in two different directions. Taking the cross product of the two slope vectors calculates a
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normal vector at that crossing point. As we expect normal vectors to point more or less
upwards, I chose to rescale these vectors so that the z component was equal to 1. In this
way, interpolating these normals to a regular grid did not involve quadratics, radicals or
trigonometric functions.

I formulate the inversion problem by setting up a regular grid of unknown normal
vectors with distance-weighted linear interpolation from the appropriate cell corners. The
remaining track components are not ignored as they should, in a perfect world, be orthogonal
to the to-be-determined normal vector field. To acknowledge this I impose the additional
constraints that the normal vector field interpolated to a track segment midpoint should
be approximately zero. This is done whether or not that segment also contains a track
intersection.

This does not fully specify an inversion problem. To supplement the known data, I posit
a regularization term.

Setting up the linear algebra

I formulate this as a least-square problem

min
1
2

{∑
(~v · ~α)2 + λ

∑
|~v|2
}

, (6)

where the ~v represent the (x, y, z = 1) unknown normals, α are interpolation coefficients
summing to 1 for distance weighted averaging of the nearest ~v’s to each track crossing
and track midpoint, and λ is a regularization weight for the term favoring more vertical
orientations. (λ could be spatially variable to account for places on the grid where we have
additional knowledge.)

Setting this up as an explicit sparse matrix with a cell size of 50 m results in 237,720
unknowns and, using linear interpolation to estimate normals within cells, 18 times that
number of nonzero elements in the sparse matrix, which is less than one hundredth of a
percent of the size of the matrix. Running this with the Intel MKL PARDISO sparse solver
took less than 2 seconds to complete. The output is shown in Figure 2 for λ = 100.

This result was disappointing but did show that estimated normals did generally tilt
away from the shoreline and that my matrix setup did not have any outright errors. One
immediate issue was that the track crossings only accounted for about 10% of the terms
in equation 6 whereas they are the most important data for determining the normals.
Computing using those terms weighted ten fold produced Figure 3.

As one can easily see, in addition to the clear track imprint, both of the two runs left
holes where the solution was automatically vertical. While a larger bin size would cover
the holes, resolution would suffer and the track imprint would still appear. The holes
problem was that the regularization term did not include an explicit smoothness term,
only an indirect slanting of normals to the vertical lacking any other information. Adding
Laplacian regularization produced Figure 4.
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Figure 2: Magnitude of interpolated normals without smoothing regularization. [CR]
stew1/. run4

PRELIMINARY CONCLUSIONS

While there is always the possibility of programming bugs when setting up the internal
sparse matrices and right hand sides1, the results so far are at least reasonable if disap-
pointing.

Possible avenues to pursue for the first experiment include adding horizontal displace-
ments as unknowns to estimate and digging into trends in self-intersections. It may also be
of value to tease out artifacts due to the boat rocking from side to side during recording.
For the second experiment, the local slope estimates, currently based on connecting each
consecutive sounding with a linear segment, could be extended by fitting a higher order
interpolant to refine the tangent slopes that enter the calculations.

1Indeed there are setup issues at the very edges of the grid which I masked by padding dummy cells
around the border.
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Figure 3: Magnitude of interpolated normals with track intersection contributions weighted
by a factor of 10 and without smoothing regularization. [CR] stew1/. run5
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Figure 4: Magnitude of interpolated normals with both track segment midpoint contribu-
tions downweighted by a factor of 10 and with Laplacian smoothing regularization. [CR]
stew1/. run6
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Streaming nonstationary prediction error (I)

Jon Claerbout

ABSTRACT

A time-adaptive deconvolution filter is estimated and used in a streaming manner.

INTRODUCTION

Most of the time-series literature (perhaps all of its textbooks) presume data spectra are
time invariant (a.k.a. stationary) while most applications involve spectra that change in
time and space. Hence there is a strong need for nonstationary tools. Textbook theory
(GIEE) tells us that PEF (prediction error filter) output is spectrally white. We design
here a TV-PEF (time variable PEF) that pushes output towards a steady white even while
the input spectrum varies. Statistical theory tells us we need IID residuals. In signal and
image estimation practice the statistical term IID (Independent Identically Distributed)
means that signals and images are white (the leading “I”) and of uniform variance (the
“ID”). Here deals only with the first “I”. The approach here is “streaming,” meaning that
the entire data volume need not be kept in memory—it all flows through the box that I
define here.

ALGORITHMS

The regression (1) is a textbook prediction-error regression with a weighting function wt

diminishing from the present time t to the past. We define one step of streaming as entering
a new data row at the bottom while dropping an old one at the top. The previous best-
fitting PEF now needs revision from a to a + ∆a. We set out to estimate ∆a. Rather
than expect “perfection”, at each moment in time we take just one step in the direction of
perfection, and then move on to the next dt.

0 ≈


rt−4

rt−3

rt−2

rt−1

rt

 =


w4 · · · ·
· w3 · · ·
· · w2 · ·
· · · w1 ·
· · · · w0



dt−4 dt−5 dt−6

dt−3 dt−4 dt−5

dt−2 dt−3 dt−4

dt−1 dt−2 dt−3

dt dt−1 dt−2


 1
a1

a2

 = WDa

(1)

Application types

1. A universal application is whitening residuals while fitting data to a model. The
residual of that modeling is injected here as the data in regression (1).
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2. Another application is interpolating data dt having occasional missing values. In
the bottom row of (1) we would assert rt = 0 and then find the missing value by
dt = −a1dt−1 − a2dt−2. (To understand why this is a good estimate you could read
in Chapter 7, Multidimensional Autoregression, in GIEE.)

3. Another application is synthesizing random data of a given spectrum. A random
number sequence nt is put in the left column in (1) and a synthetic (or modeled) data
set st associated with the data matrix. The bottom equation in (1) now defines the
synthesized data st recursively by st = nt − a1st−1 − a2st−2. More interesting than
random numbers could be isolated impulses. Then the output at each spike would be
the impulse response of the inverse PEF.

Updating

At every value of t the regression (1) has a different solution for a. Upon a clock tick a new
data value dt arrives, older data values feel a weaker weight, and new residuals r need be
computed. To find the new PEF a starting from the old one we use the textbook story of
steepest descent. The gradient ∆a is the new residual dumped into the adjoint; and the
Newton method tells us the scale α to apply to the gradient for the update a← a + α∆a.

∆a = DTWT r except that ∆a0 = 0 (2)
∆r = WD∆a (3)

α = − r ·∆r
∆r ·∆r

(4)

Would more iterations be helpful? Perhaps the opposite. Maybe we should scale down α
to avoid pushing hard the filter on the basis of too little data.

For larger data gaps, two streams could run, one forwards another backwards. Gap
values would average the two predictions each weighted by its nearness to known data.

The Ruan et al. (2015) code stores the filter a on a coarse mesh. Here we find no need
to store the filter. As soon as it is determined, it is used and then abandoned. As for
computer speed, this algorithm is recursive only in the outer loop.

PRELIMINARY 1-D RESULTS

Coding the first of the three “Application types,” blind deconvolution with nonstationary
PEFs, took me all day Saturday for 1-D and all Sunday for 2-D. Resulting codes are short
and sweet while the results are fascinating. In Figure 1 we see a sequence of damped
exponential functions step(t − tdelay)e−αt sinβt. The sequence begins with high frequency
functions. Later the high frequency parts are dissipated away as you expect in an absorbent
earth. In the beginning the damped pulses hardly overlap, but later on they overlap a lot.
A single three term PEF, such as (1, a1, a2), is also a finite difference equation for a damped
sinusoid so it is no surprise that the first damped sinusoid is collapsed back to a pulse at
its onset. Seismologists love it when that happens. But the quality of the zeros degrades
towards the end of the time axis. That’s where the exponentials are lower frequency and
overlap significantly. The PEF has a harder time getting rid of many frequencies at the
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Figure 1: A synthetic signal (top), and its nonstationary prediction error (bottom). Seis-
mologist love it when complicated signals are reduced to a sequence of impulses. [ER]
jon1/. pulses

same time. The PEF could do better if I gave it more coefficients (longer wavelet), but that
would require more history to estimate. And, more cost with more iterations.

Code

First examine central part of the 1-D code. I explain it on a video. (A long Saturday but
only 44 lines of executable code.(!))

do ia=1,na { aa(ia) = 0.}

aa(1)=1.;

do ir = 1, n1 {

do iter=1,niter {

# MATH b = D a (a is a PEF. b is a box of local residuals. D is convolution with data.)

do ib = 1, nb { rb(ib) = 0.} # rb is a box for the local residual.

do ib = 1, min0(nb,ir) {

do ia = 1, min0(na,ir-ib+1) {

rb(ib) += dd(ir-ib-ia+2) * aa(ia)

} }

rr(ir) = rb(1) # Grab result!

# MATH da = D’ b (D’ is adjoint D)

do ia = 1, na { da(ia) = 0.}

do ib = 1, min0(nb,ir) {

do ia = 1, min0(na,ir-ib+1) {

da(ia) += dd(ir-ib-ia+2) * rb(ib)

} }

da(1) = 0. # Constraint

# MATH db = D da (db is residual perturbation)

do ib = 1, nb { dr(ib) = 0.}

do ib = 1, min0(nb,ir) {

do ia = 1, min0(na,ir-ib+1) {

dr(ib) += dd(ir-ib-ia+2) * da(ia)

} }

# MATH steepest descent

nbmax = min0(nb,ir-na)

nbmax = nb

top=0.; bot=1.e-20

do ib = 1, nbmax {

top += rb(ib) * dr(ib) * (nb-ib+1) # linear taper
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bot += dr(ib) * dr(ib) * (nb-ib+1)

}

alpha = - top/bot

do ia = 1, na {

aa(ia) += alpha * da(ia)

}

}

}

TWO PHYSICAL DIMENSIONS

Let us take a look at a fragment of the 2-D code. It is pretty much like the 1-D code, but
for two differences. As you see in Claerbout (2014) Chapter 4, the 2-D PEF has its impulse
along one side with zero values constrained either above or below the impulse. The 2-D
calculation of residuals is an obvious extension of the 1-D code, and likewise the adjoint.
Here’s the fragment. It’s the calculation of the residual.

do ia1=1,na1 {

do ia2=1,na2 {

aa(ia1,ia2) = 0.

}}

lag = (na1+1)/2

aa(lag,1) = 1. # Put spike on side of filter.

do ir2 = 1, n2 {

do ir1 = lag, n1 {

do iter=1,niter {

do ib1=1, nb1{

do ib2=1, nb2{

rb(ib1,ib2) = 0.

}}

do ib1=1, min0( nb1, ir1) {

do ib2=1, min0( nb2, ir2) {

do ia1 = 1, min0( na1, ir1-ib1+1) {

do ia2 = 1, min0( na2, ir2-ib2+1) {

rb(ib1,ib2) += dd(ir1-ib1-ia1+2,ir2-ib2-ia2+2) * aa(ia1,ia2)

} }

} }

rr(ir1-lag+1,ir2) = rb(1,1) # Here goes the output.

etc.

etc.

do ia1= 1, lag {

da( ia1 ,1) = 0. # constrain the 1.0 and the 0.0s

}

etc.

Ignoring parameter fetching and declarations, the 2-D code is a mere 67 lines which resem-
bles the 1-D code except with 2-D convolutions like the above fragment.

Figure 2 shows a test case. This example was previously demonstrated by the Clapp
summer group with alternate coding strategies, and by Bob himself with pretty much this
strategy. He and I should get together to make comparisons because comparisons are unfair
without comparable parameters. Bob makes the point that after dropping off the bottom of
the time axis and going to the top point on the space axis, you don’t have the best guess for
the filter (because early times and late times have different statistics). One option would
be to save the top filter from the previous x. A simpler option is to run a few more steepest
descent iterations for the topmost filters.
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Figure 2: Data (left) is dominated by rather flat horizontal reflectors obscuring fault-plane
reflections. Nonstationary 2-D PEF brings them out. We should discuss parameter choices
leading to plots like this one. What you see here is my first wild guess. na1=5 na2=2
nb1=10 nb2=5 niter=4 [ER] jon1/. wgstack

STABILITY

Stability is not as bad an issue as it sounds. Basically, a prediction-error filter is able to
predict a growing exponential. If your data looks like a growing exponential at the edge
of any gap (or boundary) the predicted data will grow exponentially with distance into
the hole. It is easy enough to put the exponential growth under a damped exponential. A
single parameter must be chosen. This parameter has little effect in a small hole, so its value
doesn’t come into play until you start dealing with large holes. Simply start diminishing
the PEF coefficients with every step into the hole. For any small ε > 0 in 2-D, alter the
estimated PEF by ai,j ← ai,j × (1 − ε)|i|+|j| where the unit spike is at (i, j) = (0, 0). A
similar issue and solution arises with the third application type.

Reality is that real data is noisy enough that we are unlikely to run into the highly
predictable situations that bring on such growth. We might see it though extending a data
plane where the last seismogram was anomalously larger than earlier ones.
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Streaming nonstationary prediction error (II)

Sergey Fomel, Jon Claerbout, Stewart A. Levin, and Rahul Sarkar

ABSTRACT

A PEF can be updated as each new data value arrives. The update costs only one
dot product of vectors the size of the PEF. Typical PEF applications do not require
storing the PEF; it can be used on the fly. This streaming notion could be merged
with a multidimensional helix to produce a nonstationary multidimensional PEF.

INTRODUCTION

Experience shows we have a great need to deal with time and space variable spectra. Now
we are progressing rapidly. In summer 2015 Ruan et al. (2015) developed time variable
deconvolution code by storing the prediction-error filters (PEF)s on a coarse mesh. At
summer’s end Jon proposed an alternate method using streaming. His PEFs would not be
stored, but would be used on the fly. They would be used for achieving IID residuals in
data fitting, accelerating iterative data fitting, and estimating missing data.

But, Jon was unable to perform a key algebraic step. So, he circulated his idea among
friends. He abandoned that approach and went to another streaming approach. It takes
a fixed block of input and performs one step of steepest descent before moving the block
forward to the next time point. Results are shown earlier in this report in an article by
Claerbout (2016).

Meanwhile Sergey solved the algebraic problem that Jon was unable to solve. Sergey’s
solution is exact. After verifying Sergey’s solution (with help from Stew), Jon studied it with
the goal in mind of coherently explaining for practical purposes the numerical the choice of
an epsilon (now variously gamma and lambda). This study led him to a simpler and cruder
approach: Simply find a gradient and move a fixed distance down it. It’s not surprising
that Jon’s approach is simpler. What is surprising is that it turns out to be identical to
Sergey’s analytical solution! How can that be? The problem Sergey solved exactly includes
an unspecified constant gamma. This unspecified constant amounts to Jon’s fixed distance.

Crude guesses at this parameter work surprisingly well, very well indeed. Left for the
future is deep learning a deeper philosophical understanding of this parameter enabling
automatic optimal choice for where spectra change rapidly or change slowly.

JON DEFINES THE PROBLEM

Here I sketch an alternative to the Clapp summer group named TV-IID decon. It builds
the time variable PEF (TV-PEF) while data streams through. Multidimensional data may
be handled via a helix. Random numbers can be divided by this PEF to model data.
Restoration of missing data suggests (but does not require) streaming both forward and
backward and merging the results.
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Method

The averaging region is not the familiar triangle. The averaging window is something more
like a causal (or anticausal) damped exponential. Here’s how it goes:

Suppose we have a PEF that represents all previous moments in time. Call it ā =
(1, ā1, ā2, ā3, · · · ). Say that ā represents data values (d1, d2, d3, · · · , d98). We seek to define
the a that represents that data with an appended data value d99.

Consider the regression:
d99 d98 d97 d96

γ · · ·
· γ · ·
· · γ ·
· · · γ




1
a1

a2

a3

 ≈ γ


0
1
ā1

ā2

ā3

 (1)

[Jon wrote] I believe the regression (1) will have a simple analytical solution in terms of
a couple dot products. It looks like conjugate-gradient iteration is not required(!?). I say
this because I seem to remember (from Gene Golub?) that it is easy to append another
regression to a family. But I cannot find such an analytic solution! Would someone please
solve regression (1) for me?

SERGEY BEGINS

[Sergey wrote] We can rewrite Jon’s equation (1) as
dn dn−1 dn−2

γ 0 0
0 γ 0
0 0 γ


 a1

a2

a3

 ≈


−dn+1

γ ā1

γ ā2

γ ā3

 (2)

or, in a shortened block-matrix notation, we have the residual to minimize

0 ≈ r =
[

dT

γ I

]
a −

[
−dn+1

γ ā

]
, (3)

where

d =

 dn

dn−1

dn−2

 , a =

 a1

a2

a3

 ,

and I is the identity matrix.

JON’S OLD MEMORIES

After Sergey shows Jon his analytic solution (equation (13) coming up), Jon remembers an
old trail. Old timers attacked problems like this by defining the quadratic form and finding
its gradient. Then repeatedly making small steps down it. How big are the small steps?
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Experience will teach us. The quadratic form is rT r. We take its derivative to find the
search direction.

∆a = − (some constant)
∂

∂aT

∣∣∣∣
a=ā

rT r (4)

Form the transpose of the residual (3) and then differentiate by aT . (By aT we mean the
complex conjugate transpose of a.)

∂rT

∂aT
=

∂

∂aT

{
aT [d γI] − [−dn+1 γā]

}
= [d γI] (5)

and multiply that onto r from (3) keeping in mind that dT ā is a scalar.

∂rT

∂aT
r = [d γI]

{[
dT

γ I

]
a −

[
−dn+1

γ ā

]}
(6)

= d(dTa) + γ2a + ddn+1 − γ2ā (7)
∂rT

∂aT

∣∣∣∣
a=ā

r = (dT ā + dn+1)d (8)

Now the old timer has to think about what scale factor he will put on this gradient. The
expression (dT ā + dn+1) is the prediction error. The prediction filter a takes data to
predicted data, so it has no physical units. But the gradient (8) has units of data squared.
So, the gradient needs a normalizing factor of the same units, say a local average of data
squared which we could call an estimated data variance σ̂2

d. Finally the adjustable constant
λ that the old timer will learn from experience.

a = ā − λ

(
prediction error

σ̂2
d

)
d (9)

SERGEY SOLVES THE PROBLEM ANALYTICALLY

Sergey rewrites Jon’s equation (1) without the unity constraint getting equation (3). Notice
the matrix in (3) that multiplies the unknown a. Premultiply by its transpose thus obtaining
the formal solution, the normal equations.

a =
(
ddT + γ2 I

)−1 (−dn+1 d + γ2 ā
)
. (10)

Next, we can use the Sherman-Morrison formula1 to transform the inverse matrix in equa-
tion (10) as follows: (

ddT + γ2 I
)−1

=
1
γ2

(
I− ddT

γ2 + dT d

)
. (11)

This Sherman-Morrison formula (11) is established in an appendix. Substituting equa-
tion (11) into (10) we have the least squares actual solution

a =
1
γ2

(
I− ddT

γ2 + dT d

) (
−dn+1 d + γ2 ā

)
(12)

1https://en.wikipedia.org/wiki/Sherman-Morrison_formula

https://en.wikipedia.org/wiki/Sherman-Morrison_formula
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which Sergey simplifies to the final result:

a = ā−
(
dn+1 + dT ā
γ2 + dT d

)
d . (13)

In an appendix Stew Levin fills in the steps of Sergey’s simplification.

Sergey writes, “Equation (13) confirms Jon’s assertion that,

‘It looks like conjugate-gradient iteration is not required(!?)’ ”

Indeed, computing a from ā and dn+1 according to this method requires only elementary
algebraic operations (vector dot-products) and no iterations.

Choice of gamma

Practitioners hate adjustable parameters without given defaults. The dreadful situation we
often see is someone reporting a numerical value for their ε where they fail to mention that
the ε has physical units, and they don’t tell us what those units are.

A practitioner will need to choose a numerical value for γ. It is our obligation to supply
a default value. We do this by study of equations (1) and (13). Substituting γ = λσd where
σ2

d is the data variance, we now have a dimensionless parameter λ that we seek to choose so
that the bottom block in regression (1) dominates the top, meaning that all of history should
dominate the most recent single data value. Understanding that the numerical choice of λ
is subjective, we can choose to merge the two denominator terms in equation (13). We may
think of γ2 + dTd as (Nd +Na)σ2

d where Na is the number of coefficients in the PEF and
Nd is the quantity of history we wish to invoke. We may define σ̂2

t as a leaky integration
averaging of recent values of d2

t .

Notice that the numerator in equation (13) is simply the prediction error. In summary,
equation (13) is saying

a = ā −
(

prediction error
(Nd +Na) σ̂2

d

)
d (14)

which says little chunks of recent data are simply added into or subtracted from the predic-
tion filter in proportion to then current prediction error. The practitioner need supply only
Nd and Na. The cost of updating the filter matches the cost of applying it. A bargain!

The challenge for the next generation is learning the scale factor, the adaptation rate,
from the data itself. Instead of relying on a data analyst to play around in each case and
choose a constant for it we should learn it from the residuals so we can adapt to spectral
changes as they occur. Deep Learning we may call this.

THE BIG PICTURE

In data modeling we have two main goals, a data fitting goal and a model styling goal. The
data fitting goal requires a PEF and its adjoint. We’ve got those. The model styling goal
soon leads us to preconditioning where an inverse PEF is needed.
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The inverses to our PEFs are not assuredly stable. We’ve had that issue for years,
but now having adaptive filters will tempt us to weaker statistical control. Luckily the
exact inverse is not required for our main applications. The preconditioning application is
a transformation to speed convergence of iterative data fitting. For that application, any
stable variation of the estimated PEF should be satisfactory. Missing data filling is a related
case. A divergent inverse PEF should not be a problem if we do not extrapolate too far.

Averaging region

In Claerbout (2016) in this report the region of statistical averaging is very clearly defined
as a 2-D patch of size (b1,b2). Sergey’s method intrinsically gives us a one dimensional
patch (on a helix!) that is two dimensional only in the sense that adaptation rate can be
chosen very small so multiple loops of the helix are included. But that ruins the notion of
nonstationarity on the first axis! Sarkar (2016) in this report investigates path dependence
and seems yet not to overcome this problem. This is a serious problem. We had first
imagined Sergey’s idea would speed things by a factor of b1 × b2. Now we fear we have
lost this feature.

Now 28 hours after this progress report deadline Jon feels he has a solution. We need
two adjustable λ parameters to manage the size and shape of a two-dimensional averaging
region. All we need is to define a new ā. Let ā = λtat−1,x + λxat,x−1. This change requires
storing one column of previously calculated PEFs, not a memory burden.

Rahul identifies the adjoint of the TV-PEF

Those of us with a long history of filtering think of a filter adjoint as running the filter back-
wards. That view arises with recursive filters whose adjoint must indeed run backwards.
With nonrecursive filters, such as prediction error, there is a more basic view. In a (nonre-
cursive) linear operator program, the inputs and outputs can be exchanged to produce the
adjoint, namely

do iy = 1, ny {
do ix = 1, nx {

if operator itself
y(iy) = y(iy) + b(iy,ix) × x(ix)

if adjoint
x(ix) = x(ix) + b(iy,ix) × y(iy)

}}

Visually, the adjoint PEF is simply the backwards PEF. We commonly need to apply a
PEF (to a residual) and then immediately apply the adjoint PEF. There is no need to store
the PEF coefficients between the two stages. We simply recompute them the second time
when they are needed again. This situation arises while computing a model perturbation
∆m. A residual Fm − d is first filtered with a PEF A, and then hit with its adjoint
∆m = FTATA(Fm − d). On the second pass we would have two data inputs, the first
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input Fm − d for again finding the PEF, the second input for applying its adjoint AT to
A(Fm− d).

CONCLUSION

We are panting in anticipation. What we have long wanted is coming into view. Non-
stationarity! Wall Street collapsed because its wizards assumed spectral statistics are time
invariant. My GIEE interpolation of Madagascar assumed topography was stationary where
clearly it is not. Seismic velocity analyses show truncation effects at both inner and outer
offsets. Soon we should be able to get a far more realistic grip on these problems.

These new tools are fast. The cost of finding and applying the new nonstationary PEFs
merely doubles that of simple static stationary filters. These are small filters, and they will
easily be multidimensional. Wow! Hooray!

Conceptual opportunities arise from the lightning speed. We’ll easily be able to afford
multiple realizations. Such realizations should enable us to learn about optimal parameter
choice. Data analysts, often not deep in understanding the theory, need to chose operational
parameters. The astonishing new speed will allow deep learning, where the process itself
contributes to the choosing of its parameters. Those parameters too can be nonstationary.
Meanwhile, all this is dreams, so for now what we must do is push forward with test cases
of increasing diversity and complexity.

It is not clear how much in the way of applications we will be able to pull together by
the SEP report deadline, but it is our goal to merge our preliminary papers. This on-going
work is not on Claerbout’s website (yet) and will not be until maybe after the coming SEP
sponsor meeting.
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JON CHECKS THE SHERMAN-MORRISON FORMULA

Sergey states the Sherman-Morrison formula (11). It’s far from obvious.(
ddT + γ2 I

)−1
=

1
γ2

(
I− ddT

γ2 + dT d

)
. (A-1)

We rewrite it in product form preparing to expand and cancel terms.

γ2 I =
(
ddT + γ2 I

)(
I− ddT

γ2 + dT d

)
(A-2)
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γ2 I =
(
ddT + γ2 I

)
−
(
ddT + γ2 I

)( ddT

γ2 + dT d

)
(A-3)

γ2 I =
(
ddT + γ2 I

)
−
(

(ddT + γ2 I)ddT

γ2 + dT d

)
(A-4)

γ2 I =
(
ddT + γ2 I

)
−
(

ddTddT + γ2 ddT

γ2 + dT d

)
(A-5)

dTd is a scalar, so it escapes the confinement inside d(dTd)dT .

γ2 I =
(
ddT + γ2 I

)
− ddT

(
dT d + γ2

γ2 + dT d

)
(A-6)

γ2 I = γ2I (A-7)

STEW CHECKS SERGEY’S SIMPLIFICATION

From the least squares solution (12)

a =
1
γ2

(
I− ddT

γ2 + dTd

)(
−dn+1d + γ2ā

)
(B-1)

a =
1
γ2

(
−dn+1d + γ2ā +

dn+1ddTd− ddTγ2ā
γ2 + dTd

)
(B-2)

a = ā − 1
γ2

dn+1d(γ2 + dTd) + ddTγ2ā− dn+1ddTd
γ2 + dTd

(B-3)

a = ā − 1
γ2

dn+1dγ2 + dn+1ddTd + ddTγ2ā− dn+1ddTd
γ2 + dTd

(B-4)

a = ā − 1
γ2

dn+1dγ2 + ddTγ2ā
γ2 + dTd

(B-5)

a = ā − dn+1d + d(dT ā)
γ2 + dTd

(B-6)

Since dT ā is a scalar, we can interchange it with d.

a = ā − dn+1d + (dT ā)d
γ2 + dTd

(B-7)

a = ā −
(
dn+1 + dT ā
γ2 + dTd

)
d (B-8)

which is Sergey’s final result (13).
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TV-PEF design : Algorithmic aspects, a fast update scheme
and 2D path dependence

Rahul Sarkar

ABSTRACT

Prediction error filters (PEFs) have found applications in several important areas of
geophysics, including noise removal and interpolation of seismic data. Non-stationary
time variant PEFs or TV-PEFs are special in this family of filters because they can
model non-stationary processes which allow us to more accurately capture most seismic
data. However, computing and applying the TV-PEFs using the usual method of least
squares, becomes prohibitively expensive for large data sets. This paper investigates
a recent computationally efficient streaming formulation designed to overcome this
difficulty. I show with 1D examples, that the TV-PEFs obtained using streaming are
capable of producing results comparable or better than other existing algorithms. I
generalize the streaming result to an arbitrary path based update scheme for the TV-
PEF coefficients in 2D. It is also shown with numerical examples that the results depend
on the path traversed through the data. The performance of the streaming algorithm
when applied to the 2D missing data interpolation problem is also considered.

INTRODUCTION

Stationary and non-stationary PEFs have become ubiquitous in autoregressive model fitting
of multidimensional data. Recorded surface seismic data is an example of a multidimensional
data set where each recorded seismic trace represents a time series for the corresponding
pair of source and receiver coordinates. Stationary models, even with their inherent limi-
tations, have been used quite successfully in several applications such as removal of noise,
sharpening the spectrum of recorded seismic data, missing data interpolation and more.
A nice compilation of such interesting results from the world of geophysics is contained in
the book Geophysical Image Estimation by Example (GIEE), Chapter 7 (Claerbout, 2014).
“Seismic Data Analysis” by Yilmaz (2001) also contains a nice review of prediction filter
estimation for geophysical data.

Seismic data is highly non-stationary in both time and space. This is because as the
seismic wave travels through the earth before being recorded at the surface, it undergoes
changes in its spectral characteristics due to frequency dependent effects such as absorption
and dispersion. The spatially varying reflectivity of the earth also introduces additional
features into the recorded seismic data, that varies from trace to trace. In order to account
for these effects, a non-stationary autoregressive model would fit the changing spectral
characteristics of the data better than a stationary model. Crawley (2001) demonstrates
an interesting application of TV-PEFs in removing data aliasing without the need for low-
pass filtering, achieved by interpolating traces in between with TV-PEFs. Curry (2008)
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and Curry (2005) provide other interesting applications such as interpolating near offsets
using multiples and multidimensional data interpolation on frequency slices. A standard
approach to estimate non-stationary TV-PEFs for a data set involves dividing the data into
small patches and then fitting a stationary autoregression model to each patch. However,
if the characteristics of the data are changing too quickly, one needs to use smaller patch
sizes. Successful attempts along these lines have been performed by estimating TV-PEFs
in “micropatches” followed by the smoothing of filter coefficients for stability (Crawley
et al., 1998, 1999). The PEFs thus obtained were termed “adaptive PEFs”. Curry (2008)
solves the problem of estimating TV-PEFs for irregularly sampled data using a multigrid
approach, where data are simultaneously binned into different grids and then TV-PEFs are
estimated for all the different binnings simultaneously. However, all of these methods rely
on solving a least squares fitting problem, every time the TV-PEF coefficients are generated
for a particular patch or location. For very large data sets that are typical in the seismic
industry today, this strategy becomes computationally too expensive. In addition, if the
number of patches is too large, the cost of storing TV-PEF coefficients becomes comparable
to the data itself.

To make the problem computationally feasible, Ruan et al. (2015) recently introduced
the idea of evaluating and storing the TV-PEF coefficients on a coarse grid. In that case,
one would only need to solve the least squares problem a few times given by the number of
locations in the coarse grid. Once the TV-PEFs are computed and stored, one can approx-
imate the filter coefficients at any intermediate location through linear interpolation. This
method succeeds in overcoming the computational bottleneck, but is likely to be error-prone
if the TV-PEFs are changing too fast, as linear interpolation will no longer be a valid ap-
proximation for the filter coefficients at the intermediate locations. Around the same time,
Fomel et al. (2016) came up with an alternative formulation of the TV-PEF estimation
problem in 1D which has a simple analytical solution. It is shown that the resulting algo-
rithm involves a few vector dot products and is extremely computationally efficient. The
filters evaluated this way are termed “streaming TV-PEFs”.

This paper explores this new result and some of its consequences. We show that the
algorithm can be easily generalized to 2D. One may even generalize it to higher dimensions
trivially. I explore the path dependence of the results obtained using the streaming algo-
rithm. The analysis is done on a 2D data set, but the conclusions are true even in higher
dimensions.

We will begin with an overview of stationary and non-stationary auto-regressive models
and eventually build up to the streaming TV-PEF formulation. Some examples of PEF
applications on 1D data sets are used to compare streaming with other stationary and non-
stationary autoregressive model estimation algorithms. We then generalize the technique
to 2D and analyze its path dependence based on some simple continuous non-intersecting
curves. Finally, some 2D interpolation examples based on streaming TV-PEFs are consid-
ered.
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STATIONARY AUTOREGRESSIVE MODELS

We begin with a basic review of stationary autoregressive models. Let us consider a data
vector d ∈ RN . The elements of d are denoted by di , for i = 1, . . . , N . An autoregressive
model of order p for the data vector d is given by a vector of coefficients a with elements
denoted by ai , for i = 1, . . . , p such that the following equation holds true:

dt =
p∑

i=1

aidt−i + nt ∀ t = 1, . . . , N . (1)

The vector a is also known as the vector of “prediction error filter” coefficients. Note
that in the above equation (1) for t < p we can have t− i ≤ 0, so for equation (1) to make
sense for all t we define dt−i = d1 if t − i ≤ 0. The term nt in the equation is the error
term (also known as the “residual” or “prediction error”). It can be shown that the vector
n ∈ RN with elements given by nt has a white spectrum, as a result of least squares mini-
mization, which is explained below (also explained in GIEE, page 182, (Claerbout, 2014)).

The system of equations in (1) can be written in matrix form d = DTa + n as in
equation (2), where DT is the matrix that pre-multiplies the vector a. The reason for
writing the matrix as a “transpose” will become clear soon.

d1

.

.

.
dr

.

.

.
dN


=



d1 d1 . d1 d1

. . . . .

. . . . .

. . . . .
dr−1 dr−2 . dr−p+1 dr−p

. . . . .

. . . . .

. . . . .
dN−1 dN−2 . dN−p+1 dN−p




a1

.

.

.
ap

 +



n1

.

.

.
nr

.

.

.
nN


. (2)

Equation (2) can be solved easily using least squares by minimizing the L2 norm of the
residual n = d− DTa. The solution is formally written as:

a∗ = arg min
a
||n||22 = arg min

a
||d− DTa||22 = (DDT)−1Dd . (3)

It is often a good idea to regularize the solution (see for e.g Golub et al. (1999)), as the
matrix DDT can turn out to be ill-conditioned. One regularized solution to the least
squares problem is written as a∗ = (DDT+ε2I)−1Dd, where ε > 0 is a small regularization
term. In practice, one would solve the linear system (DDT+ε2I)a∗ = Dd using iterative
methods, like conjugate gradients (see Hestenes and Stiefel (1952), Golub and Van Loan
(2012) and Paige and Saunders (1982) for some good iterative methods) without actually
computing the inverse of (DDT+ε2I)−1. We can now denote the residual corresponding
to the solution a∗ as n∗, i.e, n∗ = d−DTa∗. We also define the quantity d∗, which is the
reconstructed data, as d∗ = DTa∗. In the discussion that follows, we assume that the order
p of the autoregression model is either known or has been determined through a suitable
method. Akaike (1969, 1974) and Hannan and Quinn (1979) describe some good methods
to do this.
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NON-STATIONARY AUTOREGRESSIVE MODELS

We now extend the idea of fitting an autoregressive model to non-stationary data sets.
Figure 1 shows an example of a non-stationary signal, which is an 1D data set created by
extracting a time slice at t = 1 s from a 2D seismic stack.

Figure 1: A time slice (t = 1 s)
extracted from a 2D seismic stack
(courtesy of Western Geophysical,
1974 vintage, Gulf of Mexico) illus-
trating non-stationary signals. [CR]
rahul1/. single-trace
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Local Stationarity

As can be seen from the figure, the characteristics of this data set, change with time. Of
course, one could just try to fit a stationary autoregression model to this data and evalu-
ate the results. But, it makes intuitive sense that since the characteristics of the data are
changing with time, one should also allow the autoregression model to be a function of time.
The first step in trying to do this is to introduce the concept of “local stationarity”. Note
that in this discussion, we are using “time” as a generic independent variable with respect
to which the signal is varying; so in the general case, the signal could also be a function of
any independent variable like space.

The idea of local stationarity stems from the observation that any non-stationary signal
can be thought to be stationary in the neighborhood of each sample. This allows us to
take pieces of the signal in small windows and then fit a prediction-error filter model to
each piece of the data. For simplicity, we assume that the window size remains constant
throughout the data set. In 1D, this process plays out as follows. Suppose we want to fit
a time variable prediction error filter (TV-PEF) of order p to the 1D data d in Figure 1.
Let us assume that at every location in the data set, local stationarity holds over b data
samples. Thus b defines the window size. For a location i where we wish to find the PEF
coefficients, we solve a stationary autoregression problem for the b consecutive data points
numbered i− b+1, . . . , i. If we denote the prediction error filter vector at data sample i by
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a(i), then we have the linear system of equations given in equation (4).

di−b+1

.

.

.
dr

.

.

.
di


=



di−b di−b−1 . di−b−p+2 di−b+1−p

. . . . .

. . . . .

. . . . .
dr−1 dr−2 . dr−p+1 dr−p

. . . . .

. . . . .

. . . . .
di−1 di−2 . di−p+1 di−p




a

(i)
1

.

.

.

a
(i)
p

 +



ni−b+1

.

.

.
nr

.

.

.
ni


. (4)

This equation is similar to equation (2), and hence following similar notation coupled
with the fact that we are solving a stationary autoregression problem to determine the filter
coefficients at sample i, we write equation (4) symbolically as d(i) = D(i)Ta(i) + n(i). The
least squares solution is found in a similar manner as follows:

a(i)
∗ = arg min

a(i)
||n(i)||22 = arg min

a(i)
||d(i) − D(i)Ta(i)||22 = (D(i)D(i)T)−1D(i)d(i) . (5)

As in the case of stationary data, it is a good idea to regularize the solution, which is given
by a(i)

∗ = (D(i)D(i)T+ε2I)−1D(i)d(i). Once we have obtained solutions for a(i)
∗ for all i =

1, . . . , N , we have obtained all the TV-PEF coefficients. Let us denote the jth row of the
matrix D(i)T as u(i)T

j . We can now compute the residual or the prediction error for the whole

data. Denoting the residual vector as n∗, the ith element is given by n∗i = di − u(i)T
b a(i)

∗ ,
where di is the ith element of the data vector d.

The Rank-2 Update Formula for 1D TV-PEFs

In this section, we introduce a fast rank-2 update formula to find the regularized solution to
the TV-PEF estimation problem at data sample i, given by a(i)

∗ = (D(i)D(i)T+ε2I)−1(D(i)d(i)).
The key idea comes from the observation that the matrix inverse that we need to compute
for the ith data sample (D(i)D(i)T+ε2I)−1, is different from the one we need to compute for
the (i− 1)th data sample (D(i−1)D(i−1)T+ε2I)−1 by only a rank-2 update.

(D(i)D(i)T+ε2I)−1 =

ε2I +
b∑

j=1

u(i)
j u(i)T

j

−1

= (D(i−1)D(i−1)T+ε2I− u(i−1)
1 u(i−1)T

1 + u(i)
b u(i)T

b )−1 .

(6)

This form is important because we can now use the Sherman-Morrison-Woodbury formula
(see Sherman and Morrison (1949, 1950), Woodbury (1950), Hager (1989) for more details).
To present the result in a clean way, we introduce the following matrices:

A = (D(i−1)D(i−1)T+ε2I) ; U =
[
u(i−1)

1 u(i)
b

]
; C =

[
−1 0
0 1

]
. (7)

Equation (6) then becomes

(D(i)D(i)T+ε2I)−1 = (A + UCUT)−1

= A−1 −A−1U(C−1 + UTA−1U)−1UTA−1 .
(8)
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The matrix (C−1 + UTA−1U)−1 in equation (8) is a 2× 2 matrix, so its inverse is trivial
to calculate. We then have the result that if A−1 = (D(i−1)D(i−1)T+ε2I)−1 is known, then
(D(i)D(i)T+ε2I)−1 can be calculated easily. Specifically, the new inverse at data sample
i is different from the old inverse at data sample i − 1 by a rank-2 update, as seen from
equation 8.

The Weighted Non-Stationary TV-PEF Problem

In this section, we introduce the weighted non-stationary autoregression problem. Here we
only introduce the problem and just say a few key words. For more details, the reader is
referred to Claerbout (2016). The central idea is that if we evaluate the TV-PEF coefficients
at data sample i, then the assumption that the data is modeled well by the same TV-PEF
gets weaker and weaker as one moves further away from data sample i. If we look at equa-
tion (4), we can see that all the equations in the regression have equal importance. We
would like to correct for the loss of stationarity away from i by modifying these equations.
Following Claerbout (2016), an easy and natural way to do this is to down weight equations
farther from i. This brings us to the weighted non-stationary autoregression problem.

Instead of solving equation (4), we will instead create a new system of equations by
multiplying each row j of the equation by a weight term wj = j/b.

w1di−b+1

.

.

.
wrdr

.

.

.
wbdi


=



w1di−b w1di−b−1 . w1di−b−p+2 w1di−b+1−p

. . . . .

. . . . .

. . . . .
wrdr−1 wrdr−2 . wrdr−p+1 wrdr−p

. . . . .

. . . . .

. . . . .
wbdi−1 wbdi−2 . wbdi−p+1 wbdi−p




a

(i)
1

.

.

.

a
(i)
p

 +



w1ni−b+1

.

.

.
wrnr

.

.

.
wbni


.

(9)
If we collect all the weight terms into a diagonal matrix W : Wjj = wj , then we can write
equation (9) in matrix form as Wd(i) = WD(i)Ta(i) + Wn(i). As before, the system can
be solved using least squares, and the regularized solution for the TV-PEF coefficients at
data sample i is given by a(i)

∗ = (D(i)W2D(i)T+ε2I)−1D(i)Wd(i). Once we have obtained
solutions a(i)

∗ for all i = 1, . . . , N , the predicted data and the residual can be calculated in
the same way as before. Therefore, we now have a way to solve the weighted non-stationary
autoregression problem, at least in principle.

Breakdown of The Rank-2 Update Formula

The weighted non-stationary autoregression problem introduced above can be solved in
principle by solving the linear regression in equation (9) at each step i using iterative
methods. While this is better than having to compute the matrix inverse appearing in the
formula at every step i, it is still a lot of computation. Note that in the unweighted case, the
rank-2 update formula gave us a way to quickly update the inverse of the matrix appearing in
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the solution, using the matrix inverse from step i−1. But this approach breaks down for the
weighted case. The problem becomes clear when we look at the matrices we need to invert
at step i − 1 versus at step i, namely (D(i−1)W2D(i−1)T+ε2I) and (D(i)W2D(i)T+ε2I)
respectively. It is easy to see that in this case

(D(i)W2D(i)T+ε2I)− (D(i−1)W2D(i−1)T+ε2I)

= u(i)
b u(i)T

b +
b−1∑
j=1

(w2
j − w2

j+1)u
(i)
j u(i)T

j − w2
1u

(i−1)
1 u(i−1)T

1

= u(i)
b u(i)T

b −
b−1∑
j=1

2j + 1
b2

u(i)
j u(i)T

j − 1
b2

u(i−1)
1 u(i−1)T

1 .

(10)

This difference is no longer a rank-2 update. The actual rank of this difference depends on
the dimension of the set spanned by the vectors {u(i)

1 , . . . ,u(i)
b ,u(i−1)

1 }, which is expected
to be much larger than 2. As a consequence, the difference of the inverse of the matrices in
equation (10) is also not just a rank-2 update, and hence it is no longer possible to update
the matrix inverses at every step quickly, in the weighted non-stationary autoregression
problem. So the question arises, what can we do to speed up the calculation of TV-PEFs.
There does not seem to be an easy way to do this with the way the problem has been posed
so far, so an alternative approach is presented next.

An Alternative Formulation - Streaming TV-PEFs

A detailed discussion of this formulation is presented by Fomel et al. (2016). We present
only the minimal details of this formulation, as the examples coming up next in this paper
uses this method.

The basic assumption behind this formulation is that the TV-PEF coefficients change
from one location to the next smoothly. For example, in the 1D case, if the TV-PEF
coefficients a(i−1)

∗ at location i− 1 are known, then the TV-PEF coefficients a(i)
∗ at location

i should be closely related to a(i−1)
∗ . Therefore, when solving for a(i)

∗ , instead of solving the
system of equations in (9), we will instead solve the following optimization problem:

a(i)
∗ = arg min

a(i)
||di − u(i)T

b a(i)||22 + γ2||a(i) − a(i−1)
∗ ||22 ,

where u(i)T
b =

[
di−1 di−2 . . di−p+1 di−p

]
, as introduced earlier.

(11)

The first term in the objective function in this regularized least squares problem is the
data fitting term at location i, which measures the prediction error. The second term
regularizes the solution by controlling the difference between a(i)

∗ and a(i−1)
∗ , through the

relative weighting parameter γ. The second term controls the notion of stationarity in the
problem. For example, if γ is large, then a(i)

∗ will change slowly with i, which will imply
that stationarity is valid over longer distances. On the other hand, if γ is small, then it will
allow a(i)

∗ to change much more rapidly with i, meaning that stationarity will be valid over
shorter distances. The implications of this formulation are profound because it turns out



286 Sarkar SEP–163

that the optimization problem in equation (11) has a simple answer given by,

a(i)
∗ = a(i−1)

∗ +

[
di − u(i)T

b a(i−1)
∗

γ2 + u(i)T
b u(i)

b

]
u(i)

b . (12)

This result is the “the rank-1 update formula” and is explained in great detail in Fomel
et al. (2016). The most important aspect of equation (12) is that the terms u(i)T

b a(i−1)
∗ and

u(i)T
b u(i)

b appearing in the equation are simply vector dot products. This new formulation
yields a cheap way to update our TV-PEF coefficients using this new formulation. The
only question that arises is how to choose the parameter γ. Fomel et al. (2016) provides
some preliminary insights on this aspect. I’ll simply make the comment that for all results
to follow in this paper, γ was chosen by testing different values.

The rank-1 update idea presented in this section does not need to store more than one
copy of the TV-PEFs. It updates them at every location i very cheaply based on its value
at location i − 1 using equation (12), and applies them to the data to compute the pre-
dicted data and the residual. Once that is done, we move on to the next sample location
and so on. The TV-PEFs computed using this algorithm are also referred to as “streaming
TV-PEFs”. We will use this name to refer to this technique for the remainder of this paper.

The streaming TV-PEFs have the important property that the filter at a particular
sample can predict the data with high accuracy only in the neighborhood of the sample.
However, the quality of the prediction with the same filter coefficients (at a particular
sample) will get worse as one moves further away from the sample. Hence it will not work
globally. This disparity between local and global prediction capabilities is important to
note, but it is not unexpected due to the very design of non-stationary prediction error
filters. This is an important fact that will become evident when we study the 2D missing
data prediction problem.

1D Examples of Applications of PEFs vs TV-PEFs

In this section, some comparisons are presented that illustrate the differences between the
application of stationary PEFs and the different versions of non-stationary TV-PEFs dis-
cussed in this paper, on a 1D data set. The 1D data consisting of a single seismic trace,
already introduced and plotted in Figure 1, is chosen for this study.

Figures 2(a), 2(b), 2(c) and 2(d) show the results. Figure 2(a) is the result of estimating
a stationary autoregression model for the data. Figures 2(b), 2(c) and 2(d) are the results of
estimating non-stationary autoregression models for the data using the different techniques
outlined in this paper. In all the cases, the order of the autoregression model used is set to
p = 5. Figure 2(b) shows a clear improvement in predictive power as compared to Figure
2(a) by simply switching from stationary PEFs to non-stationary TV-PEFs with a choice
of the window size b = 10. The prediction is improved even further when we switch to
a weighted non-stationary autoregression model, with all other parameters kept the same
as in the case of Figure 2(b). The weighted autoregression fitting result is illustrated in



SEP–163 TV-PEFs 287

0.03 3.38 6.73 10.08 13.43

−5

0

5

Kilometers

A
m

p
li
tu

d
e

Time Slice (t = 1 s) of a 2D Seismic Stack

 

 

Input data
Reconstructed data

0.03 3.38 6.73 10.08 13.43

−5

0

5

Kilometers

A
m

p
li
tu

d
e

 

 

1.5 x Prediction error

(a)

0.03 3.38 6.73 10.08 13.43

−5

0

5

Kilometers

A
m

p
li
tu

d
e

Time Slice (t = 1 s) of a 2D Seismic Stack

 

 

Input data
Reconstructed data

0.03 3.38 6.73 10.08 13.43

−5

0

5

Kilometers
A

m
p

li
tu

d
e

 

 

1.5 x Prediction error

(b)

0.03 3.38 6.73 10.08 13.43

−5

0

5

Kilometers

A
m

p
li
tu

d
e

Time Slice (t = 1 s) of a 2D Seismic Stack

 

 

Input data
Reconstructed data

0.03 3.38 6.73 10.08 13.43

−5

0

5

Kilometers

A
m

p
li
tu

d
e

 

 

1.5 x Prediction error

(c)

0.03 3.38 6.73 10.08 13.43

−5

0

5

Kilometers

A
m

p
li
tu

d
e

Time Slice (t = 1 s) of a 2D Seismic Stack

 

 

Input data
Reconstructed data

0.03 3.38 6.73 10.08 13.43

−5

0

5

Kilometers

A
m

p
li
tu

d
e

 

 

1.5 x Prediction error

(d)

Figure 2: This figure illustrates the differences between the applications of stationary
PEFs and the different kinds of non-stationary PEFs on the 1D data set of Figure 1.
Panel (a) is the result of application of stationary autoregression, panel (b) corresponds to
the result of non-stationary autoregression, panel (c) corresponds to the result weighted
non-stationary autoregression and panel (d) is the result of the application of stream-
ing non-stationary autoregression. In each figure, the red curve is the original data,
the black curve is the predicted data and the blue curve is the prediction error. The
prediction errors have all been scaled up by a factor of 1.5 for easy viewing. [CR]
rahul1/. single-trace-SPE,single-trace-NSPE,single-trace-WNSPE,single-trace-SNSPE
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Figure 2(c). We notice that the prediction error has been greatly diminished. Finally, the
result of applying streaming TV-PEFs is shown in Figure 2(d). The value of γ in this
case was tweaked to match the result of 2(c). Note that Figures 2(c) and 2(d) are almost
indistinguishable, but 2(d) has been computed at a fraction of the computational cost of
2(c).

APPLICATIONS OF STREAMING TV-PEF IN 2D

In this section, we extend the streaming TV-PEF idea to two dimensions. Stationary 2D
PEFs have been discussed in GIEE, Chapter 7 (Claerbout, 2014). Here we only consider
the non-stationary extension of the problem in the context of streaming TV-PEFs.

Streaming 2D TV-PEFs

Let us consider a 2D grid of points where our data values are defined. As an example, one
such grid of size 10×10 is shown in Figure 3, where the grid points are numbered 1 through
10 in each dimension. Suppose P1 is a point in this grid where the TV-PEF coefficients have
already been determined. Now consider another point P2 that is adjacent to P1 in this grid,
where we wish to determine the new TV-PEF coefficients. If we denote the coordinates
of the point P1 as (i, j), then this means that the coordinates of P2 can be any of the 8
points with coordinates (i+ 1, j), (i− 1, j), (i, j + 1), (i, j − 1), (i− 1, j − 1), (i− 1, j + 1),
(i+ 1, j − 1), (i+ 1, j + 1).

Figure 3: A conceptual 2D 10 × 10
grid of points where data values are
defined. [CR] rahul1/. Grid

Let us recall the streaming TV-PEF formulation in 1D that was set up in equation (11).
We rewrite it below:

a(i)
∗ = arg min

a(i)
||di − u(i)T

b a(i)||22 + γ2||a(i) − a(i−1)
∗ ||22 ,

where u(i)T
b =

[
di−1 di−2 . . di−p+1 di−p

]
, for 1D case.

(13)

It is straightforward to extend this idea to 2D. Let us first discuss what the data fitting
term will be. Denote the TV-PEF coefficients at locations P1 and P2 by a(P1)

∗ and a(P2)
∗

respectively. The order of the 2D TV-PEFs are assumed to be p1 × p2 along the respective
dimensions. Denoting the data value at P2 by d(P2), the data fitting term is then given by
||d(P2) − u(P2)T

b a(P2)||22. Here u(P2)T
b is the row vector containing the data values whose
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dot product with the vector of TV-PEF coefficients at P2, given by a(P2)
∗ , produces the

predicted data value at P2. Details on how to determine the vector u(P2)T
b given a location

P2 and filter size can be found in the book GIEE (Claerbout, 2014), but this is relatively
straightforward to do. We now turn to the regularization term. In exact analogy to the 1D
case, we define it as ||a(P2)−a(P1)

∗ ||22. We can then set up our optimization problem for 2D
TV-PEFs, as follows:

a(P2)
∗ = arg min

a(P2)
||d(P2) − u(P2)T

b a(P2)||22 + γ2||a(P2) − a(P1)
∗ ||22 . (14)

As in the 1D case, the parameter γ controls the notion of stationarity in the 2D case.
Together with the regularization term, it controls the update in the TV-PEF coefficients
from P1 to P2. The solution to the optimization problem in equation (14) is now given by:

a(P2)
∗ = a(P1)

∗ +

[
d(P2) − u(P2)T

b a(P1)
∗

γ2 + u(P2)T
b u(P2)

b

]
u(P2)

b . (15)

Note how equation (12) and (15) are similar to one another. Thus we can see now that the
update to the TV-PEF coefficients in the 2D case is also very cheap to compute involving
only a few vector dot products.

Path Dependence of TV-PEF Updates in 2D

Equation (15) gives us a way to update the TV-PEF coefficients at a new location P2, if
we know the coefficients at a neighboring location P1. We see that in the 2D case, there
are 8 such possibilities of choosing a neighboring point. In general, if we have a continuous
non-intersecting path that traverses the 2D grid of points where the data values are defined,
like in Figure 3, then the answer to the TV-PEF estimation problem will depend on the
chosen path. We plot 4 such simple non-intersecting paths for the 10 × 10 grid in Figures
4(a), 4(b), 4(c) and 4(d) but there are finitely many more.

(a) (b) (c) (d)

Figure 4: In this figure, we plot 4 different continuous non-intersecting paths that traverse
a 2D grid of points of size 10 × 10. The paths in the four panels are given the following
names - (a): N-S-N, (b): W-E-W, (c): Clockwise Spiral and (d): AntiClockwise spiral.
[CR] rahul1/. N-S-N,W-E-W,Clockwise,AntiClockwise
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In the 1D case, we also have two possible paths for traversing through the 1D array, one
that goes from the beginning of the array to the end of the array, and the other that goes in
the reverse direction. In our formulation of the problem, we chose the first alternative and
neglected the second. But in 2D the multitude of possible non-intersecting paths through
the 2D grid can no longer be ignored. We are thus naturally led to the study of path
dependence of the TV-PEF updates based on equation (15). However, given a path, one
could easily compute the TV-PEF coefficients along each successive location in the path,
and calculate the predicted data and the prediction errors (residuals) at each location. Once
we have traversed through the entire path, assuming that the path visits all locations in
the 2D grid, we would have calculated the prediction errors at all locations. Note that this
method is extremely efficient both in terms of storage and computational effort involved
at every step. The computational aspect has already been discussed. As for storage, we
only need to store one copy of the TV-PEF coefficients in memory, which are continuously
updated from one location to the next while traversing through the path. This again justifies
the use of the name “streaming TV-PEFs” for this algorithm.

Examples of Path Dependence of TV-PEFs in 2D

In this section, we take a 2D seismic stack section and apply the streaming TV-PEF al-
gorithm to it based on the four different paths shown in Figures 4(a), 4(b), 4(c) and 4(d).
The data set to be used is shown in Figure 5, which is a 2D seismic stack of size 350× 275.
Although the original paths were for a 2D grid of size 10× 10, one can easily imagine them
for the size of the 2D stack. Nothing about the paths fundamentally changes.

Figure 5: A 2D stack section used
in the study of 2D TV-PEFs (cour-
tesy of Western Geophysical, 1974
vintage, Gulf of Mexico). [ER]
rahul1/. wgstack-2DPEF
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(a) (b)

(c) (d)

Figure 6: This figure shows the residuals obtained by the application of streaming TV-PEFs
to the 2D seismic stack in Figure 5, for the 4 different paths introduced in Figures 4(a),
4(b), 4(c) and 4(d). The paths that correspond to the four panels are - (a): N-S-N, (b):
W-E-W, (c): Clockwise and (d): AntiClockwise respectively. The filter size and choice of
γ were kept the same for all the paths. The residuals have all been scaled by a factor of 3
in this display. [ER] rahul1/. wgPEF1,wgPEF2,wgPEF11,wgPEF12
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For this test, we chose a TV-PEF filter of order 5 × 5, leading to a 22 coefficient 2D
TV-PEF, with an implicit 1 and two implicit zeros (for the shape of these filters, see GIEE,
Chapter 7 (Claerbout, 2014)). We used the same value of the paramter γ for all paths. The
results are plotted in Figures 6(a), 6(b), 6(c) and 6(d). The key observation in the figures
is that all the results are slightly different from one another, although by comparing each
image to the original 2D stack section in Figure 5 we can see that all of them are quali-
tatively giving the correct answer. However, we can also see that the amount of coherent
energy contained in the residuals corresponding to different paths varies. Figure 6(a), the
N-S-N path, shows the least amount of coherent energy (flat events). But on the other 3
panels the coherent energy is much more prominent. This is because the parameter choice
γ was made to optimize results of the N-S-N path corresponding to panel (a), and then the
same γ was applied to the other paths for comparison. This then suggests that even the
choice of γ should depend on the path used for traversal through the data.

A natural question that arises then is whether we can define the streaming TV-PEFs
to be path independent because we would not want our prediction errors to change every
time we take a different path through the data, as the previous example suggests that the
residuals can end up being non-white. A simple way to address this is to average the TV-
PEFs over many different possible paths. But then how should the parameter γ be chosen
for each path, especially in light of the observation made in this section that γ indeed
depends on the path? Should they be kept them the same? These questions have not been
answered, and are left to a future study.

Missing Data Interpolation Using 2D TV-PEFs

In this section, we will look at the application of 2D TV-PEFs to missing data interpolation
problems, using the idea of streaming. Interpolation problems are a common way to test
the prediction capabilities of a PEF (or TV-PEF) model, and hence are a test of the model’s
accuracy and performance. We will look at two different examples. In the first example,
we will take the data set in Figure 5, and introduce a few holes in the data. We will then
attempt to fill them back using streaming 2D TV-PEFs. In the second example, we will
attempt to extrapolate data off the edge to the right with the same data set.

Interpolating Holes in The Data

In this example, we take a cropped version of the data set introduced in Figure 5. We
introduce a few missing traces in the data by zeroing out 3 consecutive traces at an interval
of every 10 traces, and the result is shown in Figure 7(a). Then we interpolated the miss-
ing traces using 2D TV-PEFs derived using the streaming algorithm. The path chosen to
traverse through the data was from left to right. This means that for the very first missing
trace, we go from left to right in each row, until we completely interpolate the trace. Note
that this path is different from any of the other paths introduced so far, because now we
always go from left to right in each row. Once the first missing trace is interpolated, we re-
cursively apply the process to interpolate all the other missing traces. The final result after
the interpolation is shown in Figure 7(b). Examining the Figures 7(a) and 7(b) closely, one
can observe that the traces interpolated this way are a good approximation for filling out
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small gaps. However, one can also observe small discontinuities in some places at the right
boundary of every missing trace patch. This is because, the 2D TV-PEFs are interpolating
each missing trace based on the character of the traces to its left. Because of non-stationarity
of the signal, the traces to the right of the missing patch no longer match the interpolated
traces in areas where the lack of stationarity is severe (even over a spacing of just 3 traces !).

The fact that this happens is directly related to the fact that the streaming TV-PEFs
are excellent for local prediction but lack global prediction capabilities, as was pointed out
previously. It may be possible to overcome this problem by interpolating the data over many
different paths, and then averaging the results. For example, one could interpolate the same
data set in Figure 7(a) by first reflecting it left to right (by taking a mirror image about a
vertical plane), and then performing interpolation the same way followed by reflecting the
result again from left to right. This could then be averaged with the result in Figure 7(b).
For holes of more general shapes, one could devise many such paths to do the interpolation
along and then average the results. These ideas are currently under active research and will
be published at a later time.

(a) (b)

Figure 7: Interpolation of missing traces using 2D TV-PEF streaming from left to
right. Left panel (a) is the original data with 3 consecutive missing traces every
10 traces apart. The right panel (b) shows the data set after interpolation. [ER]
rahul1/. 2Dstreaming-holes,2Dstreaming-interp
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Extrapolating Data Off The Edge

In this example, we explore the behavior of 2D streaming TV-PEFs when we extrapolate
data off the edge. The input data set is created by zeroing out 50 traces from the right edge
of a 2D seismic stack, as shown in Figure 8(a). After several tests, the best extrapolation
strategy was found to be along paths from left to right, one column at a time. So to
interpolate the first missing column, we start streaming for each row from the left to the
right and upon reaching the column to be extrapolated, we use the TV-PEFs calculated for
each row of the last filled column, to predict the data values for the next missing column.
This process is iterated for each new missing column. The result is shown in Figure 8(b).
The extrapolated data blows up for certain rows at the extreme edge. This happens because
if the data samples are growing in amplitude before the first missing column is encountered,
then the TV-PEFs continue to predict this trend in the extrapolation zone and we end
up with large amplitudes. To prevent this from happening one can damp the TV-PEF
coefficients used in the extrapolation. The details of this are covered in Fomel et al. (2016),
but the idea is to damp the filter coefficients as aij ← aij × (1 − ε)|i|+|j| for every new
interpolated column, where the implicit unit spike of the 2D filter is at (i, j) = (0, 0) and
some fixed 0 < ε < 1. The end result of extrapolation with damping is shown in Figure
8(c). The amplitudes of the extrapolated data values now decay smoothly with increasing
extrapolation distance and the regions of the data with larger amplitudes take longer to
decay than regions with relatively smaller amplitudes, which is completely expected.

(a) (b) (c)

Figure 8: Extrapolation of missing traces using 2D TV-PEF streaming from left
to right. Left panel (a) is the original data with 50 missing traces at the right
edge. The middle panel (b) shows the data set after extrapolation without damp-
ing. The right panel (c) shows the data set after extrapolation with damping. [ER]
rahul1/. 2Dstreaming-holes-edge,2Dstreaming-extrap1,2Dstreaming-extrap
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DISCUSSIONS AND CONCLUSIONS

In this paper, we explored some of the computational challenges of non-stationary predic-
tion error filter design. It was seen that the weighted non-stationary autoregression problem
could not be solved using a fast algorithm due to the breakdown of the rank-2 update, as
compared to the non-stationary autoregression problem. However, as the former is clearly
superior compared to the latter in predicting non-stationary signals, we wanted to come up
with an alternative formulation that captures the features of the weighted non-stationary
autoregression problem, but is easier to solve computationally. This led to the streaming
TV-PEF idea, where the solution is based on a rank-1 update formula. With this method,
one can update the TV-PEF coefficients from one location to the next at the cost of just a
few vector dot products.

We investigated some of the consequences of using this algorithm to update the TV-
PEF coefficients in 1D, and saw how they compared with stationary PEFs and other non-
stationary TV-PEF design algorithms, both in terms of computational cost and accuracy.
We studied the path dependence of the results using streaming TV-PEFs when applied to
2D problems. It was seen that the choice of path is directly related to the choice of γ, as
the prediction errors corresponding to different paths for the same γ were different. In par-
ticular, the residuals along certain paths were closer to being random identical independent
distributions than others. Some missing data interpolation problems were also studied in
2D using the streaming TV-PEF idea. In the first example, we interpolated a few missing
traces at a certain regular interval along the spatial axis. This example revealed how the
TV-PEFs lack global prediction capabilities far away from the location where they were
designed for. In the second example, we extrapolated data off the edge of a data set which
showed that extrapolation without damping can lead to exponential growth. But this effect
can be controlled by damping the filter coefficients with increasing extrapolation distance.

The role of the regularization parameter γ remains to be investigated in more detail.
It would be nice to have some theoretical results that connect the weighted non-stationary
autoregression problem of equation (9) to the streaming TV-PEF formulation of equation
(11). Another aspect that remains to be investigated has to do with coming up with a
framework to determine the streaming TV-PEF coefficients in 2D, that eliminates the path
dependence of the answer. One possible way to eliminate path dependence is to average the
TV-PEF coefficients over many possible paths, something that is currently under research.
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Detecting karst caverns by pattern recognition

Fantine Huot and Robert Clapp

ABSTRACT

Strong localized heterogeneities in the subsurface, such as karst caverns and sinkholes,
cause scattering of seismic waves, thereby degrading the images obtained in conven-
tional processing. We explore the possibility of using pattern recognition techniques for
detecting these strong heterogeneities from seismic data. Through synthetic models, we
generate training data with significant scattering and demonstrate how to decompose
it into elementary shapes fit for machine learning algorithms by applying continuous
wavelet transforms. We then provide an overview of support vector machine classifica-
tion and present how we intend to apply it to our problem.

INTRODUCTION

The Tengiz carbonate platform in northwestern Kazakhstan is one of the largest producing
oil fields in the world. Recently, exploration has targeted karst-like zones with cavernous
porosity along the margin of the platform. Lester et al. (2015) showed that these karst
caverns appear as localized high-amplitude events on seismic volumes but can also resemble
residual noise that may have persisted through processing and imaging. Such localized
features induce positional uncertainty in the migrated velocity model and can represent
drilling hazards.

While various methodologies, such as diffraction migration or beam migration (Fomel
et al., 2007; Berkovitch et al., 2009; Lester et al., 2015), have been proposed to address
the issue of imaging these strong heterogeneities, herein we investigate the potential of
techniques commonly used in pattern recognition.

The first algorithm for pattern recognition was introduced 80 years ago (Fisher, 1936).
With the advent of computers and the information age, statistical learning has become a
very hot field in many scientific areas as well as marketing, finance, and other business
disciplines. In recent years, new and improved software packages have significantly eased
the implementation burden for many statistical learning methods, providing scientists and
practitioners with complete toolkits for training, testing, and deploying models with well-
documented examples for all these tasks (Collobert et al., 2002; Pedregosa et al., 2011; James
et al., 2013; Jia et al., 2014). With algorithms automatically tracking faces in photographs
(Osuna et al., 1997), what would prevent us from training machines to detect specific seismic
responses in our data?

We initiated our study with a simple synthetic cavern model from which we generated
our training data. We then decomposed it into elementary shapes by applying continuous
wavelet transforms, which will help us set up our pattern recognition problem. Among the
wide scope of existing machine learning algorithms, we then decided to focus on support
vector machine classification, an overview of which is provided in the last section.

297
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SYNTHETIC DATA GENERATION

The first step of our study is to generate synthetic seismic data which we can use as training
data.

(a) (b)

Figure 1: Synthetic models created for this study. We display 2D slices of the P-wave
velocity component. (a) Reference model of layered limestone. (b) Karst cavern model.
[ER] fantine1/. modref,modcav

For this purpose, we create a three-dimensional synthetic model of an underground
karst channel system in a limestone bedding. We first build a model of layered limestone,
as illustrated in Figure 1(a), which we designate as the reference model. Then, caverns of
different scales are added, as shown in Figure 1(b), with connected channels partially filled
with water. The model is elastic isotropic: the P-wave velocities range from 4000 m/s to
5000 m/s for the limestone, and are equal to 1490m/s and 330m/s for the water and air
inside the caverns; the S-wave velocities range from 2100 m/s to 2700m/s for the limestone,
and are set near to zero inside the caverns; and the densities range from 2200 kg/m3 to
2700 kg/m3 for the limestone, and are arbitrarily set at water density inside all the caves to
avoid significant density contrasts that would generate instability in the wave propagation
code. In the following, we consider 2D slices of this model.

The synthetic seismic data is generated using the elastic wave propagation code devel-
oped by Alves (2015). This simulation uses a Ricker-type explosive source in the normal
stress field, with a peak frequency of 20Hz. The recordings for a single shot clearly illustrate
the scattering effect associated with the presence of the caverns (Figure 2). The zero-offset
CMP gathers are produced with 200 shots, with receivers located at the surface. While the
CMP gather obtained from the reference model in Figure 3(a) clearly reflects the layers of
limestone, we see that the caverns completely scatter the wavefield in Figure 3(b), thereby
making it difficult to tell the location of the caverns from only the CMP images.

CONTINUOUS WAVELET TRANSFORM

Continuous wavelet transforms (CWT) are commonly used in pattern recognition, as they
have the ability to decompose complex patterns into elementary forms. They measure the
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(a) (b)

Figure 2: Data recorded for a single shot. (a) Data generated from the reference model. (b)
Data generated from the karst cavern model. When comparing the two panels, we clearly see
the scattering effect due to the presence of the caverns. [CR] fantine1/. shotrefsz,shotcavsz

(a) (b)

Figure 3: Zero-offset common midpoint gathers. (a) Data generated from the reference
model. (b) Data generated from the karst cavern model. While Panel (a) reflects the
aspect of the initial model of layered limestone, the scattering in Panel (b) makes it difficult
to tell the location of the caverns. [CR] fantine1/. cmprefsz,cmpcavsz
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similarity between a signal and an analyzing wavelet by comparing the input signal to
shifted and compressed or stretched versions of the wavelet. For an input signal f , and a
mother wavelet ψ, the CWT can be expressed as follows:

C(a, b ; f(t), ψ(t)) =
∫ ∞

−∞
f(t)

1√
a
ψ∗
(
t− b
a

)
dt ,

where a is the scaling factor, b the time shift, and ∗ denotes the complex conjugate.

By applying CWT on the zero-offset CMP gathers with a Morlet wavelet as analyzing
function, we obtain the results presented in Figures 4 and 5. For each midpoint, we now have
a two-dimensional time-dyadic frequency representation of the signal. When we compare
the results obtained from the cavern system model in Figure 4(b) with the ones obtained
from the reference model in Figure 5(b), we clearly distinguish localized high-amplitude
parcels in the time-dyadic frequency space that qualitatively match the location of the
caverns in terms of travel-time depths.

(a) (b)

Figure 4: Continuous wavelet transform applied to the data derived from the refer-
ence model. (a) Projection in time-midpoint space at a dyadic frequency equal to 3.
(b) Projection in time-dyadic frequency space at a midpoint equal to 2550m. [CR]
fantine1/. cwtreftx,cwtreftf

As a consequence, we set up our pattern recognition problem in the time-dyadic fre-
quency space. As a basic approach, we configure a sliding window of constant size to
vertically scan the time-dyadic frequency panels for all midpoints, and for each windowed
image, call a classifier function to determine whether it contains patterns associated with
caverns or not. This approach would generate an output of cavern locations as a function
of travel-time depth and midpoint.
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(a) (b)

Figure 5: Continuous wavelet transform applied to the data derived from the karst cav-
ern model. (a) Projection in time-midpoint space at a dyadic frequency equal to 3. (b)
Projection in time-dyadic frequency space at a midpoint equal to 2550m. We clearly distin-
guish localized high amplitude parcels in Panel (b), which correspond to the specific seismic
response associated with the presence of the caverns. [CR] fantine1/. cwtcavtx,cwtcavtf

SUPPORT VECTOR MACHINES

We now have to address the question of how to build our classifier. Image comparisons,
especially when the images contain basic shapes, are problems with highly correlated fea-
tures. Therefore, we focus on support vector machines (SVM), known to be efficient for
these type of problems (Hsu et al., 2003; Hastie et al., 2005).

To train the classifier, we build a training dataset of N constant size downsampled
grayscale images picked from the time-dyadic frequency space, where half of them corre-
spond to known locations of caverns, while the other half are generated from the reference
model. We can express this training data as N pairs (x1, y1), (x2, y2), · · · , (xN , yN ), where
the xi ∈ Rp represent the features, which are the values associated to the p pixels of each of
the training images, and the yi ∈ {−1, 1} are the binary labels indicating the class to which
each feature belongs, namely, whether the image corresponds to a cavern or not.

In the following section, we provide an overview of the theory behind SVM based on
formulations by Hastie et al. (2005).

The linear support vector classifier

We define a hyperplane by the following:

{x : f(x) = xTβ + β0 = 0}, (1)
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where β is a unit vector and β0 a constant. The classification rule induced by f(x) is:

G(x) = sign[xTβ + β0]. (2)

Let us suppose that our classes are completely separable, that is to say, there exists a
function f(x) = xTβ+β0 such that ∀i, yif(xi) > 0. Therefore, we can find the hyperplane
that creates the greatest margin between the training points of each class. The following
optimization problem:

min
β,β0

‖β‖ subject to yi(xi
Tβ + β0) ≥ 1, ∀i, (3)

captures this concept. This formulation is considered the support vector criterion for sepa-
rated data.

In practice however, the classes overlap in feature space. Therefore, we re-express the
problem to allow some points to be on the wrong side of the margin. We introduce the
slack variables ξ = (ξ1, ξ2, · · · , ξN ), and rewrite Equation (3) as:

min
β,β0

‖β‖ subject to

{
yi(xi

Tβ + β0) ≥ 1− ξi , ∀i
ξi ≥ 0, ∀i and

∑
ξi ≤ K.

(4)

This way is commonly used to define the support vector classifier for the nonseparable case.
By nature of the criterion, we see that points well inside their class boundary do not play
a big role in shaping the boundary. The value ξi is the proportional amount by which the
prediction f(xi) = xi

Tβ+β0 is on the wrong side of its margin. Therefore, by bounding the
sum

∑
ξi , we bound the total proportional amount by which predictions fall on the wrong

side of their margin. Misclassifications occur when ξi > 1, so bounding
∑
ξi at a value K

bounds the total number of training misclassifications at K.

Computing the support vector classifier

We now have to address how to implement the support vector classifier in practice. Equa-
tion (3) is a quadratic criterion with linear inequality constraints. Therefore, it is a convex
optimization problem. Herein, we describe a quadratic programming solution to this prob-
lem using Lagrange multipliers. Computationally, it is convenient to re-express Equation
(3) as follows:

min
β,β0

1
2
‖β‖2 + C

N∑
i=1

ξi

subject to ξi ≥ 0, yi(xi
Tβ + β0) ≥ 1− ξi , ∀i,

(5)

where the cost parameter C replaces the constant in Equation (3). The separable case
corresponds to C =∞.

The Lagrangian primal objective function is expressed as follows:

LP =
1
2
‖β‖2 + C

N∑
i=1

ξi −
N∑

i=1

αi[yi(xT
i β + β0)− (1− ξi)]−

N∑
i=1

µiξi, (6)
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which we minimize with respect to β, β0, and ξi. Setting the respective derivatives to zero,
we get the following:

β =
N∑

i=1

αiyixi, (7)

0 =
N∑

i=1

αiyi, (8)

αi = C − µi, ∀i, (9)

as well as the positivity constraints αi, µi, ξi ≥ 0, ∀i. By re-injecting these constraints
into Equation (6), we obtain the following Lagrangian dual objective function:

LD =
N∑

i=1

αi −
1
2

N∑
i=1

N∑
j=1

αiαjyiyjx
T
i xj . (10)

Because we are using Lagrange multipliers with inequality constraints, we also have to
add the following Karush–Kuhn-Tucker conditions to our problem:

αi[yi(xT
i β + β0)− (1− ξi)] = 0, (11)

µiξi = 0, (12)
yi(xT

i β + β0)− (1− ξi) ≥ 0, ∀i. (13)

Together, Equation (7) through Equation (13) uniquely characterize the solution to the
primal and dual problem.

Maximizing the dual objective function as shown in Equation (10) is a simpler convex
quadratic programming problem than the primal shown in Equation (6), and can be solved
with standard techniques (Gill et al., 1981).

From (7), we see that the solution for β has the following form:

β̂ =
N∑

i=1

α̂iyixi, (14)

with nonzero coefficients α̂i only for those observations i for which the constraints in Equa-
tion (13) are exactly met. These observations are called the support vectors, because β̂
is represented in terms of these vectors alone. The solution for β0 can be derived from
Equation (13) using any support point lying on the edge of the margin (ξi = 0). Typically,
for numerical stability, the average of all the solutions is used.

Given the solutions β̂0 and β̂, the decision function can be written as follows:

Ĝ(x) = sign[xT β̂ + β̂0]. (15)

The tuning parameter of this procedure is the cost parameter C.

Figure 6 provides a visual example of linear support vector boundaries for a dataset
with overlapping classes for two different values of the cost parameter C.
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Figure 6: The linear support vector boundary for a dataset with two overlapping classes,
for two different values of C. A lower value of C allows for more slack and larger margins.
The broken lines indicate the margins where f(x) = ±1. The support points (αi > 0) are
all the points on the wrong side of their margin. The black solid dots are those support
points falling exactly on the margin (ξi = 0) (Hastie et al., 2005). [NR] fantine1/. svc

Nonlinear support vector machines and kernels

The support vector classifier subsequently described finds linear boundaries in the in-
put feature space. To achieve better training-class separation, we introduce the idea of
enlarging the feature space using basis expansions. Linear boundaries in the enlarged
space translate to nonlinear boundaries in the original space, thereby making the prob-
lem more flexible. Once the basis functions hm(x), m = 1, · · · ,M are selected, the pro-
cedure is the same as before. We fit the support vector classifier using input features
h(xi) = (h1(xi), h2(xi), · · · , hM (xi)), i = 1, · · · , N , and produce the (nonlinear) function
f̂(x) = h(x)T β̂ + β̂0. The classifier is Ĝ(x) = sign[f̂(x)] as before.

The support vector machine classifier is an extension of this idea, where the dimension
of the enlarged space is allowed to get very large, infinite in some cases. It might seem that
this enlargement would make the computations prohibitive. However, in the following we
show we can represent the optimization and its solution in a special way that only involves
the input features by way of inner products. We then see that for particular choices of h,
these inner products can be computed very cheaply.

The Lagrange dual function is re-expressed as follows:

LD =
N∑

i=1

αi −
1
2

N∑
i=1

N∑
j=1

αiαjyiyj〈h(xi), h(xj)〉. (16)
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The solution function f(x) can be rewritten as follows:

f(x) = h(x)Tβ + β0

=
N∑

i=1

αiyi〈h(x), h(xi)〉+ β0.
(17)

Both these equations involve h(x) only through inner products. In fact, we need not
specify the transformation h(x) at all, but require only knowledge of the following kernel
function:

K(x, x′) = 〈h(x), h(x′)〉, (18)

that computes the inner products in the transformed space. K should be a symmetric
positive definite function.

Three popular choices for K in the SVM literature are shown in the following:

dth—Degree polynomial: K(x, x′) = (1 + 〈x, x′〉)d, (19)
Radial basis: K(x, x′) = exp(−γ‖x− x′‖2), (20)

Neural network: K(x, x′) = tanh(κ1〈x, x′〉+ κ2). (21)

Figure 7: Two nonlinear SVMs for a dataset with two overlapping classes using two different
kernels. The left panel uses a 4th degree polynomial kernel, the right one a radial basis
kernel (with γ = 1) (Hastie et al., 2005). [NR] fantine1/. svm

Figure 7 provides a visual example of the impact of using different kernels.

Finally, the solution can be expressed as follows:

f̂(x) =
N∑

i=1

α̂iyiK(x, x′) + β̂0. (22)
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By using particular kernels, SVM can thus be implemented in a very cost-effective
manner. Once the algorithm is trained, the classification only involves cheap inner products.

DISCUSSION

As the saying goes, a journey of a thousand miles begins with a single step. We have now
set up a basic pattern recognition problem and described the choices we made along the
way. We are currently implementing the described methodology, and nothing will guide us
better to the next step than our first test results.

However, we can already imagine many more paths to explore. First of all, as we treat
each midpoint separately, we do not take full advantage of the potential of our data, for
we fail to capitalize on the spatial continuity of the caverns. Therefore, the idea would
be to proceed to pattern recognition in higher dimension, such as used for tracking people
in videos. Along the same line of thought, we could imagine combining multicomponent
data and evaluating if the combined input of stress field and particle velocity yields better
results.

Another idea would be to start with migrated images instead of mere CMP gathers.
Indeed, we could run Kirchhoff migration or reverse-time migration and examine the results
after applying CWT. This approach would make the starting images closer to the actual
geology and facilitate the recognition of the seismic signatures associated with the caverns.
Moreover, migration would increase the accuracy of the mapping of the cavern locations in
terms of travel-time depth.

Eventually, we could also investigate the concept of detecting other strong hetero-
geneities, such as salt bodies.
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Numerical modeling of seismic airguns and low-pressure
sources

Leighton M. Watson, Eric M. Dunham, and Shuki Ronen

ABSTRACT

There is significant interest in understanding the dynamics of seismic airguns and the
coupling between the bubble produced when the airgun discharges and the pressure
waves excited in the water. It is desirable to increase the low frequency content of the
signal, which is beneficial for imaging, especially for sub-salt and sub-basalt exploration,
and to reduce the high frequency content, which, due to attenuation and scattering, is
less useful as seismic signal, yet is thought to be damaging to marine life. It has been
argued that a new style of airgun, with drastically lower pressure and larger volume than
conventional airguns, will achieve these improvements. We develop a numerical model
of a seismic airgun and compare the simulation results to lake data for validation. We
perform numerical simulations for a range of airgun firing parameters and demonstrate
that the proposed low pressure source (4000 in3, 600 psi) is able to reduce the high
frequency noise by 6 dB at 150 Hz compared to a 1000 in3 airgun at 2000 psi, while
maintaining the low frequency content. Therefore, the low pressure source is more
environmentally friendly without compromising survey quality.

INTRODUCTION

Seismic airguns are the predominant source used in marine seismic surveys. They function
by discharging highly pressurized air forming a bubble that expands and contracts in the
water, exciting pressure waves over a wide range of frequencies. These waves are used
to image targets of interest. Several studies have emphasized the need for improved low
frequency content (below 30 Hz) for sub-salt and sub-basalt imaging (Ziolkowski et al.,
2003). The high frequency energy (above 150 Hz) is generally useless for seismic imaging as
it is attenuated before it reaches the target or scattered by the heterogeneous overburden.
In addition, current seismic acquisition and processing techniques sample at 2 ms and
only utilize frequencies up to ∼220 Hz. Thus, reducing the proportion of high frequency
energy generated would improve the efficiency of the airgun. Furthermore, ocean noise from
marine seismic surveys is thought to have a significant impact on marine life (Weilgart,
2007; Nowacek et al., 2015). The specific impact of marine seismic surveys on the plethora
of different marine species is complicated and understanding is hampered by limited data
(Weilgart, 2013). However, it is likely that reducing the high frequency noise that is not
used for seismic imaging will have environmental benefits without compromising survey
quality.

Chelminski et al. (2016) proposed a low-pressure source (LPS) with radically reduced
pressure and increased volume. They argue that the LPS will be more efficient and have
lower high frequency content, alleviating environmental concerns. To investigate this idea,
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Chelminski Technology and Dolphin Geophysical conducted field tests of a LPS prototype
in June 2015. Due to experimental limitations, the field measurements were restricted to a
limited range of airgun parameters. Furthermore, the prototype tested had a much smaller
volume than that of the proposed LPS.

In this work we develop a numerical model for seismic airguns, based on the work by
Ziolkowski (1970). We validate the model against data from the field tests of the LPS
prototype. Previous authors (e.g., Landrø and Sollie, 1992; Li et al., 2014; de Graaf et al.,
2014) have developed more complicated models and performed sophisticated inversions to
find the best fitting model parameters. Here, we focus on the predictive capability of forward
modeling. We perform numerical simulations to investigate airgun configurations that were
not tested in the lake and to predict whether the full scale LPS will be more efficient and
produce less high frequency than a conventional airgun.

DATA

Data were collected over two days at Lake Seneca, a ∼200 m deep lake in upstate New
York. The LPS prototype was suspended at variable depth from a crane over the side of
the boat. Two airgun volumes, 598 in3 and 50 in3, were tested at a range of depths (5, 7.5,
10, 15, and 25 m measured depth) and pressures (135 psi to 1320 psi for the 598 in3 airgun
and 510 psi to 1850 psi for the 50 in3 airgun). Observations were made with a near-field
hydrophone 1 m above the airgun and with a 24 channel downhole array 75 m below, with a
spacing of 2 m between the channels. The near-field hydrophone recorded at a rate of 2 kHz
and the far-field array recorded at 32 kHz. The far-field observations are high quality and
are recorded at much higher temporal resolution than in industry seismic surveys, where
0.5 kHz is the standard sampling rate. The near-field observations are clipped at large
amplitudes. Therefore, we focus on the far-field observations recorded on the first channel
of the downhole array, 75 m below the airgun.

The Rayleigh-Willis equation is a well known formula used in the exploration industry
to estimate the dominant frequency of a seismic airgun (Rayleigh, 1917; Willis, 1941; Cole,
1948):

f = k
(1 +D/10)5/6

(paVa)1/3
, (1)

where D is the depth of the airgun in meters, pa and Va are the pressure and volume
of the airgun, respectively, and k is a constant. We are interested in how the high and
low frequency components of the signal change when the airgun parameters are varied.
Therefore, we need to develop a numerical model of the system that can capture all of the
frequency information, rather than just the dominant frequency.

MODEL

Since the seminal paper by Ziolkowski (1970) there has been extensive work on numerical
modeling of seismic airguns (e.g., Schulze-Gattermann, 1972; Safar, 1976; Ziolkowski, 1982;
Li et al., 2010; de Graaf et al., 2014). We follow a similar treatment, assuming that the
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Figure 1: Example of near-field (1m from airgun) and far-field (75 m from airgun) data.
The near-field measurements are clipped at large amplitudes and noisy at high frequencies.
[CR] leighton1/. exampleData
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internal properties of the airgun and bubble are spatially uniform and that the bubble is
approximately spherical. The first assumption poses a restriction on the temporal resolution
of our model, limiting the model resolution to time scales long compared to the time it
takes for a sound wave to propagate across the airgun and bubble. The resolution will
vary depending upon the size and physical properties of the bubble. For the bubble at
equilibrium the upper bound on the resolution is approximately 1 ms, corresponding to a
frequency limit of 1 kHz. The second assumption is well satisfied as the bubble radius (∼1
m) is far smaller than the wavelengths that we are interested in (>10 m). Therefore, it is
appropriate to treat the bubble as a point source.

We solve the Euler equations governing the motion of a compressible fluid and evaluate
the solution on the bubble wall to give a nonlinear ordinary differential equation for the
bubble dynamics. Our work differs from previous studies (e.g., Ziolkowski, 1970; de Graaf
et al., 2014) as we use the modified Herring equation (Herring, 1941; Cole, 1948; Vokurka,
1986) rather than the Gilmore (1952) equation to describe the bubble motions. The modified
Herring equation is

RR̈+
3
2
Ṙ2 =

pb − p∞
ρ∞

+
R

ρ∞c∞
ṗb (2)

where R and Ṙ = dR/dt are the radius and velocity of the bubble wall, respectively, pb

is the pressure inside the bubble, and p∞, ρ∞ and c∞ are the pressure, density, and speed
of sound, respectively, in the water infinitely far from the bubble. Without the ṗb term,
equation 2 is the Rayleigh equation (Rayleigh, 1917) which is a statement of conservation of
momentum for an incompressible fluid. The ṗb term is a correction for compressibility that
allows for energy loss through acoustic radiation. The Herring equation assumes a constant,
rather than pressure dependent, speed of sound, which is well justified as Ṙ/c � 1. The
modified version of the Herring equation neglects the (1 − Ṙ/c∞) type correction factors
(Vokurka, 1986).

The bubble is coupled to the airgun by mass conservation. We solve for the exit velocity
of the flow out of the airgun at each time step rather than assuming choked flow. If
the ratio of the airgun pressure to the bubble pressure, pa/pb, is less than a critical value,
((γ+1)/2)(γ/(γ−1)) then the flow is unchoked and the rate of mass transport into the bubble
is

dmb

dt
= paA

( γ

RGTa

) 1
2
( 2
γ − 1

) 1
2

[(pa

pb

) γ−2
γ − 1

] 1
2

(3)

Otherwise, the flow is choked and the equation for the rate of mass transport reduces to

dmb

dt
= paA

(
γ

RGTa

) 1
2

(4)

where mb is the mass inside the bubble, A is the area of the airgun port, Ta and pa are
the temperature and pressure of the airgun, respectively. γ is the ratio of the specific heats
at constant pressure and volume, 1.4 for an ideal gas. RG is the specific gas constant for
dry air, 287.06 J/kgK.
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The mass inside the airgun, ma, is evolved by mass conservation.

dma

dt
= −dmb

dt
(5)

The air inside the airgun and the bubble is treated as an ideal gas.

p =
mRGT

V
(6)

The airgun is assumed to discharge adiabatically. The temperature of the bubble is
governed by the first law of thermodynamics for an open system. This allows for heat
conduction across the bubble wall and accounts for the energy associated with the advection
of mass from the airgun into the bubble.

mbcv
dTb

dt
= (cpTa − cvTb)

dmb

dt
− 4πMκR2(Tb − T∞)− pb4πR2Ṙ (7)

The first term on the right relates to the transport of energy when mass is advected
into the bubble. The second term is the heat exchange between the gas in the bubble and
the surrounding water. κ is the heat transfer coefficient and M is a constant that accounts
for the effect of turbulence increasing the effective area over which heat transfer can occur.
The third term is the rate of work done. cv and cp are the specific heats at constant volume
and pressure. They are 718 J/kgK and 1010 J/kgK, respectively.

Combined with the modified Herring equation, these equations give a system of nonlinear
ordinary differential equations for the coupled bubble and airgun system. We solve this using
an explicit Runge-Kutta (4,5) solver with variable time-stepping. Figure 3 shows example
model outputs, for the airgun and the bubble.

The pressure perturbation in the water is related to the bubble dynamics by Keller and
Kolodner (1956)

∆p(r, t) = ρ∞

[
V̈ (t− r/c∞)

4πr
− V̇ (t− r/c∞)2

32π2r4

]
, (8)

where ∆p is the pressure perturbation in the water, r is the distance from the center of the
bubble, and V = 4

3πR
3 is the volume of the bubble. The second term on the right side is a

near-field term that decays rapidly with distance and is negligible in the far-field. For the
parameter space relevant to seismic airguns, equations (2) and (8) give identical results to
the equivalent Gilmore (1952) formulations.

The observed pressure perturbation in the water is a superposition of the direct arrival
and the ghost, which is a wave that is reflected from the surface of the water and arrives at
the receiver at a later time. In the near-field, the amplitude of the ghost is much smaller
than that of the direct arrival as the ghost travels along a much longer path, reducing
the amplitude by geometrical spreading. In the far-field, the path length for the direct
arrival and the ghost are almost the same. The ghost must be accounted for in order to
accurately simulate the observed pressure perturbations, especially in the far-field. The
pressure perturbation due to the ghost signal is calculated by replacing the path length of
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Figure 3: Example model outputs for a 400 in3 airgun pressurized to 2000 psi disharged
at a depth of 25 m. The airgun ports open at t = 0 and close at ∼0.01 s. [CR]
leighton1/. modelOutputs

the direct arrival, r, with the path length of the ghost, r + 2D, in equation (8). The sea
surface is assumed to have a reflectivity of -1 (Ziolkowski, 1982). The reflectivity can be
frequency dependent, especially in rough seas. The lake surface was relatively flat during
data acquisition and we found that -1 was an appropriate choice for this work.

The observed pressure perturbation, ∆pobs, is a superposition of the direct arrival and
the ghost. For a vertically down-going direct wave, as is the case for our acquisition geom-
etry, the observed pressure perturbation in the water is computed by

∆pobs(r, t) = ∆pd(r, t)−∆pg(r + 2D, t), (9)

where ∆pd and ∆pg are the pressure perturbations from the direct arrival and the ghost,
respectively. Equation 9 assumes linearity and is only valid when the pressure perturbation
is dominated by the first term in equation 8, as is the situation for the work shown here.

MODEL VALIDATION

In order to validate our model, we compare our simulation results to the lake data. The
model has several tunable parameters. We tune these parameters so that the model fits the
far-field data for one airgun firing configuration (Figure 5). We can then match the mea-
surements from the other firing configurations by varying the airgun properties (Figure 6).
This is done without any further tuning of the model parameters.

The magnitude of the pressure perturbation depends upon the location of the receiver
relative to the airgun. To remove this dependency, we normalize all observations and
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simulations by multiplying the pressure perturbation by r, the distance from the airgun to
the receiver and state the result in bar m. The port area of the airgun used in the lake was
measured as 11 in2. In our simulations, we use a reduced area of 4 in2 to best fit the data.
de Graaf et al. (2014) used a similar approach to avoid over predicting the amplitude of the
initial peak.

The simulation results are in agreement with the Rayleigh-Willis equation (Figure 7)
and display similar trends to the data (see Figure 2). The fit to the data and agreement
with the Rayleigh-Willis equation validates our model and enables us to use it to investigate
airgun firing configurations not tested in the lake, such as the proposed LPS.

LOW PRESSURE SOURCE

Conventional airguns typically have volumes of less than 1000 in3 and are pressurized to
2000 psi. Chelminski et al. (2016) proposed a low pressure source (LPS) with a volume of
up to 6000 in3 and pressure of 600 psi to 1000 psi. The LPS will have a much larger port
area than conventional airguns, 62 in2 compared to 16 in2.

Figure 8 shows a comparison between the simulated pressure signal for a typical con-
ventional airgun and for the proposed LPS with the same PV value. This ensures that,
according to the Rayleigh-Willis equation, they will have the same dominant frequency.
The LPS reduces the high frequency noise by 5 dB at 150 Hz. This configuration is not
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Figure 5: Comparison between the far-field observations and simulations in the time and
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successful at improving the low frequency content with a reduction of 1.5 dB at 3Hz from
the conventional airgun. The peak-to-bubble ratio (the amplitude of the initial pressure
pulse compared to the amplitude of the second pulse, which is due to the oscillation of the
bubble) is reduced from 1.92 for the conventional airgun to 1.79 for the LPS. This will not
degrade the quality of the data as processing can extract useful signal from the bubble as
well as the initial pulse (Ronen et al., 2015).

Larger volume conventional airguns (2000 in3) have been proposed as a solution to
improve the low frequency content (Ziolkowski et al., 2003). However, the larger volume
airguns are heavy and have maintenance issues because of the high pressures that they must
be engineered to withstand. Therefore, they have not been widely adopted by the industry.
An advantage of the LPS is that much larger volumes can be used without engineering or
operational difficulties, improving the low frequency content. Figure 9 shows a comparison
between a conventional airgun and a larger volume LPS (4000 in3). The larger LPS reduces
the high frequency noise by 6 dB at 150 Hz compared to the conventional airgun and has
a lower dominant frequency. The low frequency content at 3 Hz is the same for the two
designs. This demonstrates that increasing the volume of the LPS results in improved low
frequency content, as suggested by the Rayleigh-Willis equation. Even larger volume LPS
(up to 6000 in3) can be built, and safely operated, that will generate more low frequency
energy while maintaining the environmental benefits of reduced high frequency noise.

CONCLUSION

There is significant interest in reducing the high frequency noise that is produced by seismic
airguns as this is thought to be harmful to marine life. In addition, it is desirable to improve
their imaging capabilities and efficiency. The low-pressure source has been proposed as an
improvement to conventional seismic airguns that will achieve these goals.

We present a numerical model for seismic airguns and low-pressure sources that we vali-
date against high resolution far-field data from a lake. Numerical simulations show that the
proposed low pressure source can reduce the high frequency noise without compromising the
usable low frequency content compared to a conventional airgun and is thus more efficient
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Figure 8: Comparison between simulations of the near-field (r = 1 m) pressure perturba-
tion generated by a conventional airgun and a LPS fired at a depth of 7.5 m. This LPS
reduces the high frequency noise but also decreases the low frequency content compared to
a conventional airgun. [CR] leighton1/. LPS1
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Figure 9: Comparison between simulations for a conventional airgun and a larger LPS fired
at a depth of 7.5 m. The low frequency content is the same for the two designs but the LPS
produces less high frequency noise. [CR] leighton1/. LPS2
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and environmentally friendly. Furthermore, the low-pressure source can be manufactured
and operated at far larger volumes than conventional airguns enabling the low frequency
content to be improved resulting in better sub-salt and sub-basalt imaging capabilities.
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HTML Viewer: Version 2

Robert G. Clapp

ABSTRACT

Most seismic data processing is now done remotely, rather than locally. The X11 pro-
tocol is poorly suited for remote processing. HTML5’s flexibility, support for strong
client-server paradigms, and low latency design allows for a platform independent so-
lution to visualizing seismic data. Web sockets allow communication between a server
at the location where the data is stored and a client written in JavaScript. JavaScript
Object Notation (JSON) is used to exchange both messages and JPEG and MPEG
encoded images/movies. An early prototype of the viewer shows great promise in
providing a robust solution to remote viewing of seismic data.

INTRODUCTION

Viewing and interacting with multi-dimensional volumes is necessary when working with
3-D data. SEP wrote its first movie program 30 years ago and has continually expanded on
this initial idea (Claerbout, 1981; Sword, 1981; Ottolini, 1982, 1983, 1988, 1990; Arroyo and
Clapp, 2002; Clapp et al., 2008; Clapp, 2010). Since the early 1990s these viewers have all
relied on the X11 protocol. As computers got faster, the many handshakes and bit image
transferring approach of X11 led to ever more noticeable latency problems on even local
networks, exacerbated when using remote connections. As a result, remote frame buffer
approaches such as VNC have grown more and more popular. These approaches achieve
speed by sending a compressed version of the portion of the screen that has changed. The
downside of remote frame buffer approaches is that they are completely reliant on the server
and suffer when significant latency exists between the client and the server.

Web development has had to deal with similar issues of how much work should be done
on the client versus the server. The support of virtually every browser for JavaScript allowed
a significant portion of an application to be handled on the client. In Clapp (2014) I wrote
about two prototype viewers in HTML5, one that could displays a cube, and one that could
display multiple slices.

In this paper I describe a new version of an HTML5 viewer that combines the features
of the two prototypes described in Clapp (2014). I begin by describing how a session
is initialized, then present the viewer’s interface, and conclude with future plans for the
viewer.

INITIALIZATION

A python script createView takes as input a series of files that the user wishes to view
within a given directory. It creates two outputs. The first is a PHP webpage that a user can
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use to view the datasets. The second output is a file .viewList written in JSON format.
An example can be seen below.

{
"permission":"all",
"tags":["vel","mig"],
"vel":["a.T","SEP-BYTE"],
"mig":["inv.T","SEP-BYTE"]
}

The configuration file specifies who can view the datasets permission, the name given to
the datasets within the viewer tags, and finally the list of datasets and their format.

The PHP output file creates a login page for viewers of the datasets. This login requires
both a user name and password. The password is checked by the server before a session
can be initialized. A session is initialized by upgrading a standard HTML connection to a
websocket connection that allows bi-directional communication between the server and the
client.

Server

The server is initialized by JSON configuration files that define thevalid users, the groups
they belong to and a directory where temporary files should be written. An example of the
user configuration file can be seen below.

{
"users":["bob","jon","biondo","dave"],
"sep":["bob","jon","biondo"],
"groups":["sep"]
}

The server waits for websocket requests. The client and server communicate by sending
JSON messages. The first message from a new client is a request for information about a
given directory. The server reads the .viewList in the directory and checks that the user
has permission to view the datasets. Assuming that the user has permission to view the
datasets, it then informs the clients about the datasets. If a user chooses to view a dataset,
the server checks whether if the dataset is already memory, and if not reads it into memory.
The server uses a fast JPEG library to send images or FFmpeg using a RAM disk to create
and send movies.

MENUS

The interface for the viewer is designed to minimize the amount of space used for controls.
Figure 1 shows the interface. The icons on the left, from top to bottom, are data, tools,
sharing, controls, help, and connection status. At this stage not all functions have
has been implemented.
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Figure 1: The initial view presented to the user. Note the menu icons on the left for data,
tools, sharing, controls, help, and connection. The data icon has be selected show-
ing the available datasets. [NR] bob2/. initial

The data menu contains the list of tags the user defined for the webpage. To open a
dataset you click (touch on touch display) the data icon. A menu opens up listing all of
the datasets. You then drag them into the main viewing area. When dragging successive
datasets to the viewing area you can choose to either combine them in the same panel
(see the multi-panel section below) or in separate displays. See figure 2 as an example of
displaying multiple datasets. Each dataset must exist in the same coordinate system and
each view is linked. Moving or zooming in one display will affect all of the displays.

Currently the edit menu only has one option, clipping. This menu allows the user to
interactively change the clip of datasets that are stored as floats. Figure 3 shows an example
of clip menu. The user selects which datasets he wishes to clip and what type of clipping
to use. Currently both a standard pclip and a soft clip Claerbout (2014) are supported.
When multiple datasets are selected these datasets are clipped together allowing for accurate
amplitude comparison.

The sharing menu allows a user to broadcast their current display by selecting the share
option. A user is also provided with a list of all the users displaying the current page and
can choose to sync their view with another user.

Currently the control menu is inactive. In the future it will allow the user to specify
what various keyboard, mouse, and touch controls do. The help menu displays the current
controls available to the user given the type of device they are using. Finally the status
menu displays either a green or red light depending on whether a connection is active.
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Figure 2: Viewing two datasets simultaneously. In this case velocity and a migrated image
existing in the same coordinate system. [NR] bob2/. twod

Figure 3: The clip menu gives
the user the ability to interactively
change the clip of a dataset, clip mul-
tiple datasets to the same level, and
use a traditional, linear, clipping ap-
proach or a soft clip approach. [NR]
bob2/. clip



SEP–163 HTML viewer 325

PLOTTING OPTIONS

At the bottom of each panel the user can select to open up a viewing options menu (left),
close the panel (center), or a multi-plot menu.

The viewing options panel allows the user to change how the current panel displays its
data. Figure 4 shows an example of this panel. The user can change which face of the
hypercube is displayed and may change the order of the various axes and whether or not
to reverse them. The user can also choose whether to display and in what color the axis
labels, tics, grid-lines, and axis values.

Figure 4: The view menu allows the
user to change how the data is dis-
played. The user can change which
face of the hypercube is displayed
and may change the order of the var-
ious axes and whether or not to re-
verse them. The user can also choose
whether to display and in what color
the axis labels, tics, grid-lines, and
values. [NR] bob2/. view

The multi-plot menu is only valid when multiple datasets have been dragged to the
same panel. Figure 5 shows an example of the multi-panel. The user can display multiple
datasets in one of three ways. In the first option, the datasets can flip between the different
displays. The user controls the speed of these flips. In the second option, the user can
overlay the two datasets controlling the opacity. For the final option, the user views two
superimposed datasets with a sliding curtain two flip between the two dataasets. Figure 6
shows the last option, the migrated image model on the left side of the display and the
velocity on the right.

Figure 5: The multi menu allows
the user to specify how to display
multiple datasets in the same panel.
The user can select from flipping
datasets, opacity, or a curtain ap-
proach. [NR] bob2/. multi

CONTROLS

As stated in the previous section, all of the available controls can be seen by accessing the
help menu. The controls are different based on whether the user is using a touch screen or
a mouse. In the following section I describe the currently available controls.



326 Clapp SEP–163

Figure 6: An example of the displaying multiple datasets using the curtain rod to flip
between two images. [NR] bob2/. curtain

Keyboard controls

There are number of keyboard shortcuts available to the user. The following summarizes
current shortcuts.

Key Action
Ctrl-l Lock the displays.

Any changes made to a given panel will apply to all panels.
Ctrl-u Unlock the displays.
c Rotate the color table
f Go forward along the front panel direction
b Go backward along the front panel direction
F Start a movie in the front panel direction going forward
B Start a movie in the front panel direction going backward
Arrow keys Move left, right, up, or down.
Shift arrow Start a movie in the left, right, up, or down
h Cycle through hiding the menus
p Save the current display

To navigate with the mouse, the user can click to move to a new location. Holding down
the mouse button will draw a window that will zoom into a region. Double clicking will
return the display to its original form (zooming out).
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Currently the viewer supports one and two finger controls for touch devices. The user
can use one finger to touch the location they wish to move to. They can also move around
a dataset by continuing to press on the display. They can flick their finger to quickly move
through several frames (start a movie). With two fingers the user can pinch to zoom in and
zoom out. In the future, further touch controls will be added.

FUTURE WORK

There are several improvements that I want to make to the viewer. These changes can be
generally broken into three categories: controls, tools, and reproducibility.

I want to expand the capabilities of the touch controls, adding multi-touch capabilities
beyond zooming. Control handling is written in an object-oriented fashion that will allow
the controls to be changed on the fly using the control menu. I want to add the ability to
pick with the viewer and to annotate figures.

Currently all datasets must be present at the initialization of the viewer and exist in the
same multi-dimensional space. In the future, I want to support the creation of datasets.
An example of creating a dataset might be using a velocity picking tool that then creates
an Root Mean Square (RMS) velocity file and potentially the result of Normal MoveOut
(NMO).

Currently the viewer records all user actions. We need to add the ability to save and
then rerun these actions. In addition, rather than using JavaScript support for creating
a PDF from the current view, I would like to translate the given view using vplot which
supports vector graphics.

CONCLUSION

In this paper we described the current state of a HTML viewer for seismic data.The viewer
solves the problem of X11 latency by using a client-server model without installing any
software. It allows the user to interact with dataset using keyboard, mouse, and touch
interfaces. In addition, multiple people can simultaneously interact a dataset and share
their perspective views.
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