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Preface

The electronic version of this report1 makes the included programs and applications available
to the reader. The markings [ER], [CR], and [NR] are promises by the author about the
reproducibility of each figure result. Reproducibility is a way of organizing computational
research that allows both the author and the reader of a publication to verify the reported
results. Reproducibility facilitates the transfer of knowledge within SEP and between SEP
and its sponsors.

ER denotes Easily Reproducible and are the results of processing described in the pa-
per. The author claims that you can reproduce such a figure from the programs,
parameters, and makefiles included in the electronic document. The data must either
be included in the electronic distribution, be easily available to all researchers (e.g.,
SEG-EAGE data sets), or be available in the SEP data library2. We assume you have
a UNIX workstation with Fortran, Fortran90, C, C++, X-Windows system and the
software downloadable from our website (SEP makerules, SEPlib, and the SEP latex
package), or other free software such as SU. Before the publication of the electronic
document, someone other than the author tests the author’s claim by destroying and
rebuilding all ER figures. Some ER figures may not be reproducible by outsiders
because they depend on data sets that are too large to distribute, or data that we do
not have permission to redistribute but are in the SEP data library.

CR denotes Conditional Reproducibility. The author certifies that the commands are in
place to reproduce the figure if certain resources are available. The primary reasons
for the CR designation is that the processing requires 20 minutes or more, MPI or
CUDA based code, or commercial packages such as Matlab or Mathematica.

NR denotes Non-Reproducible figures. SEP discourages authors from flagging their fig-
ures as NR except for figures that are used solely for motivation, comparison, or
illustration of the theory, such as: artist drawings, scannings, or figures taken from
SEP reports not by the authors or from non-SEP publications.

Our testing is currently limited to LINUX 2.6 (using the Intel compiler), but the code should
be portable to other architectures. Reader’s suggestions are welcome. More information on
reproducing SEP’s electronic documents is available online3.

1http://sepwww.stanford.edu/private/docs/sep152
2http://sepwww.stanford.edu/public/docs/sepdatalib/toc html
3http://sepwww.stanford.edu/research/redoc/
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Stanford Exploration Project, SEP152, May 27, 2014

Efficient and robust waveform-inversion workflow:
Tomographic FWI followed by FWI

Biondo Biondi and Ali Almomin

ABSTRACT

In many important practical cases when FWI convergence is uncertain because of the
lack of low-frequency data and/or long offsets, we would like to employ waveform-
inversion methods, such as tomographic FWI (TFWI), that offer more robust conver-
gence. However, the additional computational cost can be a serious deterrent form
applying TFWI to the full bandwidth of the data. As an alternative, we propose the
following cost-effective TFWI+FWI workflow: 1) TFWI applied to the low frequencies
in the data, 2) FWI applied to the high frequencies starting from the model esti-
mated by TFWI. We tested TFWI+FWI on two synthetic datasets computed from the
Marmousi 2 model by comparing the results obtained by full-bandwidth TFWI with
models obtained by the proposed workflow when TFWI was applied to data low-passed
to a maximum of 10 Hz. The new workflow converged to very accurate models even
when conventional FWI with frequency continuation failed. Further cost-saving can be
achieved by switching from TFWI to FWI before TFWI reaches full convergence. De-
pending on the number of TFWI iterations, the quality of the final model is negatively
affected but it can be still satisfactory.

INTRODUCTION

Full waveform inversion (FWI) (Bamberger et al., 1982; Tarantola, 1984) has the poten-
tial of overcoming the limitations imposed by the conventional sequential seismic-imaging
workflow of velocity analysis followed by migration. However, FWI convergence is notori-
ously dependent on the accuracy of the starting velocity model and/or the availability of
low-frequency data. In many cases, when these conditions are not fulfilled, the tomographic
component of the inversion is subject to cycle-skipping and convergence is uncertain.

To overcome FWI convergence problems, FWI and wave-equation migration velocity
analysis (WEMVA) can be successfully integrated and simultaneously performed. Tomo-
graphic FWI (TFWI) is a robust and self-consistent approach to integrate the two phases
by extending the velocity model along either the subsurface-offset or the time-lag axes and
adding a term to the FWI objective function that rewards image focusing (Symes, 2008;
Sun and Symes, 2012; Biondi and Almomin, 2012, 2013, 2014). However, TFWI adds
computational cost to the already computational-intensive FWI process.

The computational cost added by time-lags TFWI (Biondi and Almomin, 2014) grows
linearly with the frequency in the data. This frequency dependency compounded with FWI
exponential growth with frequencies, may prevent TFWI large-scale applications to the
whole data bandwidth until further improvements in computational systems become avail-
able. This observation suggests the development and the testing of a practical waveform-
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2 Biondi and Almomin SEP–152

inversion workflow that employs TFWI only on the lower frequency in the data, and then
switches to conventional FWI for the higher frequencies. By applying TFWI instead of
FWI to the lower frequency we are more likely avoid falling in local minima related to the
long wavelengths of the velocity model. After the model long-wavelength components are
estimated by TFWI with sufficient accuracy to explain the kinematics in the low-frequency
data, the use of FWI with frequency continuation (i.e. by slowly increasing the bandwidth
of the data starting from the low end of the range) for the higher frequencies should be safe
and improve the resolution of the final model.

The main theoretical limitation of the proposed solution is that the resolution of the
tomographic component of TFWI is directly proportional the data frequency, and thus it
is suboptimal when only the low frequencies are used. By limiting the application of TFWI
to the low frequencies we leave the inversion of the tomographic component present in the
data high frequencies to the less robust FWI. We implicitly assume that at the moment of
the switch from TFWI to FWI the long-wavelength in the model are not only sufficiently
accurate to explain the kinematics at low frequencies, but also sufficiently accurate to
prevent FWI to fall in a local minimum. The results of the synthetic-data tests shown in
this abstract confirm the validity of the suggested workflow, and warrant further testing
with field data.

TFWI+FWI WORKFLOW

Biondi and Almomin (2014) introduce TFWI by extending the velocity model along the
time-lag axis τ . To reduce the additional computational burden, the time-lag extension is
introduced only in the evaluation of the discretized linearized operator L̃ as follows:[

S̃2
o (τ = 0)D2 −∇2

]
δw = δS̃2 (τ)

τ∗ D2wo, (1)

where wo and δw are the background and perturbed wavefields, respectively; S̃o and δS̃ are
diagonal matrices that are formed from the corresponding elements of the discretized back-
ground and perturbed extended-slowness models, respectively; D2 is a discretized second-
derivative operator, ∇2 is a finite-difference approximation of the Laplacian operator, and

τ∗
denotes convolution in τ . The full non linear extended modeling operator L̃ is then defined
as follows

L̃ (̃s) = L (̃so (τ = 0)) + L̃ (̃so (τ = 0)) δs̃2, (2)

where L is the conventional wave-equation operator function only of the non-extended
slowness (i.e. s̃o (τ = 0), and δs̃ is a vector formed from the elements of the discretized
perturbed extended-slowness models. The TFWI objective function is defined as follows:

JTFWI (̃s) =
1
2

∥∥∥L̃ (̃s)− d
∥∥∥2

2
+ ε
∥∥|τ | s̃2

∥∥2

2
. (3)

The first term in this objective function is a FWI-like data-fitting term, with the impor-
tant difference that because of the slowness-model extension, this term is not sufficient to
constraint the solution. The second term in the equation 3 rewards focusing of the model
around zero time lag. It introduces a tomographic component that constraints the optimiza-
tion problem and forces the convergence towards solutions that fit the data and corresponds
to well-focused models.
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The objective function in equation 3 is minimized using a nested optimization algo-
rithm (Almomin and Biondi, 2014). In the outer iterations the nonlinear modeling operator
(equation 2) is evaluated to update the data residuals, whereas in the inner iterations only
the linearized operators are evaluated. The computational cost of these iterations is domi-
nated by wave propagation and thus grows with the 4th power of the temporal frequencies.
TFWI introduces an additional cost related to the performance of the convolutions along
the time-lag axis in equation 1 (or correlations when evaluating the adjoint operator). The
computational cost of these convolutions (correlations) is directly proportional to the num-
ber of samples used to represented the discretized time-lags axis. The time duration of
the time-lag axis necessary to ensure convergence depends on the errors in the initial slow-
ness model and is thus independent from the data frequencies. In contrast, the sampling
rate is inversely dependent on the data frequencies, and thus the cost of the convolutions
(correlations) grows linearly with the data frequencies.

To reduce the computational cost of a waveform inversion, and still benefiting from the
convergence properties of TFWI, we propose a workflow that starts with TFWI applied
only to the low frequencies in the data. Once we are confident that the estimated long-
wavelength components of the model are sufficiently accurate, we switch to a conventional
FWI algorithm to invert the higher frequencies. To minimize the chances of FWI falling into
a local minimum when inverting the higher frequencies, we employ the the well-established
frequency-continuation approach (Bunks et al., 1995); that is, we slowly increase the band-
width of the data starting from the low end of the frequency range.

MARMOUSI RESULTS

We tested the accuracy and efficiency of the workflow described in the previous section
using two synthetic datasets, both modeled using the Marmousi 2 velocity model (Martin
et al., 2002). Figure 1 shows the velocity model used for modeling. The water layer is
thicker than in the original Marmousi; this thicker layer reduces the amount of refracted
energy being recorded in the data. Therefore, these datasets tests the capabilities of the
proposed workflow to converge in presence of almost exclusively reflected events.

The two datasets are only different with respect to their low-end frequency limit. The
first one was modeled using a bandpassed wavelet with a frequency range between 5 Hz to
25 Hz, whereas the frequency range of the second dataset was between 3 Hz to 25 Hz. The
acquisition geometry comprises 851 fixed receivers with a spacing of 20 m and 171 sources
with a spacing of 100 m. The data were modeled using a constant-density finite-differences
solution of the acoustic wave equation. For all our inversion results, the initial model was a
1D function that started with the water layer and linearly increases with a gradient of .83333
1/s below the water bottom. To demonstrate the convergence improvements achieved by
the proposed TFWI+FWI workflow with respect to conventional FWI, we compare the
result obtained by three workflows: 1) TFWI for all the frequencies present in the data, 2)
FWI with frequency continuation starting from the lowest frequencies present in the data
(3 or 5 Hz) and ending at 25 Hz, and 3) TFWI for the lowest frequencies up to 10 Hz,
followed by FWI with frequency continuation from 10 Hz to 25 Hz. For workflow 1) we run
TFWI for 35 outer iterations, as outlined above and described in more details by Almomin
and Biondi (2014). For workflow 3) we run TFWI for 20 outer iterations with the 5-25 Hz
data and for 30 iterations with the 3-25 Hz data. As expected, the TFWI results are the
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Figure 1: The velocity of the Marmousi 2 model. [ER] biondo1/. marm2-vel-true

best, but also the most expensive. They represent the benchmark with respect to which we
measure the results achieved by the two other approaches.

Figure 2 shows the results obtained from the application of the three workflows described
above to the 5-25 Hz dataset: TFWI (panel a), FWI (panel b), and TFWI+FWI (panel
d). It also shows the intermediate model produced by the application of TFWI (panel
c) in the TFWI+FWI workflow and used as starting model for the FWI step. Because
of the lack of low frequencies in the data, the FWI results show poor focusing and gross
mispositioning of most of the subsurface features. They clearly demonstrate the failure
of the conventional workflow employing FWI with frequency continuation to estimate the
long-wavelength components of the velocity model, and consequently to focus the reflections
from the velocity discontinuities. In contrast, the proposed TFWI+FWI workflow (panel d)
achieves almost as an accurate result as the more expensive TFWI workflow (panel a). Most
of the differences between these two results are located at the edges, where even TFWI fails
to recover the model because of lack of “illumination” by the data geometry. These high-
quality results are achieved because the long-wavelengths in the model produced by TFWI
applied to the data low frequencies (≤10 Hz) (panel c) explains accurately the reflections
kinematics and enable the ensuing FWI to converge.

Figure 3 shows the results obtained from the three workflows described above applied to
the 3-25 Hz dataset: TFWI (panel a), FWI (panel b), and TFWI+FWI (panel d). Because
of the additional low frequencies present in the data, the FWI results show improvements
with respect to the previous case (Figure 2b), mostly in the shallow part of the model.
However, in the deeper part of the section, in particular in the reservoir area, the reflec-
tions are still poorly focused and mispositioned. As for the example above, the proposed
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TFWI+FWI workflow (panel d) achieves almost as an accurate result as the more expensive
TFWI workflow (panel a). In contrast with the previous example, the differences at the
edges of the model are minimal, with both methods succeeding to well recover the original
model. The improvements in the final results (panel d) are easily understood when com-
paring the intermediate models produced by the application of TFWI in the TFWI+FWI
workflow; that is, when comparing Figure 2c with Figure 3c.

The results shown in the previous figures demonstrate the efficacy of the proposed
TFWI+FWI workflow. We reckon that the number of TFWI iterations used for the previous
examples (20 outer iterations for the 5-25 Hz dataset and 30 for the 3-25 Hz dataset)
extracted from the data the most of the long-wavelength information present up to 10Hz,
and enabled FWI to converge when inverting the higher frequencies data. In practice, to
further reduce the computational cost, we would like to use even less TFWI iterations. The
results shown in Figure 4 illustrates, for the 5-25 Hz dataset, the consequences of stopping
TFWI before it converged. Figure 4a shows the model produced by TFWI after 5 outer
iterations and Figure 4c shows the model produced by TFWI after 10 outer iterations.
Figure 4b shows the results of FWI with frequency continuation when starting from the
model shown in Figure 4a. This model is clearly unsatisfactory, in particular on the left
side of the section. Figure 4d shows the results of FWI with frequency continuation when
starting from the model shown in Figure 4c. This model is much improved with respect to
the previous one, although is noticeable worse than the one obtained after running TFWI
to full convergence before switching to FWI (Figure 2d). As expected, the quality of the
final FWI results are strongly dependent on the accuracy of the long-wavelength estimates
obtained by applying TFWI on the lower-frequencies data.

CONCLUSIONS

We introduced a new waveform-inversion workflow that takes advantage of the strong con-
vergence properties of TFWI but reduces the computational cost by applying the expensive
TFWI process only to the low frequencies in the data. A conventional FWI with frequency
continuation can then be applied to the higher frequencies starting from the velocity model
estimated by the low-frequency TFWI. By performing extensive testing on two synthetic
datasets modeled from the Marmousi 2 model, we demonstrate that the new TFWI+FWI
workflow is capable of reconstructing the Marmousi 2 model in the absence of the low fre-
quencies necessary for FWI to converge. We also show how the final results degrade as the
number of TFWI iterations are reduced; that is, as computational cost decreases. The re-
sults of the synthetic-data tests shown in this abstract confirm the validity of the suggested
workflow, and warrant further testing with field data.

ACKNOWLEDGMENTS
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Figure 2: Velocity models estimated
from the 5-25 Hz dataset by apply-
ing: a) TFWI for the whole band-
width, b) FWI with frequency con-
tinuation starting from 5 Hz data, c)
TFWI up to 10 Hz, and d) FWI with
frequency continuation starting from
10 Hz data and the model shown in
c). [CR] biondo1/. marm2-vel-5Hz
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Figure 3: Velocity models estimated
from the 3-25 Hz dataset by apply-
ing: a) TFWI for the whole band-
width, b) FWI with frequency con-
tinuation starting from 3 Hz data, c)
TFWI up to 10 Hz, and d) FWI with
frequency continuation starting from
10 Hz data and the model shown in
c). [CR] biondo1/. marm2-vel-3Hz
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Figure 4: Velocity models estimated
from the 5-25 Hz dataset by apply-
ing: a) 5 outer iterations of TFWI
up to 10 Hz, b) FWI with frequency
continuation starting from 10 Hz
data and the model shown in a), c)
10 outer iterations of TFWI up to
10 Hz, d) FWI with frequency con-
tinuation starting from 10 Hz data
and the model shown in c). [CR]
biondo1/. marm2-vel-tfwi-fwi-5Hz-partial
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Preconditioned tomographic full waveform inversion by
wavelength continuation

Ali Almomin and Biondo Biondi

ABSTRACT

Tomographic full waveform inversion (TFWI) provides a framework for inverting seis-
mic data which is immune to cycle-skipping problems. This is achieved by extending
the wave equation and adding a spatial or temporal axis to the velocity model. For
computational efficiency, the inversion is performed using a nested scheme. However,
TFWI requires a large number of iterations because of its slow convergence rate. We
analyze the Born and tomographic operators and find two major sources of this slow
convergence. The first source is kinematic artifacts in the extended model due to a
biased AVA behavior in the acoustic two-way wave-equation. The second source is
early imposition of short wavelength updates in the velocity model that are difficult
to move. We provide two modifications of the nested inversion scheme of TFWI that
mitigate these sources of slow convergence. The first modification is preconditioning of
the extended model to balance the AVA behavior of the acoustic wave-equation. The
second modification is imposing wavelength continuation by filtering the gradient in
the outer loop. We test the new algorithm on synthetic examples. The results of the
modified algorithm on the BP model show a great improvement in convergence rate
while maintaining the high accuracy of TFWI.

INTRODUCTION

Tomographic Full Waveform Inversion (TFWI) (Symes, 2008; Sun and Symes, 2012; Biondi
and Almomin, 2012) provides a way to overcome cycle-skipping problems by combining
both FWI and wave-equation migration velocity analysis (WEMVA) techniques in a gener-
alized framework. This generalized approach utilizes all components of the seismic data to
invert for the medium parameters. This is achieved in two steps: first, extending the wave
equation and adding an additional axis to the velocity model, and second, adding a regu-
larization term that drives the solution towards a non-extended model. The velocity model
was first extended with subsurface offsets but later Biondi and Almomin (2013) presented
an alternative extension using time lags that can handle both reflection and transmission
effects. In either setting, this velocity model extension makes the propagation considerably
more expensive because each multiplication by velocity becomes a convolution over the
extended axis.

In a previous abstract (Almomin and Biondi, 2013), we presented an approximation that
significantly reduced the computational cost of TFWI by breaking the extended velocity
model into a background component and a perturbation component without sacrificing the
accuracy of the method. We achieved this in two steps. First, we set up a nested inversion
scheme that utilizes the nonlinear modeling operator to update the residuals. Second, the

11
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two components of the gradient were first mixed and then separated based on a Fourier
domain scale separation.

One of the disadvantages of TFWI in our previous implementation is the large number
of iterations required. By examining the Born and tomographic operators, we find two
main sources of this slow convergence. The first source are the kinematic artifacts in the
extended model. These artifacts are due to a strongly biased AVA behavior in the acoustic
two-way wave-equation. To eliminate these artifacts, we examine the Shuey equations for
reflection coefficients and find a preconditioner for the acoustic wave-equation. The second
source of slow convergence is the early imposition of short wavelengths in the velocity
model. By testing the Born operator, we find that short wavelength components require
many iteration to be repositioned. Therefore, we redesign the nested inversion scheme to
allow wavelength continuation of the model updates by restricting the total gradient in the
outer loop. Finally, we test the new algorithm on the synthetic BP model. The convergence
rate is greatly improved, without sacrificing any of the high accuracy level of TFWI.

KINEMATICS ARTIFACTS

We start by testing the Born modeling operator on a constant velocity model that has
a single, flat reflector at 900m depth. We start with two background models, the first is
slower and the second is faster than the correct model. Figure 1(a) and Figure 1(b) show the
extended RTM images as a function of subsurface offset for the slow and fast background
models. Although the events have the correct curvature, their energy at larger dips is
significantly more dominant than the smaller dips. Next we use the DSO and tomographic
operators to estimate the tomographic updates needed for the background velocity as shown
in Figures 2(a) and 2(b). Both updates are overwhelmed by artifacts and are largely positive
where we expected them to point in the opposite directions. Moreover the updates seem to
be dominated by a single dip.

(a) (b)

Figure 1: Extended RTM image with (a) a slow background model, (b) a fast background
model. [CR] ali1/. seg14bimagec1,seg14bimagec2

These artifacts can be explained by the Shuey equations (Shuey, 1985) for reflection
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(a) (b)

Figure 2: Tomographic gradient using DSO operator with (a) a slow background model and
(b) a fast background model. [CR] ali1/. seg14gbc1,seg14gbc2

coefficients of the elastic wave-equation:

R(θ) = R(0) + Gsin2(θ) + F
(
tan2(θ)− sin2(θ)

)
, (1)

where R(θ) is the reflection coefficient and θ is the reflection angle. R(0) is the normal
reflection coefficient which can be written as:

R(0) =
1
2

(
∆Vp

Vp
+

∆ρ

ρ

)
, (2)

where Vp is the P-wave velocity, Vs is the S-wave velocity and ρ is the density. The coefficient
G is:

G =
1
2

∆Vp

Vp
− 2

V 2
s

V 2
p

(
∆ρ

ρ
+ 2

∆Vs

Vs

)
, (3)

and the coefficient F is:
F =

1
2

∆Vp

Vp
. (4)

Notice that for the acoustic case we set Vs = 0, reducing the reflection coefficient equation
to:

R(θ) = R(0) + F tan2(θ). (5)

The previous equation shows that the reflection coefficients always increases in magnitude
by a tangent square as a function of angle. This explains the increase in amplitude with
larger angles that causes and artifacts in the extended RTM images and the tomographic
updates.

In order to reduce the AVA behavior that we observed, we propose preconditioning the
image (or gradient of perturbation gp2) by a stable inverse of the tangent square function
such that:

qp2(θ) =
gp2(θ)

tan2(θ) + α
, (6)

where qp2(θ) is the preconditioned gradient in angle domain and α is a stabilizing term.
Figures 3(a) and 3(b) show the extended RTM images for the slow and fast background
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models after preconditioning. The artifacts are vastly reduced and the image dips are more
balanced. The tomographic updates using the preconditioned images are shown in Figures
4(a) and 4(b). The updates are now pointing in the directions we expect them to, and are
more balanced compared to the results shown in Figures 2(a) and 2(b).

(a) (b)

Figure 3: Preconditioned extended RTM image with (a) a slow background model, (b) a
fast background model. [CR] ali1/. seg14bimage2c1,seg14bimage2c2

(a) (b)

Figure 4: Preconditioned tomographic gradient using DSO operator with (a) a slow back-
ground model and (b) a fast background model. [CR] ali1/. seg14gb2c1,seg14gb2c2

WAVELENGTH CONTINUATION

The direct approach in TFWI is to allow both the Born and tomographic operators to
update the velocity model. The short wavelengths start by being positioned at the wrong
depth but then get moved to the correct depth. I now examine the rate which Born operator
can remove these short wavelength updates by running a least-squares RTM inversion in
reverse, i.e., we use the first gradient of a conventional least-squares RTM as the initial
model and try to fit data that is all zeros. In other words, the inversion will try to erase the
initial model. We run this “reversed” LSRTM for 20 iterations. Figure 5 shows the residual
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norm as a function of iterations. Although the initial model was created by one iteration,
the reverse process required more than 20 iterations to remove it using the same operator.
Since this process happen repeatedly in TFWI, it explains the slow convergence rate, since
every time the background model changes the perturbation has to be repositioned.

Conventional FWI algorithms avoid this problem by using a frequency continuation
approach where the low frequencies are used first. The same approach is not possible in the
previous TFWI algorithm because it requires adding the short wavelength updates in two
parts. First, as a component of a tomographic operator. Second, it is required to properly
minimize the nonlinear objective function in the outer loop.

To overcome these limitations, we propose two modifications to the algorithm. First, we
removed the nonlinear line search and simply added the total update directly to the velocity
model. The justification is that the updates coming out of the inner iteration are already
scaled to fit the data so, further scaling is not necessary. Second, we add a low-pass filter
to the total update that follows the inner loop. These modifications allow the tomographic
operator to have the short wavelength updates required to build the tomographic gradient,
while delaying them from being added to the velocity model. The modified algorithm can
be written as follows:

iterate {
∆d←− dobs − L(s)
b2 ←− s2

p2 ←− 0
iterate {

rd ←− L(b)p2 −∆d
rm ←− Ap2

rnorm ←− 0.5‖rd‖+ 0.5ε‖rm‖
gp2 ←− L′(b)rd + εA′rm

qp2 ←− precondition(gp2 , α)
gb2 ←− T′(b,p)rd

(∆p2,∆b2)←− mix(qp2 ,gb2)
(p2,b2)←− stepper(p2,b2,∆p2,∆b2)
}

∆s2 ←− low − pass(p2 + b2 − s2)
s2 ←− s2 + ∆s2

}

where L is the wave-equation modeling operator, s is the slowness model, b and p are the
background and perturbation components, r is the residual, A is the regularization operator
and ε is a regularization weight term.

This new algorithm performs a wavelength continuation by relaxing the low-pass filter
as the number of iteration increase. Hence, the long wavelength updates will be added
in early iterations to the velocity model, whereas the short wavelength updates will be
added in later iteration. It is important to distinguish between this algorithm and the
conventional FWI frequency continuation algorithms. In FWI, there is a direct relationship
between the frequency of reflected data and the resulting wavelength of the model update.
Therefore, using low frequencies results in smooth updates. However, the relationship
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between the reflected data frequency and wavelength of the updates is more complicated in
TFWI because the tomographic operator can produce long wavelength updates from high
frequency data. This property allows wavelength continuation to always start from smooth
updates, even when the low frequencies are not present in the data.

Figure 5: Residual norm of reversed LSRTM as a function of iterations. [CR]
ali1/. seg14rlsrtm

SYNTHETIC EXAMPLES

To test the new algorithm, we run a synthetic TFWI example on the BP model. We use
a bandpassed wavelet with a frequency range between 5 Hz to 25 Hz and a small taper on
both ends. The purpose of using this wavelet is to completely eliminate unrealistically low
frequencies in the data. Figure 6(a) shows the correct velocity model. There are 1484 fixed
receivers with a spacing of 20 m and 297 sources with a spacing of 100 m. The initial 1D
model is shown in Figure 6(b) which is obtained by taking the horizontal average of the
correct model after removing the high velocity and low velocity anomalies.

The inversion results after 38 outer loop iterations are shown in Figure 7(a). Each outer
loop consists of 10 inner loop iterations. The inversion shows a remarkable reconstruction
of most features of the velocity model. Moreover, the number of iterations is reduced by
more than an order of magnitude, compared to 500 outer loop iterations in the previous
implementation in Almomin and Biondi (2013). Figure 7(b) shows the data-fitting residual
norm as a function of total iterations. The new algorithm achieved convergence at a much
faster rate than the previous algorithm. The jumps in the objective function correspond
to the iterations where the cutoff of the low-pass filter was increased, which slightly in-
creased the data-fitting term of the objective function. In a companion abstract, Biondi
and Almomin (2014) show more synthetic examples and present an efficient workflow that
combines TFWI and FWI to further reduce the cost of inversion.

CONCLUSIONS

We introduced a modified inversion algorithm that significantly improved the convergence
rate of TFWI. This was achieved by preconditioning the extended model to reduce the
kinematic artifacts of the acoustic wave-equation and by implementing a low-pass filter
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that allows for an efficient wavelength continuation without compromising the tomographic
operator. The synthetic tests show the fast convergence of the new algorithm even when
starting from a far initial model. Currently, the low-pass filter is heuristically relaxed as
a function of iterations. More sophisticated and deterministic methods need to be further
investigated.
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(a) (b)

Figure 6: (a) The correct velocity of BP model and (b) the initial velocity. [CR]
ali1/. seg14bptrue,seg14bpinit

(a) (b)

Figure 7: (a) the TFWI results of BP model and (b) residual norm as a function of iterations.
[CR] ali1/. seg14bpinv,seg14bpnorm
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Joint full-waveform inversion of time-lapse seismic data sets

Musa Maharramov and Biondo Biondi

ABSTRACT

We present a technique for reconstructing subsurface model changes from time-lapse
seismic survey data using full-waveform inversion (FWI). The technique is based on
simultaneously inverting multiple survey vintages, with regularization of the model
difference. In addition to the fully simultaneous FWI that requires the solution of
a larger optimization problem, we propose a simplified cross-updating workflow that
can be implemented using the existing FWI tools. The methods are demonstrated on
synthetic examples, and their robustness with regard to repeatability issues is compared
to alternative techniques, such as parallel, sequential, and double-difference methods.

INTRODUCTION

Effective reservoir monitoring depends on successful tracking of production-induced fluid
movement in the reservoir and overburden, using input from seismic imaging, geomechan-
ics, geology and reservoir simulation (Biondi et al., 1996). To achieve this, most traditional
methods rely on the conversion of picked time shifts and reflectivity differences between
migrated images into reflector movement and impedance changes. Though effective in
practical applications, this approach requires a significant amount of expert interpretation
and relies on quality control in the conversion process. Wave-equation image-difference to-
mography has been proposed as a more automatic alternative method to recover velocity
changes (Albertin et al., 2006); it allows localized target-oriented inversion of model per-
turbations (Maharramov and Albertin, 2007). An alternative approach is based on using
the high-resolution power of the full-waveform inversion (Sirgue et al., 2010) to reconstruct
production-induced changes from wide-offset seismic acquisitions, and is the subject of this
paper.

Time-lapse full-waveform inversion (Watanabe et al., 2004; Denli and Huang, 2009;
Routh et al., 2012) is a promising technique for time-lapse seismic imaging where produc-
tion-induced subsurface model changes are within the resolution of FWI. However, as with
alternative time-lapse techniques, time-lapse FWI is sensitive to repeatability issues (As-
naashari et al., 2012). Non-repeatable acquisition geometries (e.g., slightly shifted source
and receiver positions), acquisition gaps (e.g., due to new obstacles), different source sig-
natures and measurement noise—all contribute to differences in the data from different
survey vintages. Differences in the input data sets due to repeatability issues may easily
mask valuable production-induced changes. However, even with noise-free synthetic data
without any acquisition repeatability issues, numerical artifacts may contaminate the in-
verted difference of monitor and baseline when practical limitations are imposed on solver
iteration count. Maharramov and Biondi (2013) devised a time-lapse FWI that minimized
model differences outside of areas affected by production by jointly inverting for multiple
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models, and imposing a regularization condition on the model difference. The joint in-
version can be performed simultaneously for multiple model vintages or using an empirical
technique of “cross-updating” (Maharramov and Biondi, 2013). In this work we apply these
methods to noisy synthetic data and compare the results to alternative methods.

THE METHOD

Full-waveform inversion is defined as solving the following optimization problem (Tarantola,
1984; Virieux and Operto, 2009)

‖Mu− d‖ → min (1)

where M,d are the measurement operator and data, u is the solution of a forward-modeling
problem

D(m)u = φ, (2)

where D is the forward-modeling operator that depends on a model vector m as a parameter,
and φ is a source. The minimization problem (1) is solved with respect to either both the
model m and source φ or just the model. In the frequency-domain formulation of the
acoustic waveform inversion, the forward-modeling equation (2) becomes

−ω2u− v2(x1, . . . , xn)∆u = φ(ω, x1, . . . , xn) (3)

where ω is a temporal frequency, n is the problem dimension, and v is the acoustic wave
propagation velocity. Values of the slowness s = 1/v at all the points of the modeling
domain constitute the model parameter vector m. The direct problem (3) can be solved
in the frequency domain, or in the time domain followed by a discrete Fourier transform
in time (Virieux and Operto, 2009). The inverse problem (1) is typically solved using a
multiscale approach, from low to high frequencies, supplying the output of each frequency
inversion to the next step.

FWI applications in time-lapse problems seek to recover induced changes in the sub-
surface model using multiple data sets from different acquisition vintages. For two surveys
sufficiently separated in time, we call such data sets (and the associated models) baseline
and monitor.

Time-lapse FWI can be carried out by separately inverting the baseline and monitor
models (parallel difference) or inverting them sequentially with, e.g., the baseline supplied
as a starting model for the monitor inversion (sequential difference). Another alternative
is to apply the double-difference method, with a baseline model inversion followed by a
monitor inversion that solves the following optimization problem

‖ (Ms
mum −Ms

bub)− (Mmdm −Mbdb) ‖ → min (4)

by changing the monitor model (Watanabe et al., 2004; Denli and Huang, 2009; Zheng et al.,
2011; Asnaashari et al., 2012; Raknes et al., 2013). The subscripts in equation (4) denote
the baseline and monitor surveys, d denotes the field data, and the M’s are measurement
operators that project the synthetic and field data onto a common grid. The superscript s
indicates the measurement operators applied to the synthetic data.
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In all of these techniques, optimization is carried out with respect to one model at a
time, albeit of different vintages at different stages of the inversion. In our method we invert
for the baseline and monitor models simultaneously by solving the following optimization
problem:

α‖Mbub − db‖2 + β‖Mmum − dm‖2 + (5)
γ‖ (Ms

mum −Ms
bub)− (Mmdm −Mbdb) ‖2 + (6)

α1‖WbRb(mb −mPRIOR
b )‖2 + (7)

β1‖WmRm(mm −mPRIOR
m )‖2 + (8)

δ‖WR(mm −mb −∆mPRIOR)‖2 → min, (9)

with respect to both the baseline and monitor models mb and mm. The terms (1) correspond
to separate baseline and monitor inversions, the term (6) is the optional double difference
term, the terms (7) and (8) are optional separate baseline and monitor inversion Tikhonov
regularization terms (Aster et al., 2012), and the term (2) represents Tikhonov regularization
of the model difference. In (7)-(2), R and W denote regularization and weighting operators
respectively, with the subscript denoting the survey vintage where applicable.

A joint inversion approach has been applied earlier to the linearized waveform inversion
(Ayeni and Biondi, 2012). In this work, we propose a simultaneous full-waveform inversion
with special emphasis on regularization of the model difference in equation (2). Constraining
the model difference where production effects are expected to be negligible while simultane-
ously solving for both baseline and monitor models can be expected to reduce both spurious
numerical artifacts and non-repeatable acquisition-related artifacts in the model difference.

An implementation of the proposed simultaneous inversion algorithm requires solving
a nonlinear optimization problem with twice the data and model dimensions of problems
(1) and (4). The model difference regularization weights W and, optionally, the prior
∆mPRIOR may be obtained from prior geomechanical information. For example, a rough
estimate of production-induced velocity changes can be obtained from time shifts (Hatchell
and Bourne, 2005; Barkved and Kristiansen, 2005) and used to map subsurface regions of
expected production-induced perturbation, and optionally provide a difference prior.

Figure 1: Starting model used in the inversion. [CR] musa1/. starting

In addition to the fully simultaneous inversion, we propose a cross-updating technique
that offers a simple but remarkably effective approximation to minimizing the objective
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function (1),(2), while obviating the difference regularization and weighting operators R
and W. This technique consists of one standard run of the sequential difference algorithm,
followed by a second run with the inverted monitor model supplied as the starting model
for the second baseline inversion

mINIT →baseline inversion→ monitor inversion→
baseline inversion→ monitor inversion,

(10)

and computing the difference of the latest inverted monitor and baseline models. Pro-
cess (10) can be considered as an approximation to minimizing (1) and (2) because non-
repeatable footprints of both inversions are propagated to both models, canceling out in
the difference. Both the simultaneous inversion and cross-updating minimize the model
difference by tackling model artifacts that are in the null space of the Fréchet derivative of
the forward modeling operator. The joint inversion minimizes the effect of such artifacts on
the model difference by either minimizing the model difference term (2) in the simultaneous
inversion, or by propagating these artifacts to both models in cross-updating (10). Note
that this process is not guaranteed to improve the results of the baseline and monitor model
inversions but is only proposed for improving the model difference.

Figure 2: Baseline model inverted from noise-free synthetic data. [CR] musa1/. bb155Hz

NUMERICAL EXAMPLES

The Marmousi velocity model is used as a baseline, over a 384×122 grid with a 24 m
grid spacing. Production-induced velocity changes are modeled as a negative −200 m/s
perturbation at about 4.5 km inline 800 m depth, and a positive 300 m/s perturbation at
6.5 km inline, 1 km depth shown in Figure 4(a). The whole Marmousi model is inverted,
however, only model differences for the section between the approximate inline coordinates
3.6 km and 7.2 km to the depth of approximately 1.6 km are shown here. The inversion
is carried out in the frequency domain for 3.0, 3.6, 4.3, 5.1, 6.2, 7.5, 9.0, 10.8, 12.8, and
15.5 Hz, where the frequencies are chosen based on the estimated offset to depth range of
the data (Sirgue and Pratt, 2004). The baseline acquisition has 192 shots at a depth of
16 m with a 48 m spacing, and 381 receivers at a depth of 15 m with a 24 m spacing.
The minimum offset is 48 m. The source function is a Ricker wavelet centered at 10.1
Hz. Absorbing boundary conditions are applied along the entire model boundary, including
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the surface (thus suppressing multiples). A smoothed true model (Figure 1) is used as a
starting model for the initial baseline inversion (and for the initial monitor inversion in
the parallel difference). The smoothing is performed using a triangular filter with a 20-
sample half-window in both vertical and horizontal directions. The result of inverting the
baseline model from the clean synthetic data is shown in Figure 2. Random Gaussian noise
is added to the noise-free synthetic data to produce noisy data sets with 14 dB and 7 dB
signal-to-noise ratios. Noisy monitor data sets are generated for the model perturbation of
Figure 4(a), using the same acquisition geometry and source wavelet. The results of baseline
model inversion from the 14 dB and 7 dB SNR synthetic data are shown in Figure 3(a) and
Figure 3(b), respectively. Results of model difference inversion from the 14 dB and 7 dB
SNR synthetic data sets using various methods are shown in Figures 5 and 6, respectively.
The simultaneous inversion objective function contains only terms (1) and (2) with no
difference prior, i.e., ∆mPRIOR = 0. The model-difference regularization weights W in
(2) are set to 1 outside approximately .5 km from the centers of the velocity anomalies
(Figure 4(a)), tapering to zero within a smaller radius of the anomalies. The two terms
in (1) are of the same magnitude and therefore α and β are set to 1. Parameter δ is
set to 10−5 but can be varied for different acquisition source and geometry parameters.
The result of the initial baseline inversion is supplied as a starting model for both mb and
mm in the simultaneous inversion. In all the inversions, up to 10 iterations of the nonlinear
conjugate gradients algorithm (Nocedal and Wright, 2006) are performed for each frequency.
Neither regularization nor model priors are used in single-model inversions (i.e., in the cross-
updating, parallel, sequential, and double difference methods).

(a) (b)

Figure 3: (a) Target area of the baseline model inverted from a 14 dB SNR synthetic. (b)
Target area of the baseline model inverted from a 7 dB SNR synthetic. In both cases the
baseline model is reconstructed reasonably well, however, errors due to noise are comparable
in magnitude to production-induced effects. [CR] musa1/. 2base,4base

The results of applying cross-updating to the two noisy data sets are shown in Fig-
ures 5c and 6c, respectively. The corresponding simultaneous inversion results are shown
in Figures 5d and 6d. Since the problem (1) is nonlinear, supplying the result of the
highest frequency inversion back to the lowest frequency and repeating the whole inversion
cycle for all frequencies may result in achieving a better data misfit. In repeated cycles,
lower-frequency inversions usually terminate earlier but higher frequencies still deliver model
updates. For an objective comparison of the joint inversion with the parallel, sequential
and double-difference methods, the effects of insufficient iteration count are reduced by
performing an extra cycle of baseline and monitor inversion in each of the latter methods
(we call this approach “iterated” parallel, sequential and double difference). The results of
applying the iterated parallel difference to the two noisy data sets are shown in Figures 5a
and 6a. The results for the iterated sequential difference are shown in Figures 5b and
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6b. The double-difference inversions are shown in Figures 5e and 6e. The double difference
method yields the worst results for noisy data, and this is consistent with earlier tests of the
method on noisy data (Asnaashari et al., 2012). The sequential difference delivers consis-
tent improvement over the parallel difference, while the cross-updating delivers a significant
improvement over the sequential method. The simultaneous inversion and cross-updating
appear to yield similar results where W ≈ 0. The results of inverting the model difference
from the noise-free synthetic and matching acquisition parameters are not shown as all the
methods perform well in this case. Joint inversion, either by cross-updating or simultaneous
inversion, demonstrates robustness with regard to uncorrelated noise in the data.

(a) (b)

Figure 4: (a) True velocity difference consists of a negative (−200 m/s) perturbation at
about 4.5 km inline 800 m depth, and a positive (300 m/s) perturbation at 6.5 km inline,
1 km depth. (b) Model difference inverted from a clean synthetic for different baseline and
monitor acquisition geometries and sources. [CR] musa1/. truediff,repeatx

Cross-updating keeps the baseline and monitor data spaces separate, and the method
is robust with respect to changes in acquisition geometry and source parameters between
surveys. Figure 4(b) demonstrates cross-updating with different surveys. The monitor
survey in this case has shot positions shifted by 24 m to the right, with shot and receiver
depths now changed to 12 and 20 m, respectively. The new monitor Ricker source peak
frequency is changed to 12.1 Hz. To isolate the effects of survey acquisition changes from the
effects of random noise, our model difference is inverted from a clean synthetic. The result
of Figure 4(b), in good agreement with the true perturbation of Figure 4(a), demonstrates
the robustness of cross-updating with respect to non-random survey repeatability issues.

CONCLUSIONS

Our new simultaneous inversion and cross-updating techniques provide robust alternatives
to existing time-lapse FWI methods. Applying the cross-updating method to synthetic
data sets with variable amounts of noise achieved a significant reduction of artifacts in
the model difference compared to the parallel, sequential, and double difference methods.
However, the weighting operator W in the simultaneous inversion should be chosen using
prior knowledge of where production-induced velocity changes are likely to occur. The cross-
updating method offers an attractive alternative to the regularized simultaneous inversion
as it does not require additional regularization parameters.

In addition to achieving better results than the double difference method for noisy
synthetics, cross-updating is less sensitive to repeatability issues that are due to differences
in acquisition geometry and sources. The latter may require a cross-equalization of different
data vintages (Ayeni and Biondi, 2012) prior to double differencing while the simultaneous
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inversion and cross-updating do not require data cross-equalization as these methods operate
in the model space. However, the simultaneous inversion allows a hybrid approach with
a non-zero double-difference term (6) but the practicality of such a combined approach
requires further study.
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Figure 5: Model difference inverted from a 14 dB SNR synthetic with matching baseline and
monitor acquisition geometries using (a) iterated parallel difference; (b) iterated sequential
difference; (c) cross-updating; (d) regularized simultaneous inversion; (e) iterated double
difference. [CR] musa1/. n2
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Figure 6: Model difference inverted from a 7 dB SNR synthetic with matching baseline and
monitor acquisition geometries using (a) iterated parallel difference; (b) iterated sequential
difference; (c) cross-updating; (d) regularized simultaneous inversion; (e) iterated double
difference. [CR] musa1/. n4
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Shape optimization using the FWI objective function for salt
body segmentation

Taylor Dahlke, Biondo Biondi, and Robert Clapp

ABSTRACT

Level set methods can provide a sharp interpretation of the salt body by defining the
boundary as an isocontour of a higher dimensional implicit representation, and then
evolving that surface to minimize the Full Waveform Inversion (FWI) objective func-
tion. We can take advantage of the fact that the implicit surface update gradient is
based on the tomographic update gradient, and utilize it to update the background
velocity concurrently with the salt boundary. Using this approach on synthetic exam-
ples, we can achieve reasonable convergence both in terms of the residual L2 norm, as
well as the evolution of the salt boundary and background velocity towards the true
model.

INTRODUCTION

Oil producing regions like the Gulf of Mexico and offshore western Africa are known to have
geologically complex salt body formations which can cause difficulties in producing seismic
imagery. The velocity of these salt bodies contrasts sharply with that of the background
sediment layers. An inaccurate interpretation of the salt boundaries can cause significant
errors in the velocity estimation process, because the formations themselves can act as lenses
which focus or disperse seismic energy, influencing tomography. This can subsequently
impact the imaging results that rely on accurate velocity models. Salt bodies can act
as seals trapping hydrocarbons underneath, which are often the targets of such imaging
projects. For this reason the interpretation of salt body boundaries can also impact drilling
and production activities.

Review

Tomographic approaches to interpreting salt bodies can be less than effective, because
the results tend to be too smooth to provide significantly accurate placement of the salt
boundaries. Manual and semi-automatic picking of salt boundaries is a common approach
to interpreting the desired sharp delineations, but these methods can be time-consuming
and tedious since expert input is necessary for either the actual picking, or the oversight
and correction. Furthermore, once a model has been produced, it must be used to generate
an image, and then be refined as necessary. A robust method for further automating the
salt interpretation procedure would greatly alleviate this bottleneck.

Some previous approaches to performing salt body segmentation use a shape optimiza-
tion approach for identifying salt body boundaries (Guo and de Hoop (2013), Lewis et al.
(2012)). The boundaries of a salt body can be represented as the zero-isocontour of a higher
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dimensional surface (for example, a 2D boundary as a contour of a 3D surface). A gradient
can be derived to evolve this shape / isosurface according to the FWI objective function.
Unlike the smooth boundaries produced by tomographic approaches, the isocontour result-
ing from the shape optimization provides a sharp boundary, which is a more appropriate
way to classify most salt-sediment interfaces. Guo and de Hoop (2013) utilize this approach
using a frequency domain forward wave operator to evolve a salt boundary and velocity
model. However, their approach alternates between updating the background velocity and
salt body boundary, which effectively requires twice as many iterations as performing both
updates concurrently.

Proposed solution

We propose using a shape optimization approach, with the use of time domain forward
wave-propagation. By using time domain forward wave-propagation, we take advantage of
using a continuous range of frequencies (rather than discrete frequencies) in each iteration,
which allows for sharper delineation of the boundary. Further, we take advantage of the fact
that our boundary update gradient is based on the tomographic update gradient, and make
updates to both concurrently with the use of scaling parameters. In theory, this approach
has the potential to be more efficient than an alternating update approach.

Agenda

In this paper we will begin by discussing the fundamentals of the level set method and its key
properties, followed by the derivation of the boundary update gradient. Afterwards, we will
demonstrate the application of the boundary-tomography update method on a simple test
model. Last, we will discuss the assumptions, limitations, and advantages of the method,
as well as future directions for this research.

MATHEMATICAL CONCEPTS

We begin with a brief overview of the level set method and how we apply the evolution
scheme it utilizes. The derivation for the shape optimization implementation follows.

Level set fundamentals

In our problem, we are trying to determine the boundary of a two dimensional body. Instead
of using an algorithm that operates in this 2D plane directly, we use the level set algorithm
which evolves a 3D implicit surface, φ. While our algorithm acts directly on this surface
instead of the boundary, our solution for the 2D boundary is simply represented by a contour
“slice” of this implicit surface where φ = 0, as described in Osher and Sethian (1988) and
Burger (2003). While it may seem counterintuitive to add extra dimensionality to our
problem, by doing so we gain some advantages. These include the ability to merge and
separate bodies as the level set evolution proceeds, as well as the ability to handle sharp
corners and cusps in the lower-dimensional (2D) plane that the boundary exists on.



SEP–152 Shape optimization for segmentation 31

mext =Vbackground

Ω

δΩ

δΩ

mint =Vsalt Γτ

Γτ+1

SALT	  

BACKGROUND	  
MEDIUM	  

Figure 1: Diagram of domain partitioning. The full inclusive domain is Θ. [NR]
taylor1/. domain-fig

Based on this concept, we define a spatial domain Θ ⊂ R2, a (salt) body Ω ⊂ Θ, and
the salt body boundary Γ such that:

Ω = {x | φ(x, τ) > 0}, Γ = {x | φ(x, τ) = 0}

where τ indicates the axis along which the evolution steps progress (τ = 0 is the initial
iteration). As such, for a single step along τ , our salt body Ω evolves to Ω

′
. We define a

point along the boundary curve to be:

xΓ = {x ∈ Γ}.

With this definition of the boundary points, the level set of φ that represents the salt body
boundary can be described as:

φ(xΓ, τ) = 0.

By taking the derivative of this equation, the chain rule gives us
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∂φ

∂τ
+

∂φ

∂xΓ

∂xΓ

∂τ
= 0. (1)

This equation can be readily rewritten as:

∂φ

∂τ
+ ~∇φ · ~v(xΓ, τ) = 0. (2)

We can use ~∇φ defined over all the full domain of x (rather than just xΓ) since
~∇φ · ~v(xΓ, τ) is a dot product, and only the terms where x ∈ Γ will contribute to the
overall dot product result. This “velocity” term in equation 2 can be defined as having
both a “speed” and a normal vector component, ~v(xΓ, τ) = V (xΓ, τ)~n(xΓ, τ). In complete
form there is also a tangential component, but we ignore this part since it doesn’t contribute
to a change in the surface φ.

We know the normal vector is defined as

~n(xΓ, τ) =
~∇φ(xΓ,τ)

|~∇φ(xΓ,τ)|
,

which allows us to restate equation 2 in a more familiar representation:

∂φ

∂τ
= −V (xΓ, τ) |∇φ| . (3)

The scalar speed term V (xΓ, τ) describes the magnitude of the variation of φ that is
normal to the boundary Γ. It determines the evolution of the implicit surface, and ultimately
the boundary implied by it. The following section describes the derivation of this normal
velocity such that the FWI objective function is minimized.

Derivation of the evolution equation

Calculus of variations

To begin, we derive the shape derivative using a formal calculus of variations approach,
following the derivation structure outlined in Santosa (1996). The objective is to define
the variation of the model m with respect to the variation in the implicit surface, φ. The
variation in m will only occur between the boundaries of Ωτ and Ωτ+1. We define this
region Ωτ ∩ Ωτ+1 as ∂Ω.

Let us consider the model parameter variation m + δm, where the model is binary
(m = mint = Vsalt or m = mext = Vback). In the case where the normal vector points
outwards from the salt body at a point xΓ, then an advance of δxΓ will change the value of
m(xΓ + δxΓ) from mext to mint (see figure 2). Therefore, δm at these points can be shown
as δm(xΓ + δxΓ) = mint −mext.
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Figure 2: The geometry of the curve {xΓ : φ = 0} for a variation δφ(x) along the evolution
axis τ . [NR] taylor1/. derivationfig1

Consider an inner product of δm with a test function f(x). Formally, this can be written
as,

〈δm, f(x)〉 =
∫

R2

δm(x)f(x)dx =
∫

∂Ω
δm(x)f(x)dx. (4)

Since the δm(x) term equals zero in R2 \ ∂Ω, it doesn’t contribute to the overall inner
product when integrating over that domain. For this reason we can justify ignoring this
domain region, and only integrate over ∂Ω where δm(x) is non-zero. We know that δm(x)
will be ±(mint−mext), depending on the relative values of mint and mext or the direction of
the normal vector ~n. We only care about the component of δxΓ that occurs in the normal
direction, since a tangential variation of xΓ doesn’t affect m or φ. Furthermore, since δxΓ

is infinitesimal, we can replace dx with ~δxΓ · ~n and simplify equation 4 into

〈δm, f(x)〉 =
∫

∂Ω
(mint −mext) ~δxΓ · ~nf(x)ds(x), (5)

where ds(x) is the incremental arc length along the boundary Γ. We can think of ~δxΓ ·~nds(x)
as roughly the incremental area over which m varies at x.

We can identify δm from this equation 5. It can be considered a measure over ∂Ω:

δm = (mint −mext) ~δxΓ · ~n |x∈∂Ω . (6)

We will use δm in the shape derivative formulation that we derive next.
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Shape derivative formulation

The objective function that we wish to minimize is the full-waveform inversion least-squares
objective function:

F (m) .=
1
2
‖A(m)− d‖22. (7)

In order to minimize this function with each step along τ , we need to derive a solution such
that ∂F

∂τ < 0. ∂F
∂τ can be naturally decomposed using derivatives:

∂F

∂τ
=

∂F

∂m

∂m

∂τ
(8)

∂F

∂τ
4 τ =

∂F

∂m

∂m

∂τ
4 τ (9)

δF (m) =
∂F

∂m
δm. (10)

We can make use of the inner-product operator to re-write equation 10 and determine the
objective function derivative (δF (m)) in the direction of δm:

δF (m) =
〈

∂F

∂m
, δm

〉
. (11)

In the following section we will show how the solution to ∂F
∂m is derived using the adjoint

state method.

We remember that in the previous section we stated the goal of this derivation as
being a solution of the scalar velocity function V (xΓ, τ), such that the objective function is
minimized. We recognize that the normal component of the variation δxΓ satisfies:

~δxΓ · ~n = V (xΓ, τ). (12)

As a result, we can substitute equation 12 into equation 6 from earlier and get

δm = (mint −mext)V (x, τ) |x∈∂Ω . (13)

Further, we can use the result in equation 13 and apply it to the integral form of the inner
product described in equation 11:

δF (m) =
∫

∂Ω

∂F

∂m
(mint −mext)V (x, τ)ds(x). (14)

In the previous section, f(x) was used as a test function in the inner product example.
In this instance, V (xΓ, τ) can be considered the test function that we are trying to solve
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for, such that equation 14 is true. Since δF (m) must be negative in order to minimize the
objective function described in equation 7, we choose V (xΓ, τ) such that it is:

V (x, τ) |x∈∂Ω = −(mint −mext)
∂F

∂m
|x∈∂Ω . (15)

We keep in mind that any V (x, τ) that satisfies equation 15 will produce a δφ that reduces
F (m), and as a result we choose the same equation defined over a larger space,

V (x, τ) |x∈Θ = −(mint −mext)
∂F

∂m
|x∈Θ . (16)

where Θ is the entire domain of x. This can be justified since ∂Ω is a subset of Θ, so the
inner product result will not change. We can combine this result into our formulation of the
level set update equation from earlier (equation 3) to get a final derivation of the levelset
evolution equation:

∂φ

∂τ
= (mint −mext)

∂F

∂m

∣∣∣~∇φ
∣∣∣ . (17)

In the following section we describe how the adjoint state method is used to derive ∂F
∂m ,

which can be shown to be equivalent to J(m)T (A(m) − d). Since our case uses the FWI
objective function (equation 7), this term can be interpreted as least squares migration,
more specifically as reverse time migration.

Least squares migration term from adjoint state method

The adjoint state method is an approach that allows us to find the derivative of a functional
that is subject to constraining equations without having to compute the (computationally
expensive) Fréchet derivative term. In our case, the functional is the FWI objective function
(based on data space misfit):

J(m) = 1
2 ‖P (S(m))f − df‖2L2(Σ) .

Here, T is the recording time, Ss,r is the restriction operator onto the receiver positions
(which depends on spatial coordinates). The model parameter is the squared slowness,
m = σ2. Our constraining equations are the forward time-domain wave propagation bound-
ary condition equations,



(
m(x)

∂2

∂t2
−∆

)
as = fs if x = Θ \ Ω̄(

m(x)
∂2

∂t2
−∆

)
as = 0 if x = Ω

∂as

∂x
= 0 if t = 0

as = 0 if t = 0
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The solution to this set of equations is the forward propagated wavefield, a. The solution of
a also solves the following variational equation, which we use as our constraining equation,
substituting for the set of equations above:

b(Ω; a,w)− s(w) = 0

where

b(Ω; a,w) =
∫

Θ\Ω̄

∫ T

0
(∇a·∇w−m(x)

∂2a

∂2t
w̄)dtdx+

∫
Ω

∫ T

0
(∇a·∇w−m(x)

∂2a

∂2t
w̄)dtdx (18)

and

s(w) =
∫

Θ\D̄

∫ T

0
fw̄dtdx. (19)

The first step in the adjoint state method is to create an augmented Lagrangian func-
tional that combines both the objective and constraining functions. We build this functional
using the Lagrange multiplier w:

L(Ωτ ; a,w) = 1
2 ‖P (a− df )‖2L2(Σ) + b(Ωτ ; a,w)− s(w) .

If a = uτ is the solution to variational (constraining) equation 18, then:

L(Ωτ ;uτ , w) = 1
2 ‖P (uτ − df )‖2L2(Σ) .

Taking the derivative of this augmented Lagrangian functional gives us:

∂

∂τ
L(Ωτ ;uτ , w)

∣∣∣∣
τ=0

=
∫

Σ
(P ∗P (S(Ωτ )f − df )

∂

∂τ
S(Ωτ )f

∣∣∣∣
τ=0

dσ

+ b(Ω;
∂

∂τ
S(Ωτ )f

∣∣∣∣
τ=0

, w)

+
∂

∂τ
b(Ωτ ;uτ , w)

∣∣∣∣
τ=0

.

(20)

If w solves:

b(Ωτ ; a,w) = −
∫

Σ
(P ∗P (S(Ωτ )f − df )adσ (21)

then equation 20 simplifies to:

∂

∂τ
L(Ωτ ;uτ , w)

∣∣∣∣
τ=0

=
∂

∂τ
b(Ωτ ;uτ , w)

∣∣∣∣
τ=0

. (22)
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We can write equation 21 in the form of a direct problem, where w̄ is the adjoint state,

b(Ωτ ; w̄, uτ ) =
∫
Σ(P ∗P (S(Ωτ )f − df )ūτdσ

and w̄ is subsequently the solution to:


(m(x) ∂2

∂t2
−∆)ws = (P ∗P (S(Ωτ )f − df )δΣ if x = Θ \ Ω̄

(m(x) ∂2

∂t2
−∆)ws = 0 if x = Ω

∂ws
∂x = 0 if t = T

ws = 0 if t = T

(23)

We can perform a change of variables such that h(t) = w(T − t). This transformation
changes our adjoint state system of equations to read:


(m(x) ∂2

∂t2
−∆)hs = (P ∗P (S(Ωτ )f − df )δΣ if x = Θ \ Ω̄

(m(x) ∂2

∂t2
−∆)hs = 0 if x = Ω

∂hs
∂x = 0 if t = 0
hs = 0 if t = 0

(24)

This makes hs the reverse time propagation of the residual wavefield at shot s. We
complete the derivative described in equation 22, which simplifies to the following:

∂J(m) = −
∑

s

∫ T

0

∫
x∈Γ

hs(x, t)
∂2us(x, t)

∂t2
dσdt. (25)

RESULTS

My demonstration of the shape optimization algorithm was performed on a 2D model, with
the implicit surface evolved being a 3D surface. For the forward wave propagation, a wavelet
with a 15.0 Hz central frequency was propagated using a time domain forward operator, so
that continuous frequency information would be forward modeled in a single iteration.

Shape optimization evolution

We begin with an initial background velocity, and a signed distance function as the initial
implicit surface φ. Since we assume a constant salt velocity, we use both of these inputs to
create a full initial-guess velocity model (mo). Using this mo, we forward model to get our
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dsyn which we use to get a residual. The residual is used to calculate both a tomographic
and a boundary update gradient, as described in the derivation section previously. We then
perform adjoint operations on these gradients so that we can do a linear plane search (in
residual space) for the scaling parameters, that we then rescale for use in the forward Euler
scheme that updates the implicit surface (φ) and the background velocity Vback:

φj+1 = φj + β
∂φ

∂j
(26)

V j+1
back = V j

back + α
∂Vback

∂j
. (27)

where β and α are the step sizes and j is the current iteration point. As the implicit surface
is evolved, it is important to maintain stability of the evolution. One relevant aspect of
maintaining stability is keeping the implicit surface update step size (β) small enough to
satisfy the Courant-Friedrich’s-Levy (CFL) condition, which is stated by Chaudhury and
Ramakrishnan (2007) (when applied to level set evolution) as being:

Gmax · β ≤ min(hx, hy) (28)

where hx and hy are the grid spacing in the x and y directions, and Gmax is the maximum
value of the update gradient. While later we describe how a plane search is used to deter-
mine the scaling parameters α and β, my program adjusts these scaling parameters (while
maintaining their ratio) when necessary to satisfy the constraint in equation 28 when β is
higher than the limit.

Implicit 
surface PHI

Background 
velocity

Full velocity 
model

Tomography gradient

PHI gradient

Wavefield 
modeling

Gradient 
Imaging

Data space 
residual

Salt masking 
& smoothing

Scaling 
parameters 
(ALPHA and 

BETA

Update PHI 
& 

background 
velocity

Figure 3: The work flow used for shape optimization. [NR] taylor1/. fig3workflow
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One additional measure taken to ensure that the evolution is stable is the use of a
regularization term that is scaled and added to the boundary gradient before each update
is applied. In this case, a distance regularization term was used which drives the shape of
the implicit surface towards that of a signed-distance function. When irregularities begin
to occur in the implicit surface during level set evolution, numerical errors start to occur
which can lead to instability. By driving the gradient of the implicit surface to equal one,
we minimize irregularities and are able to continue evolution without having to reinitialize
a signed-distance function to the salt boundary contour. An excellent reference on this type
of regularization is the paper by Li et al. (2010) regarding the implementation of distance
regularized level set evolution.

We apply our algorithm on a simple velocity model, using an acquisition geometry of 17
shots spaced 80 [m] apart, and 65 receivers spaced 20 [m] apart. In the example shown in
Fig. 4, the initial and true background velocity models matched. A bottom reflector and
positive velocity gradient was used to help provide better illumination along the bottom
and flanks of the circular salt body, which had a velocity of 4500 [m/s]. As hoped for,
even while background velocity updates were applied each iteration as described, the final
model resulted in virtually zero change to the background model. This is due to the scaling
parameter search correctly weighting the α parameter such that successive updates would
cancel each other out. More importantly, the boundary of the salt body expanded during
evolution to very closely match the true salt body boundary.

Figure 4: Initial velocity model (left) and final velocity model after 50 iterations (right).
True model boundary indicated (solid line); Initial boundary guess (dashed line). [CR]
taylor1/. figure1-50
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Figure 5: Objective function for evolution shown in Fig. 4 [CR] taylor1/. figure2

DISCUSSION

No realistic scenario uses a binary velocity model, and any salt interpretation also relies on
an accurate determination of the background velocity. Guo and de Hoop (2013) describe
an approach to performing general tomographic updates by using an alternating method
of updating the background velocity and the salt body boundary. These steps alternate
between freezing the background velocity and making a salt boundary update, and then
freezing the salt body boundary, smoothing the entire velocity model, and then calculating
an update gradient based on this. The smoothing mitigates any reflectivity caused by sharp
velocity transitions. While this approach can be effective, it is also slow.

Scaling parameter optimization

As shown previously, the salt boundary gradient is based on the adjoint of the linearized-
Born operator, which is the tomographic update gradient. Since the gradient for both a
tomographic and boundary update are calculated in each step regardless, we attempt to
take advantage of this by finding scaling parameters to apply to these gradient updates such
that we minimize the residual space objective function:

∥∥GT
tomoα + GT

φβ − (dcalc − dobs)
∥∥ . (29)

where GT
tomo and GT

φ are the update gradients for the background velocity and implicit
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surface φ respectively.

Minimizing this objective function gives us parameters that are scaled to the residual
space, not the gradient space where they are actually applied. Since the adjoint operator
that we use creates a scaling difference between the residual and gradient (data and model)
spaces, we must rescale α and β once they are found so that they can be effectively applied
to the gradients.

Two approaches can be used for this. The first is to fix the β parameter such that it is
set to the maximum step size allowed by the stability conditions, and then rescale α while
maintaining the ratio between them. This can be effective, but the (general) decrease in
the objective function is not very smooth, since the assumption of the maximum stable step
size as being the most optimal choice for β is not always true. The second approach is to
rescale α and β according to a γ parameter which is found using a non-linear line search.
This technique is much cheaper than performing a full non-linear search for α and β, but
allows for β to be variable (unlike the first approach).

One thing to note when observing the trend in Fig. 5 is that the objective function does
not decrease monotonically. This may be due to the applied gradient not being positive-
definite, which is possible considering the summation of the boundary gradient with a
regularization term before application. We expect the objective function to not monotoni-
cally decrease as long as a tomographic update and a boundary update are applied together.
This is because both gradients intrinsically contain unseparated tomographic and boundary
information. When they are applied in the non-linear scheme that we use, this unseparated
information can effectively be applied redundantly, causing an update that is not guaranteed
to have a lower residual. For example, the tomographic gradient is applied incompletely,
since any inter-salt velocity update is ignored (because we assume a constant salt velocity in
this work flow). In this case, the tomographic gradient update and the actual final update
may conflict in areas within the salt boundary. For this reason, we are not surprised by the
non-monotonic decrease that we observe.

Tomographic gradient masking

In this work we assume a constant velocity throughout the salt bodies we model. Because
of this, there is no application of the tomographic gradient update in the regions where
salt exists. If we calculate GT

tomo without first masking out Gtomo in areas overlapped by
salt regions, then we introduce bias into the objective function (equation 29), since it will
optimize for an update that will not be entirely applied.

We further assume that the salt boundary change will not undergo significant shifts.
With this in mind, we apply the masking based on the salt body delineation that was
created from the last iteration. Another approach would be to dynamically update the salt
boundary based on the scaling parameter β, as β is being solved for. While theoretically
producing a more accurate update, this method is also far more expensive, since numerous
applications of the forward linearized-Born operator are necessary. For this reason we make
the approximation of masking based on the previous iteration of the salt boundary.
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Tomographic gradient smoothing

When the masking is performed and the salt boundary shrinks, then an area of the back-
ground velocity is exposed which contains a sharp boundary between the newly “exposed”
region and the region that was previously exposed and updated. This can create false
(albeit weak) reflectors around the edge of the salt, causing errors as the evolution of the
salt boundary continues. For this reason, immediately after masking is performed on the
tomographic gradient, it passes through a smoothing operator which removes these sharp
discontinuities in the velocity update.

FUTURE WORK

One aspect that is currently in development is a demonstration of the tomographic update
being applied to a case where there is a velocity discrepancy between the initial guess and the
true background model. In this work, we successfully demonstrate the tomographic update
on the null-case (where the true model and initial background velocity models match), but
this example is not realistic. Additionally, there are a few areas where the method described
can be improved including:

• Extending the algorithm to perform evolutions on 4D surfaces in order to achieve
segmentation on 3D isocontours

• Integrating stopping / freezing criteria into the algorithm structure such that conver-
gence can occur

• Integrating expert knowledge into the initialization and evolution of the implicit sur-
face.

3D model extension

The shape optimization algorithm that I use is based on level set theory that is easily
extended to application on 3D models. The theoretical difference is simply an evolution of
a 4D implicit isosurface, with the zero-level isocontour being the (3D surface) boundary of
interest. This task requires a reorganization of the code base more than a rethinking of the
theory that the algorithm is based on.

Convergence criteria

As it stands, no implementation of a stopping criteria is used in the algorithm described.
In theory, when the residual is equal to zero, there should be no update expressed in
the gradients that are calculated. On this basis, the algorithm should eventually reach
convergence, assuming that the objective function decreases monotonically. In reality, the
objective function is very non-linear, and the linear approximations used to evolve the model
play a role in causing the objective function to vacillate. A decrease in the value of the
objective function may indicate an update to a more accurate model overall, but is not useful
for determining local accuracy; some regions may locally converge, but will continue to be
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updated since the gradient is applied in equal weight (spatially) across the model space.
A method to address this issue is based on freezing the model locally when it has met a
convergence criteria. One approach is a “cooling” method, where the spatial weighting of
points on the implicit surface is reduced as points remain defined as inside / outside the
salt body for an increasing number of iterations. Eventually, all the weights are equal to
zero, halting the updates. Another similar approach is based on measuring the length of
the zero-contour boundary and stopping the iterations when its variability decreases below
a threshold (Chaudhury and Ramakrishnan (2007)). Incorporating a method like one of
these into the algorithm may result in more robust convergence.

Expert knowledge integration

While the semi-automated aspects of shape optimization can be very useful in generating
models that fit our recorded data, there can be significant advantages to incorporating ex-
pert knowledge into the work flow such that the space of solutions is further constrained,
allowing convergence to be reached more quickly. The shape optimization work flow de-
scribed takes advantage of this at the initialization stage, where a salt boundary must be
chosen. One possible way to extend the inclusion of expert input into the work flow is by
allowing the user to not only set an initial guess, but also supply a confidence map of the
boundary that is chosen. The sensitivity of the boundary to modification by the evolution
update can be theoretically set by correlating the initial gradient of the implicit surface to
the confidence of the initial boundary that was supplied. In areas where the gradient of the
implicit surface is steep, the zero-level set crossing is less sensitive to updates as evolution
progresses. One difficulty towards implementing this will be maintaining a regular implicit
surface (such that numerical stability can be achieved) while still allowing for the gradient
to vary based on confidence of the boundary.

CONCLUSION

In this work we described the derivation of the level set method as applied to the mini-
mization of the FWI objective function. We demonstrated the application of this evolution
algorithm and its incorporation with a background velocity tomographic update on a sim-
ple model. We consider the limitations of this approach in regards to numerical stability,
as well as the assumptions of linearity that we use to find our scaling parameters. Last,
we consider the possible pathways of future development of this approach, including the
extension to three dimensions, convergence criteria, and especially the inclusion of expert
input into the work flow.
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Revisiting absolute amplitude matching in waveform
inversion

Xukai Shen

ABSTRACT

In waveform inversion, the high resolution in the inversion results are usually attributed
to absolute amplitude matching. Such high resolution is particularly attractive in
complex geological settings where conventional ray-based methods fail to deliver enough
resolution. In this paper, I reexamine the importance of absolute amplitude matching
in waveform inversion. With enough illumination angles, absolute amplitude matching
does not bring additional resolution, yet makes the inversions result extremely sensitive
to absolute amplitude mismatches. I illustrate this with acoustic inversions of non-
acoustic data.

INTRODUCTION

In recent years, exploration geophysicists have gradually recognized that by using finite-
frequency seismic wave propagation, waveform inversion (Tarantola, 1984; Pratt et al.,
1998; Mora, 1987) tends to give more accurate velocity estimations (Ravaut et al., 2004;
Sheng et al., 2006; Sirgue et al., 2009) than those from ray-based methods (Hampson and
Russell, 1984; Olson, 1984; White, 1989). Using waveform inversion for velocity estimation
is particularly beneficial in geologically complex areas. In such areas, complex velocity
can cause serious problems for imaging target regions, unless the overburden velocity is
accurately estimated. It is also in those geological setting where finite-frequency wave
propagation in waveform inversion works much better than high-frequency asymptotic rays.

The major benefit of waveform inversion results over ray-based inversion results is the
resolution. Generally waveform inversion results have much higher resolution than ray-
based inversion results. This is usually attributed to the absolute amplitude matching
carried out in minimizing the conventional waveform inversion objective function. Such
theory can explain the near-perfect results in most synthetic waveform inversions. But it
cannot explain the high-resolution results in real data applications (Sirgue et al., 2009). In
those applications, computational constraints have mandated the use of the acoustic wave-
equation in the inversion engine, yet real data contains a lot of non-acoustic phenomena.
These two facts make it extremely difficult to match the absolute amplitude of the synthetic
data modeled from the acoustic wave-equation to those of the recorded data, even when the
correct near-surface model is given.

In this paper, I revisit the importance of the absolute amplitude matching in realistic
waveform inversions. To simulate practical applications, I perform acoustic inversions where
data are generated using non-acoustic wave-equations. The importance of the absolute am-
plitude matching is investigated by using both conventional objective function(Tarantola,
1984) and kinematic based objective function(Shen, 2010) in the inversions. The con-
ventional objective function aims at full amplitude matching between observed data and
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modeled data. The kinematic based objective function de-emphasizes amplitude matching
and focuses more on phase matching. I compare inversion results from using the two objec-
tive functions to determine the importance of the absolute amplitude matching in realistic
applications of waveform inversion. The paper is organized as follows: First, I briefly re-
visit the kinematic based objective function, and explain why it focuses mainly on phase
matching. Then I compare the inversion results using elastic data modeled from a realistic
earth model. Finally, I draw some conclusions on the importance of amplitude matching in
practical waveform inversion.

KINEMATIC BASED OBJECTIVE FUNCTION

The generalized waveform inversion objective function can be written as

f (dobs,D(m)) ≈ 0, (1)

where f is a function of dobs, the observed data, and D(m) is the forward-modeled synthetic
data from m, the velocity model. Observed data can be in either the frequency domain
or the time domain, depending on the actual form of f . For example, if we take f as
the L2 norm of (dobs −D(m)), we obtain the objective function of conventional waveform
inversion (Tarantola, 1984; Pratt et al., 1998); if we take f as the L2 norm of the natural
logarithm of D(m)/dobs, we obtain the so-called logarithmic objective function of waveform
inversion (Shin and Min, 2006). The kinematic based objective function takes the following
form of f :

f =
∑
s,r

‖r(s, r)‖2

=
∑
s,r

∥∥∥∥∥∥ D(s, r,m)√
DT(s, r,m)D(s, r,m)

− dobs(s, r)√
dT

obs(s, r)dobs(s, r)

∥∥∥∥∥∥
2

, (2)

where m is the model, which consists of near-surface velocity; dobs are traces of recorded
early-arrivals after band-passing; D are band-passed synthetic early-arrival traces modeled
with the constant-density two-way acoustic wave-equation operator, from near-surface ve-
locity; s and r are source and receiver locations, respectively. The notation ‖a‖ denotes the
L2 norm, or the energy, of trace a.

Geophysical Interpretations of the Objective Function

In the new objective function, I weight both the recorded data and the forward-modeled
data by their RMS energy, trace by trace. This ensures that recorded data and forward-
modeled data have approximately the same relative amplitudes, and that waveform inversion
in this case will focus more on phase comparison. This is particularly obvious if there is
only one arrival in both recorded data and observed data, in which case we can use both
monochromatic recorded data and monochromatic observed data expressed in the frequency
domain, i.e., assuming:

dobs(s, r) = Aobs exp (iωtobs(s, r))
D(s, r,m) = AD exp (iωtD(s, r,m)). (3)
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Equation 2 then becomes

f =
∑
s,r

‖r(s, r)‖2

= ‖ exp (iωtD(s, r,m))− exp (iωtobs(s, r)) ‖2, (4)

which explicitly states that, for a single frequency of a single event, the objective function is
performing phase comparison of the specific frequency. This phase comparison becomes an
approximation for band-limited data with multiple events. Yet in such cases, the objective
function still heavily emphasizes phase comparison. This can also be seen by expanding
equation 2:

f =

∥∥∥∥∥∥ D(s, r,m)√
DT(s, r,m)D(s, r,m)

− dobs(s, r)√
dT

obs(s, r)dobs(s, r)

∥∥∥∥∥∥
2

=

 D√
DTD

− dobs√
dT

obsdobs

T D√
DTD

− dobs√
dT

obsdobs


=
(

D
‖D‖

− dobs

‖dobs‖

)T( D
‖D‖

− dobs

‖dobs‖

)
=

DT

‖D‖
.

D
‖D‖

−
dT

obs

‖dobs‖
.

D
‖D‖

− DT

‖D‖
.

dobs

‖dobs‖
+

dT
obs

‖dobs‖
.

dobs

‖dobs‖

= 2− DT

‖D‖
.

dobs

‖dobs‖

= 2− D(s, r,m)√
DT(s, r,m)D(s, r,m)

.
dobs(s, r)√

dT
obs(s, r)dobs(s, r)

. (5)

Equation 5 shows that minimizing the objective function is equivalent to maximizing the
correlation between weighted observed data and weighted modeled data. Since the corre-
lation is weighted, the maximization is achieved by aligning corresponding events-another
way of minimizing kinematic errors between observed data and modeled data. A similar
objective function has been proved to be robust in real data application (Routh et al., 2011).

ACOUSTIC INVERSION OF ELASTIC DATA

Here I perform waveform inversion using recorded elastic data modeled from a realistically
complex earth model. To better understand the inversion results, I first examine the differ-
ences in modeled data between the acoustic wave equation and the elastic wave equation.
Then I perform inversion with different objective functions to determine the importance of
absolute amplitude matching in such inversion scenarios.

Model and survey description

The true P-wave velocity model (Figure 1 top panel) is generated by a series of geological
processes. The details of generating the model for the inversion are described in Shen
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(2013). The S-wave velocity is created by using a typical near-surface Vp/Vs ratio (Figure
1 middle panel). The density model is created from the Vp model using the Gardner
equation (Gardner et al., 1974) (Figure 1 bottom panel). Due to the extremely slow S-wave
velocity in the very near surface, Vp, Vs and density models require 5-m spatial sampling
in both x and z to avoid spatial dispersion, and the modeling time step is 0.5 ms to assure
stability. A total of 100 shots were modeled with 100-m shot sampling. Receivers are
everywhere on the surface for each shot. The recorded data are the pressure wavefield at
the receiver locations.

Forward modeling comparison

The goal of the acoustic inversions here is to recover the low velocity structures from elastic
data, which include a low velocity layer in the mid depth, and a low velocity erosion to the
left. As a result, it is important to understand which part of the data is associated with the
low velocity structures, and how the acoustic data from the low velocity structures differs
from the corresponding elastic data.

A typical elastically modeled shot gather from the true model is shown in Figure 3.
The elastic modeling did not use free surface boundary condition, hence no strong surface
wave exist in the shot gather. To identify the part of the data that corresponds to the low
velocity structures, an elastic shot (Figure 4) with the same geometry and source wavelet is
modeled from the same model without the low velocity structures (Figure 2). Comparing
the two shot gather, it is obvious that the reflections from the top and bottom of the
low velocity layer will be the driving force for recovering the low velocity layer. Yet before
performing acoustic inversion, another shot gather with the same geometry and wavelet was
modeled using the true p-wave velocity model, with the acoustic wave equation. Compare
this acoustic shot gather with the elastic shot gather from the true model (Figure 5), the
reflection data from the low velocity layer have very similar kinematics in both shot gathers.

Inversion comparison

For waveform inversion, the modeled elastic data were lowpass filtered with 6Hz cut-off
frequency. Also to simulate realistic scenario, near-offset data were not used for inversion.
After bandpass and windowing, The same shot in Figure 3 become the one in Figure 6.
The starting model was also built with the same geological process with exclusions of the
details of the model (Figure 7). The low velocity structures were excluded, and the thin
layers within each deposited layer were also excluded. Several inversions were run. The first
inversion is the one using the kinematic based objective function described earlier. All the
other inversions use the conventional L2 objective function, with different scaling factors
used for the source wavelet as input. In each of the inversions, the source wavelets are
exactly the same for all the shots. The scale only changes between different inversions.

The inversion result from using the kinematic based objective function recovers the
low velocity structures well (Figure 8 and 9). Not only are the depth and the lateral
locations accurate, but also are the lateral continuity of the low velocity structures well
resolved. Most of the fine layers are not resolved, which is understandable due to the low
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Figure 1: True earth model created by geological process, top:P-wave velocity; middle:S-
wave velocity; bottom:density. [CR] xukai1/. mod
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Figure 2: True earth model without the low velocity structures, top:P-wave velocity;
middle:S-wave velocity; bottom:density. [CR] xukai1/. mods
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Figure 3: Elastic shot gather modeled from the true earth model. [CR] xukai1/. ercd

Figure 4: Elastic shot gather modeled from the earth model without the low velocity struc-
tures. [CR] xukai1/. ercdn
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Figure 5: Side by Side comparison of elastic shot gather modeled from the true earth
model and acoustic shot gather modeled from the true p-wave velocity model. [CR]
xukai1/. aercdcomp

Figure 6: Input elastic shot gather for the waveform inversions. [CR] xukai1/. ercdin
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Figure 7: Initial velocity model for the waveform inversions. [CR] xukai1/. vinit

frequency content of the input data. Residual-wise, the objective function value decreased
significantly (Figure 10) after the inversion. The data residual of the shot gather shown
in Figure 6 also decreased significantly after the inversion (Figure 11). Such improvements
result from the good kinematic matching between input data and modeled data (Figure
12) after the inversion. More specifically, the top and the bottom reflections from the low
velocity layer in the final modeled data matches those in the input data very well.

Figure 8: Waveform inversion result using the kinematic based objective function. [CR]
xukai1/. vinvobjn

Given the good inversion result from using the kinematic based objective function.
The ratio of energy between final modeled data and observed data were calculated, and
is used as one of the source wavelet scaling factor for the subsequent inversions using the
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Figure 9: True p-wave velocity model. [CR] xukai1/. vptrue

Figure 10: Objective function value of the kinematic based waveform inversion. [CR]
xukai1/. resdobjn
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Figure 11: Shot gather data residual before and after the kinematic based waveform inver-
sion. [CR] xukai1/. rdcompobjn

Figure 12: Comparison of input data and final modeled data from the kinematic based
waveform inversion result. [CR] xukai1/. dmodobscompobjn
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conventional L2 objective function. This scaling factor is denoted as the base scaling factor,
the other scaling factors are distributed around this base factor, with some larger ones and
some smaller ones. Inversion result from using the source wavelet scaled by the base factor
(Figure 13) did not resolve the low velocity structures well. The lateral continuity of the
low velocity layer is not recovered, and the low velocity erosion to the left is put at a depth
too shallow. Increase the scaling factor makes matter even worse (Figure 14). Only when
the scaling factor is significantly decreased (by 40% in this case), does the inversion result
looks reasonable (Figure 15). However, close examination of the result reveals that the low
velocity layer is slightly deeper than its true depth, and the bottom of the low velocity
erosion to the left was not well resolved. Data-fitting wise, the objective function values
actually decreased more in the case of using the base scaling factor (Figure 16). In fact,
the objective function value only goes down about 60% before flattening out (Figure 17)
in the case of using the small scaling factor. Comparing input data with final modeled
data in both cases, it become evident that with the small scaling factor, final modeled data
have better kinematic matching (Figure 19), while with the base scaling factor, amplitude
matching become better at the expense of the kinematic matching (Figure 18).

Figure 13: Waveform inversion result using the conventional L2 objective function, with
the base scaling factor. [CR] xukai1/. vinvobjc

In summary, to correctly resolve velocity structures, it is more important to match the
kinematics of the input data. While matching amplitude can potentially be beneficial,
it is dangerous to match amplitude in practical inversions. More specifically, amplitude
matching tend to take precedence over kinematic matching, if we are to use conventional L2
objective function, unless a proper scaling factor can be found for the input source wavelets.
Since there is no easy way of finding the scaling factor, practical use of the conventional L2
objective function in waveform inversion is challenging.

CONCLUSIONS

Waveform inversion can provide high-resolution velocity models. In the case of complex
earth models, data usually illuminate the subsurface well enough, hence the inversion re-
sults using kinematic based objective function have high resolution. With conventional L2
objective function, it is dangerous to use acoustic inversion for elastic input data. In such
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Figure 14: Waveform inversion result using the conventional L2 objective function, with
the large scaling factor. [CR] xukai1/. vinvobjcstr

Figure 15: Waveform inversion result using the conventional L2 objective function, with
the small scaling factor. [CR] xukai1/. vinvobjcwea
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Figure 16: Objective function value of the conventional L2 waveform inversion, with the
base scaling factor. [CR] xukai1/. resdobjcbas

Figure 17: Objective function value of the conventional L2 waveform inversion, with the
small scaling factor. [CR] xukai1/. resdobjcwea
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Figure 18: Comparison of input data and final modeled data from the conventional L2 wave-
form inversion result, with the large scaling factor. Yellow circles indicate where kinematic
matchings are bad. [CR] xukai1/. dmodobscompobjcstr

Figure 19: Comparison of input data and final modeled data from the conventional L2
waveform inversion result, with the small scaling factor. Yellow circles indicate where
kinematic matchings are good. [CR] xukai1/. dmodobscompobjcwea
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cases, amplitude matching dominates the inversion and damages kinematic matching, re-
sults in bad inversion results. On the other hand, using kinematic based objective function,
acoustic inversion of elastic input data gives much better results.
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Rock physics constrained anisotropic WEMVA: Part I -
Theory and synthetic test

Yunyue (Elita) Li, Robert Clapp, Biondo Biondi, and Dave Nichols

ABSTRACT

We present a regularization scheme utilizing available rock physics data to better con-
strain the anisotropic wave-equation migration velocity analysis (WEMVA) and to
better resolve the ambiguity among the anisotropic parameters. In addition to the spa-
tial covariance to constrain the spatial correlation of each VTI parameter individually,
we propose a cross-parameter covariance at each subsurface location to link the VTI
parameters. There are two significant effects that this regularization scheme brings to
the updates for the VTI parameters. First, instead of spreading the updates evenly
along the wavepath, the regularization term allows more updates in the regions where
the models are highly uncertain. Second, the regularization term brings extra infor-
mation for parameter updates from the correlation with the other parameters. These
improvements help the inversion converge faster and yield VTI models that are more
consistent with the underlying geological and lithological assumptions. We demonstrate
these improvements on a synthetic dataset.

INTRODUCTION

Anisotropic model building tries to resolve more than one parameter at each model location.
This number is three for a vertical transverse isotropic (VTI) medium, and five for a tilted
transverse isotropic (TTI) medium. Traditional surface seismic tomography may be able to
produce an accurate isotropic earth model efficiently for a large area when the acquisition is
dense and the earth is well-illuminated by rays at a wide range of angles. However, surface
seismic data inversion becomes ill-posed and highly underdeterimined due to the rapidly
increasing model space with the increasing complexity of the subsurface.

One important disadvantage of surface seismic tomography is its lack of depth informa-
tion. During tomography, neither the low wavenumber velocity nor the high wavenumber
reflectivity are known. This issue is more severe when we consider anisotropy. Several
localized tomography around the wells were studied to add the depth dimension into the
inversion (Bear et al., 2005; Bakulin et al., 2010b,a). Joint inversion of surface seismic
data and borehole data (check-shots and walkaway VSPs) in these studies helps to yield
better defined earth models. Due to the ambiguity among the parameters, it is difficult to
resolve a reliable and unique anisotropic model in 3D even with the borehole aided localized
tomography (Bakulin et al., 2009).

In the anisotropic case, the uncertainties are further increased because the sensitivities of
the kinematics of the surface seismic data to the anisotropic parameters are much lower than
to velocity. Large offsets and a wide range of illumination angles are required to constrain
the anisotropic parameters. Consequently, the recoverable depth range for the anisotropic
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parameters is much shallower than when a simple isotropic velocity is estimated. Even in
the shallow region, where the seismic waves travel with wide angles and large offsets, the
kinematic effects of the velocity can still overwhelm the inversion.

To help with the inversion for anisotropy, we can use our prior knowledge of the sub-
surface. In addition to the two-point (spatial) covariance describing the smoothness in the
subsurface (Clapp, 2000; Woodward et al., 2008; Li and Biondi, 2011), a single point (lo-
cal) cross-parameter covariance can be used to better describe the subsurface. One way to
estimate the cross-parameter covariance is from rock physics studies (Hornby et al., 1995;
Sayers, 2004, 2010; Bachrach, 2010b). Many authors (Dræge et al., 2006; Bandyopadhyay,
2009; Bachrach, 2010a) have built depth trends for seismic purposes. In particular, Bachrach
(2010a) developed both deterministic and stochastic modeling schemes based on the rock
physics effective-media models for compacting shale and sandy shale. The stochastic mod-
eling enables us to explore the range of possible anisotropic parameters based on the rock
physics modeling parameters. Further corroborated by core measurements, the parameters
allowed by the rock physics model are limited to a certain range, which greatly reduces the
possible range of the VTI parameters. These rock physics modeling results can be used to
construct initial VTI models and the covariance relationships among the VTI parameters.
Li et al. (2011) and Yang et al. (2012) have demonstrated that the rock physics prior models
are helpful in constraining ray-based tomography.

In this paper, we first analyze the sensitivities of the WEMVA objective function with
respect to different VTI parameters in a homogeneous VTI model. Using an interpolation
example, we demonstrate the additional information that the cross-parameter covariance
brings to the inversion. We then test three different regularization schemes when a synthetic
dataset is inverted using anisotropic WEMVA. The inversion results show that when the
accurate full covariance matrix is applied, the convergence of the WEMVA inversion as well
as the lithological definition of the inverted models are improved.

WEMVA AND ROCK-PHYSICS REGULARIZATION

Anisotropic WEMVA aims at building an anisotropic earth model that minimizes the resid-
ual image from the surface seismic data (Li and Biondi, 2011). This optimization problem
is highly nonlinear and underdetermined. We commonly add a model regularization term
to the anisotropic WEMVA objective function defined in the image space to constrain the
null space and stabilize the inversion. Our resulting objective function is:

S(m) =
1
2
||DθI(x, θ)|| − α

1
2
||
∑

θ

I(x, θ)||+ β
1
2
(m−mprior)

TC−1
M (m−mprior), (1)

where the first two terms define the “data fitting” objective, and the third defines the “model
regularization” objective. The first term is to minimize the differential semblance in the
data fitting objective, and the second term is to maximize the stacking power. Model m is
the VTI subsurface model, I(x, θ) is the migration image in the angle domain with θ the
aperture angle and Dθ a derivative operator along the angle axis. In the model regularization
objective, mprior and CM define a Gaussian distribution of a prior model that is ideally
independent of the seismic data. This regularization will bring more information into the
optimization. Parameters α and β balance the relative weights among different objectives.
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The data fitting objective relates the incoherence in the angle domain common image
gathers to the inaccuracy in the subsurface models. To test the data objectives, we model
a simple synthetic dataset using a homogeneous VTI model (vv = 2 km/s, ε = 0.2, and
δ = 0.1) with one flat reflector. The maximum offset is 6 km, and the depth of the reflector
is 1.5 km. The data are then migrated using all possible combinations of vv, ε, and δ when
vv varies in [1.5, 2.5] km/s, ε ∈ [0.1, 0.3], and δ ∈ [0, 0.2]. Based on the migrated images in
the angle domain, the data fitting objective at each model point in this subspace is then
computed according to the first two terms in Equation 1.

Figure 1 shows the data fitting objective function assuming one of the three VTI pa-
rameters is accurate. Panels (a), (b), and (c) are extracted from the vv = 2km/s plane,
δ = 0.1 plane, and ε = 0.2 plane, respectively. When the third parameter is accurate, the
data fitting objective function is convex and comes to a minimum at the correct solution for
the other two parameters. However, the resolution of the objective function with respect to
each parameter is dramatically different. A much higher resolution for velocity than for ε
and δ can be seen from Figures 1(b) and (c). The resolution of ε and δ is at least an order
of magnitude lower than that of velocity (notice the smaller range of values on the colorbar
in Figure 1(a)).

Moreover, severe tradeoffs among the VTI parameters can be observed from Figure 1. A
strong tradeoff can be seen in Figure 1(a). The WEMVA objective function cannot resolve
ε or δ independently as long as the summation of the two remains the same (unless events
propagating at more than 60◦ angles are recorded). Tradeoffs between the anisotropic
parameters and the vertical velocity can also be seen from Figures 1(b) and 1(c), where
positive vertical velocity errors are compensated by negative errors in the anisotropic pa-
rameters and vice versa. Nevertheless, these tradeoff effects are much less obvious, further
demonstrating the low sensitivity of seismic data to the anisotropic parameters.

Figure 1: The value of data fitting objective function extracted from (a) vv = 2 km/s plane,
(b) δ = 0.1 plane, and (c) ε = 0.2 plane. Notice the different color scale in panel (a). [CR]
elita1/. objfun2

For pressure waves, velocity has a dominant effect on the kinematics due to its first-order
influence. As a result, the objective function is biased towards the velocity error despite
the error in the other VTI parameters. Figure 2 shows the topography of the data fitting
objective function extracted from the (a) vv = 1.9 km/s plane, (b) vv = 2 km/s plane,
and (c) vv = 2.1 km/s plane, respectively. When the velocity is inaccurate, the objective
function loses its convexity in the ε–δ plane. The objective function always dips towards
higher ε and higher δ when velocity is slower, and towards lower ε and lower δ when velocity
is faster. In these cases, the gradient of the objective function would not be able to guide
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Figure 2: The value of data fitting objective function extracted from (a) vv = 1.9 km/s
plane, (b) vv = 2 km/s plane, and (c) vv = 2.1 km/s plane. [CR] elita1/. objfun3

the inversion to the correct solution for the anisotropic parameters if the errors in ε and δ
are in the opposite direction than the velocity error.

For field data, the “data fitting” objective function has worse behavior because the
structure of the earth subsurface is highly complex with heterogeneities at all scales and
densely distributed dipping reflectors. These complexities weaken the convexity of the
objective function and create local minima.

To better constrain the model and to mitigate severe ambiguities among the VTI pa-
rameters, we include additional information in the inversion. We utilize the regularization
term in Equation 1 by assuming a multivariate Gaussian distribution for the VTI model
parameters. To speed up the convergence, we use a preconditioning scheme instead of the
original regularization scheme.

WEMVA with the rock physics regularization

Assuming a Gaussian distribution, Tarantola (1984) characterizes the prior information
using the mean and the covariance of the model and includes it as a regularization term.
We separate the covariance into two parts: a spatial covariance between the same parameter
at different locations, and a cross-parameter covariance between different parameters at the
same location.

The spatial covariance is mainly defined by the structure of the area, and it can be
estimated using a set of steering filters (Clapp, 2000). The cross-parameter covariance can
be inferred from the lithological information at the model location. In a previous work (Li
et al., 2013), we introduced the cross-parameter matrix with only diagonal terms due to
the lack of the lithological information. This diagonal preconditioning balances the relative
scales among the VTI parameters, but it ignores the correlation among them.

When we have a rough estimate of the lithological environment, we can build a more
complete cross-parameter covariance using rock physics modeling. As an example, the Gulf
of Mexico is populated with large shale deposits. Therefore, rock physics principles can be
used to estimate the range of anisotropic parameters considering a compacting shale model
(Bachrach et al., 2011). As demonstrated in (Li et al., 2014), the rock physics stochastic
modeling for shale anisotropy shows that in the shallow sediments, a high velocity zone
is generally collocated with sand layers where the anisotropy is low. On the contrary,
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diagenesis processes in the more compacted deeper sediments alter the clay mineral from
smectite to illite, which increases both velocity and anisotropy simultaneously. Valuable
prior knowledge about the subsurface can be included in the inversion via both the diagonal
and the off-diagonal terms in the cross-parameter covariance matrix.

We assume the spatial covariance and local cross-parameter covariance components are
independent of each other (Li et al., 2011). To speed up the convergence, we use a pre-
conditioning scheme where we use steering filters to approximate the square-root of the
spatial covariance, and a standard-deviation matrix to approximate the square-root of the
cross-parameter covariance.

Mathematically, the preconditioning variable n is related to the original model m as
follows:

m = ΣSn. (2)

In Equation 2, the smoothing operator S is a band-limited diagonal matrix:

S =

∣∣∣∣∣∣
Sv 0 0
0 Sε 0
0 0 Sδ

∣∣∣∣∣∣ , (3)

with potentially different smoothing operators for velocity, ε, and δ, according to the geo-
logical information in the study area. The standard deviation matrix Σ is the square-root
of the covariance matrix:

Σ =

∣∣∣∣∣∣
Cvv I Cvε I Cvδ I
Cεv I Cεε I Cεδ I
Cδv I Cδε I Cδδ I

∣∣∣∣∣∣
1/2

. (4)

The diagonal elements Cvv, Cεε, and Cδδ denote the variance of the velocity, ε, and δ,
respectively. The off-diagonal elements Cvε, Cvδ, and Cεδ denote the cross-variance between
the velocity and ε, between velocity and δ, and between ε and δ, respectively. These elements
can be obtained by rock-physics modeling and/or lab measurements (Bachrach et al., 2011;
Li et al., 2011). The covariance matrix Σ is symmetric. As a result, there are only six
independent components in the covariance matrix. In an ideal case, matrix Σ should be
estimated at each subsurface location to reflect the local lithological information.

Interpolation test with the preconditioning operators

To demonstrate the extra information that the preconditioning operators introduce to the
inversion, we test these preconditioners on a classic missing data problem (Claerbout, 2009)
on the BP2007 model. Consider the synthetic example in Figure 3, where the left column
shows the current best spatial estimation of the VTI parameters (initial model) and the
right column shows the true VTI parameters (true model). To build the initial velocity
model, we assume the water bottom topography is known and the water velocity is 1.5
km/s. The basement interface is assumed to be flat and the velocity of the basement rock
is 3.5 km/s. Then, we linearly interpolate the velocity between the water bottom and the
basement interface. We follow a similar approach to build the initial ε and δ model. The
resulting initial VTI model shows smooth, linearly increasing trends for velocity, ε, and δ.
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The true velocity, ε, and δ updates are plotted in Figures 4(a), (b) and (c), respectively.
The true velocity updates show two anticline structures up shallow and a major anticline
structure down deep. The updates in the anisotropic parameters contain more layering in-
formation than the velocity update. These are the solutions to the model building problem.

Suppose that, among the three unknown parameters, only velocity has been measured
at random well locations in this section (Figure 4(d)). The goal of the inversion is to
interpolate the well information onto a regular 2D grid and to provide reasonable estimates
for the unmeasured anisotropic parameters.

The interpolation problem can be formulated as a data fitting objective

WBd ≈ Wm; (5)

to match the interpolated model m with the binned data Bd at the well location defined by
W. Additionally, the distribution of the model must follow a user-defined prior covariance
C:

0 ≈ C−1/2m. (6)

To speed up the inversion, a preconditioning strategy is used by introducing a precondi-
tioning variable

n = C−1/2m. (7)

Now, the system of equations we solve is as follows:

WB d ≈ WC1/2n; (8)
0 ≈ n. (9)

Different choices can be made for the preconditioner C1/2. As discussed in the previous
work (Li et al., 2013), structure dip filters can be good estimates of the spatial covariance
of the velocity and anisotropic model individually. Figure 5 shows a stacked image of the
studied area (panel (a)) and the dip field estimated from it (panel (b)). Steering filters Sv

(Clapp, 2000) are estimated at each point on this section according to the dip field. We use
the same steering filters for ε and δ; that is Sε = Sδ = Sv.

In addition, we observe correlations among the VTI parameters at a single location.
Point-by-point, we calculate the variance and the cross-variance using the true updates in
Figure 4, and we plot the six independent components of the covariance matrix in Figure 6
and 7. The diagonal components in Figure 6 describe the spatial distribution of the variance
between the initial and true model for each VTI parameter. The off-diagonal components
in Figure 7 describe the cross-covariance between two given VTI parameters.

To demonstrate the value of the cross-parameter covariance, we compare the inversion
results of the following two preconditioners:

C1/2
1 = S, (10)

and

C1/2
2 = SΣ. (11)

The interpolation results of both tests after six iterations are plotted in Figure 8.
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Figure 3: Comparison of the initial (left column) and the true (right column) models for
BP2007 synthetic test. Top row: velocity models; middle row: ε models; bottom row: δ
models. [CR] elita1/. init-cvn-model
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Figure 4: True updates in velocity in (a), ε in (b) and δ in (c). Pseudo velocity logs at
random locations are plotted in (d). [CR] elita1/. cvn-mismdl
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The interpolation result for velocity using C1/2
1 is shown in Figure 8(a). We do not

plot the interpolation results for ε and δ because both of them are zero due to the lack of
measurements. The inversion results are better to the right side of the section where the
velocity logs are denser. The shallow sand layer has been almost perfectly recovered. On the
left side, the inversion interpolates between and extrapolates from the well logs along the
structural dip. The result hints at the shallow sand layer and the deep anticline structure.
However, the blank spaces between the logs are too large to be filled.

The inverted velocity using C1/2
2 (Figure 8(b)) is very similar to that using C1/2

1 . How-
ever, extra information added by the off-diagonal terms in the covariance matrix shows
correct updates in the inverted results for ε and δ. On the right side, the inversion almost
perfectly recovers the ε and δ updates along with the proper layering in both the shallow
and the deep sections. The reconstruction of the deep layering is mostly attributed to the
accurate correlation between velocity and the anisotropic parameters. To the left, the cor-
rect ε and δ updates are obtained wherever the velocity has been correctly resolved. In the
regions where velocity is missing, the off-diagonal terms do not falsely “create” updates for
ε and δ.

Figure 5: A stacked image of the studied area in panel (a), and the corresponding dip field
in panel (b). [CR] elita1/. cvn-dip
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Figure 6: Diagonal elements of the covariance matrix of the VTI model. (a) Cvv: map of
variance for velocity, (b) Cεε: map of variance for ε, and (c) Cδδ: map of variance for δ.
[ER] elita1/. cvn-stdv-diag
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Figure 7: Off-diagonal elements of the covariance matrix of the VTI model. (a) Cvε: map
of covariance between velocity and ε, (b) Cvδ: map of covariance between velocity and δ,
and (c) Cεδ: map of covariance between ε and δ. [ER] elita1/. cvn-stdv-offdiag
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Figure 8: Comparison of the interpolation results. (a): Inverted velocity using C1/2
1 . (b):

Inverted velocity using C1/2
2 . (c): Inverted ε using C1/2

2 . (d): Inverted δ using C1/2
2 . [CR]

elita1/. cvn-interp



SEP–152 Rock physics constrained WEMVA 73

WEMVA SYNTHETIC EXAMPLE WITH ROCK PHYSICS
CONSTRAINTS

In this section, we will test the preconditioning scheme using different estimations of the
covariance matrix on the modified BP2007 VTI dataset. The synthetic data are modeled
with a streamer geometry where the maximum offset is 6km. Shot spacing is 100m, and
receiver spacing is 12.5m. A total of 100 shots have been modeled. The synthetic data are
then inverted using the preconditioned anisotropic WEMVA technique.

The initial and the true models are shown in Figure 3. Compared with the true models,
the initial model captures the overall increasing trend of the VTI parameters. However, the
following two important lithological layers in the shallow region (above 4km) are missing
from the initial models: the first shale layer with low velocity and high anisotropy, and the
third sand layer with high velocity and low anisotropy. The sand-shale inter-layering in
the deep region (below 4km) is obvious along the anticline in the true model. In contrast
with the shallow region, the high velocity layers in the deep section correlate with the shale
layers and with high anisotropy. Because the deeper structures below 4km will be difficult to
resolve due to the limited acquisition, we will focus our discussion on the shallow sediments.

The initial migration image is shown in Figure 9. There are large vertical shifts between
the initial image and the true image. The reduced amplitudes in the deeper region on
the initial stacked image indicate a weaker focusing effect compared with the true stacked
image. Figure 10 shows the comparison of the initial ADCIGs in (a) with the true ADCIGs
in (b). The upward moveouts in the initial ADCIGs indicate that the average migration
velocity is lower than the true average velocity along the wavepaths. Although the true
anisotropy updates in the sand layer are negative by my construction, the overwhelming
effects of the slower velocity on the kinematics of the acoustic waves are predominant. In
the iterative WEMVA process, these upward moveouts in the ADCIGs will translate into
positive updates in both velocity and anisotropic parameters ε and δ.

The six independent components of the covariance matrix at each point are plotted
in Figures 6 and 7. Notice the negative correlation between velocity and anisotropy in
the shallow region, and the positive correlation in the deep region (Figure 7(a) and 7(b)).
Figure 7(c) shows that the positive correlation trend between ε and δ is largely independent
of the depth in this section.

To test the effect of different preconditioning schemes, we perform anisotropic WEMVA
with three different preconditioning matrices:

Σ1 =

∣∣∣∣∣∣
I 0 0
0 I 0
0 0 I

∣∣∣∣∣∣
1/2

, (12)

Σ2 =

∣∣∣∣∣∣
Cvv I 0 0

0 Cεε I 0
0 0 Cδδ I

∣∣∣∣∣∣
1/2

, (13)

Σ3 =

∣∣∣∣∣∣
Cvv I Cvε I Cvδ I
Cεv I Cεε I Cεδ I
Cδv I Cδε I Cδδ I

∣∣∣∣∣∣
1/2

. (14)
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Figure 9: Comparison of the initial stacked image (a) and the true stacked image (b). Notice
the depth shift between the images and the unfocused reflectors around z = 3 km and x = 4
km. [CR] elita1/. cvn-init-bimg
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Figure 10: Comparison of the initial ADCIGs (a) and the true ADCIGs (b). Notice the
upward moveout throughout the section in the initial gathers. [CR] elita1/. cvn-init-aimg



76 Li et al. SEP–152

The preconditioning matrix Σ1 indicates that no preconditioning is applied; Σ2 indicates
that a diagonal preconditioning is applied; and Σ3 indicates that the full preconditioning
approach is applied. The spatial covariance matrix for the three tests are the same.

The initial preconditioning model n0 is obtained by minimizing the following objective
function:

Jinit =
1
2
〈m0 −ΣBn0,m0 −ΣBn0〉 . (15)

The gradient of the WEMVA objective function (1) with respect to this preconditioning
variable n is

∇nJ = (
∂m
∂n

)∗∇mJ

= B∗Σ∗∇mJ, (16)

where ∇mJ = [∇vJ ∇εJ ∇δJ ]T .

To understand the preconditioning scheme, we analyze the preconditioning effect as-
suming a nonlinear steepest decent inversion framework. The initial preconditioned model
n0 is obtained by minimizing the following objective function:

Jinit =
1
2
〈m0 −ΣSn0,m0 −ΣSn0〉 . (17)

For the ith iteration, the preconditioned variable is obtained by

ni+1 = ni + λi∇nJ, (18)

with λi the step length in the ith iteration. Hence the original model variable is

mi+1 = SΣni+1

= SΣni + λiSΣ∇nJ

= mi + λiSΣΣ∗S∗∇mJ. (19)

Equation 19 suggests that preconditioning a non-linear inversion is equivalent to filtering
the gradients so that the resulting updates have the desired spectrum. Therefore, instead
of explicitly reformulating the preconditioned inversion, we can make use of the original
non-linear conjugate gradient algorithm implementation with minimal changes. The pre-
conditioning step is highlighted in red in Algorithm 3.

Inversion results

Figure 11 shows the velocity updates after the first iteration. In panel (a), we display the
raw update from the moveouts on the ADCIGs. The overall update direction for velocity is
positive. The vertical resolution of the updates is very low after the first iteration: a bulk
positive velocity shift is indicated by the raw gradient. In panel (b), the spatial distribu-
tion of the velocity update has been modified by the diagonal elements of the covariance
matrix. Because of the prior knowledge of a sand layer with high velocity perturbation, the
preconditioning concentrates the strong velocity update within that layer. Compared with
the true velocity update in panel (d), the velocity update with the diagonal preconditioning
already achieves high vertical resolution from the first iteration. In panel (c), we utilize all
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Algorithm 1 Optimization algorithm
initialize the model: m0

compute the migrated image: I0

compute the gradient: g0

precondition the gradient: g0
s = SΣΣ∗S∗g0

initialize the search direction: p0 = −g0
s

for k = 1 · · ·Nk do
perform a line search: optimize λ, argmin

λ
J(mk−1 + λpk−1)

update the velocity model: mk = mk−1 + λpk−1

compute the migrated image: Ik

compute the gradient: gk

precondition the gradient: gk
s = SΣΣ∗S∗gk

find the search direction: pk = −gk + (gk
s )T (gk

s−gk−1
s )

(gk−1
s )T gk−1

s

end for

the elements of the covariance matrix to precondition the gradient. The resulting update
is very similar to the update with diagonal preconditioning. This similarity suggests that
the off-diagonal elements of the covariance matrix have limited influence on velocity.

Figure 12 shows the updates in ε after the first iteration. In panel (a), the raw update
in ε appears lower resolution than the raw updates for velocity. All the updates are in
the positive direction, thus compensating for the upward moveouts in the initial ADCIGs.
However, the updates in ε are very small due to its low influence to the kinematics of the
waves. Although the diagonal preconditioning has changed the spatial distribution of the
update with better definition of the layers, the positive values in the ε update in the sand
layer is still in the opposite direction of the true update (Figure 12b). In panel (c), when
the off-diagonal elements of the covariance matrix are included to account for the cross-
variance between velocity and ε, the preconditioning provides ε updates in accordance with
the lithology as follows: positive ε updates in the shale layer and negative ε updates in
the sand layer. Considering the significant difference between panel (b) and panel (c), we
conclude that the lithological information mainly comes from the off-diagonal elements of
the covariance matrix. Similar analysis and conclusions can also be made for anisotropic
parameter δ (Figure 13).

Figure 14 shows the updates in velocity after 20 iterations. Panel (a) shows the velocity
update when no preconditioning is applied. The spatial resolution for velocity gradually
improves with iterations. However, the resolution remains significantly lower than the true
update at iteration 20. More iterations could further improve the resolution, with a higher
weighting on the stacking power term. However, to make a fair comparison, we stop all
the tests at 20 iterations. When implementing diagonal preconditioning (panel (b)) and
full preconditioning (panel (c)), the overall structure and resolution of the velocity updates
remain stable with increasing iterations. This shows an early convergence. Nevertheless,
the later iterations improve the definition of the thin sand layer with high velocity at
z = 1.5km and x = 10km, and the anticline structure with low velocity around z = 4km
and x = 11.5km. The final inversion results for velocity are nearly identical between the
diagonal and the full preconditioning schemes. As will be shown by the final stacked image,
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the effective imaging velocity from the three different preconditioning schemes are very
similar.

Figure 15 shows the updates in ε after 20 iterations. When no preconditioning is applied
(panel (a)), the resolution of the ε is lower than the resolution of velocity as predicted by
the topography of the objective function in the previous section. Compared with Figure
14(a), although the updates in ε in Figure 15(a) are mostly in phase with the updates in
velocity, the positive updates on the flanks and the top of the anticline are in the correct
direction despite the negative velocity updates at the same locations. When preconditioned
with diagonal covariance (panel (b)), the inversion has a better resolution for the shale layer
near the water bottom. However, the updates in the sand layer are in the opposite direction
of the true ε updates. The inverted updates for ε are very close to the true updates when the
off-diagonal components of the covariance matrix are also included in the preconditioning
(panel (c)). The inversion almost perfectly recovers both the shale and the sand layer due to
the prior knowledge of the cross-correlation between the velocity and ε perturbation within
each layer. Similar analysis and conclusions can also be made for the inverted updates in δ
(Figure 16). Notice that on the flanks and the top of the anticline, the inversion successfully
resolves the ε perturbation no matter which preconditioning scheme is applied. This success
is due to the rich angular coverage in these regions, especially wide angle imaging rays with
higher sensitivity to the anisotropic parameters.

Figure 17 shows the inverted vertical velocity models after twenty iterations. When no
preconditioning is applied (panel (a)), the inversion only recovers low wavenumber compo-
nents of the velocity model. When diagonal or full preconditioning is applied (panels (b)
and (c), respectively), the layering with variable depths in the shallow region is very well
recovered. In the deeper section, only the strong low velocity anomaly at the top of the
anticline has been retrieved due to the limited angle illumination. The lack of inversion
success in the deeper region suggests that powerful as our preconditioning scheme is, it
cannot “create” information where the seismic data has little information.

Figure 18 shows the inverted ε models after twenty iterations. Inversions without the
cross-parameter correlation (panel (a) and (b)) have barely moved the solution from the
initial models. The inversion can resolve a high resolution and rock physics plausible ε
model only when the full preconditioning scheme is applied.

Figure 19 shows the inverted δ models after twenty iterations. Similar to the inversion
results for ε, the information contributed by the off-diagonal terms in the full covariance
matrix provides much better spatial and rock physics constraints. Notice that in the shallow
shale layers, the stronger anisotropic thin shale layers are very well resolved on panel (c).
This high resolution result is attributed to both the high resolution preconditioning and the
high resolution stacking power objective function.

It is important to note that some ambiguities remain in the VTI parameters even when
the full preconditioning scheme is used. One example is highlighted by the ellipses in the
figures. In Figure 17(c), a low velocity wedge can be seen when compared with the true
velocity model in Figure 17(d). In the corresponding region, a thinner isotropic sand layer
has been observed from the inverted anisotropic parameters (Figures 18(c) and 19(c)) when
compared with the true models (Figures 18(d) and 19(d)). The low velocity anomaly and
the high anisotropic anomalies, although of different shapes, compensate each other and
focus the seismic data associated with this area.
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Figure 11: Velocity updates after the first iteration with (a) no preconditioning, (b) diagonal
preconditioning and (c) full preconditioning. Panel (d) shows the true velocity updates for
comparison. [CR] elita1/. cvn-vupdt-2
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Figure 12: Updates in ε after the first iteration with (a) no preconditioning, (b) diag-
onal preconditioning and (c) full preconditioning. Panel (d) shows the true ε updates
for comparison. Notice the enhanced amplitude by the full preconditioning in (c). [CR]
elita1/. cvn-eupdt-2
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Figure 13: Updates in δ after the first iteration with (a) no preconditioning, (b) diag-
onal preconditioning and (c) full preconditioning. Panel (d) shows the true δ updates
for comparison. Notice the enhanced amplitude by the full preconditioning in (c). [CR]
elita1/. cvn-dupdt-2
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Figure 14: Velocity updates after twenty iterations with (a) no preconditioning, (b) diagonal
preconditioning and (c) full preconditioning. Panel (d) shows the true velocity updates for
comparison. [CR] elita1/. cvn-vupdt-21
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Figure 15: Updates in ε after twenty iterations with (a) no preconditioning, (b) diago-
nal preconditioning and (c) full preconditioning. Panel (d) shows the true ε updates for
comparison. [CR] elita1/. cvn-eupdt-21
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Figure 16: Updates in δ after twenty iterations with (a) no preconditioning, (b) diago-
nal preconditioning and (c) full preconditioning. Panel (d) shows the true δ updates for
comparison. [CR] elita1/. cvn-dupdt-21
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Figure 17: Inverted vertical velocity model after twenty iterations with (a) no precondi-
tioning, (b) diagonal preconditioning and (c) full preconditioning. Panel (d) shows the true
vertical velocity model for comparison. [CR] elita1/. cvn-final-vp
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Figure 18: Inverted ε model after twenty iterations with (a) no preconditioning, (b) diag-
onal preconditioning and (c) full preconditioning. Panel (d) shows the true ε model for
comparison. [CR] elita1/. cvn-final-eps
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Figure 19: Inverted δ model after twenty iterations with (a) no preconditioning, (b) diag-
onal preconditioning and (c) full preconditioning. Panel (d) shows the true δ model for
comparison. [CR] elita1/. cvn-final-del
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Figure 20 shows the comparison between the final stacked images produced by different
preconditioning schemes with the true stacked image. All three inverted images are greatly
improved from the initial stacked image in Figure 9(a) with better focusing and better
defined depths of the reflectors. Despite the significant differences in the inverted velocity
and anisotropic models from three preconditioning schemes, the effective imaging velocities
along the wavepaths are very similar.

Figure 21 shows the comparison of the final ADCIGs with different preconditioning
schemes. Compared with the initial ADCIGs in Figure 10(a), the inversion flattens the angle
domain events no matter which preconditioning scheme is applied. The three inversion tests
give very similar results in the center of the section between x = 7.5 km and x = 10.5 km
where the reflectors are illuminated by the data with rich angles. When the subsurface is
less well illuminated by the data, for example in the regions highlighted by the circles, the
full preconditioning scheme produces flatter events, stronger amplitudes, and higher angle
coverage.

The WEMVA data fitting objective function can be evaluated at each imaging point.
We compare the initial objective function map with the inverted objective function map
with different preconditioning schemes in Figure 22. The warmer color indicates higher
data fitting error, whereas the cooler color indicates lower data fitting error. In the initial
objective function map, the error is small in the shallow region (above 2.5 km) but it gets
stronger with depth. As shown by the inverted objective function map, the data fitting
error has been significantly reduced in all three cases, especially in the regions between
x = 1.5 km and x = 4 km and between x = 10 km and x = 12 km.

To compare the objective function maps quantitatively (the visual comparison is difficult
due to their similarity), we subtract the objective function map in Figure 22(d) from Figure
22(b) and plot the difference in Figure 23(a). Similarly, the difference between Figures 22(d)
and 22(c) is plotted in Figure 23(b). The region in red denotes the area where the inversion
with full preconditioning fits the data better than the other two tests, and the region in blue
denotes the opposite. The inversion with full preconditioning does not guarantee a better
fit for the data globally, but it does show better fits locally (Figure 22). Furthermore,
the differences among different preconditioning schemes increase with depth as the data
constraint becomes weaker with depth.

Figure 24(a) plots the value of the data fitting objective function (sum of the objective
function map in Figure 22) as a function of iteration for three different preconditioning
tests. The objective function value is normalized with respect to the objective function
value of the image migrated with the true models. All three inversion tests reduce the
objective function value to about 30% of the initial value. During the 20 iterations, the
objective function values with the full covariance matrix are almost always the lowest among
three tests; however, the differences among the three objective values at each iteration are
small. The curvature of the objective function curves suggests that the inversion tests with
diagonal or full preconditioning have converged at iteration 20, whereas the inversion test
without any preconditioning may need more iterations to fully converge.

Figure 24(b) plots the normalized length of the gradient as a function of iteration for
three inversion tests. Although not guaranteed to be monotonically decreasing, the length
of the gradient should have a decreasing trend and should approach zero as the inversion
converges, as shown by the curves with diagonal or full preconditioning. On the other hand,
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the gradient when no preconditioning is applied still has significant magnitudes at the last
few iterations. This is consistent with the objective function curve (magenta line in Figure
24(a)) that more iterations may be needed to improve the convergence.

DISCUSSION

The nonlinear and underdetermined nature of the anisotropic model building problem leads
to multiple VTI models that fit the same surface seismic data equally well. These models
are referred to as equiprobable models (Yang et al., 2012; Osypov et al., 2008). The key
element in this paper is the inclusion of the covariance matrix among the VTI parameters so
that these equiprobable models can be differentiated from the prospective of the geological
and lithological environment.

At first glance, one may have concerns about the reliability of the “extra” informa-
tion from the preconditioning. However, our tests using different preconditioning on the
synthetic example show that if the VTI parameters are well constrained by the data in
a certain region, different preconditioning schemes will not change the solutions to those
parameters when the convergence has been achieved in all the inversion tests. For those
strongly constrained parameters, proper preconditioning simply accelerates the convergence
and enhances the resolution. The “extra” information mostly affects the weakly constrained
parameters, especially in the poorly illuminated region. In these cases, the solutions to the
model building problem can be dramatically different. It is possible that the rock physics
model is inaccurate, which eventually leads to erroneous VTI models in the less constrained
region. However, the inverted VTI models are always consistent with the input rock physics
information. Therefore, quick evaluation and modification of the models are possible when
more accurate rock physics information is available.

As shown by the inversion results, even when the exact full preconditioning was applied
in the tests, ambiguities among the VTI parameters cannot be completely resolved. Two
potential reasons may explain the residual ambiguity. First, the preconditioning scheme
proposed in this paper utilizes the multivariate Gaussian distribution assumption among
the VTI parameters. When the VTI parameters do not follow the Gaussian distribution,
the proposed formulation may not provide a sufficient description of the correlation among
them. Moreover, the covariance matrix among the VTI parameters is estimated based on
the current VTI model and/or a previous lithological interpretation. The conditional prob-
ability distribution might have been changed as the inversion updates the VTI parameters.
Therefore, reevaluation of the covariance matrix might be necessary after a few nonlinear
iterations to better mitigate the ambiguities.
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Figure 20: Final stacked images with (a) no preconditioning, (b) diagonal preconditioning, and (c) full preconditioning. Panel (d) shows
the true stacked image. [CR] elita1/. cvn-imag-21
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CONCLUSION

This paper presents a preconditioned anisotropic WEMVA scheme to better constrain the
anisotropic model building process. The proposed preconditioning method includes litho-
logical information in order to guide the inversion towards a plausible geological and rock
physics solution. Numerical examples on a 2-D synthetic dataset show that when proper
preconditioning is applied during inversion, the inversion achieves the best resolution from
the first iteration. By utilizing the cross-variance among the VTI parameters, the inversion
also correctly resolves the less constrained anisotropic parameter. Therefore, a properly
preconditioned WEMVA inversion provides a reliable tool for anisotropic model building.
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Figure 21: Final ADCIGs with (a) no preconditioning, (b) diagonal preconditioning, and
(c) full preconditioning. Notice the improved angle coverage in the ellipse on the left and
the improved flatness on the right. [CR] elita1/. cvn-fnl-aimg
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Figure 22: Comparison of the initial objective function map (a), with the final objective
function map with (b) no preconditioning, (c) diagonal preconditioning, and (d) full pre-
conditioning. [CR] elita1/. objmap

Figure 23: Differences between the objective function maps. (a) Difference between Figure
22(d) and 22(b). (b) Difference between Figure 22(d) and 22(c). [CR] elita1/. objmapdiff
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Figure 24: Objective function value of the data fitting goal in (a) and the size of the
gradient in (b) as a function of the iteration. Blue line: no preconditioning; red line:
diagonal preconditioning; magenta line: full preconditioning. [CR] elita1/. converge
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Artifact reduction in pseudo-acoustic modeling by
pseudo-source injection

Musa Maharramov

ABSTRACT

I provide a framework for deriving fast finite-difference algorithms for the numerical
modeling of acoustic wave propagation in anisotropic media. I deploy it in the case of
transversely isotropic media to implement a kinematically accurate fast finite-difference
modeling method. This results in a significant reduction of the shear artifacts compared
to similar kinematically accurate finite-difference methods.

INTRODUCTION

Transverse isotropy and orthorhombic media are of significant interest for industrial appli-
cations (Grechka, 2009).

The pseudo-acoustic method of (Alkhalifah, 1998) is the anisotropic counterpart of
isotropic acoustic modeling. However, this and similar anisotropic finite-difference meth-
ods suffer from shear artifacts or are based on approximations that break down for strong
anisotropy (Fowler et al., 2010), (Zhan et al., 2012), (I note that both references discuss
transverse isotropy but similar challenges exist for finite-difference modeling in orthorhom-
bic media).

The objective of this work is to propose a computationally efficient finite-difference
wave propagation modeling method for the vertically transversely isotropic (VTI) media
that should be largely free of shear artifacts. Although I, too, demonstrate the method
for VTI media, the concept extends to the orthorhombic case and the corresponding tilted
symmetries.

Derivation of pseudo-acoustic (systems of) equations for a specific medium symmetry
can be described as a three-step process:

1) Derive a phase velocity surface (Musgrave, 1970) as a function of the angle of propa-
gation.

2) Derive a dispersion relation from 1) (Alkhalifah, 1998).

3) Interpret the dispersion relation as an evolutionary pseudo-differential equation, and
transform it into a form suitable for numerical solution.

The cause of numerical artifacts is that the pressure and shear wave velocity surfaces remain
coupled after deriving computationally feasible equations in step 3 (more specifically, the
pressure mode and one of the shear modes remain coupled).

My method can be summarized as follows:
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2′) After step 1) above, extract the branch of the phase velocity surface corresponding to
the pressure wave velocity.

3′) Approximate the resulting V 2 = F (m,θ), where V is the pressure wave velocity,
m stands for medium parameters, and θ is the propagation direction, with a com-
putationally efficient numerical Fourier operator. This can be, e.g., a trigonometric
polynomial in θ (Iserles, 2008), with coefficients depending on m, as practiced in some
of the existing spectral pseudo-acoustic modeling methods (Etgen and Brandsberg-
Dahl, 2009), or a pseudo-differential operator spatially constrained to a narrow depth
range of sources and receivers, as demonstrated in this paper.

4) Derive a coupled pseudo-pressure, pseudo-shear differential equation system analogous
to, e.g., Alkhalifah (2000).

5) At each time step apply the spatial component of the pseudo-differential operator
derived in step 3′) to the injected source1 using a spectral method with spatial inter-
polation.

6) Inject the result of 5) as a “pseudo-source” into the second component of the system
derived in 4), while injecting the true source into the primary component.

Step 6) assumes a VTI anisotropy, and that the system described in step 4) is that of
(Alkhalifah, 2000). For equivalent alternative systems for VTI media (Fowler et al., 2010),
or for other types of anisotropy, the injected sources in step 6) will be linear combinations
of the true source and pseudo-source.

Figure 1: Test model with smooth and sharp VP gradients and constant ε = 0.3 and δ = 0.1.
[CR] musa2/. model1

1or receiver data if back-propagating receivers for, e.g., reverse time migration
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Figure 2: Test model with two anisotropic inclusions. [CR] musa2/. model2

THE PSEUDO-DIFFERENTIAL MODELING OPERATOR

In step 1) we start with the equation for V (θ) in a VTI medium (Tsvankin, 1996)

V 2(θ)
V 2

P

= 1 + ε sin2 θ − f

2
± f

2

√(
1 +

2ε sin2 θ

f

)2

− 2(ε− δ) sin2 2θ

f
,

with f = 1−
V 2

S

V 2
P

, and

sin θ =
V (θ) [kx][

∂
∂t

] , cos θ =
V (θ) [kz][

∂
∂t

]
(1)

where VP and VS are vertical pressure and shear wave velocities and ε and δ are the Thom-
sen parameters (Thomsen, 1986). We assume that VS = 0, as we are not interested in
propagating shear modes, thus f = 1. Note that here and in the subsequent analysis we
consider two-dimensional VTI, however, the results naturally extend to three dimensions by
identifying kx with the radial wavenumber—see, e.g., (Maharramov and Nolte, 2011). I use
the equivalence ku = −i ∂

∂u in (1), where u is an arbitrary variable, to stress that the phase
velocity equation can be interpreted as both a dispersion relation and a pseudo-differential
operator. In step 2′), we extract the branch of the square root with the positive sign in
(1), corresponding to the (higher) pressure wave velocity. The resulting dispersion relation
can be interpreted as an evolutionary pseudo-differential operator governing kinematically
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accurate propagation of the pressure wave:
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where

∆ =
∂2

∂x2
+

∂2

∂z2

is the Laplace operator, and“2” over x and z means that the multiplication by functions of
spatial variables follows the application of differential operators in the pseudo-differential
operator sense (Maslov, 1979). This is equivalent to “freezing” the operator coefficients, or
assuming local homogeneity. Solving (2) for arbitrary heterogeneous media may be numer-
ically challenging, because the Thomsen parameters ε(z, x) and δ(z, x) appear inside the
square root of a pseudo-differential operator. However, operator (2) may simplify numeri-
cally if it is applied to a function with spatially bounded support – e.g., a source wavelet
or receiver data. An alternative to solving the full pseudo-differential operator equation (2)
is to approximate, in step 3′), the extracted pressure velocity branch with a trigonometric
polynomial:

V 2(θ) ≈ V 2
P

N∑
n=0

an sin2n(θ), (3)

where the coefficients an, n = 0, . . . , N depend on medium parameters. From the last line
of (1) we can see that velocity surface (9) translates into the following pseudo-differential
operator equation

∂2

∂t2
= V 2

P

N∑
n=0

an
∂2n

∂x2n
∆1−n, (4)

Equation (4) can be solved by applying the operators

∂2n

∂x2n
∆1−n

to the wave field in the spatial Fourier domain, then summing up the results with spatially-
dependent coefficients an in the spatial domain. Important particular cases of approximation
(9) are the weak anisotropy approximation (Grechka, 2009)

V 2(θ) ≈ V 2
P

(
1 + δ sin2 θ +

ε− δ

1 + 2δ
sin4 θ

)
, (5)

and the VTI approximation due to Harlan and Lazear (Harlan, 1998) used by Etgen and
Brandsberg-Dahl (2009)

V 2(θ) = V 2
P cos2 θ +

(
V 2

PNMO − V 2
PHor

)
cos2 θ sin2 θ + V 2

PHor sin2 θ, (6)

where the subscripts PHor and PNMO denote the horizontal and NMO pressure wave
velocities, respectively. Note that both (5) and (6) correspond to N = 2 in (9) and are
suitable for weakly anisotropic VTI but break down in strong anisotropy. The case of
N = 3 requires one additional inverse FFT for VTI but is accurate for a wide range of
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Thomsen parameters within (and beyond) practical requirements. Adapting (9) for TTI
media would require the application at each time step of 5 additional inverse FFTs for
N = 2 and extra 16 inverse FFTs for N = 3.

Solving (4) for N = 2, 3 using the described spectral method is an efficient modeling
method in its own right, especially for VTI media where the number of FFTs at each time
step is very low. However, in the next section I describe a finite-difference method that can
outperform the spectral method for complex media and conceptually generalizes for other
kinds of anisotropy.

Figure 3: Shear artifacts in the solution of (7) for the model of Figure 1 with sources injected
in component r. [CR] musa2/. p1fdnored

THE FINITE-DIFFERENCE METHOD

In step 4) we square the pseudo-differential operator equation (2) so as to get rid of the
square root, and obtain the following system of coupled second-order partial differential
equations (Alkhalifah, 2000):

∂2q
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∂2q

∂x2
+ V 2

P

∂2q

∂z2
+ V 2

P

(
V 2
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) ∂4r

∂x2∂z2
,

∂2r

∂t2
= q,

(7)

where r(z, x, t) and q(z, x, t) are the pressure field and its second temporal derivative, and

VPHor(z, x) = VP (z, x)
√

1 + 2ε(z, x), VPNMO(z, x) = VP (z, x)
√

1 + 2δ(z, x).

Since the resulting system now includes the branch with the negative square root in (1),
solution of this system may suffer from shear artifacts as shown in Figure 3. The artifacts
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Figure 4: Shear artifacts in the solution of (7) with sources injected in component q. [CR]
musa2/. q1fdpdoqsource

can be reduced by injecting sources in to the second component q (Fowler et al., 2010);
however, they are still present—see Figure 4. However, the pseudo-differential operator
equation (2) can be used to reduce the unwanted artifacts (appearing as the “diamond”-
shaped inverted wavefront in the figure). Equation (1) and the corresponding pseudo-
differential equation do not describe any pressure to shear conversion but rather govern
the independent propagation of the pressure and shear waves. The same is true of the
“coupled” system of differential equations. Consequently, any shear artifacts that appear
in a solution to the coupled system of differential equations is likely due to the pseudo-
shear modes present in the wave field. We can use the fact that the system of two coupled
equations requires injecting two sources, to manufacture a pseudo-source to be injected into
one of the components so as to suppress the shear modes. More specifically, if φ(z, x, t) is a
time-dependent source function, then at each time step component r is injected with φ, and
component q is injected with the result of applying the spatial part of the pseudo-differential
operator (2) to φ(z, x, t):

r(z, x, tn) = r(z, x, tn) + φ(z, x, tn),
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(8)

followed by a finite-difference time propagation step of system (7). This procedure ensures
that the two-component source in the right-hand side of (8) satisfies equation (2). Since
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solutions of (2) are shear-free, the injected sources will not give rise to shear modes because
the solution of (7) is effectively projected on to the space of solutions of (2).

NUMERICAL EXAMPLES

Figure 5 shows the result of applying the pseudo-source finite-difference method to the prop-
agation in a heterogeneous VTI medium described by the model of Figure 1, with a Ricker
source. The corresponding result obtained by solving the full pseudo-differential operator
equation (2) is shown in Figure 6. Note the significant reduction of the shear artifacts, and
that although we use the full pseudo-differential operator for generating the pseudo-source
in (8), the fact that the source is localized makes this computationally efficient, obviating
the need for approximations like (4).

Figure 5: Solution of (7) for the model of Figure 1 with shear-reducing pseudo-sources. Note
the good agreement with the result of solving the full pseudo-differential operator equation
(2) in Figure 6. [CR] musa2/. p1fdpdo

The model of Figure 1, while featuring both sharp and smooth vertical velocity variation,
assumes constant ε = 0.3 and δ = 0.1. While adding the pseudo-source (8) ensures that the
solution of the coupled system (7) stays within the space of solutions of (2) in the continuous
limit ∆t→ 0, sharp contrasts in ε and δ may introduce numerical approximation errors that
may contain a non-negligible shear component. Indeed, applying the method to the model
of Figure 2, featuring two inclusions with significantly different Thomsen parameters, we
can see weak artifacts (single lines) within the inclusions in Figure 7 for the finite-difference
method that are absent from the result in Figure 8 obtained by solving the full pseudo-
differential operator (2). Figure 9 shows the result of using the finite-difference method
with pseudo-sources after smoothing the ε and δ models. Note the vertical velocity model
VP was not smoothed. The result shows that the artifacts within the inclusions were almost
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Figure 6: Solution of the full pseudo-differential operator equation (2) for the model of
Figure 1. Note the good agreement with the result of Figure 5. [CR] musa2/. p1pdo

completely removed.

CONCLUSIONS AND PERSPECTIVES

The proposed pseudo-source finite-difference method allows us to take advantage of the
computationally cheap finite-difference solvers for the traditional pseudo-acoustic (fourth-
order) systems while achieving a significant reduction of shear artifacts. The method is
kinematically accurate for VTI media, and can be extended in principle to other kinds of
anisotropy. While my implementation is based on using the coupled system (7) of Alkhalifah
(2000), the method can be adapted to use equivalent systems (Fowler et al., 2010). In that
case the two-component source becomes a linear combination of the true source and the
pseudo-source terms, with the coefficients of the linear combination determined by the
relationship between the solution of the equivalent system and that of system (7).
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Figure 8: Solution of the full pseudo-differential operator equation (2) for the model of
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Figure 9: Solution of (7) for the model of Figure 2 with shear-reducing pseudo-sources.
Smoothing of the Thomsen parameters resulted in weaker artifacts within the inclusions
(compare with Figure 7). No smoothing was applied to VP . [CR] musa2/. p2fdpdo

Etgen, J. and S. Brandsberg-Dahl, 2009, The pseudo-analytical method: Application of
pseudo-laplacians to acoustic and acoustic anisotropic wave propagation: 79th SEG An-
nual International Meeting, Extended Abstracts.

Fowler, P. J., X. Du, and R. P. Fletcher, 2010, Coupled equations for reverse time migration
in transversely isotropic media: Geophysics, 75, no. 1, S11–S22.

Grechka, V., 2009, Applications of seismic anisotropy in oil and gas industry: EAGE.
Harlan, W., 1998, A convenient approximation of transverse isotropy for higher-order move-

out, prestack time migration, and depth calibration. ([Online; accessed May-12-2014]).
Iserles, A., 2008, A first course in the numerical analysis of differential equations: Cambridge

University Press.
Maharramov, M. and B. Nolte, 2011, Efficient one-way wave-equation migration in tilted

transversally isotropic media: 73rd EAGE Conference and Exhibition, Extended Ab-
stracts.

Maslov, V., 1979, Operational methods: Nauka.
Musgrave, M., 1970, Introduction to the study of elastic waves and vibrations in crystals:

Holden-Day.
Thomsen, L., 1986, Weak elastic anisotropy: Geophysics, 51, 1954–1966.
Tsvankin, I., 1996, P-wave signatures and notation for transversely isotropic media: Geo-

physics, 61, 467–483.
Zhan, G., R. C. Pestana, and P. L. Stoffa, 2012, Decoupled equations for reverse time

migration in tilted transversely isotropic media: Geophysics, 77, no. 2, T37–T45.



Stanford Exploration Project, SEP152, May 27, 2014

Rock physics constrained anisotropic WEMVA: Part II -
Field data test

Yunyue (Elita) Li, Robert Clapp, Biondo Biondi, and Dave Nichols

ABSTRACT

We test our rock physics constrained anisotropic WEMVA methodology on a Gulf
of Mexico dataset. Based on the well logs and the previously inverted lithological
interpretations, we perform stochastic rock physics modeling to sample the possible
ranges of the anisotropic parameters. These modeling results are then summarized
by an average model and a cross-parameter covariance matrix under the multivariate
Gaussian assumption. When inverting the surface seismic data using the anisotropic
WEMVA method, we start from the average model and regularize the inversion using
the geological dips and the cross-parameter covariance. The preliminary results show
improvements in the migrated image with higher resolution and better definition of the
dipping sedimentary layers around the salt in the shallow region. Further iterations
are needed to better resolve the VTI model and to properly focus the image at depth.

INTRODUCTION

Earth model building is an underdetermined and hence challenging inverse problem, es-
pecially at the exploration stage. In general, the input information can be obtained from
geological information, surface seismic data, and rock physics modeling from well logs. Dur-
ing early exploration, the geological information often comes from plate or regional tectonics
to identify the potential target area. Surface seismic data are acquired to image the struc-
ture of the subsurface after establishing the area of interest. Based on the preliminary
interpretation results, a few exploration wells will be drilled to verify the earth model. The
initial model building results are often far from the true subsurface. Therefore, corrections
of the earth model by integrating all available information are necessary.

Surface seismic data have the best compromise between accuracy and coverage among
the three types of information. Geological knowledge covers large regions without specific
positions, whereas well logs provide accurate, high resolution information only at sparse
locations. Therefore, most of the current practices of information integration occur after
seismic imaging and structural interpretation. First, seismic images are stretched vertically
according to the well markers. Then, borehole core analysis is propagated from the well
location to the rest of the region based on the seismic images and the underlying geological
assumptions. However, this conventional workflow does not include a feedback loop to verify
if the modified seismic images honor the original seismic data. Therefore, inconsistencies
may be introduced by the sequential evaluations of the data.

In this study, we examine a surface seismic dataset which was acquired offshore Gulf
of Mexico (GoM) by Schlumberger Multiclient. Migration images based on isotropic Earth
models are obtained from the seismic data and the reservoir properties are interpreted based
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on the well logs following a conventional data integration workflow. However, both the well
logs and the lithological interpretations suggest that the sedimentary basin consists of large
portion of shales, which contradicts the isotropic Earth assumption during seismic imaging.
Furthermore, the migration image manifests steep dips in both in-line and cross-line direc-
tions where the sediments were pulled up by the salt intrusion. Wavepaths reflected from
these structures can be highly sensitive to the anisotropic parameters. Consequently, the
inconsistencies in the isotropic Earth model may lead to defocused image and/or incorrect
positioning of the reflectors.

To take advantage of the complementary information in all data, we propose to inte-
grate geological and rock physics information during the seismic inversion when building an
anisotropic Earth model. As introduced by the companion paper (Li et al., 2014), we include
the geological information as dip filters and rock physics information as cross-parameter co-
variances. By evaluating all objectives at the same time, we hope to resolve an anisotropic
Earth model which is consistent with all the available data.

Another challenge of the field application is the large computational cost associated
with the large volume of data. We take advantage of the redundancy of the data when
computing the gradient by randomly removing two thirds of all shots in each iteration. We
show that the gradients obtained by the reduced number of shots contain the same update
information with limited under-stacked noise and unbalance effects. These artifacts can be
further suppressed by changing the random set of shots through WEMVA iterations.

The structure of this paper contains two parts. In the first part, we perform stochastic
rock physics modeling based on the well log measurements and the interpretation results
output from a previous seismic processing workflow. This exercise enables us to explore the
possible range of the anisotropic models. We obtain the background (averaged) anisotropic
model to initialize the WEMVA inversion and the cross-parameter covariance matrix to
regularize the inversion.

In the second part, we invert a subset of the 3-D GoM seismic data based on the model
and the constraints from the stochastic rock physics modeling. Preliminary results show
improvements in the migrated image with higher resolution and better definition of the
sedimentary structure around the salt in the shallow region. Further iterations are needed
to better resolve the VTI model and to properly focus the image at depth.

STOCHASTIC ROCK PHYSICS MODELING FOR SHALE
ANISOTROPY

Many rock physics models have been proposed to describe shale anisotropy, considering both
the intrinsic mineral anisotropy and the particle alignment during compaction. In this pa-
per, we combine the rock physics models proposed by Bachrach (2010) and Bandyopadhyay
(2009). We model a sedimentary rock using two distinctive components: the anisotropic
shale component and the isotropic sand component. We model the shale anisotropy from
three aspects: mineral anisotropy of the constituents of the rock, compaction effect on the
particle alignment, and the transition from smectite to illite due to compaction and temper-
ature. We model the sand as pure quartz. To combine the sand component with the shale
component, we consider two different models: the suspension model which models sand
(quartz) as inclusions in the shale background, and the lamination model which models
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sand and shale as a laminated system.

We refer the readers to the details of the rock physics modeling in a previous paper
(Li et al., 2013). The process of rock physics modeling for shale anisotropy is summarized
in the following workflow (Algorithm 2). Between different realization of the rock physics
modeling, the key parameters for the modeling are varied in a range determined by the well
log measurements. Therefore, assembly of models, instead of a single model are obtained.
These models are the source of the prior rock physics covariance.

Algorithm 2 Stochastic rock physics modeling workflow
for n = 1 · · ·Nreal do

Initialize the modeling parameters.
Compute the percentage of illite in the rock given a temperature model.
Compute the average stiffness coefficients for smectite and illite, given a porosity model.
Compute the volumetric percentage for each of the mineral phase, given a volumetric
percentage of shale.
Compute the effective stiffness coefficients using suspension model and lamination
model.
Compute the VTI models from the effective stiffness coefficients.

end for

To perform the modeling, we need the following inputs: a temperature model, a porosity
model and a shale content model. We assume the temperature model is smooth and it can
be approximated using a typical temperature gradient in the GoM. We use the provided
shale content inversion cube (Figure 1(a)) and modeled a smoothly varying porosity trend
(Figure 1(b)) from the provided P-wave velocity. The high shale content estimates indicate
that the subsurface is rich in clay minerals at all depths. The shale content slightly increases
with depth. The low porosity region below 5km in Figure 1(b) highlights a shale-rich basin
between the salt bodies.
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(a)

(b)

Figure 1: Interpreted shale content (a) and modeled porosity (b). [ER]
elita2/. pcltrend,phitrend
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(a)

(b)

Figure 2: Average ε model (a) and average δ model (b). Both are obtained from the
stochastic rock physics modeling experiment. [ER] elita2/. epstrend,deltrend
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Figure 3: Diagonal elements of the covariance matrix. (a): Variance of vertical velocity; (b): Variance of ε; and (c): Variance of δ. [ER]
elita2/. covancvv,covancee,covancdd
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(c)

Figure 4: Off-diagonal elements of the covariance matrix. (a): Covariance between vertical velocity and ε; (b): Covariance between
vertical velocity and δ; and (c): Covariance between ε and δ. [ER] elita2/. covancve,covancvd,covanced
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Figure 2 shows an example of the ε and δ model from the rock physics modeling. The
maximum resolution of the modeled anisotropic models is similar to the resolution of the
interpreted shale content. Nonetheless, users can control the resolution of the anisotropic
models by smoothing the modeling results. Note that given the chosen rock physics model,
both anisotropic parameters ε and δ are correlated with the shale content and are inversely
correlated with the porosity.

More importantly than producing a single modeling result, the stochastic rock physics
modeling also allows us to explore the possible ranges of the anisotropic parameters. By
varying the key parameters of the rock physics model, we explore different initial com-
paction states, different compaction rates, different temperature gradients, as well as differ-
ent temperature windows for smectite-to-illite transition. As a result, we obtain multiple
realizations of the anisotropic model at each subsurface location.

Assuming the three parameters vv, ε, and δ follow a multivariate Gaussian distribution,
we summarize their variance with a 3 × 3 matrix where only 6 elements are independent.
Figure 3 shows the diagonal elements in the covariance matrix. The variance of the vertical
velocity (Figure 3(a)) has an increasing trend with respect to depth. There is no strong
correlation between the variance in velocity and the lithology. The ε variance (Figure 3(b))
and the δ variance (Figure 3(c)) show more spatial variations than the variance of velocity.

Figure 4 shows the off-diagonal elements in the covariance matrix. The cross-covariance
map between v0 and ε (Figure 4(a)) suggests these two parameters are negatively correlated
in the shallow region but positively correlated in the deep region. This velocity-anisotropy
correlation can be explained by rock properties. In the shallow region, high velocity corre-
lates with low anisotropic sand; whereas in the deeper region, high velocity can be caused
by mineral diagensis from smectite to illite, which is also highly anisotropic (Vernik and
Liu, 1997). Covariance between ε and δ (Figure 4(c)) shows positive correlations for all
depths.

ANISOTROPIC WEMVA ON 3-D FIELD DATA IN THE GULF OF
MEXICO

The most important piece of information of the subsurface comes from the seismic data.
In this section, we discuss the preprocessing and the inversion of the seismic data to build
reliable anisotropic models.

Acquisition and preprocessing

The seismic data were acquired offshore Louisiana in the Gulf of Mexico (Figure 5). Seismic
data were collected using sensors laid out along ocean bottom cables (OBC). The source
lines are orthogonal to the receiver cables.

We work with a subset of the 3-D dataset due to the limited computation resources.
Figure 6 shows the source and receiver locations of the study area given by the cross-spread
geometry. The sources are spaced 400 m in-line and 50 cross-line (with respect to the
receiver lines). The receivers are spaced 50 m in-line and 600 m cross-line. Due to the
relatively sparse locations for the receivers, we use reciprocity to exchange the sources and
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receivers.

Figure 5: Area covered by the E-
Dragon Phase II acquisition. Ocean
bottom cables were laid out on the
sea bed under shallow water with
an average depth of 120 m. [NR]
elita2/. dragonarea

We group the receivers onto a 50 × 600 grid and the sources onto a 50 × 50 grid.
Figure 7 shows the acquisition pattern for a single receiver. Figure 8(a) shows the receiver
gather corresponding to the acquisition geometry in Figure 7. In the in-line direction,
large acquisition holes are consistent with the sparse in-line source sampling. In the better
sampled cross-line direction, we notice strong dispersive arrivals with high amplitudes after
3.5s. These low frequency surface wave events dominate the receiver gather in the later
time.

To remove the surface waves, we apply a bandpass filter to select the reflection energy
between 3Hz and 25Hz. The upper bound of the frequency band is limited by the available
computational resources. We also apply a first arrival muting and a t2.5 time weighting on
the receiver gather to boost up the later arrivals. The receiver gather after preprocessing is
shown in Figure 8(b). We treat the receiver gather as a shot gather and use the implicit finite
different implementation of the one-way wave-equation (Shan, 2008) to perform shot-profile
migration.

Figure 6: Cross-spread geometry of the GoM dataset. Panel (a): Source locations; Panel
(b): Receiver locations. Notice the source lines and the receiver lines are perpendicular
to each other. We call the direction along the receiver line the in-line direction and the
perpendicular direction cross-line direction. [ER] elita2/. patch-geo
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Figure 7: Acquisition pattern for one
particular receiver. Source locations
are denoted by “o” and the receiver
location is denoted as the solid circle.
For any given receiver, the maximum
in-line offset is about 6km and the
maximum cross-line offset is about
3km. [ER] elita2/. 1rec-geo
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(a) (b)

Figure 8: (a): One receiver gather shows the dense cross-line sampling and very coarse in-line sampling. The slow arrivals after 3.5s are
the low frequency surface wave events. (b): Same receiver gather after bandpass, muting, and time weighting. Notice the surface waves
are attenuated and the reflection events in the later time are more visible. [ER] elita2/. recgth1,recgth1-proc
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Initial anisotropic model and gradients

An initial ray-based tomography has been performed by Schlumberger. Figure 9(a) shows
the provided isotropic velocity model. Figures 9(b) to 9(d) show the initial anisotropic
model. The initial ε model (Figure 9(c)) and δ model (Figure 9(d)) are the averaged
models from the stochastic rock physics modeling. The salt body and the water column
are considered isotropic. We assume that the tomographic isotropic velocity (Figure 9(a))
best estimates the NMO velocity in a VTI parameterization. Therefore, we compute the
anisotropic vertical velocity model 9(b) from the δ model (Figure 9(d)) and the isotropic
NMO velocity (Figure 9(a)). The vertical velocity is slightly smaller than the NMO velocity
thanks to a positive δ model.

Figure 10(a) and Figure 11(a) compare the isotropic migration image at two different lo-
cations with the anisotropic migration image in Figure 10(b) and Figure 11(b), respectively.
Compared with Figure 10(a), the depths of the flat reflectors in the anisotropic migration
image (Figure 10(b)) remain roughly the same thanks to a small δ value. Nevertheless, the
focusing of these shallow flat events are improved by the anisotropic model. The depth
slice of the anisotropic migration image shows better coherence and higher resolution on
the discontinuities across the fault (labeled 1 and 2). The dipping reflectors in the in-line
direction (highlighted by oval) and the strong near-horizontal reflector above 6km (labeled
3) in the cross-line direction are also more continuous in the anisotropic migration image.
Comparison between Figure 11(a) and Figure 11(b) shows similar qualities in both migra-
tion images. The crossing events and broken reflectors below 4km in the cross-line direction
indicate better models are needed to properly focus the image.

To update the anisotropic model, we propose to use anisotropic wave-equation migration
velocity analysis (WEMVA) (Li and Biondi, 2011). The anisotropic WEMVA objective
function reads as follows:

S(m) = −1
2
||
∑

θ

I(x, θ)||+ α
1
2
(m−mprior)

TC−1
M (m−mprior), (1)

where the first term defines the “data fitting” objective by maximizing the stacking power,
and the second term defines the “model regularization” objective by including the geological
and the rock physics information through the initial model mprior and the covariance matrix
CM . Parameter α balances the relative weights between the two objectives.
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(a) (b)

(c) (d)

Figure 9: (a): Isotropic velocity model provided by ray-based tomography. (b): Vertical velocity model, (c): initial ε model and (d):
initial δ model from the rock physics modeling. [CR] elita2/. vp-iso,v0-iter-0,eps-iter-0,del-iter-0



118 Li et al. SEP–152

Each anisotropic WEMVA iteration has three main computation-intensive steps: migra-
tion, gradient computation, and the line search process which usually involves a few migra-
tion/function evaluations. We summarize the computational cost during each anisotropic
WEMVA iteration in Table 1. Computation time for each process is measured on a sin-
gle node with OpenMP parallelization over 16 processors. Assuming 60 nodes are always
available, it takes 56 hours to finish one WEMVA iteration.

Table 1 shows that the most expensive step in WEMVA is the gradient computation. To
reduce the computation cost, we take advantage of the redundancy in shots when computing
the gradient. During each iteration, we randomly choose one-third of the shots to perform
the tomographic gradient calculations. The inaccuracy introduced by the subsampling is
insignificant because the gradient updates are usually smooth and it is incoherent with the
inaccuracies in the next iterations when another set of random shots are used. Therefore,
the stacking of the updates over iterations will also suppress the artifacts in the gradients.

Note that the subsampling strategy is not applied for the migration and the line search
steps, although it would greatly reduce the computational cost. The reasons are two fold:
First, dense sampling in shots are needed to fully collapse the migration smiles due to the
cross-spread acquisition geometry. Second, the stacking power objective function is very
sensitive to the artifacts in the migration image, which could be translated into unrealistic
model updates.

Process Time/Shot (min) # of Shots
Migration 7 3500

Gradient computation 30 3500 (1167)
Line search 21 3500

Table 1: Computational cost for each WEMVA iteration.

To demonstrate the redundancy of the shots when computing the gradients, we show
the gradient in vertical velocity using all the shots in Figures 12(a). The gradient has been
smoothed along the structure dips estimated from the initial anisotropic migration image.
A fast velocity anomaly (indicated by the negative gradient) centered at x = 9km and
y = 15km dominates the gradient.

The gradient using only a third of the shots is shown in Figures 13(a). Due to the
reduced number of stacked shots, the amplitudes of the gradients are reduced. Nonetheless,
the structures of the updates are remarkably similar except for minimal amplitude shifts.
Therefore, we can safely reduce the number of shots in gradient computation without in-
troducing significant errors. Similar comparisons and conclusions can be drawn for the
gradients of ε and δ (Figures 12(b), 13(b), 12(c), and 13(c)).

We summarize the nonlinear conjugate gradient optimization workflow in Algorithm 3.
With the shot reduction (shown between brackets in Table 1), we reduce the total time for
one WEMVA iteration to 36 hours.
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(a)

(b)

Figure 10: (a): Isotropic migration image using the isotropic velocity in Figure 9(a).
(b): Anisotropic migration image using the models in Figure 9(b) to 9(d). [CR]
elita2/. iso-img2,ani-img2
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(a)

(b)

Figure 11: Same as Figure 10 but at a different location. [CR] elita2/. iso-img1,ani-img1
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(c)

Figure 12: First anisotropic WEMVA gradient of (a) vertical velocity, (b) ε, and (c) δ using all shots. [CR]
elita2/. gvel-all-raw,geps-all-raw,gdel-all-raw
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Figure 13: First anisotropic WEMVA gradient of (a) vertical velocity, (b) ε, and (c) δ using one-third of all the shots. [CR]
elita2/. gvel-third-raw,geps-third-raw,gdel-third-raw
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Algorithm 3 Optimization algorithm
initialize the model: m0

compute the migrated image: I0

randomly select 1/3 of all shots
compute the gradient: g0

precondition the gradient: g0
s = SΣΣ∗S∗g0

initialize the search direction: p0 = −g0
s

for k = 1 · · ·Nk do
perform a line search: optimize λ, argmin

λ
J(mk−1 + λpk−1)

update the velocity model: mk = mk−1 + λpk−1

compute the migrated image: Ik

randomly select 1/3 of all shots
compute the gradient: gk

precondition the gradient: gk
s = SΣΣ∗S∗gk

find the search direction: pk = −gk + (gk
s )T (gk

s−gk−1
s )

(gk−1
s )T gk−1

s

end for

Compared with the gradient in vertical velocity (Figure 13(a)), the gradients in ε (Figure
13(b)) and δ (Figure 13(c)) show similar structures and point to the same update directions.
These updates are determined by the WEMVA tomographic operator so that they increase
the stacking power constructively. However, it is unrealistic for a shallow layer to have both
high velocity and high anisotropy based on the lithological inversion results and our rock
physics prior knowledge.

To honor the rock physics prior information, we apply the cross-parameter covariance
matrix (Figures 3 and 4) in the preconditioning. As a result, the gradient direction in ε
(Figure 14(b)) and δ (Figure 14(c)) in the shallow region has been reversed based on the
negative correlation between velocity and anisotropy to follow the lithological assumptions.
These preconditioned gradients (Figure 14) are used to perform line search and to update
the background VTI model.

Preliminary inversion results

In this subsection, we present the preliminary inversion results after two nonlinear anisotropic
WEMVA iterations. Figure 15 shows the updated VTI model. On average there are 5%
positive updates in vertical velocity and 10% updates in both ε and δ at the strongest gra-
dient location (Figure 14). We expect more balanced gradients once the anomaly in this
region is properly updated.

Figure 16 compares the migration image with the initial model with the migration image
with the updated model at a cross-line location where the model updates are strongest. On
both in-line and cross-line section, the reflectors are better focused and more continuous as
highlighted by the circles. On the depth slides, the resolution of the faults are much higher
in the updated image.

Figure 17 compares the migration images where the model updates are not as strong.
On the depth slice, the updated image has a better definition of the salt boundary. The
reflectors in the in-line direction are more coherent (highlighted by the circles). As shown
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inside the circle on the cross-line section, the steeply dipping sediments pulled up by the
salt body are much better imaged using the updated model. However, more iterations are
needed to properly focus the incoherent events below 4km.

CONCLUSIONS

We tested our rock physics constrained anisotropic WEMVA method on a 3-D field data.
Stochastic rock physics modeling provides a good initial anisotropic model. By constraining
the anisotropic WEMVA with the geological and rock physics covariance, the inverted VTI
model not only explains the reflection data, but also follows the basic geological and rock
physics principles. The preliminary results after two iterations show promising improve-
ments with better focusing for the shallow reflectors and better positioning for the steeply
dipping reflectors. Further iterations are needed to improve the image below 4km.
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Figure 14: First anisotropic WEMVA gradient of (a) vertical velocity, (b) ε, and (c) δ using one-third of all the shots. [CR]
elita2/. gvel-third-prc,geps-third-prc,gdel-third-prc
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Figure 15: (a): Vertical velocity model, (b): ε model and (c): δ model after two anisotropic WEMVA iterations. [CR]
elita2/. v0-iter-2,eps-iter-2,del-iter-2
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(a)

(b)

Figure 16: (a) Migration image using the initial anisotropic model. (b) Migration image
using the updated anisotropic model after 2 iterations. Flags 1 and 2 point out two faults
which are better imaged in the depth slice with the updated model. Reflectors in both
circles are more continuous in (b). [CR] elita2/. ani2-iter0,ani2-iter1
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(a)

(b)

Figure 17: Same as Figure 17 but at a different location. Flag 1 points out the much higher
resolution salt boundary in (b). The reflections in the circle on the in-line section are
more continuous. The steeply dipping reflectors highlighted by the circle in the cross-line
direction are much better imaged in (b). [CR] elita2/. ani-iter0,ani-iter1
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Removing shear artifacts in acoustic anisotropic wave
propagation

Huy Le, Stewart A. Levin, Robert G. Clapp, and Biondo Biondi

ABSTRACT

We present a method for removing the shear-wave artifacts that occur in anisotropic
modeling under the acoustic approximation. Our method is based on an eigenvalue
decomposition of the differential operator in the wavenumber domain. Application in
a homogeneous orthorhombic medium shows that the shear wave artifacts are removed
completely. Accuracy of the resulting operator is also investigated in different media.
We find that as the degree of anisotropy reduces, a more compact operator can be
used to achieve an acceptable level of accuracy. We apply the proposed method to a
heterogeneous model by using the Lloyd algorithm to select a number of references and
computing a table of operators.

INTRODUCTION

Orthorhombic symmetry is a more general type of symmetry than transverse isotropy (TI).
This type of symmetry can be found, for example, in fractured media where a set of ver-
tical fractures is embedded in a vertically TI medium (Tsvankin, 2012). Generally, one of
the challenges of anisotropic imaging and inversion is the increased number of parameters
that characterize the media. In particular, in orthorhombic media there are nine indepen-
dent elastic parameters that enter into a linear relationship between stresses and strains
(Tsvankin, 2012). As a result, the system of wave equations in orthorhombic media couple
(quasi) P-wave and S-waves. The acoustic approximation, under which the shear velocities
along the coordinate axes are set to zero, reduces the number of medium parameters to
six (Alkhalifah, 2003). However, this does not mean that the shear-wave velocity is zero
everywhere (Grechka et al., 2004). Consequently, the acoustic approximation introduces
artifacts that contaminate P-wave data.

A number of methods have been proposed to remove the shear-wave artifacts. The first
method is to put the seismic source in an isotropic medium, for example water (Alkhalifah,
2003). This method, however, limits subsequent imaging applications to marine environ-
ments or where the source’s surrounding area is known to be isotropic. Another method is
to use a finite shear-wave velocity (Fletcher et al., 2009). This method uses a choice of shear
velocity that makes the reflection coefficient of shear wave zero everywhere. A satisfactory
value of shear velocity can be derived in TI media but might not be simple in orthorhombic
media where shear-wave signatures can only be expressed analytically in symmetry planes
(Tsvankin, 2012). The third method to reduce shear-wave artifacts is to solve the Christof-
fel equation to obtain a dispersion relation corresponding to P-waves, which then can be
used to propagate a P-wavefield in the Fourier domain (Zhang et al., 2009) or converted
to a system of differential equations and solved numerically (Liu et al. (2009); Zhou et al.
(2006)).

129
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The method we propose is also based on solving the Christoffel equation. However,
unlike the TI case in which P- and SV-waves decouple from SH-wave and the Christoffel
equation can be solved analytically, in orthorhombic media, the solution is computed numer-
ically through an eigenvalue decomposition of the differential operator in the wavenumber
domain.

THEORY

Under the acoustic approximation, the system of wave equations in orthorhombic media is:

∂2σ

∂t2
= MDσ, (1)

where σ is a vector of three normal stresses, M is the density-normalized stiffness matrix
and is related to Thomsen anisotropy parameters (vertical P-velocity vpz, ε, and δ) by:

m11 = v2
pz(1 + 2ε2),

m12 = m21 = v2
pz(1 + 2ε2)

√
1 + 2δ3,

m13 = m31 = v2
pz

√
1 + 2δ2,

m22 = v2
pz(1 + 2ε1),

m23 = m32 = v2
pz

√
1 + 2δ1,

m33 = v2
pz,

(2)

and

D =

 ∂2

∂x2

∂2

∂y2

∂2

∂z2

 . (3)

See, for example, Fowler and King (2011) or Zhang and Zhang (2011) for derivations.

After a spatial Fourier transform, the system of equations 1 becomes:

∂2σ̃

∂t2
= MD̃σ̃, (4)

where now

D̃ =

 −k2
x

−k2
y

−k2
z

 . (5)

In the wavenumber domain, the operator MD̃ can be decomposed as:

MD̃ = QΛQ−1, (6)

where Λ = diag
[
λ̃i(kx, ky, kz)

]
is a diagonal matrix of eigenvalues and Q is a matrix

whose columns are the eigenvectors. The eigenvalue decomposition is computed for every
(kx, ky, kz), resulting in the eigenvalues and components of the eigenvectors being operators
in wavenumber domain.
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Define σ̃P = Q−1σ̃, which is the projection of the stress fields, σ̃, onto the row vectors
of Q−1. With this change of basis, the system of equations 4 is decoupled into three
independent equations:

∂2σ̃P

∂t2
= λ̃i(kx, ky, kz)σ̃P , (7)

with i = 1, 2, 3. These three equations correspond to one P-wave and two shear wave
artifacts. This decoupling enables separation of the desired P-wave from the unwanted
shear artifacts.

The above method is based on the one used in full elastic wave-mode separation (Dellinger
and Etgen (1990); Yan and Sava (2009)). However, instead of propagating the 3-component
vector fields of stresses, σ, and projecting onto the row vectors of Q−1, we compute the
eigenvalue that corresponds to the P-wave and use it to propagate only one scalar wave-
field in the wavenumber domain (equations 7). In a degenerate case of equations 4, that of
isotropic symmetry, the eigenvalue that corresponds to the P-wave is the Laplacian and the
corresponding projection is the pressure wavefield (see Appendix), as one would expect.

Equations 7 can also be solved in the spatial domain as:

∂2σP

∂t2
= λi(x, y, z) ∗ σP , (8)

where λi(x, y, z) are spatial operators and the asterisk denotes convolution. In order to
obtain compact λi(x, y, z), the exact differential operator, D̃ is approximated by finite
differences (FD):

D̃ ≈ D̃FD =

 Ax

Ay

Az

 (9)

where:

Ai =

N
2∑

j=1

2
d2

i

cj (cos(jkidi)− 1) , (10)

are wavenumber-domain approximations to the second derivative of an N th-order finite
difference with coefficients cj , and di are the discretization sizes. The resulting spatial
operators can then be optionally tapered and truncated to an affordable size for three-
dimensional convolution.

Using the eigenvalue decomposition to separate P-wave from shear artifacts consists of
the following steps:

1. For all discrete (kx, ky, kz), solve the eigenvalue problem in equation 6 using: the exact
differential operator (equation 5) if propagation is carried out in wavenumber-domain;
or using the FD approximate differential operator (equation 9) if propagation is carried
out in spatial domain.

2. Choose the eigenvalue that corresponds to the P-wavefield, λ̃i(kx, ky, kz), to obtain an
operator in wavenumber domain.

3a. Fourier transform the wavefield into wavenumber domain, apply the above operator,
inverse Fourier transform the result back into space, and march in time using equations
7.
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3b. Or: Inverse Fourier transform the operator λ̃i(kx, ky, kz) into space, optionally taper
and truncate the resulting operator, and solve equations 8 in spatial domain.

EXAMPLES IN A HOMOGENEOUS MEDIUM

We apply the method to a homogeneous orthohombic media with vpz = 2000 m/s, ε1 = 0.2,
ε2 = 0.15, δ1 = 0.07, δ2 = 0.04, δ3 = 0.02. Figure 1 shows a snapshot of the unseparated
wavefield modeled by solving equations 1 with 8th-order spatial and second-order temporal
finite differences. The unseparated wavefield is contaminated with shear artifacts. Figures
2(a) and 2(b) respectively show the separated P-wavefield and the shear artifacts obtained
by solving equations 7 in the wavenumber domain. The choice of eigenvalues in equation
6 determines the output wavefield. We observe that all the eigenvalues are non-positive
and the P-wave corresponds to the most negative eigenvalue. These figures show that
the eigenvalue decomposition (equation 6) provides a virtually complete separation of the
P-wavefield from the shear artifacts.

Removal of shear artifacts can also be carried out in the spatial domain using an ap-
proximate differential operator (equation 9). Figure 3 shows the accuracy of different orders
of approximation. Lower orders would result in a more compact but less accurate operator
than higher orders. In this example, we use a 10th-order FD, i.e. N = 10. Figure 4 compares
the spatial operators that correpond to the P-wave calculated using the exact (equation 5)
and approximate (equation 9) derivatives. The operator obtained from approximate deriva-
tives is more compact than the one obtained from exact derivatives. This compact operator
is then limited to a size of 21 and used to solve equations 8 in spatial domain. Figure 5
show the solutions to equations 8, in which the shear artifacts are completely removed from
the P-wavefield.

ACCURACY OF CUBE STENCILS

The operator in equation 8 can be considered as a cube stencil which is applied in the
spatial domain. In order to analyze its accuracy, we compare with the conventional star
stencil. More specifically, we compare the differences between a seismic trace generated
by time-space domain finite differences (FD) and one generated by a time-wavenumber
domain method, using the same temporal differencing (second order) and discretization
steps. Figure 6(a) shows these differences for conventional star stencils of different sizes
in a homogeneous isotropic medium. Figures 6(b), 7(a), and 7(b) show respectively these
differences for cube stencils in VTI, weak, and strong orthorhombic media. As expected, as
the size of the operator increases, the seismic traces generated by time-space domain finite
differences become more accurate, i.e. approach the one generated by a time-wavenumber
method. Also observed from these figures, as the degree of anisotropy reduces, a shorter
operator can be used while maintaining an acceptable level of accuracy, i.e. equivalent to
high-order conventional FD. In particular, 21 is a usable size for VTI media (Figure 6(b))
and 15 is usable for weak anisotropic media (Figure 7(a)), whereas strong orthorombic
media might require an operator of size up to 35 (Figure 7(b)).
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Figure 1: Full unseparated wavefield modeled with equations 1 using 8th order finite dif-
ference in space and second order in time. The outer ring is the P-wave while the shear
artifacts are in the interior. [CR] huyle/. snapfull

(a) (b)

Figure 2: Separated wavefields: (a) P-wavefield and (b) shear artifact modeled by
wavenumber-domain propagation (equations 7). [CR] huyle/. snapP,snapS
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Figure 3: Wavenumber-domain rep-
resentations of FD approximations
to the second derivative of different
orders, N . [ER] huyle/. dispersion

(a) (b)

Figure 4: Spatial operator that propagates just the P-wavefield: (a) with exact derivatives
(equation 5) and (b) with FD approximations (equation 9). [ER] huyle/. filtere,filtera

(a) (b)

Figure 5: Separated wavefields: (a) P-wavefield and (b) shear artifact modeled by spatial
domain propagation (equations 8). [CR] huyle/. ssnapP,ssnapS
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(a) (b)

Figure 6: Accuracy of different stencils : (a) Isotropic medium, conventional star stencil
and (b) VTI medium, cube stencil. Legend notation N − k means the difference between
a seismic trace generated by a N th-order FD and one generated by a time-wavenumber (k)
marching scheme. [CR] huyle/. iso.star,vti

(a) (b)

Figure 7: Accuracy of different cube stencils : (a) Weak orthorhombic medium (ε and
δ less than 0.1) and (b) strong orthorhombic medium (ε and δ greater than 0.2). [CR]
huyle/. weak,strong
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EXAMPLES IN A HETEROGENEOUS MEDIUM

We apply our method to an inhomogeneous medium. The model we use is 3D orthorhombic
with a gradient background embedded with a wedge of higher velocity. The source is located
at x = y = 500 m and z = 400 m. Heterogeneous models require an operator (equation
8) that varies spatially. This non-stationary operator is pre-computed for every model
parameters to form a look-up table used during propagation. Figure 8(a) shows a slice
through the velocity model and Figure 8(b) shows a snapshot of the modeled wavefield.
These figures show that our proposed method generates stable and artifact-free P-wavefield
in heterogeneous anisotropic media.

With the operator computed for every present model parameter, application of our
method in a larger and more complex case could be infeasibly expensive since it would
require a huge look-up table. Our solution is to compute the operator for a number of
reference models. We employ the modified Lloyd algorithm developed in Clapp (2006) for
selecting model references. Figures 9(a) and 10(a) show the velocity models generated by the
Lloyd algorithm with 29 and 51 references respectively. Observed in these models, the Lloyd
algorithm selects the correct velocity for the wedge, but a finely-layered velocity reference
for the gradient background. Consequently, the wavefields modeled with these references
have artifacts. Figures 9(b) and 10(b) show the differences between the wavefields generated
with these reference models and the true wavefield. The finely-layered reference background
velocity generates internal reflections that are much stronger than those in the true wavefield
(Figure 9(b)). Increasing the number of references helps to reduce these internal reflections.
However, it boosts the transmission error (Figure 10(b)). In general, these artifacts are
small in amplitude (less than 0.5%), and the main P-wavefronts modeled using the Lloyd
references are virtually the same as the true one.

(a) (b)

Figure 8: Application of the method to an inhomogeneous medium: (a) True velocity model
and (b) true wavefield snapshot. [CR] huyle/. wvpz,true

DISCUSSION

In 3D, the computational cost of our proposed method is quite high due mainly to the
application of a dense, three dimensional convolution (equations 8). As compared to the
conventional star stencil however, a cube stencil better reuses local memory and has a lower
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(a) (b)

Figure 9: (a) Velocity model with 29 references selected using the Lloyd algorithm and (b)
difference from true wavefield (in 10x zoom). [CR] huyle/. wvpz0,diff0

(a) (b)

Figure 10: (a) Velocity model with 51 references selected using the Lloyd algorithm and (b)
difference from true wavefield (in 10x zoom). [CR] huyle/. wvpz1,diff1
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cache miss rate on high-performance computer architectures such as GPU. Additionally,
the use of a lower FD order, N , or a low-rank approximation can reduce the operator’s size,
and therefore make our method more affordable. In comparison with methods previously
proposed for elastic wave-mode separation (Dellinger and Etgen (1990); Yan and Sava
(2009)), our method is less expensive because it requires propagation of a single scalar field
instead of a 3-component vector fields.

CONCLUSIONS

We have shown that by means of a wavenumber-domain eigenvalue decomposition of the
acoustic orthorhombic wave equation’s differential operator, the P-wavefield and the shear
artifacts can be separated completely. The resulting eigenvalues can be used as operators
to propagate the desired wavefield. These operators can be applied in wavenumber domain
or inverse Fourier transformed and applied in spatial domain. Examples in homogeneous
orthorhombic media validate the proposed method. We have also shown that as the degree
of anisotropy reduces, a more compact, but equivalently accurate as high-order FD operator
can be used. Application of our method in heterogeneous media would require interpolation
or a spatially varying operator. Computing a table of operators for reference models selected
by Lloyd algorithm is less expensive but produces small aftifacts. The proposed method
can be also extended to elastic wave-mode separation.
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APPENDIX

In the isotropic case, ε1 = ε2 = 0 and δ1 = δ2 = δ3 = 0. Consequently, the density-
normalized stiffness matrix, M , and the differential operator, MD̃ respectively become:

M = v2
pz

 1 1 1
1 1 1
1 1 1

 , (A-1)

and

MD̃ =

 −k2
x −k2

y −k2
z

−k2
x −k2

y −k2
z

−k2
x −k2

y −k2
z

 . (A-2)

The differential operator, MD̃, has three eigenvalues:

λ̃1 = −k2
x − k2

y − k2
z

λ̃2 = λ̃3 = 0.
(A-3)

The eigenvalue that is associated with P-wave is λ̃1, which is expectedly the Fourier-domain
Laplacian operator. One choice for the corresponding eigenvector is

[
1 1 1

]T .
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The eigenvalue that corresponds to the shear artifacts is zero and has multiplicity of
two. As a result, any pair of linearly independent vectors in the two dimensional subspace
associated with this eigenvalue can be choosen as eigenvectors. One particular choice of
those leads to:

Q =

 1 k2
z 0

1 0 k2
z

1 −k2
x −k2

y

 , (A-4)

and

Q−1 =
1

k2
x + k2

y + k2
z

 k2
x k2

y k2
z

k2
y + k2

z −k2
y −k2

z

−k2
x k2

x + k2
z −k2

z

 , (A-5)

In the isotropic case, all three normal stresses are equal to each other and to the pressure,
σ =

[
p p p

]T , with p denoting pressure. Consequently, in the basis of row vectors of

Q−1, σ̃P = Q−1σ̃ =
[

p̃ 0 0
]T .
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Wave-equation migration Q analysis (WEMQA) from
Angle-Domain Common Image Gather (ADCIG)

Yi Shen

ABSTRACT

To produce a reliable Q model, I present a new method for wave-equation migration
Q analysis in angle-domain common image gathers, and develop two ways of choosing
the reference images for the objective function: one using the zero angle of each angle
gather and one using the zero angle of the reference angle gather. Two synthetic tests
of this method demonstrate its ability to retrieve a model with Q anomalies, especially
when using the zero angle of the reference angle gather. Compared with Q analysis on
the stacked image, Q estimation using pre-stack gathers can obtain a higher resolution
result and mitigate the side lobe problems that arise in the stacked gather.

INTRODUCTION

Shen et al. (2013) presented a new method, wave-equation migration Q analysis (WEMQA),
to produce a reliable Q model. This method analyzes attenuation effects from the image
space, which uses downward-continuation imaging with Q to stack out noise, focus and
simplify events, and provide a direct link between the model perturbation and the image
perturbation. In addition, this method uses wave-equation Q tomography to handle complex
wave propagation.

However, this method is performed on the stacked image, which presents limitations.
First, to remove the influence of the reflectivities on the spectra, large windows are used
for the image-space spectral analysis. The use of large windows makes the spectra of the
windowed reflectivities statistically identical. This generates low resolution through model
building and fails when the events in the stacked image have strong horizontal variation.
Second, the spectra of the image are stretched differently at different velocities, which
requires spectral unstretching before spectral analysis. Third, this method stacks the pre-
stack image over the offset/angle, which causes problems for the model updating. For
example, the updates shown in Figure 1(a) cannot restore the shape of the true Q model
in Figure 2, even when a true image perturbation is applied. The strong side lobes are the
result of information loss after stacking.

I perform WEMQA on the pre-stack image, with angle-domain common image gathers,
to mitigate the problem that the stacked image presents. First, if a correct velocity model
is used for migration, the events in the angle gathers are flat. Therefore, this method can
obtain a high resolution result without requiring large windows for the spectral analysis,
and avoid the spectral differences caused by the strongly horizontal varied events. Second,
no spectral correction based on the velocity is required because each depth corresponds to
one velocity in the angle gathers. Third, unlike stacked images, ADCIGs preserve all the

141



142 Y. Shen SEP–152

data information, which makes it possible to more correctly update the model. Figure 1(b)
retrieves the shape of the true Q model in Figure 2 using a true image perturbation.

In this paper, I first present two possible objective functions for this new method. Then,
I illustrate how to calculate the image perturbation. Last, I demonstrate the feasibility of
this method using two 2D synthetic examples.

(a) (b)

Figure 1: (a) Search direction of the true stacked image perturbation. (b) Search direction of
the true pre-stack image perturbation. [ER] yishen1/. errlogq.TDq.stk,errlogq.TDq.pstk

THEORY

WEMQA from ADCIG consists of two main steps: the calculation of the image perturba-
tion derived from the objective function, and the back projection that uses wave-equation
tomography to relate the perturbed image to the model updates. Because the back projec-
tion is identical to one presented previously (Shen et al., 2013), I only describe the objective
function and image perturbation.

Objective function

The goal of this method is to minimize the spectral difference of the image along the an-
gle for each angle gather with consideration of the normal moveout (NMO) effects. The
change in the spectrum can be indicated by the steepness of the slope ρ(x, z, γ;Q), where
the variable ρ is a function of spatial variable x, z, angle γ, and the migrated Q value, and is
computed by the spectral ratio method (Tonn, 1991). A larger negative slope indicates that
more frequencies are attenuated. As attenuation is a frequency-dependent amplitude effect,
the intercept calculated from the spectral ratio method removes frequency-independent am-
plitude effects such as geometric spreading, instrument response, source/receiver coupling,
radiation patterns, and reflection/transmission effects. Therefore, the spectral changes are
attenuation-related without the absolute scaling of the waveform. The formulation of the
objective function is shown as follows:

J =
1
2

∑
x

∑
z

∑
γ

‖ρ (x, z, γ;Q)‖22. (1)
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The spectral ratio method (Tonn, 1991) requires a reference spectrum to calculate the
slope. I present two ways to choose the reference spectrum. The first choice is the 0◦

angle of each angle gather. The slope is calculated from the spectral ratio of each angle
gather between a number of selected windowed events at each angle, with the windowed
events at the 0◦ angle at the same depth. All the windows have the same size and slide
down in depth. The limitations of choosing the reference spectrum in this way will be fully
described in the first numerical example. The second choice is the 0◦ angle of a reference
angle gather. This gather is carefully selected from the background image so that its 0◦ angle
is not contaminated by attenuation. Other ways to choose the reference spectrum could be
further developed, for instance, the stacked spectra over angles of each angle gather.

This method requires accurate velocity models, and its sensitivities to the velocity errors
are worth investigating in the future. Fortunately, because both velocity and Q model
building share the same tomography kernel, I can update these two models simultaneously.

Image perturbation estimation

The first derivative of the objective function (Equation 1) to the Q model gives the image
perturbation as follows

∆I (x, z, h;Q) = ΓF ∗
z

[
P (x, z, γ, kz;Q) Z

2
S (x, z, γ, k;Q)

1
k
ρ (x, z, γ;Q)

]
, (2)

where k is the image wavenumber whose direction is perpendicular to the reflector, kz is the
vertical component of k, S(x, z, γ, k;Q) is the spectra of the windowed events of the angle
gather, Z is the operator that stretches the spectra from k to kz, and Γ is the angle-to-offset
transform. Operator Fz transforms the image I(x, z, γ;Q) to the spatial frequency domain
P (x, z, γ, kz;Q) (e.g., Fourier transform, continuous wavelet transform, etc.), and F ∗

z is the
inverse transform of Fz.

EXAMPLES

The first example to demonstrate WEMQA from ADCIG is a 2D model that is 4000 m
(length) x 1200 m (depth). A horizontal reflector is at 900 m depth, and 101 sources
and 401 receivers are uniformly distributed on the surface. The background medium has a
constant velocity (2000 m/s) and is non-attenuating (Q = 10000). A rectangular Q anomaly
(Q = 20) with the same velocity as the background medium (Figure 2), is placed above the
reflector. A Ricker wavelet with 50 Hz central frequency is used as the source wavelet. I aim
to invert for the Q anomaly, and I assume the background Q model and the true velocity
model are known.

I model the data using the true Q model (Figure 2) and use the background Q model
(Q = 10000) as the initial model. Figures 3 and 4 are the 2D slices, from different perspec-
tives, of the pre-stack image generated using the initial model. Figure 3 shows the power
of the amplitude of a depth slice at the reflector depth (z = 900 m), with midpoints and
angles. The weak energy forms a V shape in this figure. The wave propagates through the
anomaly at the far angle where the reflection point is far from it, and at the near angle
where the reflection point is under the anomaly. This interpretation of the results could be
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Figure 2: True Q model with a
rectangular Q anomaly (Q = 20)
and non-attenuating medium (Q =
10000). [ER] yishen1/. errlogqQ

also applied to the angle gathers at different midpoints. Figure 4 shows the angle gathers
at x = 0 m and x = 1000 m, respectively. The near angles are more attenuated than the
far angles when the reflection occurs right below the Q anomaly. Therefore, the image in
Figure 4(a) has weaker energy at the near angles than at the far angles. The opposite result
is true for angle gathers at x = 1000 m.

Figure 3: The power of the ampli-
tude of a depth slice at the reflector
depth (z = 900 m), with midpoints
and angles. The weak energy forms a
V shape. [ER] yishen1/. errlogqV

Figures 5(a) and 5(b) show the slope value of Figure 4 by the spectral ratio method
(Tonn, 1991), using the first choice of the reference spectrum (0◦ angle of each angle gather)
described in the theory section. The positive number at the far angle in Figure 5(a) indicates
that the near angle has more attenuation than the far angle; while the negative number at
the far angle in Figure 5(b) demonstrates that the far angle has more attenuation than the
near angle. Figures 5(c) and 5(d) are the corresponding image perturbations of Figures 5(a)
and 5(b) using Equation 2; each has a different polarity. However, there are two limitations
of using this method to update the model. First, because 0◦ angle of each angle gather is
used as the reference image, there is no image perturbation and no gradient updates at the
near angle, as shown in Figure 7(a). Second, less attenuation occurs at the far angle than
at the near angle as the reflection point approaches to the anomaly. This condition updates
the Q model a positive direction if the near angle is used as the reference. Therefore, Figure
7(b) shows unexpected positive updates of the Q value.

The second way of choosing the reference image (0◦ angle of the reference angle gather)
overcomes the limitations of the first one by using the 0◦ angle at x = 1000 m as the
reference image that is not influenced by the Q anomaly. Figures 6(a) and 6(b) accurately
indicate the attenuated angle: near angles at x = 0 m and far angles at x = 1000 m.
Figures 5(c) and 5(d) are the corresponding image perturbations of Figures 6(a) and 6(b)
using Equation 2. Figure 7(c) shows the inversion results using this method, which retrieves
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(a) (b)

Figure 4: (a) Angle gather at x = 0 m. The near angles are more attenuated than the far
angles. (b) Angle gather at x = 1000 m. The far angles are more attenuated than the near
angles. [ER] yishen1/. errlogq.bangN,errlogq.bangF

(a) (b)

(c) (d)

Figure 5: Using the first choice of the reference spectrum (0◦ angle of each angle gather),
(a) the slope value of Figure 4(a), (b) the slope value of Figure 4(b), (c) the image
perturbations using Figure 5(a), (d) the image perturbations using Figure 5(b). [ER]
yishen1/. errlogq.cwtNX.slop,errlogq.cwtFX.slop,errlogq.cwtNX.dang,errlogq.cwtFX.dang
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the shape, location and value of the Q anomaly well.

(a) (b)

(c) (d)

Figure 6: Using the second choice of the reference spectrum (0◦ angle of
the reference angle gather at x = 1000 m), (a) the slope value of Fig-
ure 4(a), (b) the slope value of Figure 4(b), (c) the image perturbations
using Figure 6(a), (d) the image perturbations using Figure 6(b). [ER]
yishen1/. errlogq.refNX.slop,errlogq.refFX.slop,errlogq.refNX.dang,errlogq.refFX.dang

Figures 8(a) and 8(b) show the angle gathers at x = 0 m migrated using the inverted
Q model in Figure 7(c) and the true Q model in Figure 2, respectively. Figure 8(a),
comparable to Figure 8(b), adequately compensates for the attenuated near angles in Figure
4(a). Similarly, Figure 8(c), the angle gather at x = 1000 m migrated with the inverted Q
model, compensates for the attenuated far angles in Figure 4(b), and shows similar results
as Figure 8(d), which is obtained with the true Q model.

The second numerical example test employs a dataset generated by Schlumberger (Cav-
alca et al., 2013) using a 2D visco-acoustic version of the 2004 BP benchmark model (Bil-
lette and Brandsberg-Dahl, 2005). An attenuation model (not released) has been added
by Schlumberger to the original 2004 BP models. The attenuation model is a space- and
depth-variant absorption model made of several Q heterogeneities and a non-attenuative
background (1/Q=0.0002). A large attenuative zone (1/Q = 0.02) is included near the left
of the salt flank. In the shallow part of the model, some smaller but stronger Q hetero-
geneities are introduced (1/Q=[0.05,0.1]). These coincide with the gas pockets included in
the original velocity model shown in Figure 9(a) and which are associated with slow-velocity
anomalies. The visco-acoustic surface seismic data generated by Schlumberger used a finite-
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difference modeling code based on Standard Linear Solid theory. In my example, 474 shots
are used with 100 m spacing, and the offsets range from -15,000 m to 15,000 m. Receivers
are distributed on both sides of each shot at an increment of 25 m.

(a) (b)

(c)

Figure 7: (a) The search direction of the first iteration using the 0◦ angle of each gather
as the reference image, with a single shot at x = 0 m. (b) The search direction of
the first iteration using the 0◦ angle of each gather as the reference image, with all
shots. (c) The inversion results using the 0◦ angle of the reference angle gather. [ER]
yishen1/. errlogq.Dq1st.cwt,errlogq.Dq.cwt,errlogq.bq.inv

The initial model for the inversion is without attenuation. Figure 9(b) is the migration
image at zero sub- surface offset generated with the initial model. It shows the attenuated
zone near the left of the salt flank and under the gas pockets. Figures 9(c) and 9(d)
show the inversion results using WEMQA from the stacked image and the pre-stack image,
respectively. To invert for the model from the stacked gather, we analyze the attenuation
effects by calculating the slope of the logarithm of the spectral ratio between the windowed
events of each trace and the events in the reference window in the same depth. Two
reference traces are selected. The image to the left of the salt (x<41,025 m) is compared
with the reference trace at x=20,450 m; while the image to the right of the salt (x>41,025
m) is compared with the reference trace at x=42,000 m. To analyze the pre-stack gather, I
choose the 0◦ angles at x = 25000 m as the reference.

Figure 9(c) shows that the locations of the gas pockets and the attenuating zone be-
side the salt are well retrieved. However, the side lobes of the inverted gas pockets are very
strong. With the help of the pre-stack gather, the inverted model in Figure 9(d) has slightly
better resolution, and the side lobe problem of the gas pockets is mitigated. However, both
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(a) (b)

(c) (d)

Figure 8: (a) Angle gather at x = 0 m migrated using the inverted Q model in Fig-
ure 7(c). (b) Angle gather at x = 0 m migrated using the true Q model in Figure 2.
(c) Angle gather at x = 1000 m migrated using the inverted Q model in Figure 7(c).
(d) Angle gather at x = 1000 m migrated using the true Q model in Figure 2. [ER]
yishen1/. errlogq.angN,errlogq.rangN,errlogq.angF,errlogq.rangF
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results have low resolution. One main reason for the poor resolution is that tomography
updates the low wavenumber components. Another explanation for the low vertical res-
olution is that with a reasonable depth range, the attenuation below the gas pockets is
stronger than that within the gas. The first few iterations focus the updates below the
gas, but the update will gradually move up to the gas pockets as iteration continues. In
addition, the attenuating zone beside the salt is not as well retrieved as the gas pockets,
especially for the pre-stack method shown in Figure 9(d). The steepness of the salt flank
makes the one-way wave propagation fail in imaging, and it introduces artifacts and errors
in the spectral analysis. Therefore, I will use two-way migration with Q (Zhu et al., 2014)
for a better image of the salt.

(a) (b)

(c) (d)

Figure 9: (a) 2004 BP benchmark velocity model (Billette and Brandsberg-Dahl,
2005). (b) The migration image at zero sub-surface offset generated with the
initial model. (c) The inversion results using WEMQA from the stacked im-
age. (d) The inversion results using WEMQA from the pre-stack image. [CR]
yishen1/. bp.vel,bp.bimg.iter0,bpNPre.bq.inv,bppstk.bq2.inv

CONCLUSION

This paper presented a new method that uses wave-equation migration Q analysis from
angle-domain common image gathers (ADCIG) to produce a reliable Q model. Two ways
of choosing the reference images for the objective function were developed: 0◦ angle of each
angle gather and 0◦ angle of the reference angle gather. Two 2D synthetic tests of this
method demonstrated its ability to retrieve the model with Q anomalies. Also, performing
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both ways of choosing of the reference images in the first example shows the advantages of
using 0◦ angle of the reference angle gather. Compared with Q analysis from the stacked
image in the second example, Q estimation using pre-stack gathers can obtain a higher
resolution result and can mitigate the side lobes problem that occurs in the stacked image.

ACKNOWLEDGMENTS

The author thanks Biondo Biondi, Robert Clapp and Dave Nichols of Stanford for their
advice and suggestions, and also thanks Schlumberger and BP for providing the 2D synthetic
dataset.

REFERENCES

Billette, F. and S. Brandsberg-Dahl, 2005, The 2004 BP velocity benchmark: 67th Confer-
ence and Exhibition, EAGE, Extended Abstracts.

Cavalca, M., R. P. Fletcher, and M. Riedel, 2013, Q-compensation in complex media ray-
based and wavefield extrapolation approaches: 83rd Annual International Meeting, SEG,
Expanded Abstracts.

Shen, Y., B. Biondi, R. Clapp, and D. Nichols, 2013, Wave-equation migration Q analysis
(WEMQA): EAGE Workshop on Seismic Attenuation Extended Abstract 2013.

Tonn, R., 1991, The determination of seismic quality factor Q from VSP data: A comparison
of different computational techniques: Geophysical Prospecting, 45, 87–109.

Zhu, T., J. Harris, and B. Biondi, 2014, Q-compensated reverse-time migration: GEO-
PHYSICS, 79, S77–S87.



Stanford Exploration Project, SEP152, May 27, 2014

Preliminary results of iterative 1D imaging with the hybrid
penalty function

Mandy Wong and Antoine Guitton

ABSTRACT

The hybrid penalty function (HPF) varies from `1 to `2 smoothly, thus offering oppor-
tunities for (1) robust optimization when non-Gaussian noise is present in the data and
(2) sparseness regularization when blocky or spiky models are needed. Using a solver
designed to minimize the HPF and a 1D migration operator, both properties are tested
and inversion results compared with those obtained with the `2 norm. The HPF yields
sparse, noise free reflectivity series. The choice of parameters controlling the sparseness
behavior remains difficult. More realistic 2D and 3D examples should follow.

INTRODUCTION

In seismic imaging, reflectivity models in the subsurface are often made up of a series of
sharp and sparse signals. As an adjoint operation to the forward modeling operator, migra-
tion alone might not be adequate to recover the correct reflectivity series of the subsurface.
As a results, least-squares migration (LSM) (Lambare et al., 1992; Nemeth et al., 1999)
or iterative imaging with the `2 norm was developed to strive for a better solution. Many
studies have shown that a least-squares migration image has fewer migration artifacts, bet-
ter relative amplitude information, and higher resolution than the corresponding migration
image (Clapp, 2005; Valenciano, 2008; Wong et al., 2012). However, when the data are
contaminated with non-Gaussian noise (e.g, noise bursts, spikes), least-squares migration
might not be an ideal solution for inversion as the penalty function over-emphasizes large
values in the residual. In addition, if sparseness is expected in the migrated image to high-
light regions of strong impedance contrast, a regularization term with a `1 norm behavior
needs to be added to the data fitting part. In both cases, the hybrid penalty function (HPF)
with the correct parameterization for measuring data and model misfit is more appropriate
because it varies smoothly between the `2 norm for small residuals and `1 norm for high
residuals. Being convex, a fast solver based on a non-linear conjugate direction method can
be used to minimize the HPF efficiently (Claerbout, 2014b).

We apply iterative imaging on two 1D synthetic examples using a HPF and `2 solver.
The first case has clean, noise-free data and the second case has random noise-bursts in the
data. The inversion results between the two cases with the two solvers show that using the
hybrid penalty function provides the best solution. These results rely heavily on our ability
to select a judicious set of parameters controlling the `2/`1 behavior of the HPF, as well as
the strength of the regularization term. Our goal is to apply the HPF on bigger datasets
in 2D and 3D.

In this paper, we begin by introducing the HPF and the objective function we are
minimizing, along with the modeling/migration operators. Then we show on a simple 1D
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example how the iterative imaging performs when non-Gaussian noise is present in the data
and sparse reflectivities are sought.

THEORY

We now present the hybrid penalty function and its main properties, as well as the model-
ing/migration operators.

Hybrid Penalty Function

The Hybrid Penalty Function (HPF) (Claerbout, 2014b) is a convex penalty function that
varies smoothly from `2 to `1. Equation (1) below presents the HPF function, H(r), and
its derivatives:

H(r) =
√

1 + (gr)2 − 1,

H ′(r) = gr/
√

1 + (gr)2,
H”(r) = 1/(1 + (gr)2)3/2,

(1)

where g is a constant that scales the residual r. The first derivative, H ′(r), behaves like the
first derivative of the `2 norm at small |gr|. At large |gr|, it behaves as the first derivative
of the `1 norm. In practice, the factor g is often taken to be the inverse of the value of some
percentile of residual magnitudes. Its value determines what part of the residual is treated
as `1 and what part is treated as `2. The HPF is minimized with a non-linear conjugate
direction solver and is described in Claerbout (2014b), Chapter 6.

In the iterative imaging problem, we expect the reflectivity model to be made up of a
series of sharp and sparse signals. We include a model-styling goal to promote sparseness
of the solution. The desired objective function S(m) becomes:

S(m) = Hd(Lm− d) + εHm(m), (2)

where L represents the Born modeling operator acting onto the reflectivity model m, and
d is the observed data. Hd and Hm are HPF for the data-fitting and model-styling goal,
respectively. Three constants need to be chosen in equation (2): two thresholds values gd

and gm that regulate the transitioning behavior between `2 and `1 in the hybrid penalty
function, and ε that tunes the relative strength of the regularization with respect to the
data-fitting goal. We selected gd to make sure that the spikes in the data would be treated
with `1 and signal with `2. For a synthetic dataset, this can be easily done. On the contrary,
ε and gm were selected by trial and error, which is not a robust way when expensive operators
and large datasets are used. To address this issue, Claerbout (2014a) proposes an automatic
way of finding the thresholds of the HPF using the Jensen inequality. At this stage, we
have yet to test this scheme.

Migration and modeling operators

The Born modeling operator is constructed by linearizing the full-wave equation with respect
to the reflectivity model. The linear relationship between synthetic data, d(xr, ω), and
model, m(y), is:
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d(xr, ω) = −
∫

Go(xr, ω; y)m(y)ω2Go(y, ω;xs)fs(ω)dy, (3)

= Lm, (4)

where Go(x, ω; y) represents the Green’s function of the acoustic wave equation, propagating
energy from location y to x at frequency ω, and fs(ω) is the source wavelet. Mathematically,
the adjoint of the modeling operator is the cross-correlation imaging condition m = L∗d:

mmig(y) = LTd, (5)

= −
∫

dxr

∫
dxs

∫
dω
(
ω2G∗

o(y, ω;xs)fs(ω)G∗
o(xr, ω;y)d(xr, ω)

)
. (6)

In our study, we use the two-way acoustic wave-equation to generate the Green’s functions.

Figure 1: Input data for iterative inversion. (a) is synthetic data using sediment velocity
and (b) shows the same dataset as (a) with added spikes. (c) is the synthetic dataset
using a velocity with salt structure and (d) shows the same dataset as (c) with added
spikes. Notice the relative strength of the spikes is much higher than the signal. [ER]
mandy2/. inputdata
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SYNTHETIC EXAMPLES

We present results of iterative 1D imaging with two velocity models: a smooth velocity
model emulating a sedimentary environment, and the same velocity model with a salt body
added. These two models are used to generate 1D traces with Born modeling. The inversion
of these traces with and without noise added, with and without regularization, are presented
here.

Figure 2: Recovered reflectivity model for the case of sediment velocity and clean data (Fig-
ure 1a). (a) reverse-time migration, (b) least-squares migration, and (c) iterative inversion
with hybrid penalty function. [ER] mandy2/. compare-sedi

Sediment velocity model

We construct a simple 1D model made of a linearly increasing velocity that resembles a
sediment profile. A reflectivity model is created with a sharp positive pulse at z = 2000
m and a negative pulse at z = 3500 m. Figure 1a shows the resulting synthetic data.
All migrations and iterative imaging use the correct velocity model. In this simple 1D
model, there is no geometrical spreading effect, wavelet stretching, or positioning error due
to incorrect velocity. It is no surprise to see that even the reverse-time migration (RTM)
(Figure 2a) image provide a fairly accurate representation of the input model. Figure 2b
shows the iterative imaging result. It has a broader spectrum and better relative-amplitude
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information than the RTM image (Figure 2a). The results between the iterative imaging
with HPF (Figure 2c) and with the `2 norm (Figure 2b) are very similar. However, the
regularization term present in equation (2) helps by removing the low frequency component
visible in the Figure 2b.

Figure 3: Recovered reflectivity model for the case of sediment velocity and spiky data (Fig-
ure 1b). (a) reverse-time migration, (b) least-squares migration, and (c) iterative inversion
with hybrid penalty function. [ER] mandy2/. compare-sedi-spiky

Next, we add random noise-bursts to the synthetic data to account for the effects of
non-Gaussian noise in the data. Figure 1b shows the resulting spiky data. Notice that the
amplitude of some bursts is much higher than the amplitude of the signal. As a result of
the added noise, the RTM image (Figure 3a) is now contaminated with several spurious
reflectors. Applying LSM (Figure 3b) does not properly remove the artifacts. On the other
hand, iterative imaging with HPF removes the spurious reflectors in the image and recovers
a relatively accurate reflectivity model (Figure 3c).

Sediment velocity model with salt

We increase the level of complexity by adding a salt layer to the velocity model. The top
and base of the salt layer coincide with the location of the reflectivity pulses. Figures 1c and
1d show the resulting synthetic data with and without random noise-bursts, respectively.
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Figure 4: Recovered reflectivity model for the case of salt velocity and clean data (Figure
1c). (a) reverse-time migration, (b) least-squares migration, and (c) iterative inversion with
hybrid penalty function. [ER] mandy2/. compare-salt
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The RTM image (Figure 4a) now contains the traditional high-amplitude low-frequency
RTM artifacts above the salt layer. There is also a small crosstalk artifact near z = 1200
m. Figures 4b and 4c show the iterative 1D imaging result using the `2 norm and the HPF,
respectively. Iterative imaging can successfully remove the above-mentioned artifacts using
either cost function. However, the reflectivity recovery is not perfect because of wavelet
stretching in the region with high velocity. When the data are contaminated with random
noise-bursts, iterative imaging with the `2 norm (Figure 5b) is unable to remove the noise
artifacts in the image. Iterative imaging with HPF gives a much more satisfactory solution
(Figure 5c).

Figure 5: Recovered rflectivity model for the case of salt velocity and spiky data (Figure
1d). (a) reverse-time migration, (b) least-squares migration, and (c) iterative inversion with
hybrid penalty function. [ER] mandy2/. compare-salt-spiky

CONCLUSION

We compare inversion results of iterative 1D imaging using the `2 norm and the hybrid
penalty function based on several 1D models. When random noise-bursts are added to the
data, least-squares migration fails to remove migration artifacts. On the contrary, because
it varies from `2 to `1, the hybrid penalty function helps recover a sparse and noise-free
reflectivity series. Our results are, at this stage, preliminary. More work needs to be done
to (1) select the right parameters for the inversion and (2) invert more realistic datasets in
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2D and 3D.
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What Bayes sayes

Stewart A. Levin

ABSTRACT

Bayesian approaches have been applied to many challenges in the Earth Sciences, in-
cluding earthquake characterization, well log correlation, pollution monitoring, and
resevoir history matching. These approaches provide a completely rational and me-
chanical means for incrementally improving almost any initial prior probability dis-
tribution towards the actual distribution as new information is presented. Indeed, in
this very report the Stanford Exploration Project is tackling uncertainty in seismic
inversion by including additional, probabilistic information from rock physics models.
In this report, I explicate the method and some of its limitations, in particular the
value of a good prior when, as seems inevitable, we have only a meager supply of new
information. concluding that expertise really counts.

INTRODUCTION

Early in the Winter quarter, Computer Science Professor Mehran Sahami gave a talk in
the Award-Winning Teachers on Teaching series. Early in his presentation he asked for a
volunteer. Of course no one in this heavily humanities-focused audience raised their hand,
so yours truly stepped bravely unto the breach. He then proceeded to offer me a choice of
two envelopes, with the statement that both contained money, one twice as much as the
other. After I picked one he asked me to open it and show the audience its contents, a
ten dollar bill. I was then offered the opportunity to exchange my envelope for the other
envelope, which I declined, deciding a bird in the hand was worth two in the bush. The
simple, mechanical machinery of Bayesian conditional probability is a theoretically correct
way of handling this decision. Let us see how my choice of prior could change my strategy
in the two envelope experiment.

TWO ENVELOPES

Assuming that the envelopes contained US bills in the amounts of $N and $2N and that
they, from all appearances, contained no coins, a uniform prior probability (Figure 1) on N is
appropriate. Actually, as Prof. Sahami pointed out, a uniform prior is not appropriate both
because negative and fractional amounts would be excluded and there is no way someone
would be handing out hundreds or thousands of dollars just to demonstrate a point! So
the prior in Figure 1 is uniform only within a restricted integral range. The upper bound
on the range is, of course, a subjective choice I made and is probably too large as it gives
a possible payoff of $80 on the top end.

159



160 Levin SEP–152
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Figure 1: “Uniform” prior for the smaller amount of money in the two envelope experiment.
The quote marks reflect the fact that there are only positive integers, e.g. no fractions, and
an upper bound beyond which the prior is zero. [CR] stew3/. TBD02
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Figure 2: Posterior probability after selecting a $10 envelope with the prior in Figure 1.
[CR] stew3/. TBD03

Having opened an envelope with $10 inside, we look at our prior restricted to that event,
P ($10), and ask what subset, P (N&$10), of those possibilities had N equal to any given
value. The ratio of these values is the posterior distribution for the value N. Thus

P$10(N) = P (N&$10)/P ($10)

= 0 for N != 5 or 10

=
0.025

0.025 + 0.025
=

1
2

for N = 5 or 10.

From this calculation, there is no advantage switching envelopes as the other is equally
likely to contain $5 or $20. But wait a minute . . . the expected return on switching is
($5+$20)/2 = $12.50 so it would seem I should always switch! I’ll let you think about this
for a while . . .

But first, let’s really examine the “no preference” hypothesis that formed the prior
distribution. We’ve already noted that that prior is not truly an uninformative prior as



SEP–152 Bayes insights 161

it (a) consists of positive integers and (b) is zero beyond some upper bound. Taking into
account that folks do not like to have sizable amounts of money outflowing from their
pocket, a more realistic prior would presume a decreasing probability with increasing N.
Figure 3, for example, is a linearly decreasing prior for N.
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Figure 3: Linearly decreasing prior probability reflecting the idea that larger amounts of
money are less likely to be risked. [CR] stew3/. TBD04

Linear Posterior

0

0.1

0.2

0.3

0.4

0.5

0.6

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31 32 33 34 35 36 37 38 39 40

N ($)

P
ro

ba
bi

lit
y

Linear Posterior

N ($)

P
ro

ba
bi

lit
y

10 20 30   405 15 25 35

Figure 4: Posterior probability resulting from opening a $10 envelope with the linearly
decreasing prior of Figure 3. [CR] stew3/. TBD05

Calculating posterior probabilities, shown in Figure 4, the linearly decreasing prior gives
a predictable edge to N being the smaller of the two options, favoring my decision to hold
onto the $10 already in my possession.

In reality, I should have taken the other envelope, but, first, let’s get back to the ex-
pected value argument. If you haven’t puzzled it out yet, that argument about expected
return is specious because it only reflects the long term average payoff if the two envelope
experiment were repeated many times, the so-called frequentist flavor of probability. In my
case, the experiment was done only once and choosing the second envelope was no longer
an independent repeat of the original experiment. Had the experiment been repeated many
times and I always chose the other envelope, my average return would indeed have been
$3N/2, but that would have been the same average return had I chosen never to take the
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other envelope or any other strategy of choosing!
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Figure 5: Posterior probability resulting from opening a $10 envelope and deducing that
the other couldn’t contain $5 because there is no US bill with a value of $2.50. The other
envelope should always be taken. [CR] stew3/. TBD06

No, the real reason to have picked the other was to have used my head. Prof. Sahami
is smart. If he had used envelopes with $5 and $10 rather than $10 and $20, the game
would have been blown if I had picked the $5 because there is no US bill that has the value
$2.50. Since $5 would have popped up half the time, he would have had to have been rather
stupid to go that route. So my posterior distribution should have been the certainty shown
in Figure 5.

After this “expert” logic was pointed out by one of the people attending the talk, I
started thinking if and how one might choose a more reasonably intelligent prior. N being
odd is a no-no, except we should keep in mind the poker player who does use bluffs at least
sparingly. So I’ll assign a small prior probability to odd values of N. It would seem rather
more likely that a single bill would be in at least one of the envelopes, so a higher weight
on N being 10 and 20 makes sense. Finally, we might still want to underweight large values
of N as unlikely to be risked in practice and overweight small values of N as more likely
to be risked. This produces an “expert prior” such as the one shown in Figure 6. Now,
when $10 appears, the new posterior (Figure 7 highly favors the hypothesis that the other
envelope contains $20 and one should switch.

There are, naturally, other possible “expert” priors. For example, one might well en-
vision that a sequence of values highly divisible by two could be employed by Mehram to
strongly counter the “reductio ad indivisium” and “expansium ad astra” reasoning. This
might lead to the prior shown in Figure 8. Should an envelope selected contain $4, this
expert would switch to the other envelope. Similarly, should $8, $16, or $32 show up, the
expert would also switch envelopes.

Along these same lines, another expert might still favor N highly divisible by two, but
also downweight large values of N. In this case, as Figure 9 indicates, should $4 or $8 appear,
the other envelope would be taken, but if $16 or $32 showed up, she would hold onto the
original envelope.
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Figure 6: A more realistic prior assumes (a) odd N are unlikely, but possible as a bluff, (b)
at least one of the envelopes likely contains a single bill, and (c) larger N are generally less
likely than smaller N. [CR] stew3/. TBD07
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Figure 7: Conditional posterior on N for Figure 6 if $10 appears in the selected envelope.
[CR] stew3/. TBD08

SO WHAT DOES THIS ALL HAVE TO DO WITH GEOPHYSICS?

Figure 10 is a schematic adapted from Yunyue Li showing how rock property distributions
and bounds from rock physics (in red) can provide new restrictive information about the
elastic parameters estimates that arise from seismic inversion (in black). She used Bayesian
reasoning to combine the two sources.

Prior probability distributions in geophysics are much more difficult to ascribe and com-
putationally out of the question to process without simplifying restrictions. For example,
much least-squares work in seismic inversion also has a Bayesian interpretation grounded in
the simplifying assumption of Gaussian distributions. Here the multioffset nature of seismic
acquisition provides hundreds of at partially distinct measurements to work with (see, e.g.,
Ronen (1985)). One starts with an initial idea of the subsurface model and imposes a mul-
tidimensional Gaussian distribution of possible models around that starting point. Each
iteration of least-squares descent implicitly provides new posterior means and variances
on the subsurface model estimate. Indeed, our industry is investing in significant R&D
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Figure 8: Alternate expert prior A favoring N highly divisible by two, thereby combating
logic that focuses on closeness to an odd number or a large number. [CR] stew3/. TBD09

to capture the variance or more general measures of risk throughout the whole petroleum
exploration and development value chain.

In general it is very rare to have a sizable number of distinctly different remote geophys-
ical measurements of the subsurface and we consider ourselves fortunate to have even two,
say, seismic and gravity. Combining them with Bayesian tools, or at least approximations
to them, is really the only way to go. With only one or, at best, a handful of opportunities
to transform our prior with information updates, it is hopeless to start with an unrealistic
original prior and expect an accurate outcome. The best outcome we can hope for is to
tweak an expert prior. Expertise counts!

But what is expertise after all, but exposure to and analysis of many related exemplars?
In a real sense, experts have developed their insights by some conscious or unconscious
Bayesian-like incorporation of the progressive stream of new information in the application
area. I like to think of it as Bayes applied to a distribution of abstractions rather than
direct measurements. This is the model for dynamic Bayesian learning systems and the
focus of recent large scale investments in so-called ”deep learning” systems by Google and
others. I’d be interested to learn how you, the reader, views this.
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Figure 9: Alternate expert prior B also favoring N highly divisible by two, but explicitly
downweighting large values of N. [CR] stew3/. TBD10

REFERENCES

Ronen, J., 1985, Multichannel inversion in reflection seismology: SEP-Report, 46, 0–50.



166 Levin SEP–152

Seismic Velocity
Uncertainty

Rock Physics Velocity
Uncertainty

Figure 10: Sketch of rock physics constraints (red) superimposed on seismic inversion un-
certainty (black). [NR] stew3/. TBD01
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Automatic default for hyperbolic softclip

Jon Claerbout

ABSTRACT

The hyperbolic penalty function leads us to gain residuals r, initially data d, by gain-
parameter g in the softclip function h′(d) = gd/

√
1 + g2d2 producing output in the

range ±1, convenient for viewing data and for scaling in an optimization gradient. An-
noyingly a numerical value of the scaling factor g must be chosen. Personal judgement
with a data set here suggests starting with g as the inverse of the 75th percentile of |d|
or |r|. From there I explore a method of finding a g that is optimum in the sense of
uniformly populating the output range [−1,+1]. A value of g satisfying our intuitive
sensibilities was found minimizing a Jensen inequality involving sums of |r| log(|r|).
This suggests an automatic default for the `2 to `1 transition. I hypothesize data fit-
ting iterations will be accelerated by applying softclip to the residual before gradient
calculation.

INTRODUCTION

We are looking at a non-linear scaling function for the display of seismic data d, and for
scaling residuals r in preparation for model update. Experience has led us to the hyperbolic
penalty function h =

∑
i hi where h2

i = 1/g2+r2
i . The scalar parameter 1/g is the threshold

between `2 and `1 behavior. Choosing a good value for g is the main topic here. We call

the gradient of h the softclip h′(di) = gdi/
√

1 + g2d2
i . The softclip output is in the range

[−1,+1] for any gain value g. Having a bounded range like this is a convenient means to
cope with the bounded brightness range available for paper printing and for screen display.
Common practice in our lab for plotting is a hard limit at the device limitation called the
clip. That parameter is the experimenters’ choice. We default it to be the 99th percentile
pclip=99 of data values, but not rarely do we uncover a pitfall arising from failure to
examine output of pclip=100.

THE TESTS

For a simple test case I selected the early half the time axis and a little over half the offset
axis of an old Canadian shot gather, number 25 from the Yilmaz and Cumro shot gathers.
I passed this data through the time honored t2 gain function. After experimentation, I
selected a numerical value for the softclip parameter g that led to the subjectively pleasing
results you see in Figure 1. My choice of that value turned out to be the inverse of the 75th
percentile of the data |d|. I set the goal of this work to find the g yielding the most pleasing
result automatically rather than by experimentation. Others may later test to see if this
value speeds convergence in model fitting, both in `2 and other non-linear (but convex)
fitting.
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Figure 1: Top is a land shot gather d from Alberta. It has been gained with the traditional t2

gain. Bottom gains additionally with the nonlinear softclip function h′(d) = gd/
√

1 + g2d2

where the numerical value of g was chosen subjectively as the inverse of the 75th percentile
of data values. Do you like it? [ER] jon/. softclip2
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Figure 2: Top left is the default plot in our laboratory. You see the early part of a shot gather
after scaling by t2 and clipping at the 99th percentile. In other words, one percent of the data
has gone off scale, so that has been plotted at full scale, the clip value. Since soft clipped
data already lies in the range [+1,−1] it is plotted at pclip=100. Subsequent plots try
various gain constants g in the softclip t′(d) = gd/

√
1 + g2d2. These are 1/3,

√
1/3, 1,

√
3, 3

all divided by the 75th percentile. Choose your favorite! (Apologies for the paper image
display. See the video.) [ER] jon/. clipscan
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Figure 3: Data values in Figure 2 were sorted into 32 bins. The count in each bin is plotted
ranging from the left bin near −1 to the right bin near +1. Results are shown for the five
gain values displayed in Figure 2. The top plot shows the dominance of nearly clipped data,
the `1 zone, not desirable. The bottom plot is closer to the `2 zone, not desirable either.
The most uniform result, the middle one, is the one that had been chosen aesthetically. It’s
time to say, “Hooray for the uniform distribution!” [ER] jon/. bins

The notion of democracy

In exploring data we have some clear goals and other goals not so clear. Informally we
might regard the ground roll in Figure 1 as the dangerous but not necessarily bad oligarchy,
while the dead traces and values before first breaks are the street bums, mostly undesirable,
but not all bad either. Too many bums with opinions too self-serving, everything could fall
apart. On the other hand, the oligarchy have a way of turning up everywhere. We want to
listen to them but they have an unfortunate way of coming to dominate the show. We don’t
want a system allowing that. The `1 norm gives the bums a vote as big as everyone else,
something of doubtful wisdom we’ll see here. We start off experimenting with something
like equality, but first we have to define it.

Our cultural background includes the old philosophy that residuals and preconditioned
models should be IID, independent, identically destributed. Recall the gradient is nothing
but the residual as seen in model space (the adjoint into the residual). In practice, the ID
part of IID means the variables should have identical variance. The hypothesis injected here,
called the “notion of democracy,” is that the variables after softclip should be uniformly
distributed in amplitude. We want to make equal use of every brightness level our display
equipment has. We have predetermined ourselves to using the softclip gain and are seeking
the g value that makes them uniformly distributed. It is my hypothesis that this choice of
g will lead to subjectively attractive displays, and when applied to residuals, lead to more
rapid iterative descents.
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Scaling residuals (weighting) and models (preconditioning) is initially based on prior
expectations. But experience shows residuals and models can be important where small,
and unimportant where large. This suggests the principle of democracy, that to begin with,
we’d like all residual values to have an equal chance at moving us towards the solution.
That leads towards the notion of `1 norm with its signum function gradient. But such
a population is far from Gaussian and far from uniform. It’s time to look again at the
experimental result, Figure 2.

It’s also time to look at Figure 3 showing amplitude frequencies varying with g. Initially,
I chose 256 bins, that being the number of brightness levels in our routine screen plotting.
That showed no advantage over what you see here. It also showed a presentation disad-
vantage for us in that the bums became a narrower and higher peak making the altitude
of the bulk population proportionately lower, hence less easily examined. I also tried more
than 5 gain levels. Having video presentation facility with denser sampling of gain made
picking one’s favorite result a bit more fun, but trying to quantify “ subjectivity pretty”
more precisely pretty much limits the value of that kind of fun, moreover Figure 2 was
already too crowded already holding 6 plots.

Relation to optimization

Iterative descent has two parts, pointing a direction, and moving a distance. This paper
proposes an answer to the first, the value of g for defining a direction ∆m = F∗h′(gr).
A deeper question, approached but not answered here arises next. The g for moving to
minimize h =

∑
i hi where h2

i = 1/g2 + r2
i , what should be the value of this g? Should the

moving g have the same numerical value as the pointing g? At the present time the moving
g is a numerical parameter the analyst embeds in the objective function. At the outset,
it’s not easy to choose this g. In practice some idea of the threshold might be suggested,
but that would be based on population percentiles. What we will find here is a good g for
direction choosing. Perhaps the same g will be suitable for the distance moving? If so, the
residual itself would be telling us what to optimize! Is there circular reasoning here? or is
this a great discovery? Looks dangerous. Need help. That means examples.

Caution tells us not to change the definition of the problem while we are solving the
problem. That means keeping fixed the moving g. On a more familiar topic, focusing our at-
tention on the direction choice only, preconditioning changes the gradient in a predetermined
way, scaling it by a positive definite matrix, namely ∆m = F∗r becomes ∆m = SS∗F∗r.
Although SS∗ is commonly fixed at the outset, I believe it need not be. Alternately, the
hyperbolic penalty function changes the gradient in a different way, namely ∆m = F∗gr
becomes ∆m = F∗h′(gr). Should the g of the direction choice with h′ be the same as
the g in the moving choice with h =

∑
hi. Have we uncovered a “black swan” detector?

Experience will tell.

JENSEN INEQUALITY BASICS

This is a clarifying revision of material that appeared earlier in SEP 37 and reprinted in
PVI.

Let f be a function with a positive second derivative. Such a function is called “convex”
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and satisfies the inequality

f(a) + f(b)
2

− f

(
a + b

2

)
≥ 0 (1)

The inequality (1) relates the average of the function to a function of the average. The
average can be weighted, for example,

1
3

f(a) +
2
3

f(b) − f

(
1
3
a +

2
3
b

)
≥ 0 (2)

Figure 4 is a graphical interpretation of equation (2) for the function f = x2. There

Figure 4: Sketch of y = x2 for in-
terpreting equation (2). [NR]
jon/. jen
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is nothing special about f = x2, except that it is convex. Given three numbers a, b, and
c, the inequality (2) can first be applied to a and b, then c with the average of a and b.
Thus, recursively, an inequality like (2) can be built for a weighted average of three or more
numbers. Define weights wj ≥ 0 that are normalized (

∑
jwj = 1). The general result for

d2f/dx2 > 0 is

F (pj) =
N∑

j=1

wjf(pj) − f

 N∑
j=1

wjpj

 ≥ 0 (3)

F = f(p) − f(p) = E(f)− f(E) ≥ 0 (4)

If all the pj are the same, say p̄, then the two terms in (3) both become f(p̄) so the inequality
becomes an equality. Thus, minimizing F is like urging all the pj to be identical. Equilibrium
is when F is reduced to the smallest possible value which satisfies any constraints that may
be applicable. An experimentalist naturally wonders which f() is best for any particular
application. Let’s look at some.

Examples of Jensen inequalities

The most familiar example of a Jensen inequality occurs when the weights are all equal to
1/N and the convex function is f(x) = x2. In this case the Jensen inequality f(p)−f(p) ≥ 0
gives the familiar result that the mean of the squares exceeds the square of the mean:

Q =
1
N

N∑
i=1

x2
i −

(
1
N

N∑
i=1

xi

)2

≥ 0 (5)
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In many applications the population consists of positive members only, so the function f(p)
need have a positive second derivative only for positive values of p. The function f(p) = 1/p
yields a Jensen inequality for the harmonic mean:

H =
∑ wi

pi
− 1∑

wipi
≥ 0 (6)

A more important case is the geometric inequality. Here f(p) = − ln(p), and

G = −
∑

wi ln pi + ln
∑

wipi ≥ 0 (7)

The more familiar form of the geometric inequality results from exponentiation and a choice
of weights equal to 1/N:

1
N

N∑
i=1

pi −
N∏

i=1

p
1/N
i ≥ 0 (8)

In other words, the product of square roots of two values is smaller than half the sum of
the values.

The function f(p) = p ln(p) is also convex. That’s not obvious, so let us check. First,
f ′ = 1 + ln(p). Then f ′′ = 1/p > 0, so yes it is convex for |p| > 0. The average of the
function minus the function of the average f(p)− f(p) = E(f)− f(E) ≥ 0 is:

Sextrinsic =
∑

wipi ln pi −
(∑

wipi

)
ln
∑

wipi ≥ 0 (9)

Sintrinsic =
∑

wipi ln pi∑
wipi

− ln
∑

wipi ≥ 0 (10)

This inequality is similar to what we may find in Physics and Information Theory. It might
be exactly that, but they tend to use integrals instead of sums, so it is not easy to find
it expressed in the “programmer ready form” there. No worries at p = 0. The logarithm
diverges, but p is stronger so the product p ln(p) is zero.

Figure 5: Evaluating the Jensen in-
equality S of the bins in Figure 3
shows our favorite value of g has the
least S. Hooray! Hooray! Hooray!
But there was a small problem. Be-
fore I used weights to punch out the
bums (dead traces, etc), the min-
imum tilted a bit towards a little
harder clip. [ER] jon/. entropy

Figure 5 now provides me a promising data result from my long-ago theoretical efforts.
Hooray again!
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CONCLUSIONS

In practice we may wonder which Jensen inequality to use. Seismograms often contain
zeros. Notice that a single zero pi can upset the harmonic H or geometric G inequality, but
a single zero has no horrible effect on S or Q. But Q can be taken over by the oligarchy,
so I am happy to conclude with S. Hooray for democracy! Antoine Guitton makes the
valuable suggestion that the inverse square-root is another convex function, one dominated
by neither large or nor small values.

I hypothesize softclipping the gradient is a general procedure to speed convergence. I
also hypothesize the automatically picked g is a good one for the penalty function itself.

Prior and posterior distributions

Random variables have a prior distribution and a posterior distribution. Denote the prior
by bi (for “before”) and posterior by ai (for “after”). Define pi = ai/bi, and insert pi in
any of the inequalities above. Now suppose we have an adjustable model parameter like
g upon which the ai all depend. Suppose we adjust that model parameter to try to make
some Jensen inequality into an equality. Thus we will be adjusting it to get all the pi equal
to each other, that is, to make all the posteriors equal to their priors. Jensen inequality
provides many ways to do this. The one I named entropy should be close to the Shannon
or Kullback ideas. Perhaps it is their use of continuous variables instead of sampled ones
that make their ideas opaque.

A Gaussian distribution of any variance would soon give us its optimum g and we would
observe its final best distribution (like figure 3). That would define the bi for us to do
another iteration.

FUTURE WORK

The idea is well demonstrated for plotting. Whether and what kind of data fitting will be
accelerated or improved is speculative. Now we should see if it can take root, to see if some
important aspect has been overlooked, or to see what, if any, minor adjustments should be
made. The minimization method, examining a handful of gains in the neighborhood of the
75th percentile, is crude, but it’s far from certain that a more precise minimum would be
worth the extra work.

1. Code like that here should be split out into a SEPLIB utility to receive more use and
comment, mostly for plot scaling.

2. If it proves popular, a library subroutine interface should be provided to give access
to data fitting projects. Accelerated convergence would be a big plus.

3. We should test Antoine’s suggestion basing a Jensen inequality on the negative square
root function.

4. We should test whether softclipping the gradient is a general procedure to speed
convergence.
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5. This idea should play a role in data fitting, but how does it fit with model styling?

6. Maximizing model entropy would drive down model fluctuations without making the
model space smoother. That’s interesting! Do we have a use for it?

7. Starting with Gaussian random variables of unit variance, what value of g would best
flatten it? And how flat would that be? (This might be a clue to a “best” convex
penalty function.)

8. Ideas from the community should be explored.

DISCUSSION

I first derived the entropy expression in SEP 37 and also published it in PVI. But I derived
it the hard way starting from the convex function f = |r|1+ε as ε → 0 while the method I
use above was suggested to me by a book “Inequalities,” by Hardy, Littlewood, and Polya,
Cambridge University Press, 1934 who also have the result in the “programmer ready form”
like mine.

Most likely this result is also implicit in the work of Jensen, of Gibbs, or of Shannon,
but I haven’t seen it there or elsewhere in the self contained “programmer ready form.” It
belongs in Wikipedia.

Stew Levin agreed to check my algebra, but better than that, he dug up the Hardy
book which provides us the much simpler derivation above. Actually, the Hardy gang
expressed it for weights that are not necessarily normalized,

∑
i wi 6= 1, which offers a

slight programming advantage. For example, initially I omitted weights choosing them
identical and inverse to their number. But when time came to knock out the bums, I had
to renormalize. Here is the Hardy result in my notation:

S =
∑

wipi ln pi∑
wipi

− ln
∑

wipi∑
wi

≥ 0 (11)
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Shot-gather angle-domain noise filtering in RTM

Mandy Wong, Biondo Biondi, and Shuki Ronen

ABSTRACT

Unwanted noise in reverse-time migration image are filtered by discriminating in the
prestack subsurface angle domain. For each shot image gather, we use a specific set
of angles to perform the filtering. This angle range restriction can vary with shots,
depth, and midpoint location. We find that noise filtering method can help alleviate
migration artifacts or crosstalk noise in the image. A field example shows that prestack
angle-domain noise filtering is very useful in least-squares reverse-time migration.

INTRODUCTION

Unwanted noise sometimes appears in the migrated images. For example, when internal
multiples are not properly removed, migrating the remaining multiple energy with an oper-
ator that only accounts for the kinematics of the primary would result in crosstalk noise. In
ocean-bottom datasets, imperfect PZ summation or up-down decomposition can also result
in artifacts in the migrated image. Another source of noise comes from our attempt to in-
vert elastic data with acoustic waves theory. For instance, converted waves are in the data
but they are not accounted for in the acoustic modeling and migration operator. Ideally,
we want all unaccounted events to be removed in the field data before migration. In field
dataset, it can be difficult to completely remove all the unaccounted events. For example,
surface-related multiple elimination (SRME) (Riley and Claerbout, 1976; Tsai, 1985; Ver-
schuur et al., 1992) in theory can attenuate all multiples with a bounce at the water surface.
However, it requires an overlap of source and receiver locations that is not realistic for many
practical acquisition geometries. Well-known demultiple tools such as Radon demultiple in
the data space are limited to cases where the geology is simple (Yilmaz, 1991). When the
geology is complex, multiples are not easily separated from primaries. In PZ summation, it
can be challenging to separate out up- and down-going signal if strong Vz noise is present
in the vertical geophone recording.

While there is a lot of literature on removing unwanted energy in the data space, very
few people has worked on removing noise in the image space. Alvarez et al. (2007) worked
on attenuation of specular water-bottom multiples and diffracted 2D multiples. Residual
moveout equations in ADCIG are used to design apex-shifted Radon transform to sepa-
rate between primaries and multiples in the image space. However, the residual moveout
equation used are only optimized to attenuate water-bottom related multiples. Valenciano
(2008) filter out salt-related internal multiples in the kx − khx wavenumber space. He
observed a different dipping behavior between internal multiples and signal in the x − hx

space underneath the salt. In general, the power of stacking can attenuate certain migration
artifacts if they are not consistent across the images.

We propose using a different approach to remove unwanted noise in migration images
based on assumptions about a range of possible dips in the ADCIG. In addition to multiples,

177



178 Wong et al. SEP–152

this method can address many types of migration artifacts. The physical meaning of the
filter is very intuitive. Users need to determine an angular range for signal to form in each
subsurface location for each prestack shot gather. Such an angular range can be determined
with illumination analysis. This noise filtering scheme is particularly suitable for gradient
conditioning in least-squares reverse-time migration (LSRTM).

We will first explain the theory behind shot-image gather angle-domain noise filtering in
2D. Next, we will show the performance of the filter on an RTM image with a field dataset.
Finally, we will compare the results of LSRTM with and without noise filtering. We found
that LSRTM with noise-filtering converges to a more realistic solution, especially in area
where unwanted noise is the most prominent.

THEORY

The assumption behind shot-gather angle-domain filtering is that noise and signal are
formed at different angles for each shot gather. While this assumption is not true for
all kinds of noise, it is useful as a way to alienate certain types of noise in the images. In
this report, we use an ocean-bottom node (OBN) field dataset from the Deimos field (Wong
et al., 2013) as an example. In OBN survey, reciprocity is applied in which the role of shots
and receivers are exchanged. Prestack migration images are calculated by receiver gathers.
For simplicity, we will refer to an OBN image gather as a shot gather. Figure 1a shows
a shot image gather generated by a single ocean-bottom node (OBN) at xOBN = 54150 m
and yOBN = 34800 m. Figure 1b,c, and d are displaying the depth-angle panel of Figure 1a
at 3 different inline locations of 53000 m, 54000 m, and 55000 m. These depth-angle panels
are located to the left, around, and to the right of the ocean bottom receiver along the
inline direction. There are several characteristics based on the image gather. Image points
near the receiver are mostly illuminated by reflections with small aperture angles. On the
other hand, image points located to the left of the receiver are predominantly illuminated
by reflections with negative aperture angles as shown in Figure 1b. The opposite result is
true for Figure 1d with the image point located to the right of the receiver. Similarly, image
points located to the right of the receiver are predominantly illuminated by reflections with
positive aperture angles as shown in Figure 1d.

We can identify areas of signal and noise in Figure 1 by slicing through the angle
domain. Figure 2a shows the image extracted at an subsurface angle of 15 degrees. At this
illumination angle, the image is predominantly signal (label 1). Figure 2c is showing an
area (label 2) that is believed to be migration artifacts and is illuminated at -35 degrees.

It is important to highlight the benefit of filtering at each prestack-shot image gather
instead of at a poststack image gather. This extra degree of freedom allows us to isolate
noise that would have otherwise be stacked with the signal in a poststack image gather.
However, as mentioned before, the power of stacking in itself can eliminate some of those
noises while leaving noise that are consistent across all the shot gathers. A good test is to
compare the result of noise filtering between applying to each prestack ADCIG and applying
to a single poststack ADCIG. We have yet to make this comparison.

Given that we have identified an angular range to be signal for each shot-image gather,
it is straight-forward to remove the noise. In two dimension, filtering in the angle domain
is equivalent to filtering the dips in the depth-offset domain. The relationship between the
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Figure 1: An 2D RTM image generated with an ocean-bottom receiver located at xOBN =
54150m and y = 34800m. Depth-angle panels are taken at inline locations of (b) x=53000
m, (c) 54000 m, and (d) 55000 m. The prominent energy in the depth-angle panel is shifted
based on its relative position from the source. [CR] mandy1/. dmDeiCbup-before
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Figure 2: The same image gather from Figure 1. (a) is showing the image illuminated
at an angle of 15 degrees. Label 1 highlights an area that is predominantly signal. (b) is
showing the corresponding depth-angle panel extracted at midpoint x=55000m with a line
indicating the slicing of the image cube at 15 degrees. (c) is showing the image illuminated
at an angle of -35 degrees. Label 2 highlights an area that has conflicting dips with the
sediment and is believed to be noise. (d) The same depth-angle panel as in (b) but with a
line indicating the -35 degrees slicing. [CR] mandy1/. dmAngbefore-explain
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dips in the depth-offset domain to the aperture angle (γ) is,

khx

kz
= − tan γ. (1)

where khx and kz are wavenumber along the subsurface offset (hx) and depth z directions.
In practice, we apply the filter in the depth-offset domain by finding equivalent dips ranges
based on the angle ranges using equation 1. Although equation 1 is only true in 2D, there is
an equivalent expression in 3D that includes the reflector’s tilt. For this particular dataset,
there is not enough crossline aperture to obtain a meaningful extended image gather in the
crossline direction. An equivalent filtering procedure involving khy can be applied in 3D.

EXAMPLE

A single shot-gather

Figure 3a shows the result of extended domain filtering on a prestack OBN image. Most
of the noise is removed above the salt reflection at z = 4000m. Figure 3b, c, and d, are
displaying the depth-angle panel of Figure 3a at x=53000 m, 54000 m, and 55000 m. The
angle range are chosen to preserve the prominent energy in the image. Figure 4a shows
the corresponding filtered noise. Figure 4b, c, and d, are displaying the depth-angle panel
of Figure 4a at x=53000 m, 54000 m, and 55000 m. The original prestack RTM image
(Figure 1a) is decomposed into the signal part (Figure 3a) and the noise part (Figure 4a).

Least-squares RTM

In addition to removing noise in RTM, the same noise-filtering method can also be used
in least-squares RTM (Wong et al., 2010). We use conjugate direction to perform iterative
inversion in LSRTM. At each iteration step, we apply the same filtering onto the gradient.
Figure 5 shows the stacked RTM image with filtering, the stacked RTM image without
filtering, and the differences (or the filtered noise). All three images in Figure 5 are displayed
with the same clip. There are several areas in Figure 5 that has conflicting dips. Label 1 and
2 highlight regions where the noise is the most prominent. After 20 iterations of LSRTM,
the inverted images are shown in Figure 6. When compared with the RTM image, the
LSRTM image has higher resolution and better relative amplitude information. However,
there is also more noise in the LSRTM image. This is the result of the various scattering
in off the sharp velocity contrast in the background velocity model. A simple synthetic
LSRTM test with and without a sharp background velocity will highlight this issue. These
noise are often incoherent and tends to fall into the null space of the inversion problem. The
LSRTM-image with noise-filtering (Figure 6b) has an overall cleaner result. In addition, a
region where sediments truncate against a salt flank (label 3) appears to be better imaged
when noise-filtering is applied.
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Figure 3: The same prestack RTM image as in Figure 1 after extended-angle domain filter-
ing. Depth-angle panels are taken at inline location of (b) x=53000 m, (c) 54000 m, and
(d) 55000 m. [CR] mandy1/. dmDeiCbup-after1
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Figure 4: The filtered noise from the same prestack RTM image as in Figure 1 after
extended-angle domain filtering. Depth-angle panels are taken at inline location of (b)
x=53000 m, (c) 54000 m, and (d) 55000 m. The sum of Figure 3a and Figure 4a should be
the same as Figure 1a [CR] mandy1/. dmDeiCbup-after2
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Figure 5: (a) RTM without filtering, (b) RTM with filtering, and (c) the differences between
(a) and (b). All images are displayed at the same clip. Label 1 and 2 highlight regions
where the noise is the most prominent. mandy1/. up-filter-compare-iter2
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Figure 6: (a) LSRTM without filtering, (b) LSRTM with filtering, and (c) the differences
between (a) and (b). All images are displayed at the same clips. Label 1 and 2 highlight
regions where the noise is the most prominent. Label 3 point to a region where the sediment
against a salt flank is better imaged in (b) than in (a). mandy1/. up-filter-compare-iter20
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DISCUSSION

How to choose the angle range?

Because our field data example is relatively small, the angle-range used in the filtering is
hand-picked by observing a few shot-image gather. However, for large datasets, the angle-
picking can be automated by illumination analysis. Gherasim et al. (2014) apply angle
based illumination weighting onto their poststack image. Instead of applying the analysis
onto the poststack image, the same analysis can be applied to the prestack shot-gather
image.

What if true signal in the image is filtered out?

One potential danger of this method is unintentionally filtering out true signals in the image.
This can happen when the angle-range chosen is too restrictive. One way to help allevi-
ate this problem is to identify challenging subsurface regions where we want to avoid any
filtering. For example, areas against a salt flank or subsalt would be considered challenging.

What is the computational cost of applying this filter?

This filtering method requires subsurface-offset gather to be computed, which drastically
increase the computational cost of conventional LSRTM. Therefore, it is more suitable for
LSRTM or LSM which is already calculating the extended gather for amplitude-verse-angle
(AVA) analysis (Kuehl and Sacchi, 2003). The filtering itself involve 2D Fourier transforms
of the image cube at the end of each migration. In 2D, the computational cost of each shot-
domain angle gather is ∝ nxnznhnt where nx, nz, and nh are the size of our image cube
in the x, z, and offset directions. nt is the number of time steps in the time-domain finite-
different calculation. The cost of noise filtering onto each ADCIG is ∝ nxnznhlog(nznh).
In most application, the value of log(nznh) is much less than nt. The cost of filtering is
relatively less expensive than the computational cost of migration.

CONCLUSION

We present a method to remove unwanted noise in reverse-time migration by discriminating
in the prestack shot-gather angle domain. This method involves identifying angular ranges
that are attributed to signal in the subsurface for each prestack image gather. Our field
data example shows that some migration artifacts or noise can be removed from the RTM
image. We also find that shot-gather angle-domain noise filtering helps improve least-
squares reverse-time migration result.
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Downward continuation of Mars SHARAD data

Stewart A. Levin and Fritz Foss

ABSTRACT

Summary Shallow Subsurface Radar (SHARAD) data from the Mars Reconnaissance
Orbiter are acquired approximately 300 kilometers above the Martian polar icecap. In
this report we detail how to adapt seismic 3D poststack downward continuation to allow
construction of the data that would have been recorded a short distance above the Mar-
tian surface, thereby saving significant computational time and storage in subsequent
imaging and analysis of the shallow polar subsurface.

INTRODUCTION

At the 2013 ProMAX/SeisSpace User’s Group in Highlands Ranch, coauthor Fritz Foss
introduced the audience to a Mars radar dataset that he intended to image using seis-
mic processing and imaging tools. One of the questions he raised was whether the SeisS-
pace/ProMAX software package provided him the ability to redatum those data from orbital
heights around 300 km to near-surface altitudes around 1 km. Dr. Levin thought that there
was already such an option in the 3D FK migration package, but if there wasn’t, he’d cobble
together a quick one. Well, there wasn’t, so he did, though not so quickly.

THEORY AND METHODS

Because the speed of propagation of radar signals is basically constant due to the thin
Martian atmosphere, a simple constant velocity method was appropriate. This could be
done by either constructing an appropriate constant velocity Green’s function in the time-
space (Etgen, 1998) domain and then applying it in the ω − k domain or by applying an
analytic phase shift directly in the ω − k domain (Gazdag, 1978). We chose the latter,
primarily because the out-of-core F-K framework already available produced constant slices
as the basic unit to process. In this approach, the phase shift is given by

exp
(
−2πiτ0 sgn ω

√
ω2 − v2|k|2/4

)
.

where τ0 is the downward continuation time, v is the downward continuation velocity, and ω
and k are frequency (Hz) and (vector) wavenumber (cycles per unit distance) respectively. In
the radar application, where the input data are zero before time τ0, it was computationally
and memory advantageous to delete these zeroes before processing and absorb them into a
static shift (retarded frame) and the definitions of t and τ . Specifically, if the data shift is
t0 (set equal to τ0 in our implementation), the phase shift becomes

exp
(
−2πiτ0 sgn ω

√
ω2 − v2|k|2/4 + 2πit0ω

)
.

189



190 Levin and Foss SEP–152

The reader should keep in mind that downward continuation is not the same as migra-
tion. Dipping events do not change their dip (or azimuth) during phase-shift downward
continuation, unlike in phase-shift migration. Instead their dip controls the extent of the
temporal shift upwards that is applied to the event. In particular, for constant velocity, if
the downward continuation time is τ , the upward shift is τ cos θ, where θ is the dip angle.
In the retarded frame where the initial t0 zeroed data are removed, additional zeros must be
added below the remaining data to prevent, or at least limit, more steeply dipping energy
from wrapping around into the top of the image. In the actual application we hardwired
this padding to a factor of two, corresponding to a 60◦ maximum propagation angle.

To implement the phase-shift with few artifacts, we used the operator dip control of
Levin (1983) to suppress wraparound. For constant velocity, the relevant limits for p = |k|/ω
and aperture radius r are

pmax =
2
v

(
1− τ2

0

t2max

)
and (1)

rmax = pmax tmax
v2

4
, (2)

where tmax is taken to be 1.25 times the trace length to allow dip tapering to complete in
the padded zone.

In addition to wraparound suppression, we implemented an edge truncation suppression.
By default, seismic data truncates abruptly at the extreme edges of the survey. Such
truncations lead to ”smile” artifacts that sweep back into the survey aperture. A common
approach is to smoothly taper the data near the edges down towards zero so as to not create
a sharp discontinuity. Rather than modifying the actual data in this way, we decided to
use a variation of the method of Spitz (1991) to smoothly extrapolate the data off the edge
into the padded zone required by 2.

In principle, this should be done as a two-dimensional extrapolation filter (Spitz, 1990),
but we implemented it as a cascade two orthogonal 1-D extrapolators. In order to more
effectively use just a few traces near each edge (hardwired at 5 in the application), we
chose to use Burg filter design (Claerbout, 1976, §7–2) rather than the more traditional
Wiener-Levinson approach.

EXAMPLES

Figure 1 shows a synthetic 2-D section with a simple dipping event. Positing that 1 second
of zero data had been removed from above the section, downward continuing 1 second with
a 3000 m/s velocity produces the result in Figure 2. Note that, as predicted, the event has
shifted downward. The f − x lateral data extrapolation has left only very faint residual
edge smile, unlike in Figure 3 where edge extrapolation was disabled.

Figure 4 shows a single track from the SHARAD field data. Here, units were appropri-
ately scaled to fit within the constraints of the seismic processing software. Figure 5 was
obtained with a downward continuation velocity of 29979.2 (speed of light divided by 10,000)
and the amount of time stripped off the top of the data being 20056.5 msec (equivalent to
about 300 km elevation).
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Figure 1: Dipping synthetic shifted by -1 s. Trace spacing is 10 m. Sample interval is 2
msec. [CR] stew2/. dipsynth
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Figure 2: Dipping synthetic downward continued 1 second at 3000 m/s. The faint linear
artifacts arise from the f − k aperture limit. [CR] stew2/. dcsynthwBurg
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Figure 3: Dipping synthetic downward continued 1 second at 3000 m/s without off-end
f − x extrapolation. In addition to the f − k aperture limit artifacts, there are half smiles
originating from the edge locations of the original event and we lose downdip infill. [CR]
stew2/. dcsynthwoBurg
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Figure 4: Mars radar track 32930200. The data have been bulk shifted upwards by about
20 (scaled) seconds. [CR] stew2/. MarsTrack
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Figure 5: Mars radar track 32930200 after downward continuation at (scaled) light speed.
[CR] stew2/. MarsDownwards
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CONCLUSIONS

While time will tell whether full 3D migration of interpolated Mars SHARAD data will
provide significant uplift in S/N and resolution over single track imaging, timing tests
indicate that the downward continuation is expected to knock over 100 days from the cost
of 3D F-K migration of those data.

Of the two modifications to traditional downward continuation, using a retarded frame to
suppress processing of data before the very late first arrivals and f-x off-end extrapolation to
reduce edge truncation sweep noise, the latter is helpful but not perfect, sometimes creating
fictitious low amplitude events adjacent to the zero padding zone.
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Efficient velocity model evaluation with multiple shots

Adam Halpert

ABSTRACT

An efficient method for quickly testing velocity models can be useful in the model-
building workflow, especially if several discrete models are under consideration. Previ-
ous demonstrations of a scheme using Born-modeled wavefields have been limited by
the requirement to image only sparsely-sampled locations in order to avoid crosstalk
artifacts. Alternatively, performing multiple experiments in order to “fill in” a larger
proportion of the image can overcome this limitation, at the expense of computational
complexity. Tests on both synthetic and field data indicate that this may be a worth-
while tradeoff, especially since even a multi-shot approach is still much less expensive
than a standard migration of the full dataset.

INTRODUCTION

Building an accurate seismic velocity model is essential for obtaining an acceptable image of
the subsurface. When the subsurface is especially complex, for example in geological settings
dominated by irregularly-shaped salt bodies, this task becomes particularly challenging.
The large contrast between salt and sediment velocities magnifies the effects of inaccurate
salt interpretation, resulting in a poor image. Unfortunately, velocity model-building is
a time-consuming process that often requires several iterations. In situations where the
top or (especially) base salt interpretation is uncertain or ambiguous, several different salt
scenarios may be geologically feasible. Therefore, a means of quickly testing the effects of
several different possible velocity models would be extremely useful for judging and refining
salt interpretations. Various approaches to this problem have been proposed, many of which
(e.g., Wang et al. (2008)) rely on fast migrations based on Gaussian beam imaging (Hill,
1990). Previously, I introduced a Born modeling and migration scheme that allows for
fast remigrations of data synthesized from an initial image, while incorporating prestack
velocity information from the initial image’s subsurface offset gathers (Halpert and Tang,
2011; Halpert, 2012). Unfortunately, when using a single areal shot to image the synthesized
data, crosstalk issues can arise unless only sparsely spaced image locations are used. While
such an approach can still yield quantifiably useful information, a more complete image
would provide additional information, and make it easier to form more qualitative judgments
of image quality. Here, I explore methods for incorporating multiple areal shots into the
imaging process.

In the following sections, I will review the Born modeling methodology and outline the
procedure for obtaining the synthesized source and receiver wavefields mentioned above. I
will then discuss strategies for incorporating data from multiple shots into the result, while
avoiding crosstalk contamination. Using simple 2D synthetic models, I will show that the
optimal strategy is to perform independent experiments using appropriately-spaced image
locations, and then to combine the final images. Finally, I will demonstrate this method

197



198 Halpert SEP–152

on a 3D field seismic dataset from the Gulf of Mexico. While the strategy I present here is
less computationally efficient than using only a single shot to image the synthesized data,
the improvement in the results image quality suggests it is a viable option to test velocity
models in a way that remains much faster than performing full migrations.

SYNTHESIZED WAVEFIELDS

The goal of the model evaluation procedure is to use Born modeling (Stolt and Benson,
1986) to synthesize a new dataset that is much smaller than the original dataset used to
generate an initial migrated image. Since the synthesized data can be “recorded” at any
location in x, y, and even z, this procedure is effectively target-oriented. There are three
basic steps needed to reach our goal of efficient velocity model evaluation:

1. Generate an areal source function using one or more subsurface offset gathers from
the initial prestack image. Mathematically, this areal source is described as

S(xs, ω) =
∑
x′

∑
h

G∗
v0

(x′ − h,xs, ω)m(x′,h), (1)

where xs = (xs, ys, zs) are the arbitrarily defined locations where the wavefield will
be recorded; h is the vector of subsurface half-offsets; ω is angular frequency; x′ is
the location of the exploding image point in the subsurface; and Gv0 is the Green’s
function connecting the source to the image point (here, ∗ denotes the adjoint). The
Green’s function is computed using the same velocity model (v0) that was used to
image the originally-recorded data, meaning that the recorded wavefield should be
independent of the original velocity model choice. However, since this velocity model
is unlikely to be correct, the initial image should contain valuable information about
the accuracy of this model in the form of subsurface offset gathers. Subsurface offset
gathers from true-velocity images will have all energy focused at zero subsurface offset,
while an incorrect velocity model will result in a “smearing” of energy to nonzero
offsets (Biondi, 2005). Thus, the inclusion of the subsurface offset term h in equation
1 is designed to incorporate this information into the modeling.

2. Using the new source function and a reflectivity model based on the initial image,
employ Born modeling to generate a new dataset with acquisition geometry best
suited to image the target area. To do this, I define the simulated dataset d′ recorded
at arbitrary receiver locations x′r:

d′(xr, ω) =
∑
x′

∑
h

Γ(xs,h, ω)Gv0(x
′ + h,x′r, ω)m(x′,h). (2)

Here, m is the reflectivity model (in our case, the initial image), and the Γ term is
defined as

Γ(xs,h, ω) =
∑
xs

S(xs, ω)Gv0(xs,x′ − h, ω), (3)

where S is as defined in equation 1. Crucially, the Green’s functions in equations 1
and 2 are computed using the same velocity model - the one used to generate the
initial image. As proven in Tang (2011), this means that the “data” synthesized
using equation 2 will be kinematically invariant of this initial velocity model. Even
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though this model is likely to be wrong, we can still confidently make use of the data
synthesized from it.

3. Migrate the simulated data obtained in Step 2, using the source function from Step
1. We can produce an image using standard wave-equation migration techniques:

m′(x′,h) =
∑
ω

G∗
v1

(x′ − h, ω)
∑
xr

Gv1
∗(x′ + h,x′r, ω)d′(xr, ω). (4)

This step is extremely computationally efficient compared to a full migration of the
original data, allowing for testing of several possible velocity models in a fraction of
the time it would take to evaluate them using standard migration techniques. It is
important to note that the Green’s functions in equation 4 can be computed using any
velocity model (v1), and not necessarily the same one used to generate the source and
receiver wavefields in previous steps. This can allow for testing of multiple possible
velocity models.

Unfortunately, performing the above steps in a single iteration (i.e., using a single areal
shot to migrate the synthesized dataset) can allow crosstalk artifacts to contaminate the final
image. For example, these artifacts can arise when the data used to generate the synthesized
wavefields overlap in the subsurface offset domain. The artifacts can be avoided as long as
only appropriately spaced image locations are used to generate the wavefields. In Figure 2,
image locations along the flat reflector seen in Figure 1 are spaced at an increment of twice
the maximum subsurface offset used to synthesized the new wavefields. The result clearly
shows the the velocity model used to image the wavefields in panel a (which in this example
was the same used to create the initial image) is too slow compared to the true velocity used
in panel b. However, if the image locations are spaced too close together, crosstalk artifacts
lead to severe degradation of the image (Figure 3). Even though the slower velocity model
is used in this example, the artifacts make it impossible to judge the accuracy of the model.

Figure 1: Initial image of a flat reflector used to demonstrate the model evaluation proce-
dure. Note that this image was migrated using an incorrect (slow) velocity model. [CR]
adam1/. fltrefl
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(a)

(b)

Figure 2: Result of imaging the Born-modeled dataset derived from widely-spaced locations
along the reflector in Figure 1, using (a) a velocity model that is too slow, and (b) the true
velocity model. Even though the initial image was also migrated using the slow velocity,
these results clearly identify the correct model. [CR] adam1/. flt-slow,flt-act

Figure 3: Result analagous to Figure 2(a), but if image locations are spaced too close
together. Crosstalk artifacts from overlapping data in the subsurface offset domain severely
contaminate the image, making any judgments about the accuracy of the velocity model
used to generate the image nearly impossible. [CR] adam1/. flt-xtalk
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USING MULTIPLE SHOTS

One way to mitigate the crosstalk artifacts seen in Figure 3 is to synthesize multiple source
and/or receiver wavefields, which illuminate different locations along the reflector. For ex-
ample, in Figure 4(a), the isolated locations from the initial image are too close together,
resulting in the crosstalk-contaminated result in Figure 3. However, the same image loca-
tions may be represented as the union of the locations in Figures 4(b) and 4(c), both of
which feature spacings sufficient to avoid crosstalk artifacts. This is demonstrated in Figure
5, in which the datasets synthesized from the corresponding images in Figures 4(b) and 4(c)
have clearly been imaged with the slower velocity. The goal of using multiple shots is to
achieve a more informative result than those from the two sub-images in Figure 5, while
mitigating the crosstalk artifacts that would arise if this were attempted with a single shot.

The equations in the previous section suggest that there are three possible opportunities
to combine information from multiple experiments into a single result. The first option is
to create a source wavefield for each set of locations being imaged, and then summing them
before modeling the receiver wavefield. This would change the expression for the source
wavefield to

S(xs, ω) =
∑

I

∑
x′

∑
h

G∗
v0

(x′ − h,xs, ω, I)m(x′,h, I), (5)

where I is now a single experiment using sufficiently-spaced image locations.

The second option for utilizing multiple experiments is to synthesize separate receiver
wavefields corresponding to each source wavefield, and then combining the receiver wave-
fields prior to imaging. This would alter the expression for the Born-modeled wavefield
to

d′(xr, ω) =
∑

I

∑
x′

∑
h

Γ(xs,h, ω, I)Gv0(x
′ + h,x′r, ω, I)m(x′,h, I), (6)

where I is again an individual set of image locations and the Γ term is defined as

Γ(xs,h, ω, I) =
∑
xs

S(xs, ω)Gv0(xs,x′ − h, ω, I). (7)

Unfortunately, Figure 6 demonstrates that neither of these approaches will mitigate
the crosstalk artifacts. In fact, the images are nearly indistinguishable from each other or
from the single-experiment result in Figure 3. The presence of overlapping data from the
subsurface offset domain leads to crosstalk issues in the imaging step, no matter at what
point that overlapping data is introduced to the process.

Finally, the third option is also the simplest: image the source and receiver wavefields
separately for each set of image locations, and sum the resulting images into a single result.
While this approach is less computationally efficient than the first two, it is still far less
expensive than performing full migrations, especially for 3D datasets. Figure 7(a) shows
that this approach does indeed eliminate the crosstalk artifacts, and provides meaningful
information about the (slow) velocity model used. Furthermore, using the true velocity
model to image the synthesized datasets (Figure 7(b)) illustrates the effectiveness of this
method for identifying more accurate velocity models.
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(a)

(b)

(c)

Figure 4: Isolated locations from the reflector imaged in Figure 1. When used to syn-
thesize the Born-modeled dataset, the points in panel (a) are too densely sampled to
avoid crosstalk contamination, while those in (b) and (c) are sufficiently sparse. [CR]
adam1/. loc-all,loc-sub1,loc-sub2
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(a)

(b)

Figure 5: Results of imaging the datasets derived from the images in Figure 4(b) (panel
a) and Figure 4(c) (panel b). It is clear that the slower velocity model was used. [CR]
adam1/. sub1-slow,sub2-slow
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(a)

(b)

Figure 6: Result of imaging wavefields generated using (a) multiple source wavefields
summed into a single wavefield, and (b) multiple source and receiver wavefields which are
summed before imaging. Neither approach mitigates the extrememly prevalant crosstalk
artifacts. [CR] adam1/. sep-src,sep-srcrcv
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(a)

(b)

Figure 7: Results of summing individual images corresponding to datasets created using
the images in Figures 4(b) and 4(c) with (a) slow velocity, and (b) true velocity. Now, the
accuracy of the velocity model can be judged without interfering crosstalk artifacts. [CR]
adam1/. flt-sum-slow,flt-sum-act
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Dipping reflector

The advantages of this method can be seen even more clearly in the case of a dipping reflec-
tor, such as the 40◦ one imaged with a too-slow velocity in Figure 8. If the locations used to
generate the source and receiver wavefields in a single experiment are too densely sampled,
the resulting image (Figure 9) is severely contaminated by crosstalk artifacts. However, cre-
ating appropriately-sampled images separately, and then summing them, provides a much
clearer and more interpretable result (Figure 10(a)). Now, it is apparent that a slow migra-
tion velocity has been used. When the true velocity is used to image the wavefields (Figure
10(b)), the summed image noticeably improves. Further improvement can be realized if the
entire reflector is utilized in various experiments, which are then summed to give a final
image (Figure 11). Although other imaging artifacts are somewhat obscuring the reflector,
it is still clearly visible. Results such as this one may be obtained at a fraction of the cost
of a full migration.

Figure 8: A 40◦ dipping reflector that has been imaged with a too-slow velocity model.
[CR] adam1/. diprefl

FIELD DATA TEST

Now, the multi-shot procedure outlined above will be tested on a 3D, wide-azimuth dataset
from the Gulf of Mexico, provided by Schlumberger Multiclient. For field data, an inter-
preter chooses a reflector of interest to use for the model evaluation procedure; in Figure 12,
the base salt reflector has been chosen because it should be highly susceptible to changes
in salt geometry. Those changes may be seen by comparing the velocity models in Figure
13. Panel a is the velocity model provided with the data, and panel b was modified via 3D
interpreter-guided image segmentation (Halpert et al., 2014). The most noticeable differ-
ences are the isolation of an inclusion near the top of the salt body, and a re-interpretation
of the base salt to make it shallower.

Results from performing 15 separate experiments, and summing the images together,
are seen in Figure 14. By using multiple experiments to form the image, we gain a far
greater degree of detail into the reflector’s behavior than if just one or two image locations
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Figure 9: When image locations used to synthesize new source and receiver wave-
fields are too densely sampled, severe crosstalk artifacts degrade the image. [CR]
adam1/. dip-xtalk

had been used. It is important to note that, even though many experiments were performed
to obtain these images, the total computational expense was still far less (and required a
less powerful computer) than generating a full image such as the one in Figure 12. While it
is difficult to form a qualitative judgment about which model is more accurate simply from
these images, more quantitative methods such as the focusing measure discussed in Halpert
(2012) can allow interpreters greater insight into five-dimensional volumes such as these.

CONCLUSIONS

Using synthesized wavefields derived from an initial model is an effecient way to quickly
test velocity models, but a single experiment is limited to sparsely sampled locations along
a reflector to avoid contamination from crosstalk artifacts. Although there is a trade-
off in computational expense, this limitation can be lifted by performing several imaging
experiments, and summing the resulting images. This allows for a more complete picture
of the reflector to emerge, providing a more interpretable result. This approach can also
allow for a full reconstruction of the reflector if the full extent of the initial image is used
to synthesize wavefields; however, this is unlikely to be necessary for an acceptable result.
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(a)

(b)

Figure 10: Result of summing several images derived from sparsely-sampled locations along
the dipping reflector using the (a) slow and (b) true migration velocity for the final imaging
step. [CR] adam1/. dip-sum-slow,dip-sum-act
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Figure 11: Image obtained using locations along the entire dipping reflector. While
imaging artifacts somewhat obscure the reflector in the final image, the image still pro-
vides interpretable information at a fraction of the cost of a full migration. [CR]
adam1/. dip-sum-all
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Figure 12: Portion of an image from a 3D Gulf of Mexico dataset. The indicated base
salt reflector will be used for the efficient velocity model testing procedure. [CR]
adam1/. 3d-orig
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(a)

(b)

Figure 13: (a) Original and (b) updated velocity models to be tested. The model in (b)
isolates a salt inclusion and a re-interpreted base salt, and was obtained via interpreter-
guided image segmentation. [CR] adam1/. 3d-vel-orig,3d-vel-new



212 Halpert SEP–152

(a)

(b)

Figure 14: Results after summing images using 15 locations along the indicated reflec-
tor in Figure 12 for synthesizing wavefields. The image in (a) used the provided velocity
model in Figure 13(a), while the new model in Figure 13(b) was used for (b). [CR]
adam1/. 3d-born-orig,3d-born-new
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Residual-moveout-based WEMVA: A WAZ field data
example - Part I

Yang Zhang and Biondo Biondi

ABSTRACT

In our previous reports (SEP–147 and SEP–149), we have laid the theoretic founda-
tion of the residual-moveout-based wave-equation migration velocity analysis, and we
present the test results on the synthetic 2-D BP model. In this paper, we report
our efforts on applying this method to an industry scale 3-D marine WAZ data set
— E-Octopus III in the Gulf of Mexico. The 3-D field data poses many challenges
for our implementation, including irregular geometry, abnormal traces, complex 3-D
salt geometry and more importantly, huge data volume and large domain dimensions.
To overcome these hurdles, we apply careful data regularization and preprocessing,
and employ a target-oriented inversion scheme, focusing on the update of sediment
velocities in a subsalt region. This target-oriented scheme significantly reduces the
computational cost, allowing us to keep the total computation load manageable on
our academic cluster. Our preliminary result shows that, even though the angles of
illumination on the subsalt sediments are very limited (does not exceed 25 degrees) in
this data set, the moveout on the angle gathers are still measurable, therefore can be
used for the RMO-based WEMVA update.

INTRODUCTION

Wave-equation migration velocity analysis (WEMVA) is a reflection tomography method
which uses wave-equation rather than ray-based model to retrieve the velocity model from
seismic data(Chavent and Jacewitz, 1995; Biondi and Sava, 1999). The velocity information
comes from the seismic data redundancy that each reflector point in the subsurface is
illuminated by wave energy from multiple directions. WEMVA exploits such redundancy
by forming common-image gathers and then enforcing coherence among the common-image
gathers to improve the velocity model.

We recently proposed the RMO-based WEMVA (Zhang et al., 2012), which describes
the unflatness in the angle-domaincommon image gathers(ADCIGs) using residual-moveout
(RMO). The method then tries to improve the velocity model based on the moveout infor-
mation.

Previously, we have shown the successful application of RMO-based WEMVA on the
2-D BP synthetic model (Zhang et al., 2013). While the theory of this method can be
easily extended to 3-D (Zhang and Biondi, 2012), a realistic 3-D data application remains
very challenging. In this paper, we document the work flow of applying the RMO-based
WEMVA on a Wide-Azimuth (WAZ) field data set. We illustrate the practical problems
we encountered, and describes our measures to overcome/mitigate these problems so as to
obtain the final WEMVA result in a timely manner.
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E-OCTOPUS III WAZ DATA SET OVERVIEW

Figure 1: The structural summary map of the northern Gulf of Mexico, with the E-Octopus
III survey area highlighted. Courtesy of Schlumberger. [NR] yang1/. fig1

The data set we examine in this report is a WAZ streamer survey acquired offshore Gulf
of Mexico (GOM) by Schlumberger. Our portion of the data belongs to the “E-Octopus
phase III” survey in the Green Canyon area. The corresponding survey area is about 35 km
by 30 km (inline by cross-line).

Figure 1 shows the geological structure map of the Northern Gulf of Mexico, with
our survey area marked. The processing report from Schlumberger describes the complex
geological settings in this area:

“The E-Octopus Phase III survey lies primarily in the Green Canyon protraction
areas of the MMS Central Planning Area in the Gulf of Mexico. The northern
Gulf of Mexico is a geologically complex basin resulting from interaction and de-
formation of salt and overlying sediment layers over geologic time. The geology
around the survey area is characterized by extensive salt sheets with interven-
ing deep-water sediment-filled mini-basins. The salt canopy is characterized by
simple to complex salt features, some of which have thicknesses up to 30,000 ft
and some that are extremely shallow, i.e. just under the water bottom. ”

Acquisition settings

The survey uses 4 marine seismic vessels simultaneously to achieve a wide-azimuth acqui-
sition pattern. All 4 vessels act as sources but only 2 vessels tow receiver cables. The
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Figure 2: The nominal shooting configuration of this WAZ survey. Courtesy of Schlum-
berger. [NR] yang1/. fig3
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Figure 3: Rose Diagram showing fold by azimuth and offset under the nominal acquisition
model. Courtesy of Schlumberger. [NR] yang1/. fig2

shooting/towing direction is from SW to NE (pass A) and vice versa (pass B). Figure 2
shows the nominal shooting configuration. The source positions are spaced every 150 m
inline and 600 m crossline. The receiver streamers are only ∼7 km long; the receiver spacing
is 12.5m. The crossline spacing between neighboring streamers is 100 m. Figure 4(a) and
4(b) shows the total source and receiver coverages. From the shot locations map, we can
easily identify the two types of sail-lines (pass A and pass B) in opposite directions.

The full span of crossline offset is [-4.2 km, +4.2 km], compared to the span of inline offset
being [-7 km, 0] (pass A) or [0, +7 km] (pass B). Figure 3 illustrates the fold coverage map
for a typical midpoint location (Rose diagram) under the nominal acquisition model. We
can see that the survey illuminated at least 60◦ (out of 180◦) of azimuth range. Given the
highly complex geology in the area, the wide azimuth coverage is a big advantage in terms
of dealing with severe 3-D wave propagation effects compared with the old conventional
narrow azimuth acquisition setup.

GEOMETRY PROCESSING

To process the geometry, we rotate and translate our processing grid to align x-axis with the
inline direction and y-axis with the crossline direction. Figure 5 shows the shot locations
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(a)

(b)

Figure 4: The total source (a) and receiver (b) coverage in the survey. From the shot
locations, we can clearly see the two kinds of sail-lines in opposite directions. [ER]
yang1/. fig4,fig5
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Figure 5: The shot locations map after the applying the geometric transform. [ER]
yang1/. fig7

map after the geometric transform.

The size of the original seismic data we receive is over 10TB, containing over 72,000
shots. Our computational infrastructure is not able to handle a data set at this huge scale
in its original form. To reduce the size of data, as well as the computational cost required
to process this data, we take several measures during the data regularization.

• We regularize the data by binning them into two sets of regularly spaced data grids
(one for pass A shotlines and one for pass B shotlines). The data grids contain 5
axes: time, inline offset, crossline offest, shot location inline, and shot location cross-
line. The actual axis parameters in the data grids determine the final size of the
regularized data set. If we use the exact parameters from the nominal acquisition
geometry described above, the regularized data size reduces to ∼7.9TB.

• Given our target imaging resolution, we increase the inline receiver spacing from 12.5 m
to 25 m. This reduces the data size by half, to ∼3.9TB.

• The entire shot locations map covers about an area about 40 km by 42 km, but our
velocity model’s dimension is only about 34 km by 35 km. We discard the shot-receiver
locations that are far away from this region, and we further throw away the shots on
the edge of the shot locations map that have very poor illumination folds(bin counts).
This further reduces the data size to ∼1.9TB.

• To reduce the total number of shots, we group the shot gathers fired by all 4 source
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vessels at nearby locations (<75 m inline) into one supergather for each shot location.
This reduces the total number of shots by a factor of 4.

Finally, the regularized data set reduces to ∼1.9TB, containing ∼8,000 shots.

DATA PREPROCESSING

Figure 6: The average spectrum (log
scale) of a typical shot gather. The
frequency range containing signifi-
cant energy is about [5 Hz, 70 Hz].
[CR] yang1/. fig6

The original data we received from Schlumberger has already gone through many data
processing steps. Some noteworthy ones include low-cut noise filtering, source de-bubble
and src/recv deghosting, as well as surface multiples removal. Figure 6 shows the frequency
spectrum of a typical shot gather, in which the frequency range containing significant energy
is about [5Hz, 70 Hz]. However, by examining the time-domain data at different frequency
bands, we find that the maximal usable frequency is no higher than ∼48 Hz because the
data is contaminated by some type of coherent, checkerboard-pattern noise above 48Hz.

Because we aim at imaging deep subsalt target, we apply water-bottom mute to remove
the refracted energy and some processing artifacts that appear above the water-bottom
reflection. We also apply t-power gain (power=2.4) on the data to compensate for geometric
spreading and medium attenuation. These steps turn out to be very helpful for imaging
deeper regions.

INITIAL MIGRATION IMAGES

Figure 7 shows the best velocity model we received from Schlumberger. According to
the processing report, this model is the final result of a comprehensive velocity analysis
workflow, including a multi-azimuth tomography on the sediment velocity above the salt
body, one sediment flooding/migration and two rounds of salt flooding/migration for the
salt interpretation, and finally a “slow gradient” revision on subsalt areas. Figure 7(a) and
7(b) demonstrate the 2-D sections of the same model with at different slicing coordinates.
There are strong lateral variations along both X and Y directions, therefore the 3-D wave
propagation effect would be very prominent, rendering any effort to analyze an individual
2-D portion of the data ineffective (illustrated in the next subsection).

We use one-way WEM method to migrate the data set, so we convert the time domain
data to the frequency domain. To further reduce the amount of computation required, we
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(a)

(b)

Figure 7: Three-panel display of the velocity model used for migration, subplot (a) is sliced
at x=10 km,y=−9 km, subplot (b) is sliced at x=20 km,y=−0.99 km. Notice the strong
model variations along both X and Y directions. The color map ranges from 1450 m/s
(deep blue) to 4480 m/s (deep red). [ER] yang1/. fig8,fig9
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Figure 8: 3-D seismic image migrated with the regularized data set using the velocity model
shown in figure 7. An AGC of 1.2 km windows size in Z is applied. [CR] yang1/. fig10

decide to use only ∼200 frequency slices in the range of [5 Hz,20 Hz], after considering the
following factors: 1) the usable frequency band; 2) the desired spatial resolution of the
image; and 3) the total length of time record required to image the target depth. The
spacing of the imaging grid we use is 25 m(X) by 30 m(Y ) by 20 m(Z).

Figure 8 shows one section of the full 3-D migrated image. As we can see from the
figure, the image quality of the sediments above the salt is very good, with continuous
and coherent reflector geometries, which is an indication of accurate velocity. However, the
subsalt areas are not as well imaged. There are many discontinuities in the reflectors, as
well as conflicting dips. These are indications of a less accurate velocity model. We try to
focus our efforts in these regions.

2-D vs. 3-D image comparison

The strong variations of the subsurface model along both inline and crossline directions
underline the necessity of using a truely 3-dimensional physical model to analyze this data
set. Figure 9 verifies this point by showing the comparison between the results of using 2-D
migration and 3-D migration on this data set. The 3-D image is significantly better than
the 2-D image, especially in the subsalt region, where many layering structures observed in
the 3-D image cannot even be identified from the 2-D image.
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Figure 9: Comparison between an inline section of 2-D migration image (a) and 3-D migra-
tion image (b) at the same crossline location (y = −0.3 km). The 2-D migration uses the
single shotline data at y = −0.3 km. [CR] yang1/. fig11

FOCUSING ON SUBSALT SEDIMENTS WITH TARGET-ORIENTED
APPROACH

One of the biggest issues in applying WEMVA to such a big data set is the prohibitively high
computational cost. Even with all the precautions we make in the data preparation stage,
on our academic cluster of 120 Intel Xeon nodes (E5520, 2.26 GHz, quad-core), the full
migration on the entire domain (like figure 8) would cost ∼5000 node×hours. It amounts
to ∼40 consecutive hours at 100% cluster usage in an optimal case. In practice, it takes us
at least 5 days to complete a job like this.

The turn-around time would be too long for a practical application, given that the wave-
equation tomographic operator is even more expensive than the imaging operator, and that
we have to perform tens of iterations in a typical WEMVA inversion. In the previous section,
we reduce computation by focusing in the data-domain. Fortunately, further reduction can
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9km 

6km 

6km 

Figure 10: A three-panel view of the initial full 3-D image, in which the region of interest
(ROI) for our target-oriented inversion is marked. The image has been applied a z-power
(similar to t-power) gain in order to boost up the amplitudes of deeper reflectors. The
dimension of ROI is 9 km by 6 km by 6 km. [CR] yang1/. fig12

be achieved in the model domain, i.e. we can apply our WEMVA inversion only to the
part of model that we are mostly interested in. In our example we would like to choose a
subsalt region, because subsalt areas on one hand are very challenging for model estimation
due to the complexity of wave propagating through salt body; on the other hand, subsalt
regions often contain host structures for oil&gas reservoirs, therefore enhancing subsalt
images brings potentially significant economic interest.

The target area we chose is a 9 km by 6 km by 6 km subsalt sediment region in the
middle of our imaging domain, as shown in figure 10. We considered this area a good target
for WEMVA-based velocity improvement because there a lot of discontinuities among the
imaged sediment layer interfaces, which indicates inaccurate medium velocity. Additionally,
the salt overburden above this region is relatively well imaged, therefore we have confidence
on the correctness of the salt body model. This leads us to believe that the velocity errors
mainly exist within the subsalt sediments, and our WEMVA method is good at resolving this
type of velocity errors. Finally, the relatively simple salt overhang enables enough amount of
seismic energy to pass through and illuminate the target area, as demonstrated by figure 11



224 Zhang and Biondi SEP–152

9km 

6km 

6km 

Figure 11: A three-panel view of the 3-D imaging Hessian (diagonal) under the original
acquisition setting, in which the region of interest (ROI) for our target-oriented inversion
is marked. The Hessian cube has been applied a z-power (similar to t-power) gain in order
to boost up the amplitude of deeper region. [CR] yang1/. fig13

— the diagonal imaging Hessian computed using random-phased encoding approximation
(Tang, 2008). The diagonal Hessian is equivalent to a source-receiver illumination indicator,
and from the figure we can see that there is reasonable amount of illumination (although
quite uneven) for the entire target region.

Initial 3-D common image gathers in the target region

A solid way to verify the existence of velocity error in the target region is to compute the
common image gathers. We compute the subsurface-offset gathers (both in hx and hy) for
the target region. For the range of the offset axes, we found that we need to use 21 points in
hx with 50 m spacing and 19 points in hy with 60 m spacing in order to capture most of the
unfocused energy. Computing these gathers is very I/O intensive because our gathers are
almost 400 times size of our image. Our measurement shows that computing these gathers
takes twice amount of time compared to computing an image without gathers. Fortunately
the cost is still manageable, thanks to the fact that we only compute gathers in the target
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Figure 12: A close-up view of the images and subsurface offset domain common image gath-
ers at the target region of interest (10). (a): An inline image section at Y = −3.51 km; (b):
The inline subsurface-offset (hx range spans [−0.50 km,+0.5 km]) CIGs for different lateral
locations in (a); (c): The crossline subsurface-offset (hy range spans [−0.54 km,+0.54 km])
CIGs for different lateral locations in (a). [CR] yang1/. fig14



226 Zhang and Biondi SEP–152

Figure 13: A close-up view of the images and subsurface reflection angle domain common
image gathers(approximated) at the target region of interest (10). In this plot, these angle
gathers are computed approximately with 2-D offset to angle transform on corresponding hx

and hy ODCIGs. (a): An inline image section at Y = −3.51 km; (b): The inline reflection
angle (γ range spans [−35◦,+35◦]) CIGs for different lateral locations in (a); (c): The
crossline reflection angle (γ range spans [−35◦,+35◦]) CIGs for different lateral locations in
(a). [CR] yang1/. fig15
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area.

Figure 12 shows an example of the subsurface offset CIGs within an inline image section
(y = −3.51 km), due to the plotting limitation (it is difficult to plot (hx, hy) surfaces on
paper), we only show a hx section (while hy=0) and a hy section (while hx=0). As we can
see from the figure, there are plenty of unfocused energy in the offset CIGs, partially this
is attributed to the very limited range of illumination angles, nonetheless all the curved
events in the CIGs clearly indicates the inaccuracy of the velocity model. Figure 13 shows
an example of the subsurface angle CIGs within an inline image section (y = −3.51 km).
The exact way of computing 3-D ADCIGs is very time consuming, here for illustration
purpose only, we compute the angle gathers approximately by applying 2-D offset to angle
transform on corresponding hx and hy gathers in figure 12. Notice the very limited range
of angular illumination (less than 25◦) on both inline and crossline angle gathers. This is
mainly a combined result of a complex salt overburden, our relatively short shot-receiver
offset and the fact that target region is deep. Nonetheless, there are still many curved
events in the ADCIGs, which our RMO WEMVA method will be able to utilize for velocity
improvement.

FUTURE WORK

We plan to use the seismic data remapping approach proposed by Tang (2011) for our
target-oriented inversion, with which we can synthesize a new data set right above the
target zone with desired acquisition geometry by performing born modeling on the initial
subsurface gathers. By doing this, we further reduce the data size and the propagation
domain. And we will test our RMO-based WEMVA method on the synthesized data set.
We will also test the effectiveness of our accelerated (based on compressed-sensing) version
of RMO WEMVA (Zhang et al., 2013) on this data set.

CONCLUSION

We presented our efforts on applying our RMO-based WEMVA method to an industry scale
3-D marine WAZ data set — E-Octopus III in the Gulf of Mexico. By doing careful data
regularization and preprocessing, and focusing on a relatively small target area containing
mainly subsalt sediment layers, we are able to keep the total computation load manageable
on our 120 nodes shared academic cluster. Although the angle gathers in the target area
have very limited range, we are able to observe clear moveout information from those gath-
ers, which leaves open the opportunity for applying the RMO-based WEMVA for velocity
updates.
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Multiple realizations of equiprobable velocity fields using
sequential Gaussian simulation

Guillaume Barnier and Robert Clapp

ABSTRACT

For a given seismic dataset, there may be many equally reasonable seismic velocity
models that could be used as input into imaging algorithms such as migration. Small
variations in velocity models can have a substantial impact on the seismic image struc-
ture that is produced, and eventually interpreted. Here, we focus our study on building
a geostatistical workflow that will later enable us to better assess the impact of velocity
uncertainty on seismic image structures. Using sequential Gaussian simulation, we pro-
duce a range of equiprobable and geologically consistent realizations of RMS velocity
fields.

INTRODUCTION

Quantifying uncertainty associated with seismic imaging is a key challenge for subsurface
characterization. Within this process, a particular source of uncertainty arises during the
estimation of seismic velocities. Errors in velocity model estimation can create and propa-
gate errors in our final migrated images which, in turn, can lead to an erroneous estimation
of our reservoir volumetrics. Therefore, finding a way to quantify uncertainty in subsurface
structures can help interpreters and petroleum engineers in their decision making process.

Bube et al. (2004a) studied how the errors in stacking velocity lead to errors in the
positioning of structural events for an isotropic and homogeneous medium. In an analo-
gous paper, Bube et al. (2004b) performed a similar analysis, but for the uncertainty of
anisotropic parameters in a weakly anisotropic and homogeneous medium. However, both
analyses are done locally, and around a single point in the subsurface. In a series of publi-
cations, Clapp (2000, 2001a,b); Chen and Clapp (2002); Clapp (2003) developed a method
to modify a least-squares geophysical inversion technique by adding random noise to both
terms of the objective function (model fitting term and data fitting term). This allowed
them to generate multiple realizations of equiprobable smooth RMS velocity models.

In this paper, we decide to tackle this problem from a geostatistical point of view by using
sequential Gaussian simulation (SGS) to generate a set of equiprobable 2D RMS velocity
fields. The reason for choosing this geostatistical approach is that it allows us to maintain
spatial continuity and consistency in our model. Each realization should be a realistic
representation of the Earth. This approach lays the foundation for future studies, where we
intend to use those realizations to obtain different migrated seismic images. Eventually, we
want to assess the sensitivity of these migrated image structures with respect to variations
in the input RMS velocity field.

We begin by remarking that estimating RMS velocity using semblance plots on com-
mon midpoint (CMP) gathers is a source of uncertainty, and that we can interpret it from
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a statistical point of view. Then we present the workflow we developed to generate realistic
and equiprobable 2D RMS velocity profiles. Finally, we apply this workflow to a 2D marine
seismic dataset acquired in the Gulf of Mexico (Claerbout, 2011), and show various real-
izations of velocity maps. Finally, we conclude on our results and discuss the steps going
forward.

GEOSTATISTICAL INTERPRETATION OF SEMBLANCE ANALYSIS
PLOTS

In this study, we focus our analysis on quantifying the risk inherent to RMS velocity (Vrms)
estimation. A major source of uncertainty is introduced when picking Vrms profiles by using
a semblance analysis plot. On such a plot, the zones of high semblance values have a certain
width along the velocity axis (usually increasing with depth), which makes the interpreter
uncertain of which velocity value to pick for a given two-way traveltime τ (Figures 1(b) and
1(c)). The consequence is that we can extract multiple and equally reasonable Vrms profiles
from each CMP gather (Figure 1(d)). While it is common practice to choose only one Vrms

profile among all the possible ones, and then move on with a standard processing workflow,
we decide to model this uncertainty by designing an algorithm that generates geostatistically
consistent 2D Vrms profiles. In other words, we create models that ensure realistic spatial
variations from a geological standpoint. To do so, we first assume that the Vrms field
in the Earth’s subsurface was generated by a realization of a family of random variables
(stochastic process). Hence, the spatial variability of the velocity value between two points
in the subsurface will be fully determined by the covariance of the random variables at
these two locations. We also assume that the 1D semblance function (for a given CMP
gather, and a two-way traveltime), displayed in Figure 1(c), is a good approximation of
a non-normalized probability density function (PDF) of the random variable that models
Vrms at that location.

WORKFLOW

The objective of our workflow is to start from an empty Vrms model, and assign a geostatis-
tically meaningful value to each location. In this section, we present the workflow used to
generate one realization of a Vrms field. This workflow can be decomposed into three main
steps:

• Evaluation and extraction of the 2D Vrms trend as a function of traveltime and mid-
points, which we refer to as “detrending”

• Generation of a 2D residuals field using SGS, which we refer to as “geostatistical
simulation of residuals”

• Adding the trend back to the simulated 2D residuals field, which we refer to as “re-
trending”



SEP–152 Realizations of velocity fields 231

(a) (b)

(c) (d)

Figure 1: Uncertainty introduced by using semblance analysis plots for RMS velocity pick-
ing. (a) One CMP gather for a Gulf of Mexico marine seismic dataset. (b) Semblance analy-
sis plot of (a). (c) 1D semblance profile for τ = 2.4sec. (d) Equally reasonable Vrms profiles
for the CMP gather in (a). [NR] guillaume/. gomcmp0,cmpsemb0,cmpsemb1d,multpath
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Detrending

SGS theory requires that the variable we would like to simulate can be modeled (or ex-
plained) by a stationary random process. This implies that its mean and variance do not
vary spatially. Vrms usually increases with depth, and therefore its mean has a trend. More-
over, semblance energy zones usually become wider as depth increases, which implies that
the variance is also not stationary. In this paper, we neglect the non-stationarity of the
variance, and decide to leave it for future studies. The first part of our algorithm takes
care of the non-stationarity of the mean, and we use semblance analysis plots to extract
the trend in the velocity. Once we have extracted this trend (a smooth 2D surface), we can
move on to the second step of the workflow.

On the semblance plots, we specify a range of possible velocity values around the zone of
maximum energy as a function of traveltime, referred to as the “fairway” (Figure 2(a)). For
each traveltime, we pick the velocity with the highest semblance value inside the fairway,
and we obtain a spiky Vrms profile. Figure 2(b) shows the rough 2D profile after performing
this operation for all available CMPs. The 2D trend is then obtained by smoothing both
along the CMP and traveltime axes (Figures 2(c) and 2(d)).

Sequential Gaussian simulation (SGS) of residuals

Assumptions

Throughout our study, we will assume that we can express the random variable Vrms(x, τ)
as a sum of two terms: a deterministic trend m(x, τ), and a random variable with zero
mean, referred to as the residuals velocity R(x, τ) (equation 1). Here, x corresponds to the
position on the CMP axis, whereas τ is the two-way traveltime.

Vrms(x, τ) = m(x, τ) + R(x, τ) (1)

Step one of our workflow was intended to take care of the trend m(x, τ). In this section, we
generate multiple realizations of the residuals R(x, τ) by SGS, using a stationary random
process with zero mean. In order to obtain our final velocity model, we will eventually need
to add the trend back to the residuals (Isaaks and Srivastava, 1989).

Theoretical review of SGS

SGS is a stochastic simulation that enables us to generate multiple equiprobable realizations
of the property we are trying to study. We use the assumption that the true Earth model is
one realization of a stationary stochastic process, and we try to generate more realizations
from it. This process enables us to obtain a better representation of the natural variability
of the property being studied (Bohling, 2005).

Unlike geostatistical interpolation methods such as ordinary kriging (OK), we are not
trying to get an estimation of the property value at the simulated point. Instead, we
are aiming to obtain its conditional PDF given values of the property already simulated
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(a) (b)

(c) (d)

Figure 2: Various steps for velocity trend estimation. (a) Fairway for one CMP. (b) Rough
2D velocity profile. (c) Extracted 2D trend (smoothed version of (b)). (d) Trend profile for
one CMP. [ER] guillaume/. fairway0,roughtrend,trend2d,trend1d
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(or known) at locations nearby. Moreover, the assumption that each variable follows a
Gaussian distribution makes the estimation of the conditional PDF straightforward. At
a given point, its conditional PDF is also normally distributed, with mean the estimated
kriged value (OK) at that point, and variance the error variance from the kriging process.

The SGS process can be decomposed into four steps (Bohling, 2005):

• Generating a random path through the model points

• Performing OK at each model point to estimate its conditional distribution (mean
and variance)

• Drawing a random sample from this conditional PDF, and assigning the value to the
model point

• Visiting each successive point in the random path and repeating this process, including
previously simulated points as data values in the OK process

Pseudo-code

We start with an empty 2D residual model R(x, τ) = 0 km/s. Our goal is to generate a
value for each location of the model using sequential Gaussian simulation (Mariethoz and
Caers, 2014). Our pseudo-code for this workflow can be described as follows:

Algorithm 4 Sequential Gaussian simulation of residuals
Initialize the model to zero: ∀ (x, τ), R(x, τ) = 0
while at least one point in the model has not been assigned a value do

pick a random model location Mi(xi, τi)
if the value at Mi has already been simulated then

pick another location
end if
scan in the vicinity of Mi to see if there are nearby points for which we already know
the value
if there are not enough nearby points that have already been simulated then

get the PDF for location Mi (estimated from the semblance analysis)
draw a random sample value ri

rand from this PDF
assign this sample value at location Mi. R(Mi) = ri

rand

else
pick the nearby points, and interpolate between them by OK
store the kriged value Rkriged(Mi)
calculate the minimum error variance σ2

min associated with the OK process
draw a random sample ri

norm from a normal distribution N(Rkriged, σ
2
min)

assign this sample value at location Mi. R(Mi) = ri
norm

end if
end while
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Realizations of residuals maps

By applying the first two steps of our workflow to a Gulf of Mexico marine seismic dataset
(Claerbout, 2011), we obtain and display three realizations of residuals shown in Fig-
ures 3(a), 3(b), and 3(c). Each of these three realizations was performed using model
correlograms with different ranges for the OK process (Figure 4(a)). As we increase the
range in the correlograms, we observe more spatial continuity in residuals realizations. Fig-
ure 4(b) confirms this observation, and shows that our simulation has preserved the range
of the original model correlogram. This is the main advantage of tackling this problem with
a geostatistical approach.

(a) (b) (c)

Figure 3: Multiple residuals realizations using correlograms with different ranges. (a) Real-
ization with a range of 20 pixels. (b) Realization with a range of 40 pixels. (c) Realization
with a range of 60 pixels. [ER] guillaume/. sresiduals2,sresiduals44,sresiduals777

(a) (b)

Figure 4: Correlograms used in the modeling process. (a) Model correlograms with various
ranges used for the sequential Gaussian simulation. (b) Residuals correlograms obtained
after simulations using various ranges. [ER] guillaume/. variocat,totcat
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Generating Vrms models by retrending

(a) (b) (c)

Figure 5: Multiple realizations of RMS velocity models. (a) Realization with a range of 20
pixels. (b) Realization with a range of 40 pixels. (c) Realization with a range of 60 pixels.
[ER] guillaume/. smodel2,smodel44,smodel777

In the final step of our workflow, we add the trend back to the residuals to obtain the
velocity models. Figures 5(a), 5(b), and 5(c) show the retrended velocity models obtained
for the realizations of residuals in Figures 3(a), 3(b), and 3(c). By extracting Vrms profiles
at x = 15.75km, we can now display the three realizations overlaid on top of the semblance
analysis plot for this CMP (Figure 6). We have generated a set of equiprobable 2D RMS
velocity fields, where each realization is spatially consistent with the input covariance model.

CONCLUSIONS AND FUTURE WORK

In this paper, we developed a geostatistical workflow that enables us to generate multiple
realizations of spatially consistent RMS velocity fields. First, we extracted a velocity trend
from our data. Then, we performed a sequential Gaussian simulation on the residuals. Fi-
nally, by adding back the trend to the residuals realizations, we obtained a set of reasonable
and equiprobable RMS velocity fields. So far, we have limited our work to the construction
of this geostatistical workflow. Moving forward, we would like to use each velocity model
realization to obtain a wide range of equiprobable migrated seismic images. By comparing
the differences in their structural features, we hope to be able to assess their sensitivity
with respect to variations in the RMS velocity model.
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Figure 6: Vrms profiles for three realizations (using three different ranges), extracted at
x = 15.75km. Black curve was generated with a range of 20 pixels, gray curve with a range
of 40 pixels, and red curve with a range of 60 pixels. Background is the semblance analysis
plot for this location. [ER] guillaume/. real
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Demigration and image space separation of simultaneously
acquired data

Chris Leader and Biondo Biondi

ABSTRACT

Separating simultaneously acquired seismic data is the link between more efficient ac-
quisition and conventional imaging techniques. Acquiring multiple source locations con-
currently, without waiting for full energy dissipation, can provide cheaper and denser
acquisition. However, to integrate with current production scale imaging it is necessary
to separate these data into their conventionally acquired equivalent state. Many algo-
rithms give successful separation but all stringently require random source sampling in
time and space. Herein an image-domain transformation is used to isolate and remove
noise from overlapping shots for both randomly delayed and linearly delayed simulta-
neous data; an inverse transform is then used to recover separated, conventional data.
Results show that this process is not dependent on a well constrained velocity model
if the extended image space is used to preserve data kinematics.

INTRODUCTION

Migration algorithms assume a single source interacted with a stationary scattering field.
Thus, when surveying it is necessary to wait between shots for energy to sufficiently dissi-
pate. This waiting time restricts survey speeds, especially when multiple source boats are
used (Verwest and Lin, 2007). If waiting time was not a restriction, denser sampling could be
recorded per unit time and acquisition could be significantly more efficient (Beasley (2008);
Hampson and Herkenhoff (2008); Berkhout and Blacquiere (2008)). Recording overlapping
data in this manner will require more processing time than conventionally acquired data.
However the economic gains from reduced acquisition far outweigh this extra cost.

These simultaneously acquired data can be used to directly invert for model properties
(Dai and Schuster (2009); Tang and Biondi (2009)). However such methods require exact
velocity model knowledge. Separation and subsequent imaging could be integrated into
production data flows; successful existing methods rely on random sampling in the source
timings and locations (Abma and Yan (2009); Moore et al. (2008)). For example, constant
receiver gathers can be transformed into the f-k or tau-p domain and iteratively thresholded
(Doulgeris et al., 2011), iteratively removed in the parabolic random domain (Ayeni et al.,
2011), removed by using a convex projection approach (Abma and Foster, 2010), or through
compressive sensing methods (Herrmann et al., 2009).

Image domain processing has been used effectively for coherent energy removal / at-
tenutation by posing the problem in the extended image space (Zhang et al. (2012); Sava
and Guitton (2005)). It is possible to untangle certain events in this domain and recreate
cleaner shot gathers by virtue of higher signal-to-noise ratio and reduced dimensionality.
Additionally, when using the extended image space (Sava and Vasconcelos, 2011), event
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kinematics are preserved. Consequently, if the velocity model is inaccurate then demigra-
tion is still possible (Chauris and Benjemaa, 2010). For the problem of simultaneous source
separation the extended image space can be a powerful tool since energy from separate
sources can be easily distinguished in subsurface offset, even for the case of constant time
delays.

The goals of this investigation are threefold: to test the possiblity of accurate data
recovery if an incorrect velocity model is used, to observe and quantify how blended data
appear in the extended image space, and finally to test methods for separating data using
the extended image space and incorrect velocity models.

DEMIGRATION

Demigration (Loewenthal et al., 1976) is an important concept in many seismic exploration
algorithms: velocity model building (Weibull and Arntsen (2013a); Sava and Biondi (2004)),
multiple removal (Weibull and Arntsen, 2013b), Hessian estimation, interpolation, and many
others. If the velocity model is known the process of demigration is simple and the adjoint
of the imaging procedure can be used (Jaramillo and Bleistein, 1999). When using Reverse
Time Migration (RTM) our imaging algorithm can be expressed as equation 1.

m(x) =
∑
xs,ω

f(ω)G0(x,xs, ω)
∑
xr

G0(x,xr, ω)d∗(xr,xs, ω), (1)

where x represents the spatial coordinates, m(x) the scattering field, xs the current source
coordinates, xr the current receiver coordinates, ω the temporal frequency, d∗(xr,xs, ω) the
complex conjugate of the data and G0 the relevant Green’s function. Only the zero-offset
image (Claerbout, 1971) is calculated and this will contain all necessary amplitude and
kinematic information for demigration, assuming the velocity model accurately represents
the data.

For demigration the adjoint of equation 1 is used; this is the first-order approximation
to the Born scattering series. Here the estimate of the scattering field is used to recreate
the data, using

d(xr,xs, ω) =
∑
x

f(ω)G0(x,xs, ω)m(x)G0(x,xr, ω). (2)

A single application of Born modeling recreates data kinematics correctly. However, to
correctly capture data amplitudes, particularly those at short offsets, an inversion procedure
must be used (Weibull and Arntsen, 2013b). Correct kinematic recreation is shown for an
adapted Marmousi (Martin et al., 2006) model (figure 2, middle panel), where the image
in figure 1 was used as the scattering potential. It is immediately apparent that all events
have been corectly positioned but the Amplitude Versus Offset (AVO) characteristics of the
input data are not accurately represented.

Creating an inverse process from here is straightforward. These forward (equation 1)
and adjoint (equation 2) processes can be combined into a solver and a conjugate direc-
tions scheme used for updates. Each iteration is roughly twice the cost of one modeling
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Figure 1: Zero-offset image of the Marmousi model. [CR] chris1/. marmimage

Figure 2: An example shot of the input Marmousi dataset (left), the shot reconstructed by
modeling (middle) and by inversion (right.) [CR] chris1/. marminvd
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application, but convergence is seen quickly. For a very simple two-layer model only a few
iterations bring the amplitude error to less than one percent; for the Marmousi dataset
fourteen iterations are needed. The inversion result for the latter model can be seen in the
right panel of figure 2.

Simultaneous shot separation is not difficult if the velocity model is known; linearised
inversion can be used to estimate a clean image and then Born modeling applied. In order
to use the image space for exploration scale simultaneous shot separation a methodology
without a strong velocity model dependence is required.

EXTENDED IMAGING

The zero-offset cross correlation imaging condition will lose important wavefield information
if the velocity model has not placed the events at precisely the right location for imaging.
Extending this imaging condition beyond zero-offset creates an image extended in subsurface
offset. Stored in this extra dimension are the vital kinematic and amplitude attributes that
would otherwise be lost. If the zero-offset imaging condition is expressed in equation 3 then
the extended imaging condition can be written as equation 4.

I(x, y, z) =
nshots∑

i

∑
t

Ps(x, y, z, t; si)Pr(x, y, z, t; si). (3)

I(x, y, z, xh, yh) =
nshots∑

i

∑
t

Ps(x + xh, y + yh, z, t; si) ∗ (4)

Pr(x− xh, y − yh, z, t; si)

Here, I(x, y, z) is the image in space, Ps is the source wavefield and Pr is the receiver
wavefield. If lag coordinates in x and y are introduced (xh and yh), a 5D image can be
created. It is possible to have lags in both t and z to create a 7D image, or any combination
thereof. From here on this discussion will be limited to subsurface offsets in the x direction
only.

SIMULTANEOUS SHOT SEPARATION

If the velocity model is known then effective data separation can be done without the need
for subsurface offset extension, information is not lost with the imaging condition. A simple
least-squares inverse system can be designed that aims to iteratively reduce crosstalk and
output a separated dataset. With random delays between sources and a large number of
shot-points, crosstalk artifacts will stack out due to their incoherence. A single application
of migration and demigration can produce adequately separated data. A few additional
iterations are then needed to reduce any remaining separation noise to the background.
This can be seen in figure 5; here 100 shots were blended into overlapping groups of five
and then one iteration of image space separation was performed.
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Figure 3: A simple image, with correct velocity (top), 10% too slow (middle) and 10% too
fast (bottom) in the extended domain. [CR] chris1/. extimgs
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Generally, the velocity model will not be known with confidence, especially if simulta-
neous shooting is to be done for exploration and appraisal-type surveys. Figure 3 shows
examples of a two reflector model imaged in the extended image space, with correct, 10%
too slow and 10% too fast velocity models, respectively. One hundred shots were used, with
a fixed spread geometry. The middle and bottom panels are more loosely focused because
amplitudes have been smeared across subsurface offset. However, since this behaviour has
been correctly captured, demigration can be effective.

Interestingly, for the three results in figure 3, least-squares demigration converges at
roughly the same rate for all models. For exact velocity, amplitudes are matched to within
1% after five iterations, the faster velocity model within seven iterations and the slower
model within eight iterations.

Figure 4: An original shot (left) and the raw demigration result after seven iterations using
the fast velocity model (right). [CR] chris1/. invcomp

Data blending is then performed for both the two-layer and the Marmousi datasets.
Initially, analysing the two-layer images provides more insight, as each event can be easily
identified. There are four different scenarios that should be investigated: random blending
between neighbouring shots, random blending between distant shots, constant time delays
between neighbouring shots and finally constant time delays between distant shots. To
ascertain the best separation approach, observing these different blending schemes in the
extended image space is essential.

Figure 3 demonstrates that extended RTM, with the correct velocity, focuses events
at zero-subsurface offset. In the case of simultaneously-acquired data, overlapping shots
will be placed at non-zero subsurface offset. A trivial method to attenuate the majority
of overlapping energy is to simply heavily penalise events at high subsurface offest. In
the case of random shot delays this overlapping energy is spread out incoherently through
all subsurface offsets. A de-noise or thresholding type removal algorithm can be applied
(Abma and Foster, 2010) and the data demigrated. Reasonable separation is seen even
without thresholding. In the case of constant time delays this energy is more focused and
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Figure 5: A randomly blended dataset (top) and the separated dataset after imaging and
demigration (bottom). [CR] chris1/. separate2



246 Leader and Biondi SEP–152

certain non-zero subsurface offsets can simply be windowed. For the case of constant delays
between neighbouring shots this focusing is close to zero-subsurface offset. This approach
risks losing primary information.

The less representative the velocity model, the less focused these images will be. For a
very rough model many subsurface offsets are needed, and the thresholding must be done
very carefully. Current work is being undergone on Fourier and Radon based thresholding
methods for cleaning these offset panels prior to demigration. For the case of large shot-point
differences in space and time, windowing is an effective and simple method for removing
this energy and creating these unblended data.

CONCLUSIONS

Amplitude preserving demigration is possible with an incorrect velocity model. The ex-
tended image space can be used and several least-squares iterations performed. Thus, ro-
bust image space filtering and processing, with the goal of remigration, is possible. If these
data are acquired with strong, coherent overlaps (simultaneous shooting) then it is possible
to distinguish and filter this overlapping energy in the extended image space. Through
subsequent demigration, a separated dataset is produced, resulting in the equivalently un-
blended data, which can then be used for conventional processing. If the velocity model is
not representative, these coherent events remain identifiable in subsurface offset. However
the method of removal will depend on the level of velocity inaccuracy.

FUTURE WORK

An automatic algorithm for identifying overlapping shots and removing them is currently
being prepared. Preliminary results for Fourier coefficient and tau-p domain thresholding
techniques appear promising, even in the case of tightly blended data. Additionally work
is being undergone on designing a regularisation operator, which acts in a similar way, to
make the entire process an inverse scheme that iteratively removes this energy in subsurface
offset.
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Figure 6: Three datasets - conventional (top), linearly blended (middle) and randomly
blended (bottom). The sx axis acts as a constant receiver axis. [CR] chris1/. blnddata2
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Figure 7: The three datasets in figure 6 imaged respectively in the extended domain. [CR]
chris1/. blndimgs2
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Phase-encoded inversion with randomised sampling

Chris Leader and Robert Clapp

ABSTRACT

Inverse imaging and full-waveform inversion can be accelerated using phase encoding.
By combining subsets of these data a series of super shots can be created, reducing the
dimensionality of the problem. For certain geometries this can lead to more efficient
data-space residual reduction, relative to, say, unencoded least-squares reverse time
migration. Using an iteration-dependent random subset of these super-shots reduces
the cost of each iteration while preserving the macroscopic convergence characteristics
of conventional phase-encoding. Consequently, the cost of the system as a whole is
significantly reduced while favourable residual reduction is maintained.

INTRODUCTION

Contemporary exploration seismic data sets are extremely large, to the point that data
movement and I/O are significant bottlenecks in imaging and inversion. This is exacerbated
by the fact that these surveys cover huge target volumes; each individual seismic source will
have sampled a large subsurface domain, and there can be over 100,000 of these sources.
Hence ways to accelerate how high fidelity images can be created are continually being
researched.

Herein will be discussed how one can use incoherent sums to speed up imaging through
inversion, by both reducing data movement and reducing the number of individual source
simulation propagations performed during each iteration (Morton and Ober, 1998). This
is often referred to as phase-encoding and it has been shown to increase the efficiency of
seismic simulation (Ikelle et al., 2007), wave equation imaging (Romero et al., 2000) and full
waveform inversion (Krebs et al. (2009); Gao et al. (2010)). Of course by combining shots
in this fashion many more iterations must be performed to reduce crosstalk; nonetheless, in
terms of cost and computational efficiency phase-encoding has some far-reaching benefits
due to reduced dimensionality.

By using a randomly oscillating single sample encoding function the most efficient results
(in terms of convergence) are observed (Krebs et al., 2009). This paper suggests that
super-shots can also be encoded by using iteration-dependent randomised subsampling. If
convergence properties are conserved then the overall cost will be reduced. This is similar
to the work on stochastic gradients by Aravkin et al. (2012b), Aravkin et al. (2012a) and
Friedlander and Schmidt (2012) but has more potential computational gains.

METHOD

Scaling, shifting and summing groups of shots together can create a series of super-shots; this
is the essence of phase-encoding. Romero et al. (2000) showed, in the context of migration,
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that using a random encoding sequence and limiting the number of combined sources gave
the best image. However, in this study it was suggested that one should not blend more
than ten shots together. Krebs et al. (2009) then showed that if iteration-dependent single-
sample encoding is used more efficient results are obtained; this efficiency comes from the
fact the sources are no longer delayed, they are simply scaled. Moreover many more than
ten shots can be combined in such a scheme and desirable convergence is still observed. In
the case of fixed-spread geometry all shots can be combined into one super-shot (Leader
and Almomin, 2012) and very efficient residual reduction is observed, as a function of cost.

These aforementioned methods propagate every super-shot in all iterations, however
this is not necessary. By also encoding super-shots with a randomly oscillating sequence of
1, 0, and -1, it is possible to achieve similar convergence characteristics while performing
fewer propagations. This has implications for the overall efficiency of the inversion due to
this combined reduced dimensionality and randomised sampling.

This follows a similar idea to Friedlander and Schmidt (2012), where it is shown that by
controlling the size of data subsets it is possible to observe steady convergence rates whilst
using only sections of the data. This is then extended by Aravkin et al. (2012b) where they
show that by using a semi-stochastic method it is possible to use as little as 40% of the data
at random (at 20% the cost of a conventional approach) and still recover a useful model.

As an example, 5,000 shots could be combined into 100 super-shots. An encoding
sequence for these 100 super-shots that randomly selects 1, 0 or -1 can be designed, which
on average will be the equivalent of ignoring a third of the data per iteration. Because the
ignored portion of the data changes between iterations (and many iterations are performed),
under-sampled areas in early iterations will quickly become balanced. Furthermore, only
two-thirds of these super-shots are being propagated on average, reducing cost by (roughly)
a third. Using less than a third of the data is also possible.

The power of this concept is very dependent on the geometry of the problem. A dense
Ocean Bottom Node (OBN) survey would be ideal, since receiver locations are stationary
and a significant portion of the sources sample a high proportion of the image domain.
Consequently there is a not a large aperture increase after shots are combined. A sparse
streamer type survey, like Wide-Azimuth Towed Streamer (WATS) would not be a good
choice. In this case distant separated sources will not share common receiver points or
common midpoints, meaning there is no advantage to phase encoding.

Phase-encoding has desirable convergence properties as a function of cost in early it-
erations, however it can plateau at later iterations (due to the inherently noisy nature of
the blended data.) A powerful option is to perform encoding at early iterations and then
to use Least-Squares Reverse Time Migration (LSRTM) after a convergence threshold has
been met. LSRTM can often converge to within, say, 10% of the initial residual, whereas
for phase-encoded inversion the scheme might plateau at around 30%.

Above is some pseudo-code that demonstrates the difference between encoding the super-
shots and not encoding them. One has the option of keeping the number of zeroes within
the β encoding function constant or not. Choosing to do this would be purely to make
normalisation easier for comparing the residual between iterations. Note this pseudo-code
does not represent the way this problem was exactly implemented, it is for illustrative
purposes.
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Algorithm 5 Conventional phase-encoding
while iter < n iterations do

while i super shot < n super shots do
Create encoding function α of 1,−1
while i src < n srcs do

Encoded data + = current shot * α(i src)
end while

end while
Forward model, get data residual
Apply adjoint, get gradient
Forward model over gradient
Perform model update

end while
Output final model

Algorithm 6 With super-shot encoding
while iter < n iterations do

Create encoding function β of 1, 0,−1
while i super shot < n super shots do

Create encoding function α of 1,−1
while i src < n srcs do

Encoded data + = current shot * α(i src)
end while
Encoded data ∗ = β(i super shot)

end while
Forward model, get data residual
Apply adjoint, get gradient
Forward model over gradient
Perform model update

end while
Output final model
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SCALING THE RESIDUAL

To judge convergence a scalar measure of the data-space residual is used, as is prevalent in
seismic data inversion. This is a useful metric because it allows misfit as a function of iter-
ation (or cost) to be easily plotted and compared. However, in the case where an encoding
function containing (a non-constant number of) zeroes is used it is clear normalisation is
necessary.

The simplest option is just to scale the residual by the number of non-zero elements
in the encoding function. This helps to smooth convergence properties, but because of the
noisy nature of this process the residual can still locally increase. In fact the tests show that
macroscopically this normalisation is not important, since the number of non-zero elements
tends to an average of two-thirds naturally.

IMPLEMENTATION CONSIDERATIONS

An algorithm such as this, within each time-loop, massively favours computation over mem-
ory transfer; during each iteration data movement is minimised and strong bandwidth per-
formance is observed. However, between iterations a serious disk and memory bottleneck
can be created when summing and combining subsets of shots in preparation for propagating
and imaging.

Choosing the two encoding functions is not iteration dependent, they are chosen using a
pseudo-random number generator. Thus it is possible to prepare the encoding function and
data for the next iteration while the current super-shots are being propagated and imaged.
Implementing this is relatively simple by using a separate CPU thread which is spawned
after the iteration has begun. This new thread creates the new encoding functions, reads
and encodes the data, and stores these new data ready for the next iteration. Depending
on data-size this could be resident on DRAM or written back to disk.

If a very large dataset is to be encoded into a much smaller set of super-shots this
preparation time could be even longer than a full iteration of this randomly sampled phase-
encoded inversion technique. In this case a separate CPU thread could prepare multiple
future data combinations for the next several iterations.

RESULTS

Analysing how the introduction of zeroes to the encoding function alters convergence should
be the primary goal, since the computational benefits are clear. Three methods were tested,
referred to as conventional, β and β2. For the conventional case the super-shots are not
encoded (or the encoding function could be considered as a series of ones). The encoding
function used for β featured a randomly varying number of non-zero elements in the sequence
and β2 fixed the number of non-zero elements at two-thirds. The residuals for the second
case were scaled by the number of non-zero elements in β, as previously discussed.

This test was done in 3D using a random-boundary GPU based routine for least-squares
wave-equation inversion. The tests used a fixed-spread OBN like geometry (for simplicity)
and were composed of 50 inline shots across five crosslines, making 250 shots in total. The
imaging domain was 10km x 5km x 4km in (x, y, z) respectively, sampled every ten metres.
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To measure how the introduction of zeroes can affect convergence all the data was encoded
with a function randomly selecting 1, 0 or -1. The results for this can be seen in Figure 1.

 
Figure 1: Convergence as a function of iteration for the three phase encoded cases. [NR]
chris2/. chart

It is clear that the convergence curve for the conventional case is a lot smoother, how-
ever it can occasionally increase. These localised increases are because iteration-dependent
encoding creates a non-linear system. The next attribute to note is that β2 results in a less
erratic convergence curve than β, while both can see significant variation between iterations.

The general convergence trend is the same in all three cases and the residual decreases
to roughly 40% of the initial value after 50 iterations. Interestingly, on average the residuals
when using zeroes in the encoding are slightly lower than the conventional case, with β2

being more consistent. If very high-fidelity imaging was desired one could move to LSRTM
after these 50 iterations.

This demonstrates that when only using two-thirds of the data per iteration (randomly
distributed over the domain) consistent convergence properties, relative to when the entire
dataset is used, are seen. Thus by encoding super-shots it is possible save at least one-third
of the iteration cost. If the horizontal axis in Figure 1 was changed to cost then the curves
for β and β2 would look even more desirable.

CONCLUSIONS

It is possible to reduce the cost of phase-encoded seismic inversion by also encoding the
super-shot axis. If one samples the super-shot axis using an iteration-dependent randomised
function then it is possible to use fewer super-shots per iteration - reducing dimensionality
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while preserving macroscopic convergence properties. Consequently the scheme becomes
more efficient, as a function of cost, since the inversion scales with the number of super-
shots. If the number of zero elements in a given encoding function is maintained as a
constant then a more smoothly decreasing residual is seen.

FUTURE WORK

There are several aspects of this concept still under investigation. Currently tests are being
done to analyse how a more complex geometry will affect these findings as a function of cost
and if using less than two-thirds of the data still provides reasonable results, as suggested
by Aravkin et al. (2012a).
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Simultaneous source separation as a sequence of coherency
pass operations

Daniel Blatter and Chris Leader

ABSTRACT

In conventional seismic data acquisition, sufficient time must elapse between seismic
sources to prevent inteference. As a result, conventional surveys suffer from a balance
between higher cost or insufficient spatial sampling. Seismic surveys acquired with
multiple sources activated concurrently offer the potential advantages of a combination
of denser sampling and reduced cost. In order for conventional algorithms to clearly
image the data, however, they must first be deblended. Some deblending algorithms
rely on a sequence of operations, including filters, transforms, mutes, and even data
domain sorts, which use some criterion to remove interfering energy with minimal
harm to the desired signal. The effectiveness of data deblending using these operations
depends on the amount of intefering energy, the spatial proximity of the interference,
the timing of the interfering sources, and other factors. This paper will demonstrate
that an effective deblending algorithm makes clever use of a number of filters, mutes,
transforms, and data sorts to almost completely remove interfering energy.

INTRODUCTION

Acquiring seismic field data using controlled sources is conventionally done with only one
seismic source active at a time. Sufficient time must elapse between shots to avoid temporal
interference (Lynn et al., 1987). In practice, this means that large seismic surveys require
a significant amount of time to acquire, with corresponding implications for cost. Even
so, conventional seismic surveys are often insufficiently sampled in (at least) one direction,
leading to aliasing.

These difficulties – that seismic data are either insufficiently dense, time consuming, or
some combination of the two - are potentially mitigated in part by using multiple sources
simultaneously. For the same amount of time, a denser seismic survey can be conducted; or
else for comparable density of data, the survery could be acquired in significantly less time
(Beasley, 2008).

When multiple seismic sources are active simultaneously, interfering energy will be
present after the raw data are windowed into gathers. This presents a challenge to imaging,
as conventional imaging techniques are designed to work on conventionally acquired data.
The “blended” (simultaneously acquired) data must be “deblended” before imaging, or else
imaging techniques must be designed that can process the blended data simultaneously (Dai
et al., 2010).

Early deblending methods include conventional imaging steps and algorithms. Lynn
et al. (1987) and Beasley (2008) proposed viewing imaging algorithms including NMO and
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stack, Kirchoff migration and Reverse Time Migration (RTM) as coherency pass filters
because the interfering energy is in the “wrong place” to be imaged coherently.

More recent methods instead select several operations (filters, transforms, mutes, etc)
and combine them into one finely tuned deblending algorithm. If the interfering data
can be rendered incoherent (i.e., random) in some domain or along some axis, then the
deblending process can be treated as a denoising problem. When timing between interfering
shots is random (the interfering shots are not synchronized) then sorting the data into
common receiver, common offset, or common midpoint gathers can be considered a type of
coherency pass operation that achieves this objective. Doulgeris et al. (2011), Moore et al.
(2008), Mahdad et al. (2011), and Akerberg et al. (2008) make use of this property in their
deblending algorithms.

Instead of treating the interfering energy as noise, deblending can be set up as an
inverse problem whose goal is to estimate the unblended data. Abma et al. (2010) use a
sparsity constraint to minimize incoherent energy in the inversion, while Moore (2010) uses
a sparsity constraint in the linear Radon domain. Another approach proposed by Yang and
Ying (2013) uses a curvelet transform to deblend simultaneously acquired data.

What nearly all deblending methods have in common is the use of multiple operatons
that apply coherency criteria in such a way as to remove nearly all interfering energy
with minimal damage to the desired signal. The success of data separations using these
operations, including filters, mutes, transforms, and data sorts, is sensitive to factors such
as the amount of interfering energy in a gather, the randomness of the timing of interfering
shots, and the spatial overlap of the desired signal with the interference.

This paper will examine several basic coherency operations that are used in many sepa-
ration algorithms, as well as their sensitivity to the factors mentioned previously. A mute,
a threshold and the common receiver sort will be analyzed in some detail. Then, one spe-
cific deblending algorithm proposed by Mahdad et al. (2011) will be presented to illustrate
how many effective deblending algorithms may be decomposed as clever combinations of
multiple coherency based operations.

COMMON RECEIVER DOMAIN SORT

While not always thought of as such, sorting data can be considered a coherency based
operation in the context of simultaneous seismic source deblending. Figure 1 shows two
synthetic shot gathers - one conventionally acquired and the other simultaneously acquired
- and a simultaneously acquired (or “blended”) receiver gather.

Because the timing between interfering shots was random, the common receiver sort
has scrambled the interfering energy randomly, resulting in energy “spikes” in the spatial
direction (the energy remains continuous in the temporal direction). An interesting point is
that, because every shot is present in each common receiver gather, the interfering energy
in Figure 1(c) is actually present in the same receiver gather as signal.
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(a) (b)

(c)

Figure 1: Synthetic common shot gather (left), with no blended data. Synthetic blended
shot gather (right) with inteference. Synthetic blended receiver gather (below). Note
how the energy from the interfering shots is incoherent in the spatial direction. [CR]
daniel/. shotgather,blended-shotgather,blended-recgather
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F-K THRESHOLD FILTER

The spectrum of conventionally acquired data lies in a narrow cone-shaped region centered
around zero wavenumber. The bounds of the cone are defined by the slowest velocity
events in the data domain, because these have the steepest time dip and hence the highest
frequency in the spatial direction. In the case of simultaneously acquired data, the Fourier
transform can take advantage of the incoherency of the interfering energy in the common
receiver domain because the latter is composed essentially of random spikes which have a
white spectrum in the Fourier domain.

(a) (b)

(c)

Figure 2: f-k spectrum of common shot gather (left) with no blended data, and blended
receiver gather (right). Note the white sprectrum of the interfering energy in the blended
receiver gather. The spectrum of the blended receiver gather after applying a 7.0 per cent
threshold filter is plotted below. [CR] daniel/. shot-fk,blend-rec-fk,threshold-spectrum

Because the interfering energy is spread out over a much larger portion of f-k space
than the signal, the amplitude of its Fourier coefficients should be lower. As a result, an f-k
threshold filter that deletes any coefficient below a certain amplitude should be able to erase
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the interfering energy while passing some (hopefully most) of the signal. Figure 2 shows the
spectrum of a synthetic, conventionally acquired shot gather in the Fourier domain alongside
the equivalent for a blended receiver gather. The result of applying a 7.0 per cent threshold
filter in the Fourier domain is shown as well. Figure 3 shows the result of thresholding in
the data domain. Note how the removal of a majority of the Fourier coefficients associated
with the interfering energy has replaced the spikes in the data domain with a background
low amplitude wave pattern. The signal has, for the most part, remained unaffected.

(a) (b)

Figure 3: Partially deblended common receiver gather after a 7 per cent threshold filter
was applied in f-k domain (right). The original receiver gather is plotted on the left for
reference. [CR] daniel/. blended-recgather,fk-threshdata

This method is fairly effective by itself so long as the interfering energy amplitudes are
low in the f-k domain. If this is not the case (if the ratio of interfering energy to signal
energy is high), then one is faced with a choice between raising the threshold and sacrificing
more signal, or else passing (more) interfering energy. Also, the higher the interference-to-
signal ratio the more pronounced the background wave pattern in the data domain will be,
which risks masking low amplitude events in the signal.

F-K MUTE

In contrast to the threshold filter, a simple spatial mute in the f-k domain allows the removal
of much of the interfering energy without any risk of harming the signal. In the absence of
interference no energy is expected in the Fourier domain outside of the signal cone, so such
energy can safely be deleted (with appropriate tapering to avoid artifacts). Figure 4 shows
the results of applying the f-k mute to the same blended common receiver gather as before.
The results in the data domain are shown, as well as the spectrum after muting.

The mute is effective at reducing the amplitude of the interfering energy, although the
inteference itself is still quite visible. The f-k mute has the advantage of leaving the signal
untouched and largely avoiding the background noise introduced by the threshold filter.
The f-k mute, like its cousin, is also sensitive to the amplitude of the interfering energy.
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Since the mute cannot remove the interference where it coincides with the signal cone, as
the former increases in amplitude more interference will remain in the data domain after
muting.

(a) (b)

(c)

Figure 4: Blended receiver gather after applying f-k mute to remove in-
terfering energy (right). Original receiver gather plotted on the left
for reference. The spectrum after muting is shown below. [CR]
daniel/. blended-recgather,recgather-aftermute,recgather-spatialmute

Each of the coherency pass filters discussed so far rely on the randomness of the shot
timing between interfering shots. If this is not the case (i.e. if the shots are synchronized
such that the time delays between interfering shots are constant throughout the survey),
then the common receiver gather sort no longer acts as a coherency pass filter. In this
case the interfering energy will be passed coherently like the signal. Such a situation might
arise in a marine setting, where multiple sources on the same boat might be synchronized
for various reasons. Obviously, a different set of coherency pass filters would be needed
in this case. Such filters might include Radon transforms (linear or hyperbolic) that can
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distinguish energy with different time dips in the data space, enabling filtering of interfering
energy in the common shot domain (provided there is sufficient spatial separation between
interfering shots).

DEBLENDING ALGORITHM EXAMPLE

Deblending algorithms (as opposed to simple coherency pass filters) can be thought of as a
sequence of carefully chosen coherency pass filters, designed to combine their strengths in
such a way as to leave minimal interfering signal behind, producing data as if it had been
acquired conventionally. Mahdad et al. (2011) propose one such algorithm, which is briefly
presented here to illustrate this argument. A schematic of their algorithm is given in Figure
5.

Figure 5: Schematic of the algorithm of Mahdad et al. (2011). [NR] daniel/. schematic

The algorithm begins with a blended shot record, containing all shots for the entire
survey. This is sorted first into individual common shot gathers, then common receiver
gathers. These two steps, though seemingly trivial, are actually of critical importance
to the algorithm. A common receiver gather is then Fourier transformed, where a mute
is applied outside the signal cone. After application of an inverse Fourier transform, a
threshold filter is applied in the data domain. The objective of this is to obtain part of
the signal without any contaminating interference. While the interfering energy in the data
domain is initially of comparable amplitude to that of the signal (the interference is in fact
copies of the signal), the f-k mute ensures that the former has been sufficiently reduced to
allow a threshold filter to pass only signal. An example of the output of this step is shown
in Figure 6.
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Figure 6: Output of data threshold step, containing part of the desired signal but with none
of the interfering energy. [CR] daniel/. recgather-afterthresh

The importance of this is evident in the next step: the portion of signal output by
the previous step is sent through the sorting process from blended shot record to common
receiver gather, and in the process is copied and reappears as both signal and inteference
in the (admittedly sparse) output receiver gather. Recall the comment made previously
that the interfering energy in a common receiver gather comes from the signal in the same
gather. In other words, the sorting steps reveal where the signal from Figure 6 shows
up as interference in other traces. This can then be subtracted from those traces (before
any filtering was performed), producing a gather that contains less interfering energy than
before. This process is then repeated, lowering the threshold in the data domain each time
as more and more interfering energy is removed, allowing more and more interference to be
estimated by the subsequent re-sorting step.

CONCLUSION

Source separation (deblending) often involves the application of multiple coherency pass
filters. By themselves, each filter is insufficient to produce full data separation, but combined
in an intelligent manner they can form an effective deblending scheme. Future work will
include application of coherency pass filters using various Radon transforms, in addition to
those implemented here in the Fourier domain.
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Compression for effective memory bandwidth use in forward
modeling

Eileen Martin

ABSTRACT

A common bottleneck in seismic imaging is moving data. Lossy compression during
wave propagation simulations may be a useful tool for decreasing the amount of data
that must be moved. In the future, hardware compression may be added between
main memory and cache memory, so I explore the application of the fpzip algorithm to
compress small sets of data at each time step of acoustic wave propagation. To make
the most of modern architectures, I investigate the use of wavelet compression of entire
wave fields before writing to disk. The experiments presented show limited promise for
using fpzip in seismic imaging and potential for using wavelet and curvelet compression
when writing to disk.

INTRODUCTION

Modern computing is limited by the speed of moving data in computers. Modeling wave
propagation is a fundamental data processing component. It suffers from this limitation
despite being relatively computationally intensive, both between different levels of cache
and main memory, and from main memory to disk. One strategy for dealing with the
data movement during forward modeling is to reduce the amount of data that is moved.
Compression during forward modeling could be a viable option for seismic imaging if the
following conditions are met: 1) compression and decompression can be done quickly, 2)
the amount of data being moved is significantly reduced, and 3) the resulting image is not
too corrupted.

Why would forward modeling in seismic imaging be a particularly good candidate for
lossy compression? Much of the early work in data compression was motivated by a desire
to compress seismic data. Scientists developed methods to compress raw seismic data so
that it is very sparse in some wavelet and wavelet-like bases (Mallat, 2008); (Bosman and
Reiter, 1993); (J.D. Villasenor and Donoho, 1996). Additionally, we may be able to tolerate
more errors in forward modeling because we care little about that wave field. Rather, we
care about the end result of a seismic imaging problem which is fundamentally ill-posed. If
we use full waveform inversion (FWI) we are not guaranteed to calculate a solution close
to the true solution even with a perfect forward modeling operator, so we might be able to
allow some information about an intermediate step in the process to be lost to compression.
In the context of reverse time migration (RTM), the image is the result of many sums of
correlations, so some errors in the source and receiver wave fields can be tolerated as long
as they are incoherent. If lossy compression allows us to speed up our calculations enough,
we could use the same computer resources to process larger data sets or further explore the
probability distribution of images given our current data set.
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In this report, I present two ways of using lossy compression to help alleviate the com-
putational bottleneck often seen when simulating wave propagation due to our memory
bandwidth limitations of our machines. First, I investigate the possibility of hardware
compression between DRAM and cache using the fpzip algorithm on small chunks of data
(Lindstrom and Isenberg, 2010). Then, I investigate the use of compressing a full wave field
with a wavelet decomposition (R. Wu and Geng, 2008) prior to writing to disk with the aim
of performing these operations on graphics processing units (GPUs). I look at this strategy
for an individual compressed image that would be used as the input to a reverse time mi-
gration, and as a series of compressions that are used for restarting the forward modeling.
For both strategies, I present reproducible computer experiments to test the robustness
of finite-difference time domain (FDTD) two-way two-dimensional acoustic isotropic wave
propagation to the proposed compression strategies.

COMPRESSION BETWEEN DRAM AND CACHE

Several partial differential equations (PDE) simulations have been shown to withstand up
to a factor of 3-5x lossy compression as chunks of data the size of a cache line are moved
between main memory and cache in D. Laney and Wegener (2013). Two of these codes are
fluid dynamics, and one is a multiphysics plasma-laser interaction model. The multiphysics
code includes an electromagnetic wave propagation package, but it does not appear that
the effect of compression on the wave propagation was studied in isolation.

Because it is user-friendly and easy to obtain, I chose to use the fpzip algorithm and
code for compression and decompression (Lindstrom and Isenberg, 2010). The results from
D. Laney and Wegener (2013) suggest that fpzip might be expected to achieve a factor
of two compression (the 3-5x ratios were using APAX, which is produced by a now out-
of-business company). The assumption behind fpzip is that the repetitive data are near
each other, and it uses the Lorenz predictor to compress data based on this assumption
(Lindstrom and Isenberg, 2006). There does not seem to be any prior published work on
the use of lossy compression at the scale of cache lines in acoustic wave propagation. I used
Algorithm 1 to compress and decompress the wave field at each time step.

Algorithm 1 Software compression of wave field between main memory and cache
Initial conditions: u(0,x) = u0(x), ∂tu(0,x) = 0
Compress initial wave field
for i = 1, . . . , nt do

Uncompress wave fields uc(ti−1,x) and uc(ti−2,x) with fpzip file read
Update uu(ti,x) = L (uc(ti−1,x), uc(ti−2,x))
Compress current wave field uu(ti,x) with fpzip file write

end for

In this algorithm I assume that the finite difference scheme is second order in time, but
it could be higher order. For the numerical experiments presented later, I use the isotropic
acoustic second order in time and space wave operator:

uu(ti,xj,k) =
(

v(xj,k)dt

dx

)2

(uc(ti−1,xj−1,k) + uc(ti−1,xj+1,k)− 4uc(ti−1,xj,k)

+ uc(ti−1,xj,k−1) + uc(ti−1,xj,k+1)) + 2uc(ti−1,xj,k)− uc(ti−2,xj,k) (1)
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where dt is the time step, dx is the spatial grid size, v(x) is the velocity model, uc is the
wave field after compression, and uu is the wave field before compression. This compression
scheme could be extended to other wave operators that are more physically realistic.

WAVELET COMPRESSION OF FULL WAVE FIELDS

Data movement between cache and DRAM takes as long as a couple hundred cycles, but
it takes even longer to write to disk. Some algorithms for reverse time migration (RTM)
require writing to disk once every four time steps in a forward model. Other algorithms
may require writing to disk less frequently for checkpoints that could potentially be used
for restarting the computation if it is interrupted.

Wavelet compression was a strategy used in the nineties for storing and transmitting
large volumes of seismic data from the field to computers at offices. For two-dimensional
wavelets, it was possible to get acceptable compression by up to a factor of approximately 20.
However, the real savings were found for three dimensional wavelets, which could accept
compression by a factor of 100 while maintaining a close approximation to the original
data (J.D. Villasenor and Donoho, 1996). It is important that the reduction in memory
bandwidth is more significant than the increase in computation, so this strategy may be most
effective on architectures which can perform fast compressions. GPUs have been shown to
perform significantly faster than traditional processors for computing wavelet compression
and decompression(T. Wong and Wang, 2007). This suggests that multidimensional wavelet
compression of a wave field (perhaps on the CPU while the GPU continues propagation
calculations) before each disk write may be useful for reducing the amount of data actually
written to disk.

The data compressed in previous studies (J.D. Villasenor and Donoho, 1996) was only
the recorded wave field over many samples at the surface sensor locations. We need to
compress an entire wave field from just one or two time steps for each disk write, which may
require a different wavelet basis or produce different acceptable compression ratios. Here I
present results for two-dimensional acoustic modeling as a first step towards compression
for three-dimensional modeling. Wavelet compression of individual photographs has been
explored on GPUs (T. Wong and Wang, 2007), but our report investigates compression
both in the context of individually compressed images that are used as inputs to RTM, and
in the context of restarting a wave propagation simulation.

One way to deal with computational failures is restarting a simulation from checkpoints.
Hopefully errors would not happen very often, and we would rely on these checkpoints much
less frequently than we actually are writing to disk. Is it possible to rely on only compressed
wave fields for checkpointing, or do the errors grow too much? Algorithm 2 describes one
possible compression scheme in this context where the user would set some threshold of
error or compression ratios.

As before, L in Algorithm 2 could be any wave operator, and the dependence on two
time steps is just for the assumption that it is a second order in time scheme. This algorithm
could be adapted to leave out the ’if restart is needed’ step, and the wave fields written to
disk could be used for RTM or another imaging procedure. In the following experiments we
use a second order in space, second order in time FDTD isotropic acoustic two-dimensional
forward model. In this study, we only investigate how robust this forward modeling operator
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Algorithm 2 Software compression of wave field for checkpoint/restart from disk
Initial conditions: u(0,x) = u0(x), ∂tu(0,x) = 0
Compress initial wave field into wavelet basis with threshold
Write to disk
f is number of time steps between writing to disk
for i = 1, . . . , nt do

if restart is needed then
Go back to time step i− (i mod f) + 1
Uncompress wave fields uc(ti−1,x) and uc(ti−2,x) from wavelet basis

end if
Update uu(ti,x) = L (uc(ti−1,x), uc(ti−2,x))
if i mod f == 0 then

Compress uu(ti,x), uu(ti−1,x) in wavelet basis
Write to disk

end if
end for

is to compression.

HOW TO MEASURE ERROR

For these toy experiments, I measured errors by also calculating the wave field with the
same wave operator but without any compression. This is only done for small problems to
build an idea of good compression ratios and types of compression; it would never be done
in practice. I chose to measure the average relative error per time step as measured by the
Frobenius norm of pointwise differences

1
nt

nt∑
i=1

‖u(ti, ·)− uu(ti, ·)‖22
‖u(ti, ·)‖22

(2)

where u is the comparison wave field that is never compressed, and uu is the wave field that
has undergone compression. A phase shift might appear as a large error when measured
this way, but it may not be much of an issue if it does not result in different structures in
the final image. A better way to measure errors would show if new shapes are introduced,
as can be done with prediction error filters (Clapp, 2008). In fact, an ideal measure of error
for test problems would look at the resulting image to detect any changes rather than the
wave field.

EXPERIMENTS WITH FPZIP

To test what compression ratios could be achieved with fpzip, I ran an example for which I
already had a good idea what the wave field should look like: a two layer velocity model. I
studied a 16 km by 16 km region discretized by 16 m by 16 m grid blocks with a top layer
that was 4 km deep and has velocity 4 km/s, and a 12 km thick bottom layer with wave
speed of 3 km/s. To satisfy the CFL condition, I used a time step of 0.002 seconds, and
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observed the domain for 1.6 seconds (800 time steps). To keep the code simple, the region
has reflecting boundary conditions (wave field set to zero), and a single source in the middle
(8 km, 8 km) which was a Ricker wavelet with peak frequency of 10 Hz:

s(ti) = (1− 2(10π(10− i)dt)2)e−(10π(10−i)dt)2 (3)

I did these calculations in both single and double precision, with four levels of compression
(including lossless), as seen in Figures 1(a) and 1(b).

(a)

(b)

Figure 1: Wave field at 1.6 seconds produced by a centrally located source in the two
layer velocity model for both single (top) and double (bottom) precision computations with
compression ratios (left to right): 1x (lossless), 4/3x (24 bit single, 48 bit double), 2x (16
bit single, 32 bit double), 4 (8 bit single, 16 bit double). [ER] eileen1/. layerFlt,layerDbl

Although it is possible to visually inspect these images and see that some are nearly
identical, it is preferable to quantify these differences. I calculated the average relative
Frobenius norm error (Figure 2). As seen in both the error plot and the wave fields, a
factor of 4/3 compression is acceptable, as is a factor of two for double precision. A factor
of two compression for the single precision calculation seems to maintain the information
about the discontinuity in the velocity model, but it gives the false appearance of dispersion.
This false dispersion results in a relatively large pointwise error that is even worse than the
factor of four compression. The factor of four compression retains a little information about
the double precision, but much less than the factor of two compression of single precision.
Why? The difference occurs because the single precision allows more points to be included
in the Lorenz predictor. A factor of four compression of single precision loses all useful
information.
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Figure 2: Lossy compression with fpzip on double precision and single precision was tested.
Lossless compression (0 error) was 32 bits for single precision and 64 bits for double precision.
The average relative error per time step as sampled every 100 time steps in the Frobenius
norm is plotted. [ER] eileen1/. avgDiff

Although it is not realistic, a two layer velocity model is nice because it is easy to predict
what the wave field should look like. To look at the result of compression on a more realistic
synthetic example, I turned to the Marmousi model(Benamou, 1996). The model I used
was 9192 m by 2904 m divided into 24 m by 24 m blocks. I used the same source as for the
two layer model, and I again placed it in the center of the model with reflective boundaries
on all sides. I recorded this wave field everywhere for 500 time steps, which were 0.00218 s
long to respect the CFL condition. The resulting wave fields at just over a second after the
start can be seen in Figures 3(a) and 3(b). The error results were nearly identical to those
of Figure 2.

A factor of two compression for double precision is nearly identical to lossless com-
pression. For single precision, the major features of the wave field look similar, but it is
unclear what the result of this will be on the final image. A factor of four compression for
double precision does not contain enough information for a good image. A factor of four
compression contains no useful information for single precision.

EXPERIMENTS WITH WAVELET AND CURVELET COMPRESSION

The high compression ratios (around 100) achieved in J.D. Villasenor and Donoho (1996)
required using the 9/7 biorthogonal CDF wavelet filter, which is available in the toolbox,
but called the biorthogonal 4.4 wavelet. For two dimensions, a ratio of at least 25 could be
achieved, although it is unclear what wavelet set was used to achieve these ratios (Bosman
and Reiter, 1993). To quickly get a wavelet compression for the purpose of evaluating
robustness of forward modeling to compression, I used the Matlab wavelet toolbox. The
other approach I used was compression with the CurveLab Matlab library (E. Candès,
2007). For these experiments, I again used the Marmousi model from Benamou (1996) with
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(a) (b)

Figure 3: (Left) Double precision and (right) single precision at 500 time steps from source
in center of Marmousi model for (top to bottom) compression by factor of 1, 4/3, 2, and 4.
[ER] eileen1/. marmDbl,marmFlt

the same source, reflective boundaries on all sides, and 400 times steps that are each 0.00218
s long.

In the first experiment, I simulated compression when writing to disk for the purposes
of checkpointing and restarting to see whether the CDF wavelet or curvelets were better
suited to the purpose of restarting computation. For both wavelets and curvelets, errors
introduced by compression will build on each other and grow, so the question is whether this
growth is more controlled by one type of compression. I used a level two decomposition with
the CDF 9/7 wavelet, with a hard global threshold set at ten. For the curvelet compression
I used eight angles and for each angle, kept any nonzero coefficients at least one fiftieth
the size of the maximum nonzero coefficient. To quickly see the effects of restarting from
a compressed wave field, I compressed the wave field every fifty time steps, then used the
compressed field to continue the forward modeling.The errors and compression ratios can
be seen in figures 4(a), 4(b), and 5(a), 5(b).

The results from Figures 4(a), 4(b), 5(a) and 5(b) show that errors due to compres-
sion in both the curvelet and wavelet domains grow as compression is applied to previously
compressed wavefields. The level of compression begins at a similar level but as the com-
putation progresses, the sparsity level in the wavelet domain appears to be more controlled
than in the curvelet domain. The growth of errors in both domains is overall about the
same size, but the growth is more continuous in the curvelet domain, while in the wavelet
domain most of the error appears to occur right at the compression step. However, it is
difficult to draw conclusions on this measure of error, because visual inspection shows that
smaller amplitude events are picked up much better by the curvelet domain than the wavelet
domain.



274 Martin SEP–152

0 50 100 150 200 250 300 350 400 450
0

0.05

0.1

0.15

0.2

0.25

Time steps

R
el

at
iv

e 
er

ro
r

8 Angle, Level 2 Curvelet Compression

(a)

0 50 100 150 200 250 300 350 400 450
0

0.02

0.04

0.06

0.08

0.1

0.12

0.14

0.16

0.18

0.2

Time steps

R
el

at
iv

e 
er

ro
r

Level 1 CDF 9/7 Wavelet Compression

(b)

Figure 4: Differences between the wave field with and without compression grow as time
goes on when compressed wave fields are used for restarting wave propagations every fifty
time steps. A simple measure of this is relative l2 error for (left) a two level, eight angle
curvelet compression keeping coefficients at least one fifteenth the maximum coefficient,
and (right) a one level CDF 9/7 compression with a hard threshold at ten. [CR], [ER]
eileen1/. errorCurve,errorWave
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Figure 5: When using compressed wave fields for restarting wave propagation calculations
every fifty time steps, the ratios of nonzeros kept in compressed version to size of the spatial
domain increase. This happens both for (left) level two eight angle curvelet that retains
coefficients at least one fifteenth the maximum coefficient, and (right) a one level CDF 9/7
compression with a hard threshold at ten. [CR], [ER] eileen1/. ratioCurve,ratioWave
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The final experiment I conducted was simply compressing an individual wave field to
get an idea of how much compression might be acceptable in both the wavelet and curvelet
domains when those compressed wave fields are only going to be used as an input to RTM.
Figure 6 shows the 400th time step of a second order FDTD propagation of a 10 Hz peak
Ricker wavelet at the center of the the Marmousi domain with reflective boundaries and
two compressed versions.

The results that led to Figure 6 also show that in the curvelet domain with eight angles,
a compression that keeps only coefficients at least one fifteenth the size of the maximum
coefficient (i.e. fourteen percent as many nonzeros as nxnz) gives acceptable results with
‖uc(400 ∗ 0.00218, x)− u(400 ∗ 0.00218, x)‖2/‖u(0.00218, x)‖2 = 13%. A two level CDF 9/7
wavelet decomposition with hard global threshold ten can achieve a reasonable result with
‖uc(400 ∗ 0.00218, x) − u(400 ∗ 0.00218, x)‖2/‖u(0.00218, x)‖2 = 35% by using just 8% as
many nonzero coefficients as nxnz.

This is not quite as good a compression ratio as was achieved for two-dimensional
wavelet compression in Bosman and Reiter (1993), but the spatial relation of the data
being compressed was different. Also note that the choice of wavelet filter was motivated by
three dimensional data compression results rather than the two-dimensional results since
the aim is to have a method that will eventually make large three dimensional problems
more manageable. However, these errors propagate in a nonlinear way to the final image, so
this forward modeling procedure will need to be put into a more complete imaging workflow
to understand the errors introduced in the image due to lossy compression in the middle of
wave (forward and adjoint) propagation.

DISCUSSION

These experiments show that compression with fpzip has limited success, yielding reasonable
results while requiring as little as half the bandwidth between DRAM and cache memory.
Experiments for wavelet compression of full wave fields when writing to disk show that the
data could be reduced by a factor of around ten without significant impact on the wave field.
For both strategies, more informative measures of error should be used. The impact on the
imaging process as a whole also needs to be evaluated by substituting either Algorithm 1
or Algorithm 2 for the forward and adjoint modeling, and by using the output of isolated
compressions as an input to RTM. Because of the limitations of small scale compression and
the fact that hardware compression between DRAM and cache has yet to be implemented,
future work will likely focus on full wave field compression on GPUs when writing to disk.
This includes a study of compression of three-dimensional wave fields, which we expect to
accomodate higher compression ratios, with more realistic finite difference operators and
moving the wavelet compression and decompression to GPUs to get timing results.
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High-frequency surface and body waves from ambient noise
cross-correlations at Long Beach, CA

Jason P. Chang, Sjoerd de Ridder, and Biondo Biondi

ABSTRACT

The density and duration of the Long Beach, California passive seismic array makes
it well-suited for exploiting ambient noise to estimate inter-station Green’s functions
at frequencies (3–9 Hz) that are well beyond the microseism band. Using the ambient
noise cross-correlation technique, we are able to recover and identify Rayleigh-wave
and body-wave energy at these frequencies. From virtual-source gathers along a line of
receivers running north-south, we find that Rayleigh-wave energy is primarily generated
by traffic noise on busy streets and Interstate 405. Group-velocity dispersion images
and analysis of group arrival time as a function of virtual source-receiver azimuth
suggest that this Rayleigh-wave energy has the potential to be used as input to a 2D
transmission tomography workflow. By summing over different virtual source-receiver
azimuths, we determine the direction the body-wave energy is arriving from. By looking
at correlation results from various patches of virtual source-receiver pairs, we find that
body-wave energy is strongest in certain parts of the array.

INTRODUCTION

Over the past decade, ambient noise cross-correlation has proven to be an effective method
for estimating the Green’s function between two receivers at the regional and continental
scales (Yang et al., 2008; Bensen et al., 2008). While surface-wave energy typically domi-
nates the recovered response, body waves have been retrieved in some cases (Roux et al.,
2005; Zhan et al., 2010; Poli et al., 2012). With seismic arrays becoming larger and denser,
there is an unprecedented opportunity to recover signal at frequencies higher than 2 Hz,
which is beyond the microseism band. At these high frequencies, we can begin to sepa-
rate surface waves and body waves. Surface waves at these frequencies can be important
for fields such as engineering seismology, while body waves are necessary for any type of
subsurface reflection imaging.

In January 2012, NodalSeismic deployed a dense seismic array in Long Beach, California
(Figure 1). The array spans a 8.5 × 4 km region and consists of 2400 vertical-component
geophones spaced an average of 100 m apart. The geophones were continuously recording
(24 hrs/day) for over three months. Because the array is located along the coast and in an
urban environment, it is dominated by coastal energy at low frequencies (below 2 Hz) and
by anthropogenic sources within the array at high frequencies (above 2 Hz). Studies have
already demonstrated success at extracting surface waves below 4 Hz from Phase 1 (Lin
et al., 2012, 2013) and Phase 2 (Chang et al., 2013). In Phase 1, Lin et al. (2012, 2013) also
observed body waves when stacking over multiple virtual sources.

279
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In this study, we focus on recovering correlated energy between 3 and 9 Hz, which is
beyond the frequency range that has previously been investigated at this site. We begin
with a brief overview of our ambient noise cross-correlation method. We then show that
high-frequency Rayleigh waves dominate the estimated Green’s functions (EGFs) between
individual virtual source-receiver pairs. To verify where this energy comes from, we look
at virtual-source gathers along a seismic line. We then examine whether these recovered
Rayleigh waves are reliable enough for use in a transmission tomography workflow by gen-
erating group-velocity dispersion images and calculating group arrival times as a function
of virtual source-receiver azimuth. We also show that we can recover body waves when
stacking over multiple virtual-source gathers. To determine the direction they are coming
from, we stack correlations over different virtual source-receiver azimuths. To determine
where the energy of these body waves is strongest, we stack correlations contained in patches
throughout the array.

(a) (b)

Figure 1: Maps of the Long Beach array. Left: Blue line indicates receivers used
for creating virtual-source gathers at the locations indicated by the red dots. Right:
Virtual source locations used for creating group-velocity dispersion images, indicated
by red dots. Coordinates are NAD27, CA State Plane, Zone 7, kilometers. [ER]
jason1/. map-line1-overlay,map-disp-overlay

AMBIENT NOISE CROSS-CORRELATION

Cross-correlating continuous and simultaneous recordings of ambient seismic noise from
two receivers produces the full estimate of the Green’s function and its time-reversed ver-
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sion between those two receivers, convolved with the autocorrelation of a source function
(Wapenaar et al., 2010; Wapenaar and Fokkema, 2006). Here, we implement a processing
method adapted from Bensen et al. (2007). We first break up our time series into tapered,
non-overlapping two-hour time windows and then whiten the input traces prior to cross-
correlating. In the frequency domain, the cross-correlation of pre-whitened traces can be
expressed as:

[G(xB, xA, ω) + G∗(xB, xA, ω)] =
〈(

U(xB, ω)
{|U(xB, ω)|}

)(
U∗(xA, ω)
{|U(xA, ω)|}

)〉
, (1)

where G is the Green’s function between two receiver locations (xA, xB), U(x, ω) is the
spectrum of the wavefield at a given receiver location x, ∗ represents the complex conjugate,
〈·〉 represents the time-averaged ensemble, | · | represents the real absolute value of the
spectrum, and {·} represents a 0.003 Hz running window average used for whitening the
signal. We then normalize the resulting correlation from each two-hour time window before
stacking to dampen the effect of spurious events. Finally, we bandpass the correlation for
the frequency range of interest. This method is effective where trace-to-trace amplitudes
are highly variable because it balances the amplitude information while maintaining the
phase information of the correlations.

HIGH-FREQUENCY SURFACE WAVES

Using the cross-correlation technique on ambient noise at Long Beach, Chang et al. (2013)
showed it was possible to recover Rayleigh waves between 2 and 4 Hz. From power spectral
density maps, it appeared that anthropogenic sources dominated the noise field at these
frequencies. From beamforming, it appeared that traffic energy, particularly from Inter-
state 405, was the dominant noise source in the region. Here, we create virtual-source
gathers along a line of receivers to observe the effect of these noise sources on the ambient
noise cross-correlation results. We then examine group-velocity dispersion images and group
arrival times as a function of virtual source-receiver azimuth to determine the suitability of
these high-frequency Rayleigh waves for use in a transmission tomography workflow.

Virtual-source gathers

We apply ambient noise cross-correlation to recordings from receivers along a north-south
line that is perpendicular to Interstate 405. We choose three receivers (red dots in Figure 1a)
to be our virtual sources: one centered at Interstate 405 (northern-most receiver), one in the
middle of the array, and one centered at E 7th St (southern-most receiver). Virtual-source
gathers for these locations are shown in Figures 2a, 2b, and 2c, respectively. Each gather
is created from 35-days worth of correlations and contains frequencies between 3 and 5 Hz.
We sort the traces into 100 m offset bins.

In each of these figures, we see fundamental-mode Rayleigh waves dominating the EGFs
and traveling at approximately 250 m/s. We also see the first-order Rayleigh-wave mode
traveling at approximately 400 m/s when the virtual source is located at E 7th St (Fig-
ure 2c). Two observations indicate that the correlated energy we are recovering at these
frequencies is generated by traffic noise. One is that virtual-source gathers centered on
roads/highways (Figures 2a and 2c) show very little correlated energy at acausal time lags.
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This indicates that energy is primarily propagating away from those virtual sources, or, in
other words, traffic energy is propagating away from roads and highways. Another observa-
tion is the presence of sharp peaks in the source gather between E 7th St and the highway
(Figure 2b). These peaks are indicative of nearby active sources, and their offsets from the
source location (2 km north and 1.5 km south) correspond to Interstate 405 and E 7th St,
respectively.

(a) (b)

(c)

Figure 2: Virtual-source gathers for frequencies between 3 and 5 Hz from the three re-
ceiver locations depicted by red dots in Figure 1a. a) Northern-most station (centered
at the highway), b) middle station, and c) southern-most station (centered at E 7th St).
Negative offsets are toward the north, while positive offsets are toward the south. [CR]
jason1/. line-freeway-on,line-road-off,line-road-on

Thus, our ambient noise cross-correlations reveal that EGFs at frequencies between 3
and 5 Hz are dominated by Rayleigh waves. While beamforming results from (Chang et al.,
2013) suggests that most of the noise energy is generated by Interstate 405, EGFs along
a line of receivers perpendicular to the highway suggests that other roads, such as E 7th
St, also generate strong signal that can be used for subsurface imaging. However, this road
could appear strong because it runs through a golf course, which is a relatively quiet region
that would allow traffic energy to be picked up clearly. Although we prefer noise sources
to be far away from and spatially well-distributed around the receivers when performing
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ambient noise cross-correlation, we can still extract reliable Green’s functions as long as the
noise sources are in the Fresnel zones.

Group velocity dispersion and travel time analysis

To examine the reliability of the estimated Rayleigh waves from traffic noise, we produce
group-velocity dispersion images in the slowness-frequency domain and measure arrival
times as a function of virtual source-receiver azimuth. To create these dispersion images,
we begin by taking the analytic signal of one of our EGFs and applying a series of nar-
row bandpass Gaussian filters. In the frequency domain, the bandpassed analytic signal
Sa(ω, ω0) is given as:

Sa(ω, ω0) = S(ω)(1 + sgn(ω))G(ω − ω0), (2)

where ω is frequency, ω0 is the central frequency, S(ω) is the frequency-domain representa-
tion of the EGF, and G(ω − ω0) is a Gaussian filter given by:

G(ω − ω0) = e
−α

“
ω−ω0

ω0

”2

. (3)

α is a modifiable parameter that determines resolution in the frequency and time domains.
For the inter-station distances shown here (1.1 km), we choose α to be 50. We then inverse
Fourier transform the signal Sa(ω, ω0) to the time domain, average the positive and cor-
responding negative time lags, and take the complex absolute value to obtain the smooth
envelope of the EGF. Examples of envelopes for normalized 3.65 Hz EGFs are shown in
Figure 3. Whereas a correlation parallel to the highway reveals only the fundamental-
mode arrival at 5 s (Figure 3a), a correlation perpendicular to the highway shows both the
fundamental-mode arrival at 5 s and the first-order mode arrival at 3 s (Figure 3b).

(a) (b)

Figure 3: Estimated Green’s functions and corresponding envelopes between a virtual source
near Interstate 405 and a receiver a) 1.1 km due east, and b) 1.1 km due south. [CR]
jason1/. envelope1a-e,envelope1a-s

For a given EGF, envelopes can be plotted for many frequencies to produce a time-
frequency plot, which can then be transformed into a group-velocity dispersion image (in
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the slowness-frequency domain) by dividing the time axis by the distance between the
virtual source and receiver. Figure 4 shows dispersion images for the two northern virtual
sources near the highway (Figure 1b). The left column corresponds to the western virtual
source and the right column to the eastern virtual source. The top row corresponds to
the receiver due south of the respective virtual source and the right column to the receiver
due east. Similarly, Figure 5 shows dispersion images for the two southern virtual sources
away from the highway (Figure 1b). Rows and columns represent nearly the same virtual
source-receiver orientations, with the sole difference being that the top row corresponds to
receivers due north (instead of due south) of the respective virtual source.

(a) (b)

(c) (d)

Figure 4: Group-velocity dispersion images in the slowness-frequency domain derived from
EGFs. Left column: western virtual source near the highway. Right column: east-
ern virtual source near the highway. Top row: receiver due south of the respective
virtual source. Bottom row: receiver due east of the respective virtual source. [CR]
jason1/. dispersion1b-s,dispersion1a-s,dispersion1b-e,dispersion1a-e

There are a few observations to make from these dispersion images. First, the dispersion
images generally show slowness increasing (velocity decreasing) as frequency increases. This
is the result we expect and indicates that these estimated Rayleigh waves are potentially
reliable. Second, nearly all dispersion images show distinguishable peaks up to at least 5 Hz,
which suggests that we are able to resolve Rayleigh-wave arrivals at frequencies well beyond
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(a) (b)

(c) (d)

Figure 5: Group-velocity dispersion images in the slowness-frequency domain derived from
EGFs. Left column: western virtual source away from the highway. Right column: east-
ern virtual source away from the highway. Top row: receiver due north of the respec-
tive virtual source. Bottom row: receiver due east of the respective virtual source. [CR]
jason1/. dispersion2b-n,dispersion2a-n,dispersion2b-e,dispersion2a-e
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the microseism band. The exceptions to this pattern are EGFs between virtual source-
receiver pairs away from the highway and spanning east-west (Figures 5c and 5d). This is
because the highway is the dominant source of energy at these high frequencies (Chang et al.,
2013). Thus, if both the virtual source and the receiver are far away from this energy source,
we should not expect to find correlated energy at high frequencies. The third observation
is that EGFs from nearby and parallel virtual source-receiver orientations produce similar
dispersion images. This suggests that we are recovering consistent and stable EGFs that
are truly sensitive to the subsurface they travel through. The fourth observation is that
the dispersion image for EGFs from virtual source-receiver pair orientations parallel to
the highway are smoother than EGFs from orientations perpendicular to the highway. A
possible reason for this is that there is more highway energy in the Fresnel zones when the
virtual source-receiver orientation is parallel to the highway (as long as the highway extends
past the virtual source-receiver pair). This observation suggests that we can use EGFs from
multiple virtual source-receiver orientations in a transmission tomography workflow.

To further examine the reliability of EGFs, we plot estimated group arrival times at
4 Hz as a function of virtual source-receiver azimuth. Group arrival time is chosen to be
when the envelope of the EGF is at its maximum. Figure 6a shows arrival times between
the western virtual source near the highway and receivers 1.1 km toward the south (virtual
source-receiver azimuths between −180 and 0 degrees); Figure 6b is similar but for the
eastern virtual source near the highway. We see that arrival times are typically between
4 and 5 s along all shown azimuths (most of the outliers can be attributed to the first-
order mode). The consistency between the two plots reinforces the previous claim that our
EGFs near the highway are stable and reliable. The consistency within each plot reinforces
the suggestion that we will be able to use EGFs along multiple azimuths as input into a
transmission tomography workflow.

Figure 6c shows arrival times between the western virtual source away from the highway
and receivers 1.1 km toward the north (virtual source-receiver azimuths between 0 and
180 degrees); Figure 6d is similar but for the eastern virtual source away from the highway.
We see that arrival times vary significantly over azimuth. Arrival times around 90 degrees
(receivers toward the north) are more reasonable than arrival times around 0 and 180 degrees
(receivers toward the east and west, respectively), which reinforces the previous observation
that EGFs at these frequencies become more reliable as either the virtual source or the
receiver moves closer toward the highway. Therefore, based on group-velocity dispersion
images and plots of estimated group arrival times as a function of source-receiver azimuth,
we believe that recovered Rayleigh waves up to 5 Hz are generally reliable enough to be used
as input into a transmission tomography workflow. This is particularly true when either
the virtual source or the receiver is close to the highway.

BODY WAVES

Ambient noise cross-correlation theory states that the full Green’s function between two
receivers can be recovered under ideal conditions (Wapenaar and Fokkema, 2006). However,
the resulting EGFs are typically dominated by surface-wave energy because noise sources
are often located on the surface and because surface-wave amplitudes decay less rapidly
than body-wave amplitudes. To boost the body-wave energy in our correlations, we stack
over all virtual-source gathers. Correlations are sorted into 50 m offset bins, bandpassed
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(a) (b)

(c) (d)

Figure 6: Plot of estimated arrival time vs. virtual source-receiver azimuth. 90 degrees
corresponds to due north, 0 degrees corresponds to due east, and −90 degrees corresponds
to due south. a) Western virtual source near highway. b) Eastern virtual source near
highway. c) Western virtual source away from highway. d) Eastern virtual source away
from highway. [CR] jason1/. azi1b-tt-snap,azi1a-tt-snap,azi2b-tt-snap,azi2a-tt-snap
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for frequencies between 4 and 9 Hz, and averaged over causal and acausal time lags. The
resulting gather, which we call a virtual super-source gather, is shown in Figure 7.

Figure 7: Virtual super-source
gather created from stacking over
all virtual-source gathers. The fre-
quency range is 4–9 Hz. Body
waves are clearly seen. [CR]
jason1/. supergather-rb

From the virtual super-source gather created from 35 days of data, we see body waves
traveling between 2 km/s and 2.75 km/s. The curvature of the faster body wave is char-
acteristic of diving waves, while the slower body wave is more linear and could thus be
a refraction event. However, because we are stacking over all virtual sources, there is no
spatial resolution. Instead, we attempt to address the following two questions: 1) What
directions are the body waves coming from? 2) Where are the body waves strongest in the
array?

Directionality

Body-wave energy is not strong enough to be picked up by beamforming of the raw ambient
noise. Therefore, to determine what direction the body waves are coming from, we sort
our correlations by virtual source-receiver pair azimuth and stack them into 10-degree bins.
Azimuth is defined as the angle of the receiver with respect to the virtual source, with −90
degrees corresponding to a receiver due south of the source and 90 degrees corresponding
to a receiver due north of the source. We also keep causal and acausal time lags, rather
than average them, to help the interpretation of our resulting partial super-source gathers.

Figure 8 shows four resulting partial super-source gathers for different azimuths and
different frequency ranges. The top row (Figures 8a and 8b) corresponds to gathers for
frequencies between 4.0 and 9.0 Hz, while the bottom row (Figures 8c and 8d) corresponds
to gathers for frequencies between 0.5 and 2.0 Hz. Lower-frequency gathers are shown
to aid interpretation of the higher-frequency gathers. The left column (Figures 8a and
8c) corresponds to azimuths between −55 and −65 degrees (receivers south-southeast of
the virtual source), while the right column (Figures 8b and 8d) corresponds to azimuths
between and −95 and −85 degrees (receivers south of the virtual source). These trends are
apparent in each day of correlations.

The first observation is that none of these gathers are symmetric over zero time lag.
Because events at acausal time lags correspond to energy moving toward the virtual source
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(a) (b)

(c) (d)

Figure 8: Virtual super-source gathers over two source-receiver azimuth ranges and two
frequency ranges. Left column: azimuths between −55 and −65 degrees (receivers south-
east of the virtual source). Right column: azimuths between −95 and −85 degrees (re-
ceivers south of the virtual source). Top row: 4.0-9.0 Hz. Bottom row: 0.5-2.0 Hz. [CR]
jason1/. super-hi-snap1-rb,super-hi-snap2-rb,super-lo-snap1-rb,super-lo-snap2-rb
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while events at causal time lags correspond to energy moving away from the virtual source,
it is clear that noise sources are unevenly distributed in space for these two frequency bands.
Looking at the lower frequency range (Figures 8c and 8d), we see dominant fundamental
and first-order Rayleigh wave energy at acausal times, which means energy is generally
coming from the south. This is in agreement with the finding that energy from the coastline
dominates the ambient noise field at low frequencies (Chang et al., 2013). Looking at the
higher frequency range (Figures 8a and 8b), we see body-wave energy that is generally found
at causal times, which is opposite what we see at the lower frequency range. Thus, body
waves appear to be generated from inland rather than from the ocean. More specifically,
body waves seem to be generated more from the north-northwest direction than the north
direction, as the body wave is much weaker in Figure 8b than in Figure 8a.

Localization

Having determined that the body-wave energy is generated from the north-northwest di-
rection, we now want to determine where they are most clear in the array. To find this,
we create virtual super-source gathers using square patches of receivers centered along a
regular grid with 0.75-km spacing (indicated by circles in Figure 10). We want to find
the minimum patch size, and hence minimum number of virtual-source gathers, needed to
resolve body waves for each patch location. Patch sizes begin at 2×2 km and progressively
increase by 1 km on each side until a body wave can be resolved. The smaller the patch
size that is needed to identify a body wave, the stronger the body-wave energy is in that
region.

The effect of patch size on body-wave resolution is shown in Figure 9. The top row
corresponds to grid point (1295 km, 1230 km), while the bottom row corresponds to grid
point (1295.75 km, 1230.75 km). The left column corresponds to 2 × 2 km patches, while
the right column corresponds to 3× 3 km patches. The patch size directly determines the
maximum offset we see in the data; for instance, small patches have short maximum offsets.
We see that at one location, the body wave is apparent with the smaller patch size, while
at the other location, it is apparent only when increasing the patch size.

The minimum patch size needed to resolve body waves at each grid point is shown in
Figure 10. Green dots represent regions that need a 2× 2 km patch to resolve body waves
(hence where body waves are most apparent), blue dots a 3 × 3 km patch, yellow dots a
4 × 4 km patch, and red dots a 5 × 5 km patch. This map suggests that body waves are
best-resolved in the center of the array and then become progressively more difficult to
distinguish toward the edges of the array. While low-quality patches along edges can be
attributed to the limited number of receivers, the reason for low-quality patches around
Interstate 405 is less clear. One possible explanation is that a dominant source of energy
(the highway) runs through these patches. Therefore, strong noise sources are not found in
the stationary-phase locations for many of the virtual source-receiver pairs. This can create
strong spurious energy that masks the body-wave energy. Alternatively, patches showing
clear body waves do not contain a single dominant energy source. Instead, they contain
mostly traffic noise from local roads, which corresponds to noise sources that are better
equipartitioned. This limits the effect of spurious energy that would potentially mask the
body-wave energy.
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(a) (b)

(c) (d)

Figure 9: Examples of virtual super-source gathers over different patches of receivers.
Top row: patches centered at (1295 km, 1230 km). Bottom row: patches centered at
(1295.75 km, 1230.75 km). Left column: 2×2 km patches. Right column: 3×3 km patches.
[CR] jason1/. goodpatch-2km-rb,goodpatch-3km-rb,badpatch-2km-rb,badpatch-3km-rb
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Figure 10: Map of centers of square
patches used to determine where
the body wave is the strongest.
Colors correspond to the minimum
patch size needed to see body waves.
Green: 2×2 km, blue: 3×3 km, yel-
low: 4× 4 km, red: 5× 5 km. [ER]
jason1/. map-qc-overlay

The actual source of this body-wave energy is difficult to infer, despite determining that
it comes dominantly from the north-northwest direction and that it is best-resolved in the
center of the array. Given that traffic noise is strong at these frequencies, it is possible that
this energy is generated at highways and local roads. Another possible source is the city of
Los Angeles. It is located north-northwest of the array and is likely a very strong source of
anthropogenic energy. Regardless of the true source, it is encouraging that we can retrieve
body waves that could eventually be used for refraction tomography.

CONCLUSIONS AND FUTURE WORK

We showed that we can recover both surface waves and body waves for frequencies be-
tween 3–9 Hz. From a line of receivers running north-south, we confirm that energy in
this frequency range is primarily generated by busy roads and highways. Group-velocity
dispersion images and plots of arrival times as a function of azimuth suggest that recov-
ered Rayleigh waves at these frequencies can be reliable enough for use in a transmission
tomography workflow, particularly when either the virtual source or the receiver is near the
highway. By summing over all virtual source gathers, we were able to recover body waves
that appear to be diving and refraction events. When sorting correlation results by virtual
source-receiver azimuth, we found that the body-wave energy is generated north-northwest
of the array. After constructing virtual super-source gathers from patches of receivers across
the array, we found that body waves are most apparent in the center of the array.
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Our future work will focus on using high-frequency Rayleigh waves generated by In-
terstate 405 to perform a 2D tomography. Velocities at such shallow depths are valuable
to fields such as earthquake hazard analysis. We will need to determine a method for se-
lecting the most reliable EGFs for this purpose, but it appears that we will be able to use
estimated arrival times from multiple azimuths and from virtual sources and receivers near
the highway. Thus, the goal will be to produce group velocity maps for both sides of the
highway.
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Stochastic variability of velocity estimates using eikonal
tomography on the Long Beach data set

Taylor Dahlke, Gregory Beroza, Jason Chang, and Sjoerd de Ridder

ABSTRACT

In this work, we create spatial fields of distributions for the local wave speed. To
get the wave speed parameter for these distributions we use cross-correlations from
a Long Beach region data set of ambient seismic noise recordings to perform eikonal
tomography for phase velocity. We use Delaunay triangles as our basis for discretizing
the model and represent the velocity model as a distribution for each triangle. We
take advantage of the fact that our data provides extensive numbers of correlations
for each receiver to build distributions of phase velocity for each triangle. From these
distributions we generate maps of average velocity, which clearly show fault lines that
are known to traverse the survey.

INTRODUCTION

Earth system models describing seismic velocity characteristics can be useful for forward
modeling seismic events, and for better understanding earthquake hazards. One approach
to describing the properties of a complex earth system is to use stochastic methods to char-
acterize statistical variability of seismic velocity. A stochastic modeling approach requires
distributions of the model parameters of interest as input. When large numbers of mea-
surements can be made for the wave speed velocity, these distributions can be created. Lin
et al. (2013) used eikonal tomography to generate wave speed measurements and calculate
average values over the spatial domain using an ambient seismic noise data set collected
in Long Beach, CA. The true resolution of these wave speed maps is based on the spatial
density of the receivers. Lin et al. (2013) demonstrate smooth results, implying the use of
an interpolator for areas where no wave speed value could be calculated. This in effect gives
results that hide the varying levels of uncertainty that occur from having varying sample
density.

In this work, we make use of Delaunay triangles (Delaunay (1934)) as a means of dis-
cretizing our spatial field, such that we display our results in a manner consistent with the
true resolution that our sampling directs. This has the advantage of displaying the data in
a manner that leaves out any bias that a smoothing operator would introduce, theoretically
providing more consistent and accurate results.

We begin by discussing the nature of the data set that was used as input for our work
flow. Next we will briefly review the eikonal tomography equation, and then discuss the
particular characteristics of the Delaunay triangle discretization. Afterwards, we will de-
scribe the workflow that was used to generate the distributions of the wave speed parameter.
Next, we analyze the frequency-wavenumber plots of our data and consider how the these
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influence our filtering approach. Last, we show maps displaying the final output of wave
speed, and discuss the features that appear in these results.

THEORY

Eikonal tomography is a relatively simple method for deriving wave speed from travel time
maps. We describe the equation next for completeness. Following, we describe how the
Delaunay triangle method has characteristics that make it well suited for discretizing our
results.

Eikonal tomography

Eikonal tomography is based on the principle of taking the magnitude of the spatial deriva-
tive of a map of arrival-time values, and then calculating the inverse to get a velocity value.
This principle is expressed by the scalar eikonal equation as described in Lin et al. (2009):

|∇ti(x)| = c−1
i (x). (1)

i indicates the virtual source used to get the time delay value ti located at position
x, while ci is the velocity value that is calculated. In this work, the spatial domain was
discretized as a field of Delaunay triangles between stations. Planar travel time surfaces
were fit in each triangle, and the velocity estimate was computed using the dip of the plane.

Delaunay triangulation

Delaunay triangulation, named for the work of Boris Delaunay (1934), is a triangulation
for a set of points such that no point lies inside any triangle. Two aspects of this method
are attractive to us.

The first is the simplicity of discretizing with triangles in general. The fewest points
necessary to define a plane (or a spatial gradient in both x and y) is three. This simplifies
eikonal tomography to an analytic expression for the velocity value of each triangle (each
triangle being a travel time surface). The inverse of a spatial gradient calculation for a
travel time surface is a velocity value valid for the center of the triangle. We effectively
interpolate this measurement by assigning the velocity value to the entire area within the
bounds of the triangle. As a result, this approach defines the eikonal tomography phase
velocity at a resolution that is justified by the spatial density of the data sampling.

The second favorable aspect of discretizing with Delaunay triangles is a characteristic
of the triangles that this method produces. There are multiple approaches to dividing up
a spatial domain of scattered sampling points, but the Delaunay method guarantees that
the minimum angle within each triangle is the maximum that is possible from all point
combinations. This means the Delaunay discretization minimizes the occurrence of narrow
or “skinny” triangles. Very narrow triangles are less reliable interpolators for the three
points that they include because the sensitivity of the velocity result is heavily weighted
to only one vertex of the triangle. Conversely, triangles that are approximately equilateral
have more evenly distributed sensitivity to time delay errors.
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WORK FLOW

The inputs to our work flow are the traces derived from cross-correlation of virtual source/re-
ceiver pairs as described in Chang et al. (2014). The ambient seismic noise used for these
correlations was collected from a land survey in Long Beach, CA.

Figure 1: Map of stations in Long
Beach survey area. [CR]
taylor2/. station-map

Data set overview

The Long Beach 3D seismic array was deployed in two phases by NodalSeismic. Because
the array is located in an urban environment it is difficult and disruptive to collect active
seismic data. This provides an incentive to attempt exploration approaches that make use
of ambient seismic noise. During both surveys, data was recorded 24 hours/day with a
sampling rate of 500 Hz. Phase one was recorded from January to June 2011, and phase
two from January to April 2012.

For this study we have the last two weeks of recordings available from phase one, and five
weeks from phase two. The data sets we used consist of roughly 2500 vertical-component
geophones for phase one, and roughly 2400 geophones for phase two (see Figure 1). The
coverage areas of these two surveys are adjacent to each other, and overlap slightly. Phase
one extends about 9.0 km north-south, and 6.0 km east-west, with the Port of Long Beach
being an approximate boundary on the southwestern corner. Phase two is directly east, and
is approximately 8.5 km north-south by 4.0 km east-west. Average station spacing is 100 m
in phase two, while our phase one data has lower sampling density, since it was collected
towards the end of the survey when many geophones were being brought off-line. During
acquisition a 3.0 Hz low cut recording filter was applied for both survey phases; however,
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we were able to recover the suppressed energy in frequencies below 3.0 Hz.

Figure 2: Workflow used to pro-
cess cross-correlations. [NR]
taylor2/. workflow-new
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Before cross-correlation the raw traces were whitened, and after cross-correlation the
output was normalized. These correlations were performed on two hour time windows for
35 days worth of noise recording. In order to make virtual seismic sources located at each
station in the array, we stacked the correlation outputs over time.

Most of the energy in the virtual seismic sources was generated by ocean wave noise
from the coastline and travels south-to-north Chang et al. (2013). As a result the virtual
seismic sources are not symmetric in time. Assuming reciprocity, we fold the energy from
the negative time lags into the positive time lags and sum. This greatly mitigates the
directionality in the radiation patterns of the virtual seismic sources. Next, we use a tapered
window to isolate the wave train and suppress background correlation fluctuations. The
move out velocity of the tapered window is determined by sorting the traces in radial offset
and identifying an average move out. The taper is then applied on each source-receiver
pair with a move out depending on the particular offset. We next perform the fast Fourier
transform (FFT) along the time axis to get the phase information from each trace. We
correct the phase of the Fourier domain signal by adding π

4 , according to the far field
complex exponential approximation of the Hankel function. Then we filter out traces with
“bad” phase values. These “bad” traces included those with extremely high or low values
(loud and quiet/dead receivers), as well as those with non-zero phase value at zero frequency.
For phase one, about 2% of all traces were discarded on these criteria, with about 4.5%
discarded from phase two. Next, we compute the instantaneous phase, and unwrap the
phase. We use the relationship between phase and time delay for a single propagating
wave:
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ti =
Θi

2πfi
. (2)

With the time delay values calculated for each trace, the next step is to create the
Delaunay triangles. Once these are constructed, the time delay values are mapped onto
the Delaunay triangles. On this Delaunay mesh, we can calculate the eikonal tomography
phase velocities. This results in a histogram for each triangle in the mesh built with velocity
estimates from each source (see Figure 3 for an example). Figure 2 outlines the workflow.

Figure 3: Examples of distributions of wave speed for 1.0 Hz (red) and 1.25 Hz (blue) for
a single triangle. [CR] taylor2/. vel-histogram-random-triangle-new

The resulting histograms are statistical characterizations of the spatial velocity distribu-
tions. There are several ways to draw velocity maps from this statistical characterization.
One way may be to find an average velocity for each triangle, or a Moran statistic describ-
ing spatial correlation. If the original data set was associated with a single time interval,
then the work flow can be repeated for other time intervals in order to build up a velocity
distribution for each triangle. This procedure allows us to form distributions dependent on
virtual source position and maintain the direction of wave propagation as a free variable.
We could find wave-propagation direction dependent on spatial distribution of velocity and
characterize anisotropy. For the results shown here, the velocity values in our distributions
varied by virtual source, not by time period (because we have already stacked all time
periods beforehand to improve the quality of the virtual seismic sources).

FREQUENCY - WAVENUMBER PLOTS

The frequency-wavenumber plot in Figure 4 was made by sorting the traces from a single
virtual source by radial offset, and then performing a two dimensional Fourier transforma-
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tion. These plots show two streaks of energy projecting from zero frequency, and indicate
that two wave modes exist in the correlated data. Furthermore, there are distinct bands
of energy that exist at 1.5 Hz, as well as at about 0.1 Hz. The sources of this energy is
not apparent at this time. One theory is that this energy is sourced from the below-grade
Alameda corridor, which experiences heavy freight rail traffic from the Port of Long Beach.

Figure 4: Energy folded into positive lags with traces sorted by radial offset (left). Cor-
responding f-k plot showing background noise bands and dual surface wave modes (right).
[CR] taylor2/. tapering-fk-new

The modes propagate with different velocities, however at small offsets the two modes
mix. For this reason, when we calculate the average wave speeds from each virtual source
(at both 1.0 and 1.25 Hz), we exclude those receivers within that offset range (approx 1-2
km). Figure 5 demonstrates this offset zone where mixing occurs for a virtual shot on the
eastern part of the phase two survey. When these modes mix, the unwrapped phase values
become distorted, and the time delay / velocity values suffer as a result.

Excluding these offsets has two effects on the robustness of our statistics. Although we
have an effect of increased robustness by excluding erroneous values, by excluding certain
offset ranges from our statistics, we also reduce the number of values being summed (the
“fold”) for certain areas of the array. For example, we find that by removing the offsets in the
range of 1.0 - 2.0 km, we end up reducing the fold value for average velocity measurements
in the middle of the phase two array (see Figure 6 ). Smaller velocity estimate sets can
decrease the quality of the statistical description of the spatial velocity distribution.
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Figure 5: Time delay values for a single virtual shot in the phase two array. Note the
triangles in the 1-2 km offset range are corrupted by what appears to be mode mixing.
Virtual source is in upper right corner of array. [CR] taylor2/. timedelaymapNR-new
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Figure 6: Full array fold map based on 1.0 Hz frequency subset of velocity calculations.
[CR] taylor2/. fold-mapNR-new



SEP–152 Spatial velocity fields at Long Beach 303

  

Figure 7: Average wave speed for both phase one and two at 1.0 Hz (left panel) and 1.25
Hz (right panel). Scaling of velocity is in km/s. [CR] taylor2/. avg-velNR-new

DISCUSSION

Theoretically, the best results that we should expect for average velocity would be from
the super-stack data sets (made by stacking correlations from all time periods), since we
would expect the signal-to-noise ratio to be maximized. We run the super-stack correlation
traces through our workflow to generate the velocity maps shown in Figure 7. When we
look at the average velocity results at 1.0 and 1.25 Hz, we are encouraged to see similarities
with the results previously generated by Lin et al. (2013), including the presence of velocity
anomalies that seem to indicate the Newport-Inglewood fault.

Conventional ray-tomography is usually regularized forcing smooth maps. Traditional
eikonal tomography (Lin et al., 2009) relies on regularization of travel time measurements to
a regular grid. In this step, noise in the travel time picks is propagated non linearly into the
regularized traveltime surface. Or alternatively, the regularization smooths the travel times
surface by not fitting the traveltime picks exactly (Mordret et al., 2013). In the method
presented here, we bypass the regularization step and find distributions of velocities for each
triangle. Generating a smooth velocity map, given the distribution for velocities in each
triangle, can be achieved by Kriging with a certain (possibly spatially variable) covariance.

CONCLUSION

Using ambient seismic noise recordings, we use cross-
correlations to get phase information, and ultimately derive Rayleigh wave phase velocity
estimates for each unit in our triangulation of the spatial domain. From the distributions
that are formed using this workflow we can derive statistics, including the average velocity,
which we demonstrate here. We found that our results seem to show the same fault lines
that we know to cross the surveys. These distributions can be integrated with other models
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to help make inferences about the nature of the geology and tectonics of the region. Future
work includes refining the statistical robustness of our velocity estimates, as well calculating
statistics related to spatial correlation length so that characteristics of the larger region can
be inferred.
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800.

Lin, F.-C., D. Li, R. W. Clayton, and D. Hollis, 2013, High-resolution 3d shallow crustal
structure in long beach, california: Application of ambient noise tomography on a dense
seismic array: Geophysics, 78, Q45–Q56.

Lin, F. C., M. H. Ritzwoller, and R. Snieder, 2009, Eikonal tomography: surface wave
tomography by phase front tracking across a regional broad-band seismic array: Geo-
physical Journal International, 177, 1091–1110.

Mordret, A., N. Shapiro, S. Singh, P. Roux, and O. , 2013, Helmholtz tomography of
ambient noise surface wave data to estimate Scholte wave phase velocity at Valhall Life
of the Field: Geophysics, 78, no. 2, WA99–WA109.



Stanford Exploration Project, SEP152, May 27, 2014

Body-wave extraction and tomography at Long Beach, CA,
with ambient-noise interferometry
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ABSTRACT

We retrieve diving P waves by applying seismic interferometry to ambient noise records
observed at Long Beach, California, and invert travel times of these waves to estimate
3D P-wave velocity structure. The ambient noise is recorded by a dense and large
network, which has about 2500 receivers with 100 m average spacing. In contrast
to surface-wave extraction, body-wave extraction is much harder because body-wave
energy is generally much weaker than surface waves in the regional scale (maximum
offset is ∼ 10 km). For travel-time tomography, we need to extract body waves at each
pair of receivers separately. Therefore, we employ two post-correlation filters to reject
noisy signals (which are unusable for body-wave tomography). The first filter rejects
traces based on low P-wave correlation with the stack of all traces at that distance.
The second filter measures coherent energy between all retained traces and suppresses
incoherent noise in each trace. With these filters, we can reconstruct clear body waves
from each virtual source. Then we estimate 3D P-wave velocities from these waves
with travel-time tomography. The velocities show high-resolution structure.

INTRODUCTION

Seismic interferometry, a type of cross-correlation analysis, is a powerful tool for extracting
earth response from passive data at the local and global scales (e.g., Curtis et al., 2006;
Ruigrok et al., 2010; Nishida, 2013). Theoretically, we can extract Green’s functions by using
seismic interferometry (Lobkis and Weaver, 2001; Snieder, 2004; Wapenaar and Fokkema,
2006), and this technique works well to reveal velocity and attenuation structures (e.g.,
Lin et al., 2009; Lawrence and Prieto, 2011). Although surface waves are easier to retrieve
because of their strong energy in ambient noise (e.g., Campillo and Paul, 2003; Shapiro
et al., 2005), some studies have found body waves (e.g., Roux et al., 2005; Poli et al., 2012).
Draganov et al. (2009) and Nakata et al. (2011) used the extracted body waves for imaging
with migration techniques.

Dense arrays are suitable for ambient-noise tomography, and Mordret et al. (2013) and
de Ridder and Biondi (2013) discovered velocity structures in a regional (reservoir) scale
using Scholte waves (interface waves between fluid and solid). At regional scales, body waves
extracted by seismic interferometry are not clear enough for tomography. Therefore, in this
study, we propose a technique to retrieve body waves from ambient noise data recorded at
Long Beach, California, USA. Here, we first introduce the data set and initial virtual shot
gathers. Then we present a technique to extract body waves. Finally, we show inverted
velocity structures using travel-time tomography.
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Figure 1: Map of receivers. The red
dots show the location of receivers,
and the blue star indicates the ref-
erence receiver used in Figure 2a.
[CR] nnakata/. fig01
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AMBIENT-NOISE DATASET AND SEISMIC INTERFEROMETRY

Ambient-noise data were acquired by NodalSeismic from January 2012 at Long Beach and
continuously recorded for about three months. The array is uniquely dense (100 m spacing)
and large (2500 receivers) compared with other arrays to record ambient noise. The receivers
had only a vertical component, and our target is P waves propagating between each receiver
pair. Figure 1 shows receiver locations. The receivers are fairly evenly distributed over
an area of 8 × 4.5 km2, though some small spots have no receivers. Using an adjacent
array at Long Beach, Lin et al. (2013) revealed 3D shear-wave velocities from surface-wave
ambient-noise tomography, and Schmandt and Clayton (2013) found crustal structure from
teleseismic waves.

In this study, we use 10 days of data recorded by all receivers. These ambient noise data
were resampled to 0.03 s sampling time, and we focus on body waves up to 15 Hz. To apply
seismic interferometry, we compute power-normalized crosscorrelation between receivers A
and B in the frequency domain given by

C(B,A, ω) =
∑

t

ut(B,ω)u∗t (A,ω)
|ut(B,ω)||u∗t (A,ω)|+ ε

, (1)

where ut(A,ω) is an ambient-noise record observed at receiver A at time interval t, which
is one day here, in the frequency domain (ω), ε a regularization parameter (Nakata et al.,
2013), and ∗ a complex conjugate. Expression 1 is a receiver-by-receiver process, and we
create daily correlation by using this expression. When we use a sufficient amount of data,
C(B,A) represents wave propagation from receivers A to B, which means A becomes a
virtual source. Because this formula does not specify wave types, we can apply expression
1 to surface and/or body waves. Figure 2a shows an example of a gather of C(B,A), in
which A is one receiver (the blue star in Figure 1) and B all receivers. To plot the gather,
we average correlation over 10 days, and align traces only by offset between the virtual
source and each receiver (ignoring azimuth). In Figure 2a, although we can reconstruct
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Figure 2: (a) Example of virtual
shot gathers constructed from 10-
day ambient-noise data. The virtual
source is the blue star shown in Fig-
ure 1. Trace number is aligned with
the distance from the virtual source.
The frequency range is from 0.5 to
15.0 Hz. The blue lines indicate con-
stant velocity travel times with an
assumption of straight paths. (b)
Stacked crosscorrelation gather over
all virtual shot gathers. The bin for
this spatial stacking is 50 m. The
frequency range is the same as panel
(a). The blue lines indicate con-
stant velocity travel times with an
assumption of straight paths. [CR]
nnakata/. fig02

strong surface waves with apparent wave speeds between 0.4–0.9 km/s, we cannot find clear
coherent signals faster than 1.5 km/s.

The reason why only surface waves are extracted/visible in Figure 2a is that surface-
wave energy dominates the observed ambient-noise data with any body waves buried in the
noise. In Figure 2b, we use all virtual-source gathers to detect the presence of body waves.
We stack correlated waveforms over all daily correlations in each 50-m distance bin from
each virtual source. The number of daily correlations in each bin is shown in the gray line
in Figure 3, which indicates that we stack over a tremendous number of daily correlations
to construct one trace in Figure 2b. Note that we use only 10 daily correlations to plot each
trace in Figure 2a. In Figure 2b, we extract body waves, which are faster than 1.5 km/s.
Because the wave starts propagating from around time zero and the apparent velocity of
the wave increases in far offset, we assume this reconstructed wave is a diving P wave.
Although this discovery of body waves is interesting, we cannot yet directly use the waves
for tomography studies to estimate 3D velocity structure. Next, we use stacked correlations
as a reference to retrieve body waves in each pair of receivers.

POST CORRELATION TECHNIQUES TO RETRIEVE BODY WAVES

We employ two steps to clean up the crosscorrelation functions. First, we select daily
correlations which include stronger body-wave energy. After computing expression 1 and
obtaining daily correlations, we can roughly assume the arrival time of diving P waves.
To isolate body waves, we apply a time window with Gaussian-shape taper in each daily
correlation to mute signals slower than 1.1 km/s and faster than 6.0 km/s. Then we compute
a correlation coefficient between each trace in the daily correlation and a corresponding trace



308 Nakata et al. SEP–152

Figure 3: Number of traces before
(gray) and after (black) the selection
based on correlation coefficients at
each bin. The red liner (right axis)
illustrates adoption rate of traces.
[CR] nnakata/. fig03
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in a bin of the appropriate distance in Figure 2b. When the coefficient is smaller than 0.3,
we discard the trace of the daily correlation. With this procedure, we retain about 10% of
traces, which include stronger body waves (Figure 3). Figure 4a shows daily correlations
before selection in the 3 km bin. By stacking traces over the horizontal axis in Figure 4a, we
will obtain body waves as shown in Figure 2b, but we cannot find clear body-wave signals
in each single trace. After selection, we reveal body waves with velocity around 2.0 km/s.
Although this selection might be enough to find body waves, for tomography purposes, we
further improve the quality of body waves.

The second step is applying an adaptive covariance filter (ACF), which is designed for
ambient-noise analysis (Lawrence, 2014). We assume signals are coherent over all retained
traces, and noise is incoherent in frequency or time. Therefore, we need results from the first
step to make body waves coherent among traces. The ACF measures the coherent energy
between all trace pairs in a data set and suppresses incoherent power in each trace. The
filter uses N(N − 1)/2 relative comparison rather than N observations, which yields results
with higher signal-to-noise ratio (S/N). We apply this filter to traces in each bin to improve
S/N (Figure 4c). From unfiltered correlation waveforms (Figure 4a), we clearly improve
the quality of retrieved body waves, and our two steps allow us to estimate accurate travel
times of the body waves at each trace. After applying ACF, we distribute filtered traces to
each virtual source.

In Figure 5a, we show a virtual shot gather after the two steps. Note that each trace
shows body-wave propagation between each pair of receivers. The diving wave propagates
with a velocity around 2.0 km/s, and, as we expect, the apparent velocity increases with
distance from the virtual source. Figure 5b illustrates time slices of wave propagation in
Figure 5a. Selected receivers (large circles in Figure 5b) are almost evenly distributed all
over the array; hence body waves in the ambient noise come from a wide range of angles.
Also, body waves have no obvious directionality of velocities. Because we use amplitude-
normalized crosscorrelation (equation 1) and ACF, relative amplitudes of body waves in
Figure 5 may not be the same as the azimuthal strength of observed body waves. In some
snapshots, clear wavefronts are reconstructed (e.g., 1.35 and 1.50 s). In the next section,
we pick travel times of body waves at each pair of receivers from each virtual shot (Figure
5a) and estimate P-wave velocity structure with travel-time tomography.
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Figure 4: (a) Unfiltered traces in a bin at 3 km using all virtual sources. Each trace
corresponds to each receiver pair reconstructed from one-day data. (b) Traces selected based
on a correlation coefficients around body-wave time windows. (c) Traces after applying
adaptive-covariance filter (ACF). Note that the number of traces in panels (b) and (c) are
identical. We show only 2% of total number of traces in the bin. [CR] nnakata/. fig04

BODY-WAVE TOMOGRAPHY

We implement body-wave tomography based on Hole (1992), assuming diving body waves.
Figure 6 shows preliminary results of vertical and horizontal slices of the inverted 3D P-
wave velocity structure. We invert the data with several 1D starting models and update
the initial models during inversion. The inversion converges when travel-time misfits are
sufficiently small. We show the final velocity structure in Figure 6. Figures 6a–c show
P velocities anomalies relative to the best-fit 1D velocity (Figure 6d). According to ray
tracing, diving waves reach up to 1.2-km depth. Note that the largest offset we can find
body waves is 9.2 km, which is about the size of the array (Figure 1).

By using body waves, we obtain higher resolution velocity structure compared with
similar surface-wave tomography (Lin et al., 2013). We must carefully scrutinize these
preliminary results with a resolution and uncertainty test, but a higher velocity zone at the
south part in Figure 6a may be related to the Newport-Inglewood fault.

CONCLUSIONS

We have successfully retrieved body waves that propagate between single pairs of receivers
from a regional-scale dense array. To extract body waves, we use two steps of signal process-
ing: selection of traces based on a correlation coefficient and the adaptive covariance filter.
With this approach, each trace in virtual-shot gathers clearly shows diving P waves, and,
using these waves, we estimate P-wave velocities. Because of the dense network, rays cover
the entire area well, and we can invert high-resolution 3D velocity structures. This is one
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Figure 5: (a) Example of virtual-shot gathers of selected traces after the ACF is applied.
The virtual source is shown in the blue star in Figure 1, and the blue line indicates the
arrival time of the wave with velocity of 2.0 km/s. The horizontal axis is the distance from
the virtual source. The frequency range is from 3.0 to 15.0 Hz. (b) Snapshots of body
waves shown in panel (a). Each circle illustrates the location of receivers, and the blue
circle shows a virtual source. At each receiver, blue is positive amplitude and red negative.
The light blue line draws the traveling distance of the wave with velocity of 2.0 km/s. [CR]
nnakata/. fig05

type of target-oriented seismic interferometry and is useful for estimating high-resolution
velocity structure and imaging.

The maximum depth of ray coverage of this tomography is about 1.2 km. With larger-
offset data, we could investigate deeper areas as like active-source tomography. In this study,
we use only 10 days of data. One of the strong points for using passive data is in time-lapse
survey, and by using this technique, we can potentially monitor a region/reservoir at, for
example, 10 day intervals.
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Figure 6: Vertical and horizontal slices of inverted P-wave velocity cube. From (a)–(c),
slices shift shallower, east, and north. Purple lines show the location of slices. Velocities
are detrended by subtracting the horizontally averaged one-dimensional velocities shown in
panel (d). The colormap is valid for panels (a)-(c), where blue indicates faster velocities
than the velocity in panel (d). The shaded areas in the velocity slices are poor ray coverage
areas. The origin of local coordinate in this figure (Easting = 0 km and Northing = 0 km)
is the lower-left corner in Figure 1. [CR] nnakata/. fig06
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High-order elastic finite-difference modeling

Gustavo Alves and Biondo Biondi

ABSTRACT

For many years, short-offset data have been a cornerstone of reflection seismic imaging
and amplitude estimation methods such as Azimuth versus Offset (AVO). However,
longer offsets have increasingly become more available due to new acquisition geome-
tries and to a greater emphasis in refraction seismic, stimulated in part by inverse
methods like Full Waveform Inversion (FWI). We focus here on some of the limitations
encountered in short offset versus long-offset data, specifically reflectivity estimations
for higher reflection angles. We then turn our attention to a finite difference imple-
mentation of the elastic two-way wave equation, which is a necessary modeling step for
truer amplitude estimation. Finally, we implement a 10th order in space and 2nd order
in time finite-difference scheme and show a few propagation examples.

INTRODUCTION

Seismic acquisition has constantly pushed to acquire longer and longer offsets. The need
to acquire longer offsets in the crossline direction, for instance, led to the development of
novel streamer acquisition techniques such as wide azimuth, rich azimuth, multi-azimuth
and, more recently, coil and dual coil methods (Moldoveanu et al., 2008). In most instances,
these innovations were motivated by the need to illuminate a wider range of azimuths and
overcome shadow zones created by complex geology (Corcoran et al., 2007), but recently,
the need for longer offsets both in the inline and crossline directions has been motivated
by deeper imaging targets, and the need for refraction data for traveltime tomography and
FWI.

Brenders et al. (2007) analyze the impact of added offsets in wavefield tomography for
the a 2D section of the 2004 BP Velocity Benchmark model. They show that tomographic
velocity estimation in streamer data is limited by the maximum acquisition offset and the
low frequency content in the data. In their work, a limited offset dataset (15 km) enables
the recovery of the velocity model only for shallower regions. However, after incorporating
offsets longer than 20 km, they show that refraction data associated to turning waves can
sample deeper areas of the model, enabling the recovery of velocities at those depths.

Hilterman et al. (2000) show that, although AVO has been an important tool for identi-
fying hydrocarbon reservoirs, some Class 1 anomalies, which are difficult to spot, could be
better classified if they were treated as Class 2 anomalies identifiable on Common Depth
Point (CDP) stacks. However, the added information to make this distinction comes from
longer offsets. They test the validity of this claim for offsets that are twice the target’s
depth. They conclude that such anomalies could be better seen in the higher offset angle
stacks for a sandstone reservoir at 16,000 ft depth in the Gulf of Mexico.

313
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Zadeh et al. (2010) show how post-critical reflections can be used to estimate velocity
changes in a production environment. They use 4D data from the Valhall oilfield in the
North Sea. The advantage of their methodology in comparison to traditional 4D analyses
is that it can be applied to stiff rock reservoirs, such as carbonates, whereas conventional
4D encounters limitations when density varies little during production.

Skopintseva et al. (2011) focus on obtainning a better AVO result than those usually
got from traditional approaches, by taking advantage of longer offset data. The group’s
approach to the problem involves the minimization of an objective function that compares
the observed data to the reflection coefficients obtained by another methodology, presented
in Aizenberg et al. (2005).

However, in order to evaluate the validity of these and other applications of long-offset
data, an important first step is to be able to model both the kinematics and the amplitudes
of seismic data. With that in mind, our goal is to test a finite-difference staggered-grid
approach, using a high-order spatial approximation for the elastic wave equation.

In the next and following sections, we describe the limitations of traditional AVO and the
methodology proposed by Skopintseva et al. (2011). Then, we show our implementation of
the numerical modeling, using a finite-difference sttagered-grid velocity-stress formulation
of the wave equation, based on Virieux (1986). Since our objective is to model longer
offsets, which require the errors of the numerical solution to be very small even after many
iterations, we replace the traditional 4th order spatial approximation by a 10th order spatial
operator. Our claim is that this higher order will allow a more accurate solution to the
wave equation and also a lower memory and computational costs due to the many model
properties that need to be evaluated at each point. Finally, we show some results, obtained
for a constant velocity model and a simple horizontal fluid saturated layer. Finally, we
comment on some of the obstacles encountered in this methodology and the next steps in
this ongoing research.

METHOD

Traditional AVO

In order to understand the limitations of current AVO analysis, we start with the physical
problem that is described by the AVO equation and the linearizations involved. Figure
1 is a schematic representation of an incident plane wave on a horizontal reflector and
its corresponding reflected and transmited plane waves. The relationship between the re-
flection/transmission angles and the medium properties is described by Snell’s Law. The
reflectivity of these plane waves as a function of the incidence angle is described by Zoeppritz
equation. The Aki and Richards (1980) approximation to Zoeppritz equation is:

R(θ) = A + B sin2 θ + C tan2 θ, (1)

where θ is the reflection angle, VP , VS and ρ are the pressure velocity, shear velocity and
density, respectively, A = 1

2(∆VP
VP

+ ∆ρ
ρ ), B = −2( VS

VP
)2(2∆VS

VS
+ ∆ρ

ρ ) and C = 1
2

∆VP
VP

. Their
approximation became the starting point for modern AVO analysis. Fatti et al. (1994)
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Figure 1: Schematic drawing of the
incident and reflected rays for the
P and S wave components on a flat
reflector. The subscript 1 refers to
model properties and angles in the
upper region of the model, while sub-
script 2 refers to the new properties
and angles for the lower half of the
model. [NR] gcalves/. zoeppritz

further simplified their equation:

R(θ) =
1
2

∆I

I
(1 + tan2 θ)− 4(

VS

VP
)2(

∆I

I
) sin2 θ (2)

− (
1
2

∆ρ

ρ
tan2θ − 2(

VS

VP
)2(

∆ρ

ρ
)sin2θ),

where θ is the reflection angle, VP and VS are the pressure and shear velocities, respectively,
ρ is the density and ∆I

I = (∆VP
VP

+ ∆ρ
ρ ), which is the zero offset P-wave reflection coefficient.

Equation 2 can be further simplified by ignoring the third term, which can be proven to be
very small for low reflection angles (< 35o) and Poisson’s ratio between 0.1 and 0.33. This
approximation has been widely used in the industry, but a more generalized study of the
problem must seek a different solution if long offset data is to be introduced in AVO analysis.
We propose to study the solution presented in the work of Skopintseva et al. (2011). In
their work, they recast the reflectivity problem as an optimization problem, comparing the
expected amplitude obtained from a theoretical solution to the one measured in the data.
With that, the problem becomes a minimization of an objective function based on the L2

norm of the two data (calculated and observed):

F (v)2 =
N∑

n=1

[AV Oobs(xn)−AV Otheo(xn)]2, (3)

where xn represents the receiver coordinates and n is the receiver number. The theoretical
component AV Otheo is given by:

AV Otheo(xn) =
‖RPP (θ(xn),m)‖

1
N

∑N
n=1 ‖RPP (θ(xn),m)‖

, (4)
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where RPP is the plane reflective coefficient, obtained according to Aizenberg et al. (2005).

To test the validity of this methodology, the first step is to create a synthetic dataset to
represent the observed AVO term. We begin by implementing a numerical solution of the
elastic wave equation.

Finite difference elastic wave equation

The standard solution to elastic modeling uses the velocity-stress formulation in a staggered-
grid approach (Virieux, 1986). The velocities and stresses are the state variables and are
evaluated at alternating points in a regularly-sampled grid representation of the property
model. The time derivatives of the state variables are also evaluated at alternating time
steps. Figure 2 shows schematically where the different properties are evaluated for a single
time step.
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Figure 2: The staggered grid for 2D elastic finite-difference modeling. Vx and Vz represent
the particle velocities in the x- and z-directions, respectively, while τxx, τzz and τxz represent
the normal and shear stress fields. [NR] gcalves/. staggeredgrid

This staggered grid representation gives good results for finite-difference solutions to the
elastic wave equation. Ikelle and Amundsen (2005) show a very comprehensive implementa-
tion of a 4th order in time and 2nd order in space staggered-grid finite-difference modeling.
The finite-difference representation for the particle velocity component in the x-direction
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for a 10th order in space and 2nd order in time operator is:
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35.0

294912.0

c2 = − 405.0
229376.0
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c4 = − 735.0
8192.0

c5 =
19845.0
16384.0

,

where Vx is the particle velocity in the x direction; ρ(x, z) is the density at location (x,z);
τxx(x, z, t) is the normal stress component in the x direction; τxz(x, z, t) is the shear stress
at location (x,z) and time t; and c1 to c5 are the finite-difference coefficients, according to
(Liu and Sen, 2009).

The z-component of the particle velocity field and the three stress components can be
obtained in a similar way to equation 5. However, it is important to note that different
properties are evaluated at different grid points according to Figure 2. This means that
care must be taken when defining the derivatives, in order to preserve the symmetry of the
central difference operator.
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The reason to apply such a high-order approximation to the numerical modeling is to
minimize dispersion error for large simulation times without the need for very fine modeling
grids. Since we are interested in the amplitudes, it is essential that the wavelet is not affected
by numerical artifacts and behaves accordingly to the physical equations. As an example
of such dispersive effects, we refer to the work of Souza et al. (2013), who compares the
traditional 4th order stencil to a 12th order one and their respective numerical dispersions.

RESULTS

We show results of applying our modeling algorithm to a constant velocity model, a constant
model with a flat reflector and a model with increasing velocity with depth and a horizontal
reflector. These simple modeling runs are aimed at testing the stability of the numerical
propagation, the mode conversions between P waves and S waves and finally the presence
of turning waves on the last example.

The first example was modeled for a constant property model with an explosive source
at its center. The source is a Ricker wavelet with a peak frequency of 25 Hz. The resulting
elastic wavefront can be seen in Figures 3(a) and 3(b), which show the particle displacement
in the x-direction and z-direction for t = 350 ms, respectively.

(a) (b)

Figure 3: Snapshot of the particle displacement in (a) the x-direction and (b) the z-direction
for time t = 350 ms. The source is explosive, with a Ricker wavelet of peak frequency of
25Hz. [ER] gcalves/. snapvx0,snapvz0

For the second example, we added a reflector at a depth of 1500 m below the source
and extended the model laterally to 20 km (see Figure 4). Figure 5(a) shows a snapshot
for the wavefield’s particle velocity in the x direction for a source place at x = 600 m and z
= 500 m. We calculated the divergence and curl of the particle velocities. For an isotropic
wavefield, these operations separate the P and S waves. Figures 6(a) and 6(b) show the
P-wave and S-wave seismograms, respectively.

The final example (see Figure 7) has a background velocity that linearly increases with
depth in addition to the horizontal reflector from the previous example. The goal here is
to show the appearence of turning waves in the modeling, as we can see in Figures 8(a),
8(b), 9(a) and 9(b). These show snapshots of the particle displacement in the x-direction,
z-direction and the corresponding P and S seismograms, respectively.
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Figure 4: P velocity model for the constant background velocity model with a reflector at
z = 2000 m. The background P velocity is equal to 2700 m/s, with a density of ρ = 2750
kg/m3. The reflector has a P velocity of 1500 m/s and density of ρ = 1000 kg/m3. S
velocities are calculated as half of the P velocities. The boundary conditions are included
in this image, so the source for this model is located at x = 600 m and z = 500 m. [ER]
gcalves/. velctbg

DISCUSSION

The literature shows many possible studies related to long-offset data. The estimation of
better velocity models holds great interest for applications in FWI, such as the aforemen-
tioned examples. Also, research related to amplitude analysis appears to be a promising
area of study, with interesting examples that may extend AVO analysis to longer offset
data.

The results shown in this work are a preliminary effort in the direction of amplitude
analysis. Future work will be aimed at applying this modeling methodology to study long-
offset amplitudes and possible ways to efficiently evaluate them in field data.

Finally, this approach is aimed at 2D modeling. A 3D solution to this same problem
will involve complications that have not yet been addressed in this work.
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(a)
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(a)

(b)

Figure 6: (a) P seismogram obtained from the divergent of the particle velocities for a
constant background with a single horizontal reflector; (b) S seismogram obtained from the
curl of the particle velocities for the same model. [ER] gcalves/. seispctbg,seissctbg
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(a)

(b)

Figure 8: Snapshot for time t = 1.2 s for (a) the x-component and (b) the z-
component of the particle velocity in a V(z) model with one horizontal reflector. [ER]
gcalves/. snapvxvzbg,snapvzvzbg
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(a)

(b)

Figure 9: (a) P seismogram obtained from the divergent of the particle velocities for a V(z)
background with a single horizontal reflector; (b) S seismogram obtained from the curl of
the particle velocities for the same model. [ER] gcalves/. seispvzbg,seissvzbg
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ABSTRACT

In a three dimensional world there are six degrees of freedom: three linear displacements
and three rotations. Current multi-component acquisition systems have geophones
or accelerometers that provide the linear motion, and hydrophones that provide the
pressure, but without rotations the data are incomplete. We acquired a small seismic
survey recording all six components. We deployed three-component geophones and
three-component rotation sensors measuring the pitch, roll, and yaw. We measured
the pitch independently with closely-spaced geophones to validate the rotation-sensor
data. We compare the pitch measured by two independent methods and find that
they fit after instrument designature. We then demonstrate that the data provided
by rotation sensors have additional value because they can be used in a singular-value
decomposition analysis to identify and separate ground roll and body waves.

INTRODUCTION

Rigid bodies in a three dimensional world have six degrees of freedom: three components
of linear motion and three components of rotation. The linear motions are recorded by
multicomponent geophones, which measure the vertical and the two horizontal components
of the particle velocities in the ground. The rotations are the pitch, roll and yaw of the
ground, as shown in the following table:

Axis Displacement Rotation
Z Vertical vz Yaw rz

X Radial vx Roll rx

Y Transverse vy Pitch ry

where vi are particle velocities along the axis, and ri are rotation rates around the axis.

In marine acquisition, hydrophones record the divergence of the wavefield P = ∇ · ~u,
where ~u are particle displacements. Rotations are a measurement of the curl of the wavefield
~r = 1

2(∇ × ~v), and can be recorded by special rotation sensors. If we want to know what
the sensor package is doing, and, by inference, which type of wave it is recording, we must
measure the three rotations in addition to the three linear components. However, rotations
are not recorded by any current commercial multi-component system.

Rotational motion cannot be calculated solely from the 3C particle velocity data ac-
quired by geophones. Figure 1 shows two versions the same trace from the field data of this
study. The trace on the left is 3C geophone data, displayed using a “seisball”. The seisball
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represents the motion recorded by the geophones, where up-down motion of the ball is the
vertical geophone, left-right motion is the radial geophone, and motion in and out of plane
(a change in the seisball size) is the transverse geophone. Unfortunately we are limited
in dimensionality on a page, therefore both the time axis and the vertical-motion axis are
vertical. The trace on the right displays 3C geophone data and 3C rotation data. Observe
how the rotations cannot be ascertained from the geophone data, and must be recorded
independently.

Figure 1: A single trace of the
Ponca-City data, shown with seis-
balls. Left trace is 3C, right trace
is 6C. The time and vertical-motion
axes are both along the vertical di-
rection. Up-down motion = vz. Left-
right motion = vx. In-out motion =
vy. The rotations of the ball rep-
resent the three rotational compo-
nents rz, rx and ry. Note that the
6C trace shows rotations that are
not seen on the 3C trace. [ER]
ohad1/. v-st19-desig-sb-tr

A seismic sensor that measures three linear motions and three rotations has six com-
ponents. Lee et al. (2009) review some of the history of rotational seismic acquisition for
earthquake seismology. Brokesova and Malek (2010) generated and recorded rotational
seismic data using conventional geophones arranged along a circle. Chevron has recently
conducted a small land survey that included rotational sensors in order to evaluate the
quality and the possible uses for such data. Brune et al. (2012) expand on the added value
of 6C data compared to 3C data, including spatial sampling enhancement and shear-wave
selectivity. Muyzert et al. (2012) carried out a survey that included rotation sensors, and
show how they can effectively double the spatial Nyquist frequency of field data.

In this paper, we show that the rotation sensor’s data are additional information. We
use six-component polarization analysis on these data to identify and attenuate ground roll.

SURVEY PARAMETERS

The 2D survey took place in a very low relief field near Ponca City, Oklahoma. There
were 27 receiver stations. Of these, 18 were single-component vertical geophone stations,
5 were six-component data stations comprising 1 three-component geophone and 1 three-
component rotation sensor, and 4 were six-component ”cluster” stations, where we had 2
three-component geophones arrayed around a three-component rotation sensor. The re-
ceiver stations were spaced 10m apart. At the six-component cluster stations, the distance
between the geophones and the rotation sensor was 30 cm.

The source was an accelerated weight-drop. There were 25 shot stations at 10 m spacing,
and these were interspersed inline between the receiver stations. The shortest offset therefore
was 5 m, while the longest was 255m. Consequently, the data have very low fold. Each shot
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was repeated 5 times at each station, and diversity stacking was applied to the repeated
gathers to increase SNR.

DESIGNATURE OF GEOPHONES AND ROTATION SENSORS

A prerequisite for any multicomponent analysis is that all instrument responses must be
removed, particularly if the instruments used for each component were different. The instru-
ment response parameters of the geophone components were known. We corrected for the
geophone instrument response using the transfer function of a damped harmonic oscillator
(Lowrie, 1997; Hons and Stewart, 2006):

T (ω) =
ω2

−ω2 + 2iλω0ω + ω2
0

, (1)

where natural angular-frequency, ω0, and the damping ratio, λ, are properties of the suspen-
sion spring and electrical circuit. The transfer function was scaled by an overall sensitivity
factor, G, with units ∝ V m−1 s.

The sensitivity of the rotation sensors (of type METR-03) as specified by the manufac-
turer was 50V rad−1 s. We were unsure of the phase response of the rotation sensors. To
enable further processing however, the instrument response of the rotation sensor had to
be removed. We therefore utilized the prediction of elasticity theory for the rotation-rate
around the horizontal Y axis for the zero traction boundary condition that exists on the
free surface: ry = 1

2(∇× ~v)y = ∂xvz (Cochard et al., 2006), i.e. the pitch sensor ry records
the inline horizontal gradient of the vertical component. Therefore the signal calculated by
differencing two vertical geophones that are inline and adjacent to the pitch sensor should
record the same data as the pitch sensor.

We placed two vertical geophones at a distance of 30 cm upline and downline of the
rotation sensors at receiver stations 19, 23, 27 and 31. Having designatured the geophones,
we differenced the signal between these adjacent geophones which were spaced 60 cm apart,
thus directly measuring ∂xvz. We compared the phase spectra of the rotational pitch com-
ponent ry and the measured vertical-geophone difference ∂xvz, and designed a matching
filter based on the linear best-fit to the phase difference between them. The bold lines in
Figure 2 are the phase differences at the four different cluster stations, and the dashed lines
are the frequency-dependent phase corrections applied to the pitch sensors at these stations.

We would prefer not to use closely-spaced geophones to measure rotations in production,
since differencing two geophones boosts up noise at the expense of signal. Additionally, each
one of the geophones may have a different coupling to the medium. It is necessary to space
the geophones used for differencing far enough apart so that the difference signal will be large
enough (compared to the boosted noise), and yet they must still be close enough to sample
the shortest wavelength without aliasing. In retrospect, we see that a distance of 60 cm
between geophones was too close for this particular site, resulting in a loss of geophone-
difference signal and probable errors in the measurement of the phase-lag of the rotation
sensors for some frequencies. Additionally, in the case of ocean-bottom node acquisition,
using multiple geophone differencing is not practical, since all sensors must be encapsulated
within the same small package. We only used adjacent geophones in this study to callibrate
the rotation sensors.
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According to Figure 2, the reliable frequency range we can use to estimate the rotation-
sensor’s phase by vertical-geophone differencing in this study is 20−45 Hz. Figure 3(a) is the
raw receiver gather of the vertical-geophone difference overlain by the pitch sensor. Figure
3(b) is the same gather after correcting for the phase difference between these gathers, and
then bandpassing to the frequency range where we have a reliable difference signal. Note
the improved match of these components after correcting for the pitch-sensor’s phase-lag.

Figure 4(a) is the crosscorrelation of the vertical-geophone difference and the pitch
sensor. Note how the maximum energy is not centered at zero time. In Figure 4(b) the
same crosscorrelation is shown after applying the matching filter. Both Figures 3(b) and
4(b) show that at station 19, the instrument response of the rotation sensor has been
suitably corrected.

Figure 2: The phase difference be-
tween the geophone-difference sig-
nal (after designature) and the rota-
tional pitch sensor, plotted over fre-
quency. Solid line: measured differ-
ence. Dashed line: best linear fit of
difference, which was used to correct
the phase of the pitch sensors. [ER]
ohad1/. phasediffs

(a) (b)

Figure 3: Comparison of vertical geophone difference signal (black) and rotational pitch
component (cyan) for receiver gather at receiver station 19. (a) Raw data. (b) Data
after application of matching filter and then filtering between 20 − 45 Hz. This fig-
ure shows that the pitch sensor has indeed been designatured correctly. [ER]
ohad1/. comp-vvzdx191,comp-vvzdx193
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(a) (b)

Figure 4: Crosscorrelation of vertical geophone difference signal and rotational pitch
component. (a) Crosscorrelation before matching filter. (b) Crosscorrelation af-
ter application of matching filter and then filtering between 20 − 45 Hz. [ER]
ohad1/. vvzry19lag,vvzry19lagm

SIX COMPONENT FIELD DATA

Figures 5(a)-5(f) are the 6-component receiver gather at station 19, after designature of
the geophones and rotation sensors. Coherent energy appears mostly on the vz, vx and ry

components (Figures 5(a), 5(b) and 5(f), respectively), which is consistent with the survey’s
2D geometry. Three types of arrivals are apparent:

1. Low-wavenumber direct arrivals and what we think are refractions propagating at
V ≈ 2.4 km/s, which appear largely on the vz and vx components.

2. High-wavenumber Rayleigh waves (ground-roll) propagating at V ≈ 0.9 km/s. We
call this arrival the “fast” ground-roll.

3. A very slow and aliased arrival propagating at V ≈ 0.18 km/s, which is stronger on
the vz and ry components. We call this arrival the “slow” ground-roll.

SVD and wave signatures

de Meersman et al. (2006) apply singular-value decomposition (SVD) on three-component
geophone data in order to estimate the polarization direction of P-wave arrivals. Similarly,
it is possible to apply SVD on 6-component data from a 3C geophone and a 3C rotation
sensor. The resulting polarization vectors indicate not only polarization along the linear
components, but also polarization along rotational components.

Given a time window of a single 6C trace of length N , we have an N × 6 data matrix
where the columns are the components D = [vz(t), vx(t), vy(t), rz(t), rx(t), ry(t)]. SVD is a
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(a) (b)

(c) (d)

(e) (f)

Figure 5: Six-component common-receiver gathers at station 19, with trace balancing
applied. (a) Vertical geophone. (b) Radial geophone. (c) Transverse geophone. (d) Yaw
sensor (rotation around vertical). (e) Roll sensor (rotation around radial). (f) Pitch sensor
(rotation around transverse). Maximum geophone amplitudes are on the order of 3 mm/s,
while maximum rotational amplitudes are at 3 mrad/s. The color table in all these figures is
in that range. Most of the energy in this 2D survey is on the vz, vx and ry components. [ER]
ohad1/. v-st19-desig-6c0,v-st19-desig-6c1,v-st19-desig-6c2,v-st19-desig-6c3,v-st19-desig-6c4,v-st19-desig-6c5
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Figure 6: Receiver gather of vertical geophone at station 19, and polarization vectors
calculated at trace marked by circles. (a) Vertical geophone. (b) and (c) are the amplitudes
of the polarization vectors’ components calculated by SVD on the vz, vx and ry components
of the single trace at offset=115m; (b) at the time window specified by the yellow circle
(t = [0.07, 0.11]), (c) at the time window specified by the blue circle (t = [0.124, 0.164]). Note
how there is a distinct difference in the polarization of the energy in these two time windows.
Observe the increased polarization of the 1st polarization vector in the direction of the rota-
tional pitch component for the blue circle, where the Rayleigh-wave is strong. (d) Vertical
geophone after F-K filtering to remove high wavenumbers and low frequencies. (e) Vertical
geophone after F-K filtering to remove low wavenumbers and high frequencies. [ER]
ohad1/. v-st19-3cbal-0,st19-trc115-snap1-bars,st19-trc115-snap2-bars,v-st19-3cbal-1,v-st19-3cbal-2
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method for finding the waveform us, magnitude σs, and polarization vs of the signal that
is present in the data D. The SVD of the data D is given by

D = UΣVT , (2)

where D is the product of the Nx6 matrix U, the 6x6 diagonal matrix Σ, and the transpose
of the 6x6 matrix V. The unit left and right singular vectors ui and vi are the six column-
vectors of U and V. The singular values σi are the diagonal elements of Σ. They are
ordered such that |σ1| is the greatest and |σ6| the smallest. The left and right singular
vectors are mutually orthogonal, such that UTU = I and VVT = I.

The right singular vectors vi display the polarization of the data within the particular
time window along the six axes. We transpose and multiply the matrix V by the singular
value matrix Σ, to obtain the scaled polarization vectors:

S = ΣVT . (3)

We applied three-component SVD on the vertical, radial and pitch components of the
receiver gather shown in Figures 5(a), 5(b) and 5(f) respectively. We did not include the
transverse, yaw or roll components as they did not contain significant amounts of coherent
energy.

Figures 6(a)-6(c) show how the combination of linear and rotational polarization-vector
components provide an indication of the wave type. Figure 6(a) is the raw vertical geophone
gather at station 19. We applied trace balancing to the vertical-geophone component, and
then used the same balancing weights for the radial-geophone and pitch components (not
shown in this figure). SVD of the 3 components was run on two time windows of the trace
at offset=115m, which are indicated by the yellow and blue circles. The time-window length
was 40 milliseconds.

Figure 6(b) shows the magnitude of the polarization-vector components in directions
vz, vx and ry, for the time window indicated by the yellow circle in Figure 6(a). This figure
is a display of the elements of matrix S of equation 3. In black are the components of
the first (and largest) polarization vector, the second-largest polarization vector is in blue,
and the third-largest in red. There are three polarization vectors since we used only three
components for this analysis.

Observe that the 1st polarization vector is polarized mostly toward the vx and vz axes,
though the ry pitch component is present. At this time window, the energy appears to be
that of a refraction wave. This can be corroborated by Figure 6(d), which shows the vz

component after F-K filtering removed the high-wavenumber, low-frequency energy. Body
waves generate mostly linear particle motion, and should therefore exhibit polarization along
the linear components of the 1st polarization vector.

Figure 6(c) shows the magnitude of the polarization-vector components for vz, vx and
ry, for the time window indicated by the blue circle in Figure 6(a). At this time window
we have surface-wave energy, as can be seen in Figure 6(e) where F-K filtering removed
low-wavenumbers and high-frequencies. Note how the 1st polarization vector for this time
window is polarized mostly on the rotational ry and linear vx components. The funda-
mental mode of surface waves (Rayleigh, Scholte) generates elliptical particle motion, and
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therefore causes a greater rotational deformation on a finite volume element. We then ex-
pect that these waves should be polarized more toward the rotational components of the 1st

polarization vector. Note that the 2nd polarization vector in Figure 6(e) has a dominant vz

component. This is an indication that there is body-wave energy in the data at this time
window, but it is obscured by the rotationally-polarized surface wave.

Observe that all wave modes have both rotation and linear motion, owing to the fact
that we are recording them on a free surface, where the stress is discontinuous and mode
conversions occur. Yet there is still a difference in the relative magnitude of the components
of the polarization vectors between the different wave modes. We call the wave modes’
appearance on the polarization components a “signature” of the wave mode, by which it
may be identified.

FILTERING BY POLARIZATION IN THE SVD SPACE

Our point of view is that all the data which are a result of the seismic experiment is signal,
however some of the signal is desired (e.g., reflected body waves) and some is undesired
(e.g., surface waves). In a larger context, we wish to be able to differentiate all wave modes
from multi-component data according to their polarization attributes. Therefore, the more
data attributes we have, the more we are likely to discern among the wave modes. In our
study, these additional attributes come from rotation data. Both displacement and rotation
are a result of the deformation caused by wavefronts incident on the recording surface. The
combination of linear displacements and rotational data components, i.e. their “signature”,
maps to the wave modes generating the deformation.

The method we employ here is to estimate the direction of the 1st polarization vector
from a portion of the data that contains the undesired signal. We use this vector as a
“template” for the polarization of that undesired signal. We search for this template by
applying SVD to sliding time windows along the data, and calculating the angular difference
θdiff between the 1st polarization vector at that time window ~V (t) and the 1st template
polarization vector ~Vtemp:

θdiff(t) = cos−1

 ~V (t) · ~Vtemp∣∣∣~V (t)
∣∣∣ ∣∣∣~Vtemp

∣∣∣
 . (4)

We design a weighting function that damps the 1st singular value in the Σ matrix from
equation 2 based on θdiff:

W (t) = 1− cos2
(

θdiff(t)
θmax

)
. (5)

We apply the weighting to the 1st singular value in each time window, and then recom-
pose the data using equation 2. Effectively, we damp the energy of the 1st singular vector
based on how similar it is to the 1st polarization vector of the template signal. The two
independent variables that must be defined are the time-window length, and the angular
difference threshold θmax.
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There are two assumptions that must be met for this damping method to succeed in
attenuating the undesired signal:

1. There needs to be a significant difference between the direction of the polarization of
the undesired signal vs. that of the desired signal. Ideally, they would be orthogonal.

2. The undesired signal’s energy must dominate that of the desired signal. Otherwise,
the 1st polarization vector will point in an intermediate direction between these two
signals, and a damping of this polarization vector would result in a loss of both signals.

The polarization strength of a multicomponent signal is a measure of how dominant the
1st polarization vector is relative to the other vectors, and can be estimated by (Vidale,
1986):

Ps = 1−

n∑
i=2

σi

σ1
, (6)

where σi are the singular values pertaining to polarization vectors 2 to n, and σ1 is the
singular value of the 1st polarization vector. Ps is near 1 if the signal is completely polarized
in the direction of the 1st polarization vector, but is near 0 if the largest component of
polarization is only as big as the rest combined. For 3C geophone data, Ps = 1 means
a linearly polarized signal. The interpretation for a combination of linear and rotational
components is more complicated.

We use the polarization strength to gauge where on the seismogram we would expect
that a damping of the 1st polarization vector by its similarity to a particular polarization
signature from the data would result in an actual attenuation of energy. Figure 7 shows
the polarization strength Ps calculated for station 19, together with the vertical geophone
component at that station. There is a high polarization strength underlying the fast ground-
roll arrival between t = 0.05 − 0.13 sec at offsets x = 35 − 95 m. It is also high for the
very slow ground-roll that begins at zero-offset and continues till offset x = 55 m at the
end of the section. However, for most this section there is no dominance of a particular
polarization direction. Since we expect that for distinct strong signals there will be a
dominant polarization direction, we deduce that this data has low SNR. Therefore we may
only expect limited attenuation of undesired arrivals such as the surface wave, by such
damping of the 1st polarization vector on this dataset.

Estimating signature of undesired signals

Our undesired signal in this case are the two surface waves which we called “fast” and “slow”
ground-roll. In order to estimate their signature, we applied a linear moveout with velocity
v = 820m/s for the fast ground roll, and with v = 180m/s for the slow ground-roll. We
then stacked each one of these sections. We applied SVD to the time window containing
the stacked ground roll energy, and selected the 1st polarization vector as a template.
Afterwards, we applied the methodology detailed above to damp the 1st polarization vector
of the data along running time windows. We used a 40ms time window length, and θmax =
20o.
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Figure 7: Vertical component at
station 19 overlaying the polariza-
tion strength. Values closer to 1
(red) indicate that the 1st polar-
ization vector is significantly larger
than all other polarization vectors,
and we can therefore expect that
in such regions the damping of the
1st polarization vector will result
in a significant removal of energy
polarized in that direction. [ER]
ohad1/. st19-comp3-PSwig

Figures 8(a), 8(c) and 8(e) show the vertical, radial and pitch components respectively,
after filtering using the slow ground-roll signature as a template. The underlying color
indicates the damping weight, where white indicates maximal damping. Black wiggles are
the data before filtering, and cyan wiggles are after filtering.

The template signature was estimated on the slow ground roll, however we can see that
other portions of the data have polarization attributes similar to the slow ground-roll signal.
Most of the energy that is attenuated is on the vertical component.

Figures 8(b), 8(d) and 8(f) show the vertical, radial and pitch components respectively,
after filtering using the fast ground-roll signature as a template. This filtering was applied
to the results of filtering the slow ground-roll. Note how now the attenuation concentrates
on the fast ground-roll, but does leak to include some of the refractions appearing at offsets
x = 80m − 160m at around t = 0.1s. This indicates that the polarization of the undesired
signal, in this case the ground-roll, is not orthogonal to the polarization of the desired signal.
Most of the attenuation though is from the horizontal component, and the fast ground-roll
is mostly removed.

Figures 9(a), 9(c) and 9(e) again show the vertical, radial and pitch components before
filtering, but on a greyscale. Figures 9(b), 9(d) and 9(f) are the same components after
filtering.

The low SNR ratio of these data make it difficult to gauge exacly how much of the
desired signal is removed along with the attenuation of the undesired signal. However,
comparing Figures 9(a) and 9(b) we see that a large proportion of the ground-roll has
indeed been attenuated from the vertical component, without a great adverse effect on the
desired signal, i.e., the refractions apparent on the top right section.

Comparing the radial component’s attenuation in Figures 9(c) and 9(d), we see that
along with the undesired ground roll we seem to have eliminated a large part of the desired
signal as well. We attribute this to a similarity in the direction of the 1st polarization vector
of this signal to the ground roll’s signature. It is very difficult to discern any coherent signal
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on the pitch component, other than the ground-roll itself. In general, we have noticed that
the SNR of the rotation sensors is not as good as that of the geophones, so this is not
surprising.

DISCUSSION: FROM COMPONENTS TO WAVE MODES

Particle displacements and rotations are data components. P-waves, shear waves and surface
waves are wave modes. Conventional state of the art multicomponent data processing
assumes that P-waves register on the vertical displacement components, while shear waves
register on the horizontal components. However, in principle what we should record are
not displacements, which are characteristic to all wave modes, but strains, which are a
better differentiator between wave modes than particle motion. An example of a sensor
that records P-wave strains is a hydrophone. A rotation sensor effectively records the anti-
symmetric strains, which are a characteristic of shear waves and surface waves.

We do not want to see waves that appear as shear waves or surface waves on the vertical
displacement component. We call this kind of energy “shear-induced” or “Vz” noise (Craft
and Paffenholz, 2007), and usually attempt to attenuate it using local dip filtering. A
problem with such noise attenuation methods is that they depend on adequate spatial
sampling of all wave modes, and they may harm the data if they have temporal and spatial
characteristics similar to the noise. Rotation data can aid us in finding alternate methods
of identifying the wave modes responsible for generating the shear-induced noise, and also
in separating them from the data that carry information about the subsurface.

The identification of wave modes using polarization analysis of single traces is similar
to the approach taken by Diallo et al. (2006), where polarization analysis in the complex-
wavelet domain is used to attenuate surface waves without the use of local wavenumbers.
We intend to investigate complex wavelet analysis for 6C data as well, since it can provide
a frequency resolution of the data over time. Different wave modes may have different
frequency characteristics which we can exploit for separation. SVD of 6C data can make
methods like de Meersman et al. (2006) more robust, especially for non-radial scattering.
We believe that rotation data can augment such methods by introducing additional data
about the strains, which are different for different wave modes.

SUMMARY

We conducted a field experiment and validated that the measurements of rotation sensors
agree with those from closely-spaced geophones. We observe that rotation data helps iden-
tify different wave modes by providing independent information that in practice cannot
be derived from the geophones without the rotation sensors. We designed a filter that
attenuates the main polarization of the data along time windows, according to the data’s
similarity to a template polarization signature taken from the undesired portion of the data.
We observe limited success of this method on our field dataset. We speculate that a dataset
with better SNR may yield better separation results. To observe the effect of such a wave-
mode separation on imaging, however, we would require much higher-fold, long-offset 3D
6-component data.
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(a) (b)

(c) (d)

(e) (f)

Figure 8: Data components at station 19, before filtering (black) and after filter-
ing (cyan) by damping of the 1st polarization vector according to its similarity to
the stacked ground-roll signals. The data overlays the damping weight. (a) Ver-
tical component, damping slow ground-roll. (b) Vertical component, damping fast
ground-roll. (c) Radial component, damping slow ground-roll. (d) Radial compo-
nent, damping fast ground-roll. (e) Pitch component, damping slow ground-roll. (f)
Pitch component, damping fast ground-roll. Note how the damping is restricted to
the region where the polarization is similar to the SVD signature chosen. [ER]
ohad1/. st19-damptruck-vz,st19-dampgr-vz,st19-damptruck-vx,st19-dampgr-vx,st19-damptruck-ry,st19-dampgr-ry
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(a) (b)

(c) (d)

(e) (f)

Figure 9: Data components at station 19, before and after filtering by signatures. (a) Verti-
cal component before filter. (b) Vertical component after filter. (c) Radial component before
filter (d) Radial component after filter. (e) Pitch component before filter. (f) Pitch compo-
nent after filter. The slow and fast ground roll signals are attenuated on the vertical compo-
nent, apparently without much loss of other signals. However for the radial component there
seems to be a significant loss of signal together with the attenuation of the ground roll. [ER]
ohad1/. st19-damp-vzin,st19-damp-vzout,st19-damp-vxin,st19-damp-vxout,st19-damp-ryin,st19-damp-ryout
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SEPHTML5: HTML5 and interactive visualization

Robert G. Clapp

ABSTRACT

The growing move to a cloud-based/server-processing-dominant processing paradigm
poses a problem for viewing and interacting with seismic data due to X11’s high latency
and large bandwidth requirements. HTML5’s flexibility, support for strong client-
server paradigms, and low latency design allows for a platform independent solution
to visualizing seismic data. SEPHTML5 is written on top of HTML5 for interacting
with seismic data. I present two different applications, a 3-D viewer and multi-slice
comparison tool to highlight the potential of a HTML5 approach to viewing seismic
data.

INTRODUCTION

Viewing and interacting with multi-dimensional volumes is necessary when working with
3-D data. SEP wrote its first movie program 30 years ago and has continually expanded
on this initial idea (Claerbout, 1981; Sword, 1981; Ottolini, 1982, 1983, 1988, 1990; Arroyo
and Clapp, 2002; Clapp et al., 2008; Clapp, 2010). These movie programs have progressed
from simply showing a series of frames to allowing greater and greater levels of interactivity.
In the last twenty years every viewing approach was written on X11 or a library, such as
Motif or QT, relying on X11. As a result, they had both the strengths and weaknesses
of X11. They had the advantage of being portable and effectively working in the 1990’s
local network environment where the user was accustomed to latency in most applications.
As computers got faster, the many handshakes and bit image transferring approach of X11
led to ever more noticeable latency problems on even local networks, exacerbated when
using remote connections. As a result, remote frame buffer approaches such as VNC have
grown more and more popular. These approaches achieve speed by sending a compressed
version of the portion of the screen that has changed. The downside of remote frame buffer
approaches is they are completely reliant on the server and suffer when significant latency
exists between the client and server.

Web development has had to deal with similar issues of how much work should be done
on the client versus the server. The earliest web applications were completely server based.
A web page would contain different requests to a web server which would respond with a new
page, image, etc. The introduction of Java in 1995 enabled work to be done on the client in a
platform independent method. While Java remains widely used, its popularity in web based
applications has decreased from its peak due to both competitors and security issues. Adobe
introduced a competitor to Java with Macromedia/Adobe Flash. Flash has proven popular,
but its use is again declining due to high compute requirements and its proprietary nature.
The introduction of Javascript, and more recently its standardization/expansion with the
introduction of HTML5, has allowed programmers another approach. With HTML5, the
programmer can easily decide how much work should be done on the server versus the client.
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In this paper I introduce SEPHTML5, a HTML5 based library for displaying and inter-
acting with seismic datasets and two applications written on top of it. The first application
allows a user to explore a 3-D cube by navigating, zooming, and panning. The second
application allows several different two-dimensional slices to be compared using a variety of
different approaches. I conclude by discussing different applications that could be written
on top of the library.

METHODOLOGY

Writing a HTML5 application involves several significant choices. The first is how much
work should be on the web server versus how much work should be done on the web viewer
(client). The second decision is whether to rely on a third party library, andm if so, which
library. Developing SEPHTML5 involved two other important decisions: how to pass data
between the client and server and how to ensure data security.

Client-server model

Recent web applications have become more and more client-compute dominated. This is
due to both the ever growing support for the HTML5 standard and the smaller load imposed
on the server by such an approach, allowing an application to scale without significant addi-
tional server resources. One downside of the client dominated approach is that javascript is
a text based language accessible to the user. Though code obfuscation is possible, copyright
violation is easier than with compiled language approaches. The more important downside
for SEPHTML5 is the size of seismic datasets. Transferring an entire dataset across the
network would introduce significant startup delays and, even more problematically, is not
possible given most web viewers’ memory restrictions. As a result SEPHTML5 is a relatively
balanced client-server application.

Upon an initialization request, the server loads a dataset(s) into memory.1 The server
describes the dataset(s) to the client. After this initial handshake, the server’s sole respon-
sibility is to return two-dimensional images, compressed using JPEG (Wallace, 1991), that
the client requests. The client handles all interactivity. Zooming, panning, moving, and
navigating are handled by the underlying SEPHTML5 library. The server can hold multiple
datasets in memory simultaneously, dumping them after an extended time of non-use (e.g.
5 minutes).

Javascript programming

Javascript is an event based language. An event based language essentially runs a series of
very short programs that have access to a single set of global variables. As a result, concepts
of “sleep and then do an action” are replaced with “in some time period, create a new event
and do an action” In addition to being a different way of thinking of programming, event
based programming introduces challenges if sequencing is important. Programs must be
robust to new events happening in an unexpected order. Probably the closest conventional
programming comparision is pthread programming without locks.

1This is easily extendable to a series of nodes loading the dataset.
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Hundreds, if not thousands, of libraries have been written on top of javascript. These
libraries simplify some group of potential applications. For SEPHTML5 I chose to write
much of the interactive graphics on top of KineticJS (Kovalenko, 2013). KineticJS special-
izes in interacting with graphical objects using both mouse and touch controls. Javascript
recognizes standard mouse actions such as down, up, move, in, out, and double click. In
addition, it recognizes touch events such as start, move, and end, even for simultaneous
touches. As a result, the programmer has great flexibility in designing applications that
work on both mouse and touch based devices. Each mouse/touch event can initialize a new
event the programmer can use.

Web sockets

Web sockets are a relatively new feature in HTML programming. Web sockets allow a per-
sistent connection between a client and server. Initialization involves a handshake between
the client and the server at which time another Unix socket is used on the server to transfer
information to the client. The web socket approach has a couple of significant advantages.
First, because the connection is persistent, each additional client request does not require
a handshake, decreasing the latency of the communication, and allowing for a higher level
of interactivity with the server. The other advantage is that anything can be sent over the
connection, in ASCII or binary form. For SEPHTML5 this allows both compressed images
and other information to be sent between the web viewer and the server.

Security

It is generally desirable to restrict access to the data that may be viewed by a given user.
SEPHTML5 uses several different security measures. All pages are password protected.
The server restricts data further by connecting different users with a limited number of
datasets that they have been given permission to view. Two further security procedures
can be added: web sockets allow all connections to be done over a secure connection and
standard web servers can restrict access to pages (and javascript code) based on domains.

THREE-DIMENSIONAL VIEWER

The first application written on top of SEPHTML5 is a three dimensional cube viewer
similar to the approach of Ottolini (1982) and Clapp et al. (2008). Figure 1 shows a dataset
in the viewer. Instructions on how to use viewer are available by selecting the ”Controls”
option using either the mouse or a touch device. Different input sources have different
controls. The mouse approach uses a combination of the keyboard and mouse to allow the
user to resize the viewer, navigate through the cube, start movies in various directions,
change the color scheme, and zoom.

The same options are available using a touch device, the difference being that multiple
fingers and swiping are used. Pinching will zoom in and zoom out. Flicking will start a
movie. Three fingers will change the color table. Panning can be accomplished by moving
a finger on a zoomed in region. The viewer can be used on iPads and iPhones using the
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Figure 1: A screen capture of the cube viewer. Note the front, side, and top slice through
the cube along with an option to view the current position and see the controls. [NR]
bob1/. cube

Chrome browser (the browser with best current support of HTML5). Most users have found
the touch interface to give a superior ability to interact with the dataset.

There are some drawbacks to the HTML approach. ARM based tablets, when handling
large (1000x1000) images, can handle only about 5-10 frames per second, while conventional
CPUs can handle 10-20 frames per second. By sending movies rather than static images, it
should be possible to get the frame rate up on both devices.

FRAME VIEWER

The second use of the library is to compare two-dimensional slices. This use is designed
for a seminar environment which involves comparing before and after pictures and multiple
2-D slices. The user specifies a series of slices to load. Figure 2 shows an initial grid of
slices. The user can move and resize these figures. Each figure’s color table can be changed
and soon clipping will be added as an option. In addition, the user can place one figure on
top of another. This will cause the two images start to blink back and forth. Additional
images are just added to to the movie.

When only two images are placed on top of each other, additional comparison tools are
enabled. One option is to overlay the two images with adjustable transparencies. Another
option is to flip between the two images using a slider. Finally, the user can choose to peer
through one image to the other in a flashlight view. Figure 3(a) demonstrates the opacity
feature, Figure 3(b) shows the flipping effect, and Figure 3(c) shows the flashlight effect.

When two images are on top of each other, clipping and color tables can be changed
simultaneously allowing for easy comparisons. Zooming will soon be added as an additional
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Figure 2: A view of five different slices from two different datasets. Note the different color
tables used in the various images.NR bob1/. combo

option.

FUTURE WORK

Several additional features need to be added to the library. The multi-dimensional viewer
needs to be expanded to view cubes larger than 3-D and to handle multiple volumes si-
multaneously. Picking and other common interactive tools need to be added. The frame
viewer, beyond the before mentioned clipping and zooming, should have the ability to view
datasets larger than two dimensions.

There are several directions to take SEPHTML5. Following on the work of Clapp
(2012) it could be extended to an interactive processing platform where the data exists on
a secure server and the user sets processing parameters from the web viewer. Processing
could include conventional processing flows and more highly compute-intensive interactive
processing such as regularized Hessian-based inversions.

Another avenue is to expanded its ‘seminar’ ability. Specifically the ability for all of
the audience to not only simultaneously interact with same dataset(s) but to share their
interactions with everyone viewing the same dataset. Such an approach could lead to a
more dynamic/collaborative research environment.
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(a) (b)

(c)

Figure 3: Panel (a) shows the result of combining two images. In this case velocity and a
seismic image. Panel (b) show two different datasets which can be quickly switched between
by adjusting the center bar. Panel (c) shows the ability to look through one dataset into
another. [NR] bob1/. opacity,curtain,flashlight
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CONCLUSIONS

I present a library and two applications to view seismic data over a web connection. The
first application is a 3-D cube seismic cube viewer that allows the user to slice through a
dataset. The second applications allows the user to compare multiple images using a variety
of different approaches. In the future, the library will be extended to allow multiple people
to share their interaction with a dataset.
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SEPVector: A C++ inversion library

Eileen Martin, Robert G. Clapp, Huy Le, Chris Leader, and Dave Nichols

ABSTRACT

SEPVector is a library of C++ classes, methods, and simple interfaces for solving geo-
physical inverse problems. From the beginning this library was designed to allow users
with relatively little coding expertise to work on heterogeneous computer architectures,
a feature that is becoming increasingly critical to modern library development. Verifi-
cation of the code features is done through a thorough set of unit tests. Although it is
written in C++, Fortran users can easily learn to use the SEPVector interface through
a series of simple examples included in the package.

INTRODUCTION

As hydrocarbons become more difficult to find, ever more sophisticated imaging tech- niques
are needed to produce accurate images of the subsurface. One approach to improved imaging
is the use of algorithms, such as Reverse Time Migration (RTM) (Baysal et al., 1983), that
more accurately describe wave behavior. As important, is the recognition that imaging
is fundamentally an inversion problem. Inversion has been used extensively to produce
velocity, or more generally earth property, models for years using ray based techniques
(Stork, 1992; Clapp, 2001) and more recently with the growing use of waveform inversion
(Woodward, 1990; Sirgue and Pratt, 2004). There is also growing use of inversion in place
of more conventional migration techniques (Clapp, 2005; Valenciano, 2008; Tang, 2011).

The growing size of seismic datasets, more accurate imaging algorithms, and the ex-
panding use of inversion all lead to significantly increased compute requirements. At the
same time the last fifteen years as seen significant changes in computer ar- chitecture in-
cluding the (re)introduction of vector units (up to 16 in length), multiple cores (up to 12
per socket), and the (re)introduction of co- processors such as General Purpose Graphical
Processing Units (GPGPU) and Xeon Phi.

The last twenty years have seen several attempts at SEP and other institutions in
building an object oriented inversion library that separates the math (optimization) from
the physics. Nichols et al. (1993) was an attempt at using C++ and Schwab (1998) in
Java but both failed to catch on due to the predominant use of Fortran in SEP. Fomel
and Claerbout (1996) built a heavily used library on top of Fortran90, but it is difficult
to use in complex inversion problems due to Fortrans object oriented limitations and its
single thread nature. Clapp (2004) built a python based library that proved successful for
cluster based applications, but was not practical on smaller problems. Attempts to use
outside frameworks (Gockenbach and Symes, 1996; A. D. Padula and Symes, 2009) have
not proven to catch on at SEP.

In this paper we introduce a new inversion library, SEP vector. The library is written in
C++, uses modern programming techniques, such as unit tests for reliability. It is designed
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to take advantage of modern architecture, such as being vector and multicore aware on
conventional CPUs. In this paper we begin by describing the core classes of the library, we
then discuss our testing environment, and present some simple examples, before concluding
with the future directions we plan to take the library.

DATA STRUCTURES AND INHERITENCE

One of the largest scale features of the SEPVector library is that all of the data structures
and solvers are classes contained in the SEP namespace. The namespace will make it easier
for users to combine this library with other libraries (e.g. a visualization library), especially
if the other library has any classes of the same name. Each instantiation of the classes is an
object with some associated data and methods that it can call. Some classes need similar
methods, so in our code similar classes inherit methods and a description of their data from
more general abstract classes.

Most codes have some amount of error checking along the lines of asking whether the
dimension of the input match those of the operator, but what happens when a vector of the
wrong units just happens to have the right length? This can especially be an issue when
chaining together many operators or concatenating operators. Our solution, inspired by
(A. D. Padula and Symes, 2009), associates each vector with a space, and each operator
with a domain space and a range space so that it is easy to check compatibility of vectors
with each other and with operators.

First let’s look at the structure of vectors, the fundamental data structure of SEPVector.
As seen in Figure 1 each vector object stores two pieces of data: a pointer to an actual data
container, and a pointer to the space the vector lives in. When a vector is created, it is
actually the space that creates the data container, ensuring that these two are compatible.
The data container objects manage data through the Boost MultiArray library, which gives
an easy interface to access and modify multi-dimensional arrays. We chose this widely-
distributed package because it has undergone significant testing and optimization, which
can be critical for efficiently working with high-dimensional data.

*sp         *dc

Space Data
Container

Vector

build data container

*array dimensions(dimensions)

Boost multi_array 

Figure 1: A diagram of the structure of a vetor. Notice that each vector has a pointer to a
space and a data container that is build by the space. Many details of the data container
are handled by the Boost multi array library. [NR] eileen2/. vector

At the high level, our code is structured to deal with objects like vectors, spaces, data
containers, operators, and solver steppers. Each of these is an example of an abstract
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class, or a class that is never meant to be instantiated without more details about its
implementation. For example, one type of space is a space that handles floating point
vectors for in-core computations, but even that is not enough detail. As seen in Figure 2,
we must further specify whether these vectors are true vectors, matrices, or some higher
dimensional tensor, then we have a concrete class, derived from the abstract space class,
which we can now create specific instances of. Notice that all of the in core float spaces
would share some methods, for example, checking compatibility of the spaces.

SEP::inCoreFloat

SEP::Space

SEP::Writeable

SEP::inCoreFloat1D SEP::inCoreFloat2D SEP::inCoreFloat3D SEP::inCoreFloat4D SEP::inCoreFloat5D SEP::inCoreFloat6D SEP::inCoreFloat7D

Figure 2: The inheritence structure of vector spaces for in core floating point computa-
tions starts with three layers of abstract classes, then each of the concrete derived classes.
Notice that dotted lines signify concrete classes that are not fully implemented. [NR]
eileen2/. inCoreFlt

Another example of these abstract classes being used is in our structure for defining
operators. Each forward map has an associated domain and range space, as seen in Figure 3.
These spaces can be thought of as model space and data space because the model and data
vectors are elements of these spaces, respectively. All operators are maps and have a
forward operator requiring domain and range spaces, so they inherit this forward operator
from their parent map class. They also have their own adjoint operator, as is shown in
Figure 3. We have provided some basic operators, which are concrete classes that inherit
from the operator class, but as is demonstrated in the example codes, users can specify
their own concrete operator classes.

Map/Operator
*domain         *range

Domain space Range space

 Vector
(model)

Vector
(data)

forward

adjoint

Figure 3: A diagram of the structure of an operator, which is a type of map. Note that
maps and operators have a domain space and a range space. Maps only have a forward
operator, but operators also have an adjoint. [NR] eileen2/. operator
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TESTING ENVIRONMENT

To test the library, we have created a series of unit tests that can be easily compiled and
run. Each test runs some basic operations, and has specific error messages and output to
help the developer pinpoint issues. If there are no problems found by the tests, they only
print the test number and a short summary of the test to the screen. The user can also
run the tests with valgrind to check whether memory is being managed properly. The tests
build up from very simple operations to more comprehensive ones as follows:

1. Creates and copies space, creates of vector, assigns data to vector, zeroes data from
vector, and checks compatibility of different spaces.

2. Clones a vector and takes the linear combination of two vectors in the same space.

3. Tests scaling for both y = αx and x = αx.

4. Tests negating a vector for both y = −x and x = −x.

5. Tests equivalent scenarios: linear combination versus scaling after adding so αx+αy =
α(x + y), and scaling versus additive inverse −1x = −x.

6. Tests dot product on a known pair of vectors, and that (x, y) = (y, x)

7. Dot product test on first and second derivative operators to check that (x,Ay) =
(y, AHx)

8. Dot product test on matrix vector multiplication operator for both (x, (I + A)y) =
(y, (I + A)Hx) and (x,Ay) = (y, AHx).

9. Tests that the conjugate gradient solver is working for a test problem with a known
solution.

Many of these tests run on specific known data like a vector of consecutive integers. The
advantage is that solutions for any length vector can be calculated by hand, so we know
what to expect. The most general test we have is the dot product test, and test 7 and 8
serve as a nice example of how a user can run the dot product test on any operator they
come up with.

GEE EXAMPLES

Flexibility and usability dictate that writing and constructing problems within this library
should be as readable and intuitive as possible. The majority of the SEP software legacy
has been Fortran based; source-codes provided with reports are largely written in Fortran90
and make use of simple solver modules that were written a decade ago, when multi-core
performance and heterogeneous environments were less of a concern. Furthermore, C++
codes, relative to Fortran90, can appear more daunting and less readable, especially to
users with a limited coding background. Concepts like pointer dereferencing, inheritance
and abstract functions are either less visible or entirely absent in Fortran90, thus to be
user-friendly these will be as hidden as possible.
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A series of examples from Claerbout and Fomel (2014) were chosen and implemented
using this new vector library. This book contains a number of simple yet important geo-
physical concepts which are familiar to many users. Consequently seeing how the same
problems look in this library compared to the Fortran code will provide invaluable insight
into how to begin using the library for personal purposes. Especially: how to frame a pro-
gram, the use of data containers, the use of operators and combining these classes into a
solver.

Included herein is a basic inverse hyperbolic radon code, as seen in Claerbout and Fomel
(2014). The notion of this is simple - an adjoint hyperbolic radon transform is applied to
several spikes in the tau-p space (model space, for this problem) to produce a series of
hyperbolae in that data-space (x-t.) Simply applying the forward transformation to these
data produces a model-space output which is poorly focused and contains multiple data
truncation artifacts. Posing this recovery as an inverse problem with a conjugate-directions
solver produces a cleaner, more representative series of spikes in the tau-p space.

This demonstrates the use of spaces, vectors, data containers, maps, adjoints and solvers
in a short program. Adapting this problem to larger datasets and more complex operators
will be more straight-forward after building this example.

CONCLUSIONS

In response to more sophisticated seismic imaging procedures, growing datasets and more
heterogeneous computing architectures, we wrote SEPVector, an object oriented inversion
library coded in C++. This code was build from the ground up with modern architectures
in mind, and is thoroughly verified through a series of unit tests. Because many researchers
in SEP primarily code in Fortran, we include a series of familiar examples that can be
compared to Fortran code, as well as extensive easy to navigate documentation with the
code. The primary tools for this library are in place, but there is still work to be done to
expand its capabilities and make it more user friendly.

FUTURE WORK

The framework for multi-CPU core inversion is in place, but there is much work to be
done to extend this library. Current efforts are being put into adding GPU capability, so
extending how arrays are stored and transferred will be necessary. How much of the current
library capability will be adapted for GPU use is still under debate.

More common operators and solvers are being written to save users time when it comes
to, say, taking derivatives, interpolating or calling a conjugate directions solver. Also more
advanced but common operators, such as wave-equation propagators (both multi-core and
GPU) will be written and incorporated into the library in the most user-friendly manner.
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Seg2Mat: SEG-2 to MATLAB file converter

Stewart A. Levin

ABSTRACT

To support SEG-2 data import into MATLAB R©, I have modified a SEG-2 converter
from the Colorado School of Mines Center for Wave Phenomena Seismic Unix package
to convert SEG-2 files to corresponding MATLAB files.

INTRODUCTION

Multiple groups in the Stanford School of Earth Sciences, and the Department of Geophysics
in particular, are interested in processing and analyzing data acquired in SEG-2 format
(Pullan, 1990). Such data may be acquired in shallow engineering studies or microseismic
monitoring of hydraulic fracturing. So when a Ph.D. graduate student in Mark Zoback’s
geomechanics group needed help reading and understanding a large microseismic dataset in
SEG-2 format, I cobbled together a converter based on a modified Seismic Unix (SU) code
that I had previously used to convert SEG-2 to an internal SEP format.

The MATLAB .mat format is well-suited to the task. The format is painstakingly
documented by The MathWorks, Inc. (2013) and is limited by its use of 32 bit offsets to
about 2 GB (or 4 GB at a pinch), the same limitation as in the SEG-2 format. The baseline
SU seg2segy utility is somewhat less well documented both because the output segy has a
rigid structure and naming convention and because the method for mapping SEG-2 headers,
which can be almost arbitrarily named and defined, is difficult for many users to set up.
(I will explicate this later.) For MATLAB conversion, however, the output is not a rigid
format but instead is a near one-to-one mapping of trace header names and values.

SEG2MAT BASICS

The input to Seg2Mat is a set of SEG-2 files with names ending in the suffix .dat which are
described by an initial filename following a general pattern [alpha]+[0-9]+.dat and option-
ally prefixed with a directory name to override the default current directory, for example
FILE045.dat or /data1/survey/REC0001.dat, and a count of the maximum number of such
files to process with the filename numeric field incrementing by one. The output of Seg2Mat
will be a series of new files with the .dat suffix changed to .mat. So to convert FFID001.dat
through FFID100.dat to FFID001.mat through FFID100.mat you would invoke the com-
mand line:

Seg2Mat FFID001.dat 100

355
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Each output AAAnnn.mat file contains a MATLAB structure

AAAnnn =
FileHeader: [112xK char]
TraceHeaderNames: [32xL char]
TraceHeaderValues: [LxM double]
TraceDataValues: [NxM double]

consisting of a copy of the SEG-2 File Header keyword entries, an array of header names
prefixed with 001 , 002 , 003 , . . . in order to make indexing the following 2D trace header
array convenient, and last the array of data traces. Here K is the number of keyword
lines in the File Header, L the number of trace header entries, M the number of traces,
and N the number of samples per trace. (For readability, you might want to display
transp(AAAnnn.FileHeader) and transp(AAAnnn.TraceHeaderNames).)

SEG2MAT FINE POINTS

The mapping of input trace headers to MATLAB trace headers is supplied in the precom-
piled table:

ACQUISITION_DATE 6 81
ACQUISITION_SECOND_FRACTION 1 54 1000
ACQUISITION_TIME 7 84
ALIAS_FILTER 5 0 1 71 72
CDP_NUMBER 5 1 1 12
CDP_TRACE 5 1 1 14
CHANNEL_NUMBER 5 1 1 8
CLIENT 3 1
COMPANY 3 2

...
NOTE 0 0
POLARITY 0 0
PROCESSING_DATE 3 9
PROCESSING_TIME 3 10
RECEIVER_GEOMETRY 0 0
RECEIVER_SPECS 0 0
RECORD_INDEX 0 0
SKEW 0 0
SOURCE 0 0
SOURCE_GEOMETRY 0 0
SOURCE_LINE_ID 0 0

which takes some explanation. The first two tokens in each line are the SEG-2 trace header
name followed by an action code ranging from 0 to 8. The meaning of the action codes is
as follows:

0 = copy to output FileHeader (or ignore)
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1 = multiply the header value by the 3rd parameter and store as a
16 bit integer in the 2nd parameter header location

2 = interpret the header as a sort code or units code
3 = copy to line number in reel header specified by 2nd parameter
4 = interpret the header as a trace type code
5 = like code 1, but the 2nd parameter is a data type 0=short, 1=int,

2=floating point, and the remaining parms are header locations
6 = convert to a year and day of year in two consecutive header locations

ending with the location of the 2nd parameter
7 = convert to an hour, minute and second in three consecutive header

locations ending with the location of the 2nd parameter
8 = interpret the header as a geophone type code

Most of the output trace header names will match the names used by the SU package to
refer to places in their SEG-Y-ish trace header.

EXAMPLE

Converting the test (and debug) record, randi001.dat, provided by Randi Walters produced
randi001.mat. A transcript of my loading it into MATLAB follows.

7 vostok: matlab
Warning: No display specified. You will not be able to display graphics

< M A T L A B (R) >
Copyright 1984-2011 The MathWorks, Inc.
R2011b (7.13.0.564) 64-bit (glnxa64)

August 13, 2011

To get started, type one of these: helpwin, helpdesk, or demo.
For product information, visit www.mathworks.com.

>> load randi001.mat
>> randi001

randi001 =

FileHeader: [112x13 char]
TraceHeaderNames: [32x87 char]

TraceHeaderValues: [87x108 double]
TraceDataValues: [1400x108 double]
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>> transp(randi001.FileHeader)

ans =

ACQUISITION_DATE 27/11/2008
PinnTech_SeqId 215
CLOCK_SYNC GPS LOCKED 0
INSTRUMENT GEOSPACE GEORES 53
ACQUISITION_SECOND_FRACTION 0.222499000000000
UNITS METERS
ACQUISITION_TIME 18:42:15
JOB_ID [Redacted]
CLIENT [Redacted]
TRACE_SORT AS_ACQUIRED
COMPANY [Redacted]
OBSERVER [Redacted]
NOTE

>> transp(randi001.TraceHeaderNames)

ans =

001 tracl
002 tracr
003 fldr
004 tracf
005 ep
006 cdp
007 cdpt
008 trid
009 nvs
010 nhs

...
075 syflt
076 gelevflt
077 selevflt
078 sdepthflt
079 gdelflt
080 sdelflt
081 swdepflt
082 gwdepflt
083 modsernum
084 senscalibdb
085 sensorientvertical
086 sensorientinline
087 sensorientcrossline
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DISCUSSION

The Seg2Mat utility is not fully general purpose, requiring source code editing to over-
come some hardwired array dimensions. In addition, providing the file header and trace
header keywords in transposed array format may be more desirable. Nevertheless, it is
sufficiently useful in its present form that I now advertise it to SEP sponsors. Source
code download is at http://sepwww.stanford.edu/oldsep/stew/Seg2Mat.c and com-
piled with gcc -g Seg2Mat.c -DMATOUTPUT -lm -o Seg2Mat . (Use -DSEPOUTPUT for SEP
format output instead. In that setting, set the environment variable DATAPATH to control
where the trace headers and trace data are stored instead of in the current directory.)
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CESLib: An object library for building scalable inversion
applications

Musa Maharramov

ABSTRACT

Application of various inversion techniques to practical problems depends on our abil-
ity to quickly adapt existing algorithms to different optimization methods, model and
data spaces, operators and discretization schemes. This paper discusses a new object-
oriented Fortran library for computational earth sciences (CESLib). I outline scalable
model-space and operator hierarchies and an optimization abstraction mechanism that
are implemented in the library, and demonstrate a specific application to joint time-
lapse inversion. In particular, I demonstrate how using the implemented object frame-
work reduced the amount of time and effort in converting a single-model full-waveform
inversion application into a simultaneous inversion package without affecting low-level
code for computationally-intensive processing.

INTRODUCTION

While often the least visible part of a research, development of scalable and efficient soft-
ware is key to success in testing and applying new methods of computational geophysics.
Techniques such as full-waveform inversion (Fichtner, 2010) that integrate multiple meth-
ods and tools benefit from software modularity, encapsulation and extensibility (Rouson,
2014). Object orientation obviates duplication of low-level codes, and provides for easy
integration of new functionality that conforms to common interface conventions. However,
although many benefits of object-oriented design are undisputed, selection of a suitable
type hierarchy and interface paradigms, and the underlying programming language and
library dependencies poses a significant challenge at an early stage of any object-oriented
scientific library development. More specifically, typical questions arising at early stages of
development are:

1. Can we avoid developing a new library from scratch but simply extend an existing
library, such as TriLinos (The Trilinos Project, 2014)?

2. What are the advantages and disadvantages of an object-oriented design? Can we
achieve our objectives by using modularization facilities of non-object-oriented lan-
guages such as Fortran 95 (Metcalf, 2011)?

3. Which programming language(s) to use—e.g., C++ (Stroustrup, 2013) or Fortran
2008 (Metcalf, 2011)?

4. What is the right balance between abstraction and implementation? More specifically,
should we adopt the approach that requires every base class to be purely abstract with
no significant type-bound members of known shape and no implemented type-bound
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procedures? Should we employ a compromise based on endowing even the base classes
with key features of a specific but fairly general implementation?

As is amply demonstrated by a great variety of programming paradigms deployed by suc-
cessful scientific software projects, there are no universal answers to these questions.

The object of this document is to describe my new library CESLib (Computational
Earth Sciences Library) that I used for time-lapse full waveform inversion problems of
(Maharramov, 2014b). I provide a rationale for my answers to each of the above key
questions, backing them with demonstrations of specific features of the new library.

CESLIB

The library was conceived as an extension of my earlier general-purpose object-oriented
library exp_tk (Maharramov, 2012), intended specifically for seismic modeling and inversion
applications. CESLib is implemented in Fortran 2008 as a dynamically or statically linked
library with Fortran modules on 64-bit Intel architectures. Compilation of the latest source
code requires version 14.0.2 or later of the Intel Studio Suite (Blair-Chappel and Stokes,
2012), however, a version of the library that can be built with version 13 of the compiler is
maintained as well.

One of the compelling reasons for choosing Fortran 2008 was the desire to reuse older
Fortran code that can be easily encapsulated in new modules and types (Rouson, 2014).
Another reason was the continued performance edge enjoyed by modern Fortran compilers
over C++ compilers, even when no obvious language-specific constraints exist to justify the
edge (Markus, 2012). The third important reason for choosing Fortran 2003/2008 was the
availability of powerful array features such as pointers to array slices. While some of these
features have an equivalent C++ workaround, continuous enhancements to the Fortran
standard (Metcalf, 2011) provide sufficient reason for staying with the language.

A functional waveform inversion framework should include at least two key components:
a wave propagation modeling library and an optimization library. While the latter can
be considered an “atomic” sub-library that may not have many dependencies, the former
depends on a multitude of data structures and algorithms for discretization and solution
of wave propagation equations on various computational domains (Fichtner, 2010). Very
large optimization problems (to the order of 109) solved in full-waveform inversion make it
impractical to use most of the existing optimization libraries such as LAPACK95 (Barker
et al., 2001) as back-end solvers. Third-party iterative solvers may be used; however, certain
specifics of the full-waveform optimization, such as use of a custom line search algorithm
(Sirgue, 2003), mean it is easier to implement a small dedicated optimization library rather
than adapt a portion of some existing library.

Rather than providing detailed descriptions of all library features, in the following sec-
tions I focus on key aspects of the library that rationalize my answers to the questions listed
in the Introduction.

CLASS HIERARCHY

The library provides the following base classes:
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1. Dataset is the base class for any data structures containing contiguous arrays of single-
precision real numbers of arbitrary dimension, supporting parallel file input/output.

2. Medium, an extension of Dataset, is the base class for any (subsurface) models, such
as acoustic slowness, elastic moduli, and various anisotropic models.

3. Field is the base class of any single and multi-component wave fields.

4. Lattice is the base class for extrapolation grids.

5. Functional is the base class for any objective function used in non-linear optimization.

6. Optimizer is the base class for gradient-based optimization, such as non-linear con-
jugate gradients (Nocedal and Wright, 2006).

There are a number of auxiliary objects that I do not list here as those are not important
for the discussion. Note the absence of an abstract “vector” class. An abstract vector
class that could be anything1 that supports basic linear operations was part of the epx_tk
framework (Maharramov, 2012). However, none of the applications of epx_tk or CESLib
require vectors that cannot be represented as contiguous arrays of real numbers that could
fit in random access memory. Based on previous experience with exp_tk and discussions
with industry representatives (Vu, 2013), the abstract vector was dropped from CESLib.
Note this decision should by no means be considered as a recommendation for avoiding
purely abstract vector classes. Certain application, such as processing of seismic gathers,
may require manipulation of data vectors that cannot fit in memory, or use heterogeneous
or non-contiguous storage (e.g., residing in both CPU and GPU memory). The fact that
any vector is a one-dimensional array does not constrain the dimensionality of application
vectors. Fortran pointers to array slices (Metcalf, 2011) provide an easy array reshaping
functionality without memory reallocation. Note, however, that this feature is not unique
to Fortran and can be achieved in C++ as well using static type recasting.

In the following sections I describe a few of the key library features that demonstrate
some of the mentioned technologies, and discuss their effect on productivity.

ARRAY SLICES

Pointing to array slices is a key feature that is used throughout the optimization framework.
For example, a Medium object has a type member p (property):

real, dimension(:), pointer, public :: p

This member is inherited by the AcMedium (acoustic medium) type. The dimensionality
of the actual data array p is dynamically changed by declaring, e.g., a three-dimensional
“slowness” pointer slow and pointing it to p:

real, dimension(:,:,:), pointer :: slow
...
slow(1:nz,1:nx,1:ny) => m%p(1:nxyz)

1not just an array of numbers



364 Maharramov SEP–152

Note this allows referencing both p and slow in any code that uses the AcMedium type
(run-time class). Array slices allow a straightforward implementation of anisotropic elastic
models, as different property arrays can point to different slices of the Medium member p.
However, elastic and anisotropic models are not currently implemented in CESLib.

I minimize the use of pointers to array slices within the loops of wave extrapolation
codes as a repetitive use of dynamic array offsets may slightly degrade the performance

OPTIMIZATION

The key optimization type is Functional that represents a nonlinear minimization func-
tional. Since the library specializes in derivative-based methods, the type has three deferred
type-bound members eval, evalG, evalH that compute the value of the functional for a
specified argument (that is a one-dimensional array!), both value and the gradient of the
functional, and the dot product of the Hessian with a specified vector. The latter is com-
puted in high-order adjoint state methods (Plessix, 2006). The user is expected to provide
this functionality by extending the abstract Functional class and defining their own eval-
uation methods. My implementation of the full-waveform inversion (Maharramov, 2014b)
defines eval and evalG and provides a dummy evalH as only the first-order adjoint-state
method is used.

One important auxiliary object type used by Functional is the LineSearch type. By
default, one extension of the LineSearch type is provided (MoreThuente) that implements
the More-Thuente line search algorithm (Nocedal and Wright, 2006).

AGGREGATION

The joint time-lapse full-waveform inversion method of (Maharramov, 2014b) requires si-
multaneous minimization of the joint objective function

α‖Mbub − db‖2 + β‖Mmum − dm‖2 + (1)
δ‖WR(mm −mb −∆mPRIOR)‖2 → min . (2)

The object-oriented technique of aggregation (Rouson, 2014) allows for a straightforward
extension of a single-model full-waveform inversion code to solve the optimization problem
(1,2). In my implementation, type Func1 extends Functional and is used for minimizing
one of the terms in (1). I implement a joint functional using an extension of Functional
that contains two independent instances of Func1 for the baseline and monitor inversion:

type, extends(Functional) :: Func2
private

!
! baseline and monitor functionals

class(Func1), pointer :: pmon, pbase
!
!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!
! type members required for difference regulariation
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real :: regalpha = 0 ! regularization parameter
!

integer :: regop = 2 ! regularization operator
!
! regularization (weighting) matrix

real, dimension(:), pointer :: regmask
!
! these are required for difference regularization

real, dimension(:),pointer :: diff1, diff2
!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!
!

contains
procedure :: eval => evalFunc2 ! value only
procedure :: evalG => evalFunc2G ! value and gradient
procedure :: evalH => evalFunc2H ! dummy

...
end type Func2

Two instances of the Func1 class are allocated independently prior to the initialization of a
joint functional instance, and assigned to the member pointers pmon and pbase during the
initialization of the joint functional. Note that implementing evalFunc2 only requires two
separate invocations of pbase%eval() and pmon%eval(), and summing the results. Imple-
menting evalFunc2G requires separate invocations of pbase%evalG() and pmon%evalG() as
well as the trivial evaluation of the difference regularization term (2). Note that the model
vectors of pmon and pbase need to point to two contiguous slices of a single array in order
for the joint model to be used in the optimization framework.

CONCLUSIONS AND PERSPECTIVES

CESLib is a scalable computational framework for solving forward and inverse problems of
wave-propagation modeling. One of the deciding factors in implementing the new object
library was extensibility for solving a hierarchy of optimization problems similar to (1,2)
via aggregation. Conversion of a single-model full-waveform inversion into a joint inversion
code required only the implementation of difference regularization in addition to the modest
overhead of extending the base functional type to a joint type.

The upcoming release of CESLib will include the pseudo-acoustic modeling method of
(Maharramov, 2014a).
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Geophysics from Tel-Aviv University. In 2008 he joined the R&D
team of Paradigm Geophysical, maintaining and developing the
production codes. He joined SEP in 2009 and is currently pur-
suing a Ph.D. in geophysics at Stanford University, and a longer
biography. His current research is about wave-mode separation
of multi-component seismic data that includes both displacement
and rotational data.
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Guillaume Barnier is from Nice, France. He graduated from
Telecom Paristech in 2007 with a MSc in telecommunications and
signal processing. After working as a fixed income trader for JP
Morgan (London) from 2007 to 2010, he decided to change career
path by joining the geophysics MSc program in Colorado School
of Mines (2011), where he focused his research on seismoelectric
coupling in poro elastic media. In September 2013, he joined
the Stanford Exploration Project to pursue his Ph.D. So far, he
has been working on quantifying structural uncertainty in seimsic
images due to error in velocity estimation.

Gregory Beroza is a professor of Geophysics at Stanford Uni-
versity. Dr. Beroza graduated from the University of California
at Santa Cruz in 1982 with a B.S. Geophysics, later receiving
a degree from the Massachusetts Institute of Technology with a
Ph.D. in Geophysics in 1989. At present he is the Wayne Loel
Professor of Geophysics at the Stanford School of Earth Sciences.
He has been the recipient of many honors and awards – including,
most recently, the 2014 Beno Gutenberg Medal from the Euro-
pean Geosciences Union. In addition, Professor Beroza serves as
the Deputy Director of the Southern California Earthquake Cen-
ter, the Chair of the Advanced National Seismic System Steering
Committee, and is a member of the Board of Reviewing Editors
for Science Magazine.
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Biondo L. Biondi is professor of Geophysics at Stanford Uni-
versity. Biondo graduated from Politecnico di Milano in 1984 and
received an M.S. (1988) and a Ph.D. (1990) in geophysics from
Stanford. He is co-director of the Stanford Exploration Project
and of the Stanford Center for Computational Earth and Envi-
ronmental Science. In 2004 the Society of Exploration Geophysi-
cists (SEG) has honored Biondo with the Reginald Fessenden
Award. Biondo recently published a book, 3-D Seismic Imaging,
that is the first text book to introduce the theory of seismic imag-
ing from the 3-D perspective. The book is published by SEG in
the Investigations in Geophysics series. During 2007 gave a one-
day short course in 28 cities around the world as the SEG/EAGE
Distinguished Short Course Instructor (DISC) . He is a member
of AGU, EAGE, SEG and SIAM.

Daniel Blatter graduated from the University of Utah in 2011,
where majored in Physics with a minor in Math. From 2011-
13 he studied the Middle East at George Washington University,
earning a Masters in Middle East Studies in 2013. He joined SEP
later that year as a Masters student in Computational and Math-
ematical Engineering, and anticipates joining the Geophysics de-
partment as a PhD student in the Spring of 2015.

Jason Chang received his B.A. in geophysics from the Univer-
sity of California, Berkeley, in 2010. He joined SEP in autumn of
2011 and is currently working toward a Ph.D. in geophysics. He
is a student member of SEG and AGU.

Jon F. Claerbout (M.I.T., B.S. physics, 1960; M.S. 1963;
Ph.D. geophysics, 1967), professor at Stanford University, 1967.
Emeritus 2008. Best Presentation Award from the Society of
Exploration Geophysicists (SEG) for his paper, Extrapolation
of Wave Fields. Honorary member and SEG Fessenden Award
“in recognition of his outstanding and original pioneering work
in seismic wave analysis.” Founded the Stanford Exploration
Project (SEP) in 1973. Elected Fellow of the American Geo-
physical Union. Authored three published books and five in-
ternet books. Elected to the National Academy of Engineering.
Maurice Ewing Medal, SEG’s highest award. Honorary Member
of the European Assn. of Geoscientists & Engineers (EAGE).
EAGE’s highest recognition, the Erasmus Award.
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Robert Clapp received his B.Sc. (Hons.) in Geophysical En-
gineering from Colorado School of Mines in May 1993. He joined
SEP in September 1993, received his Masters in June 1995, and
his Ph.D. in December 2000. He is a member of the SEG and
AGU.

Taylor Dahlke is a second year student with SEP. He received
his B.S. in civil engineering from the University of California,
Berkeley in 2012, and joined SEP in July 2012. Currently, he
is working towards a Ph.D. in geophysics with his research fo-
cused on applying levelset methodologies to perfom salt body
image segmentation. Taylor is a student member of SPE and
Vice President of the Stanford SEG Student Chapter.
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Sjoerd de Ridder hails from the Netherlands and received his
BSc (2004) in Earth Sciences from Utrecht University. After an
exchange year at Colorado School of Mines he attended Delft
University of Technology. In Delft he worked on seismoelectric
interferometry and obtained an MSc (2007) in Applied Earth
Sciences with specialization in applied geophysics. In the fall of
2007 he started a PhD program at Stanford University to work
on seismic-interferometry of low-frequency ambient seismic noise
in SEP. He received the Jon F. Claerbout - Chevron Fellowship in
2009-2010. During his PhD program he spent summers at China
University of Petroleum in Beijing (2010), BP America (2011),
Chevron (2012) and BP Norway (2013). In his free time he likes
to run, bike and hike while traveling and discussing philosophy,
politics and history. In recent years he cycled over 3000 miles
exploring China. Having finished his PhD in March of 2014 he
started as an Associate Research Professor at the University of
Science and Technology of China (USTC) in Hefei, Anhui.

John Giles graduated from NTSU in 1979 with an M.Sc. in
computer science. He did electrical engineering work for the
Computer Science Dept. of NTSU, designing and developing “ear
training” systems for the Music Dept. He worked in General Elec-
tric, testing new attitude control electronics for satellites and the
Space Shuttle program. He was the senior geophysicist for So-
hio, where he was responsible for field QC of seismic crews, and
did R&D on new acquisition techniques. He was VP and later
President of Pelton Co., and is currently the Founder and CEO
of Seismic Source Co.
Antoine Guitton received a M.Sc. in geophysics from Univer-
sité de Strasbourg in 1996. He also received a M.Sc. and Ph.D
in geophysics from Stanford University in 1998 and 2005. He is
a recipient of the EAGE Arie van Weelden Award in 2004 and
SEG J. Clarence Karcher Award in 2007. He received the Best
Paper Presented by a Student at the Annual Meeting Award in
1999 for his work on robust norms. Antoine is currently working
for Geoimaging Solutions Inc. as a senior research geophysicist
working on imaging and velocity estimation. He is also a con-
sulting professor in geophysics at Stanford University. He is a
member of the EAGE, SEG and AGU.

Adam Halpert graduated from Rice University in May 2007
with a B.Sc. in Earth Science and a B.A. in Policy Studies.
He joined SEP in the summer of 2007, and is currently working
toward a Ph.D. in Geophysics. He is a student member of the
SEG and AGU.
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Jesse F. Lawrence is an assistant professor of Geophysics at
Stanford University. He works in the field of structural seis-
mology, particularly as it applies to deep Earth structures and
the evolution of continents. His group focuses on the develop-
ment of computational techniques to build models of the Earth’s
structure in order to address outstanding geophysical problems.
Specifically, his work addresses the structure and dynamics of
Earth’s mantle; imaging the anelastic structure of the Earth; and
imaging the crust and lithosphere. His group also operates the
Quake-Catcher Network, the world’s largest strong-motion seis-
mic network built by connecting inexpensive seismic sensors to
internet-connected computers. With more data, we hope to gain
better understanding of earthquake ruptures and how earthquake
energy focuses and defocuses in the Earth.

Huy Le graduated from the University of Oklahoma in 2012
with a B.S. in Geophysics. He has recently completed the Master
program in Computational Geoscience, a joint program between
the School of Earth Sciences and the Institute of Computational
and Mathematical Engineering, and become a PhD student in
Geophysics. His research interests include anisotropy, finite dif-
ference method, and full waveform inversion.

Chris Leader graduated from Oxford Univeristy in 2008 with
a BA in Physics (with concentration on Astrophysics and Con-
densed Matter physics) and then from Imperial College London in
2009 with an MSc in Petroleum Geophysics (Distinction). He is
currently a first year student in the Stanford Exploration Project
on the PhD program working on Fourier methods of regularisa-
tion. Work experience involves 3D seismic processing for a Rio
Tinto acquired dataset over summer 2009. He is a member of
SEG, EAGE, PESGB and IOP.
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Stewart A. Levin was acting director of the Stanford Explo-
ration Project during Jon Claerbout’s 1993-4 sabbatical year. Af-
ter a distinguished career in industry at Mobil and Halliburton,
he has returned to Stanford as a consulting professor in the De-
partment of Geophysics.

Yunyue (Elita) Li graduated from China University of
Petroleum, Beijing in July 2008 with a B.S. in Information and
Computational Science. She joined SEP in the fall of 2008, and is
currently working toward a Ph.D. in Geophysics. She is a student
member of the SEG.
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Musa Maharramov received his diploma c.l. in Mathematics
from Baku State University in 1993. In 1995, he received a Ph.D.
in Mathematics (Differential Equations) from the Azerbaijan In-
stitute of Mathematics for his thesis “Asymptotic Solutions of
Quasilinear Parabolic Equations”. In 1995-2001, he worked as
an IT& Comms consultant, later IT manager, at Fluor Corpora-
tion in Baku. In 2001, he joined BP Azerbaijan, and in 2006 he
started his work at BP High Performance Computing as a Com-
putational Scientist. In that role he worked with the BP Imaging
Team on mathematical, algorithmic and computational aspects
of seismic migration and inversion. Musa joined SEP in the fall
of 2011 and is pursuing his second Ph.D., in Geophysics. He is
currently working on regularization of seismic inversion problems
through the application of Geological/Geomechanical constraints
and advanced optimisation techniques. Musa is a member of the
SEG, EAGE and SIAM.

Eileen Martin graduated from the University of Texas at Austin
in 2012 with a B.S. in Mathematics and Computational Physics.
She is a Department of Energy Computational Science Graduate
Fellow, and is working towards her Ph.D. in the Institute for
Computational and Mathematical Engineering. She Joined SEP
in the summer of 2013, and is a member of AGU, SIAM and
SEG.

Nori Nakata received Bachelor of Engineering (2008) and Mas-
ter of Engineering (2010) degrees from Kyoto University, and his
PhD degree at Colorado School of Mines in 2013. He joined
the Geophysics department at Stanford University in September
2013 as a George Thompson Postdoctral Fellow. His research
interests are exploration geophysics, crustal seismology, and civil
engineering using passive and active seismic data.

Dave Nichols received a B.A. in physics from Cambridge Uni-
versity in 1982; a M.Sc. in geophysics from Imperial College,
London in 1983; and a Ph.D. in geophysics from Stanford Uni-
versity in 1994. From 1983 to 1987, he was employed by Western
Geophysical in London and joined SEP in 1987. During the sum-
mer of 1991, he worked for Chevron Oil Field Research Company
in La Habra, California. He currently works for Schlumberger
in the Schlumberger Reservoir Completions Center in Rosharon,
Texas.
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Shuki Ronen is currently (2013) the chief geophysicist of
Seabed Geosolutions, and a consulting faculty at SEP. The photo
dates back to when he was a student at Stanford, 1985.

Xukai Shen graduated from Tsinghua University in July 2007
with a B.E. in Electrical Engineering. He joined SEP in the fall
of 2007, and is currently working toward a Ph.D. in Geophysics.
He is a student member of the SEG.

Yi Shen got her Bachelors degree in Acoustics, from Dept. of
Electronic Science and Engineering, Nanjing University, China in
2010. She joined SEP in the fall of 2010, and is currently working
toward a Ph.D. in Geophysics at Stanford University. She is a
student member of the SEG.
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Mandy Wong graduated in 2004 with a B.Sc. in Physics and
Mathematics from the University of British Columbia (UBC) in
Vancouver, Canada. In 2006, she obtained a M.Sc. degree in
Condensed Matter Thoery at UBC. Afterward, Mandy worked
for a geophysical consulting company, SJ Geophysics, based in
Vancouver, Canada. Mandy joined SEP in 2008, and is working
towards a Ph.D. in Geophysics. Her main research interest is
imaging with multiples.

Yang Zhang graduated from Tsinghua University in July 2007
with a B.E. in Electrical Engineering. He took an internship in
Microsoft Research Asia during 2007-2008. He joined SEP in
2009, and is currently pursuing a Ph.D. in Geophysics.
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